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Abstract

Robotic Minimally Invasive Procedures (MIP) generate large amounts of intraopera-

tive data, including endoscopic video and instrument motion. Despite technological

advances, current systems lack the ability to build a consistent and structured under-

standing of the surgical scene. This thesis addresses this limitation by investigating

how visual information in robotic MIP can be organised into scene representations

that remain coherent across space and time. The central premise is that surgical

understanding depends not only on isolated task performance, but on how different

visual representations (from object localisation to three-dimensional reconstruction)

interact and support one another.

The thesis first introduces a representation-centric framework that formalises vi-

sual surgical perception as a multi-level process, clarifying how detection, tracking,

motion estimation, and reconstruction are connected. A transformer-based detec-

tion model is then proposed to obtain robust object representations under realistic

perturbations. Moving on, render-based implicit scene representations are developed

to jointly model appearance, motion, and three-dimensional structure in deformable

environments, enabling temporally consistent tracking and separation of camera

motion from tissue deformation. Finally, the DRENDS dataset is presented to sup-

port quantitative evaluation of temporally consistent depth estimation in dynamic

surgical scenarios.

Overall, this work demonstrates that effective surgical perception depends on

how visual information is structured and integrated, and it contributes foundational

methods and evaluation tools for Surgical Data Science.
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Glossary

Artificial Intelligence (AI) A field of computer science concerned with the de-

velopment of systems capable of performing tasks that typically require human

intelligence, such as perception, reasoning, learning, and decision-making.

Computer Vision A field of computer science concerned with enabling machines

to acquire, process, and interpret visual data to extract meaningful information

about the environment.

Computer-Assisted Interventions (CAI) Clinical interventions supported by

computational systems that provide assistance through planning, guidance,

visualisation, or decision support during medical procedures.

Computer-Assisted Surgery (CAS) A set of computer-assisted interventions

focused on surgical procedures, where computational methods support the

surgeon through image guidance, navigation, or intraoperative assistance.

Endoscopy Image modality in which an endoscope is used to visualise internal

organs or cavities for diagnostic, screening, or therapeutic purposes.

Hand-Eye Calibration Estimation of the rigid transformation relating the coor-

dinate system of a robot’s end effector to that of a camera mounted on it,

without which kinematic and image measurements cannot be expressed in a

common coordinate system.

Image Understanding The process of extracting, organising, and interpreting se-

mantic information from images by transforming low-level visual data into

higher-level representations.

Minimally Invasive Procedure Clinical procedure that is performed through small

incisions or natural orifices using specialised instruments and image guidance

to reduce patient trauma.
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Glossary Glossary

Minimally Invasive Surgery A surgical approach in which procedures are per-

formed through small incisions using specialised instruments and image guid-

ance to reduce patient trauma..

Object Representation A structured encoding of an object’s properties, such as

appearance, geometry, position, or state, used to support recognition, tracking,

or reasoning within a computational system.

Robotic Minimally Invasive Surgery (RMIS) Minimally invasive surgical pro-

cedures in which robotic systems mediate the interaction between the surgeon

and the patient to enhance dexterity, precision, and control.

Robotic-Assisted Interventions (RAI) or Robotic-Assisted Surgery (RAS)

Clinical interventions in which robotic systems assist the execution of a pro-

cedure by enhancing precision, dexterity, or control under human supervision.

Scene Understanding The process of constructing a coherent semantic and spa-

tial representation of a scene by integrating information about objects, geom-

etry, relationships, and dynamics.

Surgical Data Science (SDS) An interdisciplinary field that studies how data

generated before, during, and after surgery can be acquired, analysed, and

modelled to improve surgical understanding, decision-making, and outcomes.

Surgical Perception The computational process through which surgical data are

transformed into structured representations of the surgical environment to

support interpretation, reasoning, and action.

xiii



Abbreviations

2D Bidimensional.

3D Three-dimensional.

3DGS 3D Gaussian Splatting.

aabb Axis-Aligned Bounding Box.

AI Artificial Intelligence.

CAI Computer-Assisted Interventions.

CAS Computer-Assisted Surgery.

CL Contrastive loss.

CT Computed Tomography.

CV Computer Vision.

dVRK da Vinci Research Kit.

FoV Field of View.

FPS Frames per Second.

GIoU Generalised Intersection Over Union.

GT Ground Truth.

HPC High-Performance Computing.

ICG Indocyanine Green.

IoU Intersection Over Union.

xiv



Abbreviations Abbreviations

IR Infrared.

MIP Minimally Invasive Procedure.

MIS Minimally Invasive Surgery.

NeRF Neural Radiance Fields.

PSNR Peak Signal-to-Noise Ratio.

RAI Robotic-Assisted Interventions.

RAS Robotic-Assisted Surgery.

RGB Red, Green, and Blue.

RMIS Robotic Minimally Invasive Surgery.

ROS Robot Operating System.

SDS Surgical Data Science.

SfM Structure from Motion.

SLAM Simultaneous Localisation and Mapping.

SSIM Structural Similarity Index.

ToF Time-of-Flight.

Tx-decoder Transformer decoder.

Tx-encoder Transformer encoder.

WHO World Health Organization.

xv



Chapter 1

Introduction

Surgical procedures play a crucial role in diagnosing and treating diseases. According

to the World Health Organization (WHO), more than one surgical procedure is

performed each year for every 25 people worldwide, and the trend also suggests a

growing demand as technology evolves and people’s longevity increases [1]. In the

United Kingdom, surgical procedures are organised by anatomical systems following

the national standard Classification of Interventions and Procedures (OPCS-4) [2],

supporting an anatomy-driven stratification that reflects clinical differences between

procedures. In particular, procedures in the abdominal cavity stand out since a

large fraction of the surgical needs worldwide is related to organ diseases in this

area [3]. The importance of abdominal surgery, along with the advantages that

new technologies such as robotics and imaging through endoscopy provide to the

surgeon and patient by reducing invasiveness or physiological burden [4], [5], defines

the clinical scope of this work. The incorporation of Artificial Intelligence (AI)

into the processing of surgical-related data [6] then determines the methodological

approach taken within that clinical scope. Hence, this work focuses on analysing

and modelling surgical data from procedures involving the visualisation of organs in

the abdominal area through an endoscopic camera using AI techniques. To expand

the clinical context, specify the research area, and define the gap addressed in this

thesis, a brief background on minimally invasive procedures, Computer-Assisted

Surgery (CAS), robotic surgery, surgical data science and surgical scene perception

is presented.

1.1 Minimally Invasive Procedures (MIP)

Minimally Invasive Procedure (MIP) is today’s gold standard in the surgical room

for the diagnosis and treatment of diseases inside the human body [7], and endoscopy

1



1. INTRODUCTION 1.1 Minimally Invasive Procedures (MIP)

plays an essential role as the main enabling technology [8]. They have brought the

best outcomes for patients compared to traditional open surgery by reducing the

detrimental side effects of surgeries, reducing pain and recovery times, and increas-

ing survival rates and life expectancy [9], [10]. MIP and endoscopy have a long and

intertwined history [11], ranging from antique surgical practices for viewing body

cavities [12] to the development of new technologies that enable high-quality visu-

alisation [13], and to the incorporation of robotics and enhanced imaging [14]. In

this work, MIP refers to a surgical or diagnostic approach that is performed through

small incisions or natural orifices, using specialised instruments and image guidance

to reduce patient trauma[15]. Meanwhile, endoscopy refers to the image modality in

which an endoscope (laparoscope, when it is used in the abdominal area), i.e., a thin

tube-like instrument with a light and a lens for viewing, is used to visualise internal

organs or cavities for diagnostic, screening, or therapeutic purposes, independent of

whether surgery is performed. Other imaging modalities, such as ultrasound, radio-

graphy and magnetic resonance, that can support MIP are acknowledged. However,

these are left out of this work scope since this work is concerned with the procedures

in which the operative scene is observed through an endoscopic camera. Thus, the

procedures studied in this thesis are laparoscopic, performed either manually or with

robotic assistance.

Surgical MIP is denominated as Minimally Invasive Surgery (MIS), and it is car-

ried out with therapeutic intent, implying the treatment of tissues through cutting

and manipulation. When it is executed over the abdominal area, it is often referred

to as a laparoscopic procedure [16]. The general steps for a laparoscopy are as fol-

lows [17]: the abdomen is inflated with CO2 gas to generate a cavity before several

small incisions are made through the abdominal wall. Then, the laparoscope (a

rigid long endoscope that stays static while surgical tools move) is inserted through

one opening to guide the surgery, and other tiny surgical instruments are inserted

through other openings, allowing a surgeon to manipulate the patient’s organs intra-

corporeally and perform the surgery. MIS requirements [16] involve that the organs

of interest can be visualised through a set of incisions in the body, there is enough

room to manipulate the tissue (considering the size of the tools and the movements

that will be executed), and the patient presents a homeostatic stable state (i.e. a

relatively constant balance of the human body’s internal variables).

Diagnostic MIP involves the insertion of the endoscope to screen organs (using a

semi-rigid or flexible endoscope to facilitate the displacement of the camera through

the body) with minimal or no intervention of other surgical instruments, and is

performed to establish or confirm a diagnosis rather than to treat [18]. The clinical

distinction between diagnostic and surgical MIP rests on intent rather than on access
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route, and the two do not partition cleanly: diagnostic laparoscopy reaches the

abdominal cavity through incisions and may proceed to therapeutic intervention

within the same session [19]. The property that matters for the analysis of the images

in this thesis is therefore not the intent of the procedure but the behaviour of the

endoscope, whether it constantly moves or remains mostly static: an endoscope that

translates along a lumen, as in colonoscopy or gastroscopy, against a laparoscope that

pivots about a fixed port. Examples of diagnostic MIP that involve the abdominal

area are colonoscopy, where the endoscope enters through the anus, travels the

rectum and colon; and gastroscopy, where the endoscope enters the mouth and

travels the oesophagus, stomach, and duodenum.

Figure 1.1 shows a representation of each MIP discussed in this section and

highlights the difference in the behaviour of the endoscope between surgical and

diagnostic MIP. While most of the work in this thesis focuses on abdominal MIP,

the constant camera movement in diagnostic MIP adds an extra degree of complexity

to the analysis of the endoscopic images.

a) Laparoscopy b) Gastroscopy c) Colonoscopy

 Camera trajectoryStill camera

Figure 1.1: Examples of MIP: a) Laparoscopy, b) Gastroscopy, c) Colonoscopy.

1.2 Robotic MIP

Significant efforts and emerging trends in the analysis of data from MIP aim to

support surgeons in the operating room, ultimately leading to the development

of techniques that leverage the capabilities of modern computational systems [6].

Additionally, numerous attempts to increase the complexity of the instruments’

movements, precision, and range of motion led to the development of surgical robotic

platforms [20]. In this context, endoscopic imaging remains the primary source of

information about the operative scene [21], while additional sources such as the

robot state and system constraints provide new structured data [20]. As a result,

robotic MIP offers a natural framework for studying how visual information can be
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interpreted and exploited to enhance diagnostic and surgical performance, safety,

and autonomy. This section introduces the motivation of this thesis through the

role of computer assistance and robotic systems in MIP, with particular emphasis

on how endoscopic image analysis underpins higher-level capabilities.

1.2.1 Computer-Assisted Interventions

Computer-Assisted Interventions (CAI) refers to implementations in which compu-

tational systems support or augment interventional procedures, typically by provid-

ing intraoperative guidance, visualisation, navigation, or execution support to the

surgical team [20], [22]. In the literature, CAI is often referred to as CAS while

maintaining in the scope both diagnostic and surgical procedures [6]. Hence, we use

both terms interchangeably in this work.

Representative examples of CAI systems are drawn from established surveys in

the Handbook of Robotic and Image-Guided Surgery [23]. These span different

surgical domains: Intuitive Surgical and Medtronic operate in laparoscopic surgery,

whereas Brainlab, Stryker and Zimmer Biomet address cranial and orthopaedic pro-

cedures, where the anatomy is rigid and the imaging and guidance requirements

differ accordingly. For instance, Intuitive Surgical provides solutions that support

planning, intraoperative guidance, and execution by integrating endoscopic imag-

ing, instrument kinematics, and workflow software within a unified robotic sur-

gical platform; Medtronic develops technologies that assist preoperative planning

and intraoperative navigation by combining imaging, tracking, and robotic exe-

cution within minimally invasive procedures; Brainlab offers systems focused on

surgical planning and navigation, leveraging imaging data and intraoperative guid-

ance to support precise spatial decision-making; Stryker provides platforms that

assist procedure-specific planning and guidance by integrating preoperative mod-

els, intraoperative sensing, and constraint-based execution support; Zimmer Biomet

applies techniques to support surgical planning and execution, using data-driven

guidance and robotic assistance to improve procedural consistency, particularly in

orthopaedic contexts. The degree to which each of these capabilities has reached the

operating room varies, and several remain at the stage of development or limited

clinical evaluation rather than routine use. Across these CAI systems, a common

trend emerges: the progressive integration of perception, planning, and execution

within unified computational pipelines, with robotic platforms increasingly serving

as the interface between algorithmic decision-making and physical action. CAI is

not, however, confined to robotic platforms. Computer-vision assistance is also de-

ployed in manual laparoscopy, as in the Maestro system, whose ScoPilot capability

4



1. INTRODUCTION 1.2 Robotic MIP

automates laparoscope control on conventional laparoscopic instrumentation [24],

[25].

Regarding MIP, it represents the primary clinical domain in which CAI tech-

nologies deliver tangible value, as they fundamentally alter how surgeons interact

with the surgical environment [23], [26]. The reduced access, indirect visualisation,

and constrained instrument motion characteristic of MIP create intrinsic challenges

(steep learning curve, camera limitations and scene dynamics) that cannot be easily

addressed by human skill alone [16], [27]. CAI systems, such as navigation plat-

forms, robotic assistants, and intraoperative guidance tools, are therefore developed

to compensate for these limitations by enhancing spatial awareness, precision, and

reproducibility.

1.2.2 Robotic platforms and levels of autonomy

Surgical robotics, often referred to as Robotic-Assisted Interventions (RAI) or Robotic-

Assisted Surgery (RAS), represents a further step in the integration of CAI in the

operating room by introducing robotic manipulators that physically interact with

the patient [28]. The use of Robotic Minimally Invasive Surgery (RMIS) is in-

creasingly adopted to improve dexterity, precision, and ergonomics in MIP, while

preserving the reliance on endoscopic visual feedback [20]. The da Vinci Surgical

System, Hugo RAS, Versius, and Senhance (Figure 1.2) are examples of prominent

robotic platforms designed to support RMIS through teleoperated or computer-

assisted manipulation [23]. The da Vinci system combines articulated instruments

with stereoscopic endoscopic vision to enable precise manipulation in confined op-

erative spaces; Hugo RAS adopts a modular architecture with independently po-

sitioned robotic arms and a digital workflow to integrate with standard operating

rooms; Versius employs multiple bedside robotic arms and an open surgeon console

to support flexible port placement and ergonomic control in laparoscopic procedures;

and Senhance augments conventional laparoscopy with robotic assistance by provid-

ing instrument articulation, camera control, and haptic feedback while preserving a

laparoscopic-style operating environment.

Among all systems, the da Vinci Surgical System has stood out as the most

widely used platform for research due to its openness and reproducibility [5]. Johns

Hopkins University, Worcester Polytechnic Institute, and Intuitive Surgical, Inc.

developed the da Vinci Research Kit (dVRK) [33] (Figure 1.3 shows the main com-

ponents of the dVRK platform). This kit provides the system’s core hardware and

dedicated electronics, enabling control at any level, thus driving research trends in

RMIS, both for industry and academia.
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a) b)

c) d)

Figure 1.2: Examples of RMIS: a) da Vinci Surgical System - Intuitive Surgi-
cal [29], b) Hugo RAS System - Medtronic [30], c) Versius Surgical System - CMR
Surgical [31], d) Senhance Surgical System - Asensus Surgical [32].

Despite the technological sophistication of current RMIS platforms, randomised

controlled trials comparing robotic-assisted and laparoscopic surgery in rectal can-

cer resection have shown no significant reduction in conversion to open laparotomy

when using robotic systems, even across surgeons with varying levels of robotic ex-

perience [34]. Similarly, the ROC’N’ROLL trial comparing robotic and laparoscopic

hepatectomy for liver malignancies reported comparable short-term outcomes, in-

cluding complication rates and operative metrics [35]. These findings suggest that

enhanced instrument articulation and improved ergonomics alone are insufficient to

guarantee superior clinical performance. As highlighted in recent analyses of medi-

cal robotics translation, robotic systems are insufficiently integrated with real-time

intraoperative imaging and clinical workflow [36]. This limitation may be attributed

not to mechanical capability but to perceptual capability: integrating imaging into

the intraoperative workflow requires a system that can interpret what that imaging

shows, and current platforms do not. Robotic manipulators enhance dexterity and

precision, and open the opportunity for new forms of computer-assisted intervention,

but they do not fundamentally augment the system’s understanding of the operative

scene, which is the capability this thesis sets out to build.

Beyond supporting human decision-making and teleoperation, recent trends in

surgical robotics explore varying degrees of automation [37]. An autonomous robotic

system is a sophisticated and advanced technology that can navigate its environ-

ment, perceive and interpret sensory data, plan and execute actions, and adapt to
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Patient side Master ConsoleControl Boxes

Vision system
dVRK PC

Data flow

Figure 1.3: dVRK platform components. Patient side is near the operating
table and holds robotic arms with surgical instruments. Robotic arms are controlled
through commands from the master console or dVRK PC. The Control Boxes house
the electronics that control the robot and translate commands into robot movements.
The master console consists of hand controls, foot pedals, and a viewing screen used
by the operator. Vision systems hold the electronics to receive and transmit data
from the endoscopic camera. dVRK PC hosts the research software to communicate
with the system.

changing conditions, all without direct human control [20], [37]. In a surgical con-

text, tasks such as suturing and knot tying [38], tissue dissection [39], instrument

reconfiguration [40], or organ manipulation [41] have directed the research field.

Table 1.1 shows a classification for the levels of autonomy in RMIS and their char-

acteristics. The automation of surgical tasks has been mainly conducted under two

paradigms [42]: automation informed by machine learning and automation by rein-

forcement learning. The automation informed by machine learning leverages data to

identify patterns and apply them in decision-making [43]. In contrast, automation

by reinforcement allows the system to learn from interaction with the environment

(which can be virtual) by providing feedback in the form of rewards or penalties [44].

The mechanisms and data types in each paradigm differ, but they are not necessar-

ily mutually exclusive, and both optimise their decision-making strategies based on

interpretations of the surgical environment. However, level 0 remains the only form

of automation used in clinical practice, as the work in this field has yet to provide a

complete solution that addresses the requirements of a real surgical setup [37]. The

development of such capabilities is fundamentally constrained by the robot’s ability

to perceive and interpret its environment [4], [6], [37], [43], including anatomical

structures, surgical instruments, and tissue behaviour. In this context, endoscopic

image analysis plays a critical role, providing the visual perceptual foundation upon

which more advanced robotic assistance and autonomy can be built [21].
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In summary, robotic MIP have substantially advanced surgical practice by en-

hancing dexterity, precision, and ergonomics. However, current clinical evidence

indicates that these mechanical advantages do not consistently translate into su-

perior patient outcomes compared to conventional laparoscopy. This gap suggests

that the next transformative step in robotic surgery will not be driven solely by

hardware innovation, but by the development of robust perceptual capabilities that

enable structured understanding of the surgical scene. The integration of endoscopic

imaging, instrument kinematics, and new surgical workflows in these platforms pro-

vides the foundations for enhanced guidance, reproducibility, and emerging forms of

automation. Hence, the analysis of surgical data emerges as a central enabling com-

ponent for overcoming current limitations in robotic MIP, thereby motivating this

thesis’s investigation into surgical perception as the pathway toward more informed,

robust, and adaptive MIP systems.

Table 1.1: General description of the levels of automation in robotic minimally
invasive surgical systems [37]

Autonomy level Description

Level 0 No autonomy, all the movements of the robot are controlled
by the surgeon and no support or constraints are provided.

Level 1 Autonomy for assistance. The robot autonomously provides
enhanced feedback to the surgeon.

Level 2 Task autonomy, the execution of certain tasks is au-
tonomously performed by the robot once the surgeon has
provided all the needed information to accomplish the task.

Level 3 Conditional Autonomy, the robot has a perceptual capability
to understand the surgical scene and autonomously plan and
execute specific tasks when the surgeon requires assistance.

Level 4 High autonomy, the robot uses pre- and intra-operative in-
formation to plan and execute a sequence of tasks (plus re-
planning if needed). The surgeon can re-take control at any
point.

Level 5 Full automation, the robot has complete control to analyse
the pre- and intra-operative information, devise a plan and
perform the surgery without human intervention. A platform
with this characteristic is far from the current state of the art,
and proper ethical discussion needs to be addressed to define
their constraints
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Table 1.2: Available data types during a Robotic Minimally Invasive Procedure [20].

Data type Description

Preoperative data All available patient data acquired before the operation,
such as blood tests, radiography or any other piece of infor-
mation that could be in an electronic health record.

System data Teleoperation states: pedal signals, head sensor, presence
sensor, etc.

Kinematic and Dy-
namic data

All the information related to the manipulators and actua-
tors of the system on the console and patient sides.

External data Any additional sensors such as ultrasound probe or other
non-invasive imaging devices.

Endoscopic images Frames from the stereo endoscope or any other camera.

1.3 Surgical Data Science

Surgical Data Science (SDS) has emerged in the last decade as a discipline that

studies and exploits data generated throughout the surgical workflow (pre-, intra-,

and post-operative) [45], with the aim of extracting actionable knowledge by or-

ganising, analysing, and modelling such data to improve surgical understanding,

decision-making, and outcomes [6].

Table 1.2 displays the data types available during a robotic MIP [20]. Among

these, endoscopic images represent the dominant source of intraoperative informa-

tion [21] and are often the only modality providing direct and continuous visualisa-

tion of the surgical field [45]. In contrast, robot kinematics, dynamics, and system

data are explicitly designed to represent the state of the two agents involved in the

procedure, the robot and the surgeon, in a structured and measurable manner, with

the console-side and patient-side manipulators being the components through which

their state is measured [20]. Patient-related data during surgery are largely limited

to vital signs [16], which provide global physiological status but little information

about the local surgical scene, while pre-operative data primarily support planning

and post-operative assessment rather than real-time intervention [22]. Finally, other

imaging modalities are used to support the interpretation of endoscopic images or,

when serving as the primary visual sensor, are significantly less widely adopted

across procedures than endoscopic vision [21]. Given the relevance of endoscopic

images intraoperatively and their lower abstraction level compared to other data

types, a principled notion of vision-centred perception is required to transform rich,

unstructured visual sensory data into representations suitable for analysis, reasoning

and decision-making.
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1.3.1 Visual Surgical Perception

In this thesis, perception is grounded in the Computer Vision (CV) ideas proposed

by David Marr [46], in which visual perception is understood as a set of processes

that construct representations from visual data to support increasingly complex

forms of reasoning. Hence, surgical perception is defined as the computational pro-

cess through which surgical data, mainly visual, are transformed into structured

representations of the surgical environment that support understanding, reasoning,

and action. Although this definition admits every form of surgical data, this thesis

takes endoscopic video as the input to perception and treats the remaining sources,

such as robot kinematics and system state, as context that constrains or supports its

interpretation. Within this framework, visual surgical perception refers not merely

to recognising visual patterns in endoscopic images, but to constructing spatially

and temporally consistent representations of the operative environment that cap-

ture what is present, where it is located, how it moves, and how different elements

interact. Such understanding is essential to enable safer decision-making, effective

human–robot interaction, and progress toward higher levels of automation [47]. Con-

sequently, visual surgical perception defines the central study object of this thesis,

motivated by advancing robotic MIP toward more informed, adaptive, and robust

interventions.

The concept of visual surgical perception is complemented by the definition of

image understanding in computer vision, which associates vision tasks with the ex-

Figure 1.4: Endoscopic video analysis framework [48].a) Different temporal
resolutions of the data in a surgical procedure. b) Different label resolutions associ-
ated with different computer vision tasks.
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traction and organisation of semantic information from images, depicting different

levels of abstraction by transforming low-level visual data into progressively higher-

level representations [49]. In a surgical context, efforts have been made to classify

visual tasks on surgical video analysis that support CAI systems, and to depict the

dependency that exists among them [45], [50]. For example, Mascagni [48] proposed

a framework for the characterisation of surgical tools in MIS where temporal video

resolutions and label granularity are linked to different levels of surgical understand-

ing (Figure 1.4). In this example, the approaches for tool identification within the

image frame extract representation of the objects that can increase specificity, but

still answer the same questions: what and where an object is on the image plane.

Only the analysis over temporal windows allows the extraction of new information

to answer more complex questions. In traditional computer vision, a hierarchy is

underpinned by the dependencies that exist between tasks when aiming to extract a

high-level abstraction from visual data, such as describing the interaction between

objects, which cannot be achieved without identifying the objects involved in the in-

teraction [49]. Despite notorious advances in the SDS, to the best of my knowledge,

there is currently no unified framework that explicitly relates this task hierarchy, lev-

els of assistance for robotic MIP, and the integration of heterogeneous surgical data

sources within a single conceptual model. Such a synthesis is particularly relevant

for robotic surgery, where different levels of autonomy depends on specific levels of

understanding to support spatial reasoning, temporal consistency, and interaction

with a dynamic environment [37], [47]. Nevertheless, some works have hinted at this

relationship by defining key technologies and visual tasks as enablers of complex CAI

methods [45], [47], [50]. For instance, tool detection and tracking have been widely

adopted for context-aware assistance [48], depth estimation and camera trajectory

estimation are preliminary steps for 3D reconstruction [49], while 3D reconstruction

and tissue tracking are increasingly recognised as prerequisites for spatial reasoning

and autonomy [20].

Ultimately, the common objective underlying visual perceptual capabilities is

not merely the extraction of isolated semantic labels or geometric quantities, but

the construction of a unified spatial and temporal reference in which all relevant

elements of the surgical scene can be coherently represented and related. In modern

surgery, effective decision-making and guidance rely on the ability to express instru-

ments, anatomy, tissue deformation, camera motion, and pre-operative information

within a common coordinate framework that enables consistent spatial reasoning

and interaction [21], [37]. From this perspective, surgical perception is not an end

in itself, but a necessary mechanism for aligning disparate sources of surgical infor-

mation into a common representational space. The absence of such a coordinated
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perceptual framework remains a fundamental limitation of current robotic MIP sys-

tems, motivating the problem addressed in this thesis.

1.3.2 Learning-Based Approaches for Visual Perception

The complexity and variability of surgical scenes pose fundamental challenges for

visual perception based solely on rule-based or hand-crafted approaches [6]. En-

doscopic images acquired during MIP exhibit significant variability in illumination,

viewpoint, anatomy, tissue appearance, deformation, and the presence of fluids or

occlusions [27]. These factors make it difficult to design deterministic models that

generalise reliably across procedures, patients, and surgical contexts [50]. As a

result, learning-based methods have emerged as a natural and effective paradigm

for addressing visual perception tasks in surgical environments, enabling models

to adapt to variability by learning representations directly from data [43]. Within

the broader scope of SDS, AI refers to computational methods that enable systems

to learn patterns, relationships, and representations from data in order to support

interpretation, prediction, and decision-making [47].

The learning-based solutions for computer vision tasks investigated in this thesis

are organised according to the scene representations they provide and the reasoning

they enable, rather than by specific algorithmic families. Methods for object identi-

fication within the image space could enable context awareness and support down-

stream analysis, such as workflow understanding and human–robot interaction [48].

Beyond static interpretation, methods that integrate temporal information capture

motion and continuity over time, which are essential for tracking instruments, tissue

deformation, and camera motion in dynamic surgical environments [51]. Finally,

geometry-aware approaches are explored to recover spatial structure and depth, en-

abling Three-dimensional (3D) scene reconstruction and, potentially, geometric rea-

soning, which are critical for navigation, spatial planning, and autonomous decision-

making [52]. Together, these complementary classes of learning-based methods sup-

port the construction of temporally consistent, spatially grounded representations

suitable for integration into robotic control and higher-level surgical reasoning.

While learning-based approaches currently define the state-of-the-art, they also

introduce challenges related to data availability, generalisation, interpretability, and

robustness in safety-critical settings [47]. Addressing these challenges requires care-

ful problem formulation, dataset design, and evaluation strategies tailored to the

surgical domain [6]. For this reason, this thesis focuses on the development and

analysis of learning-based perception methods grounded in endoscopic imagery, in-

tending to advance scene representations as a foundation for more informed and
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capable computer-assisted and robotic surgical systems. Detailed descriptions of

the specific models, training strategies, and experimental settings employed in this

work are provided in the subsequent chapters.

1.4 Visual Surgical Perception Limitations

Despite significant advances in robotic MIP systems, current surgical technologies

remain limited in their ability to construct a coherent and comprehensive under-

standing of the operative scene from the surgical data. Surgical procedures generate

heterogeneous data streams, ranging from endoscopic images and robotic kinemat-

ics to system states and pre-operative information, that exist at different levels of

abstraction and are not inherently aligned in space or time. While each data source

provides valuable partial observations of the scene, endoscopic images remain the

primary intraoperative source of information, providing an unstructured represen-

tation of the scene that cannot be easily integrated across time or with other data

types. Without a framework that clearly maps modern surgery requirements and vi-

sual perception capabilities, key elements of the surgical scene, such as instruments,

anatomy, tissue motion, camera motion, and spatial structure, are often analysed

in isolation, limiting the scalability, robustness, and autonomy of robotic MIP sys-

tems. Addressing this fragmentation requires visual perception methods capable

of transforming raw intraoperative endoscopic images into structured, spatially and

temporally consistent representations that can serve as a common reference for scene

understanding, decision-making, data integration and reasoning.

1.5 Aim of This Thesis

The aim of this thesis is to advance the understanding of dynamic surgical scenes

by constructing spatially and temporally coherent representations from endoscopic

imagery. Rather than addressing surgical perception in its broadest sense, this

work focuses on visual perception to know how information can be progressively

structured and integrated to provide a unified representation of the operative scene

that supports reasoning about what is present, how it evolves over time, and where

it is located in the physical world. Research questions (RQ) that guided this thesis:

RQa. - How do computer vision tasks, through the representations they produce, define

the limitations of visual surgical perception?

RQb. - How can instruments and tissues be represented so that their identity is recov-
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ered reliably under scale variation and visual similarity, at the rate an intra-

operative system requires?

RQc. - How can correspondences on deforming tissue be maintained across a whole

sequence rather than between neighbouring frames, and how can camera motion

be separated from tissue motion?

RQd. - What is required to measure metric depth accuracy and temporal consistency in

deformable surgical scenes, and how do current models perform when measured

that way?

1.5.1 Objectives

This thesis investigates three complementary levels of understanding. At the seman-

tic level, surgical elements are identified and localised within the image to define the

instruments and tissues present in the scene. At the temporal level, long-term

correspondences are established to model motion and continuity in dynamic and

deformable environments. At the geometric level, spatial structure is recovered to

ground these representations in three-dimensional space. Together, these levels en-

able the construction of a coherent representation of the surgical scenario, forming

the basis for scene understanding in robotic and computer-assisted interventions.

The relationship between these capabilities, scene understanding, and reasoning-

enabling is described further in Chapter 2, together with the families of computer

vision methods associated with each capability.

Identification of surgical instruments and tissues. To develop methods

for the robust identification and localisation of surgical instruments and tissues in

endoscopic imagery, enabling the construction of meaningful representations of the

elements in the scene.

Temporal consistency tracking. To model the temporal evolution of the

surgical scene through dense and temporally consistent two- and three-dimensional

tracking of instruments and tissue over extended sequences.

Metric spatial grounding. To address key limitations in the development

and evaluation of depth estimation and three-dimensional reconstruction methods

for deformable surgical scenarios, enabling the recovery of metric spatial information

from endoscopic data.
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1.6 Contributions

This thesis contributes a coherent, perception-driven framework for advancing visual

scene understanding in robotic MIP, grounded in the progressive development of per-

ceptual capabilities from endoscopic imagery, presented in Chapter 2, which orders

the computer vision tasks of surgical perception by the representations they produce

and locates the limitations of the field at the couplings between them rather than

within the individual tasks. It introduces methods for real-time detection of surgi-

cal tools, temporally consistent two- and three-dimensional tracking of instruments

and deforming tissue, and metric depth estimation in visually and geometrically

challenging surgical environments. In addition, the thesis presents a novel dataset

for depth estimation in robotic endoscopy under tissue deformation, together with

open-source processing pipelines and benchmark evaluations. Collectively, these

contributions support the construction of unified spatial–temporal representations

of the surgical scene.

1.6.1 Publications Arising from This Thesis

• Loza, G., Valdastri, P., Ali, S. (2024). Real-time surgical tool detection with

multi-scale positional encoding and contrastive learning. Healthc. Technol.

Lett. 11, 48–58. (published)

• Loza, G., Hu, J., Jones, D., Ali, S., Valdastri, P. (2025). Surg-InvNeRF:

Invertible NeRF for 3D tracking and reconstruction in surgical vision.

https://www.arxiv.org/pdf/2508.09681. (under review)

• Loza, G., Magro, M., Calme, B., Hu, J., Jones, D., Ruffaldi, E., De Momi,

E., Ali, S., Valdastri, P. (2025). DRENDS: A Dataset for Depth in Robotic

Endoscopy with Dynamic Scenarios. (under review)

1.6.2 Relevant Collaborations

• Zeng, T., Loza, G., Hu, J., Valdastri, P., Jones, D. (2024). Realistic Surgical

Image Dataset Generation Based on 3D Gaussian Splatting. Medical Image

Computing and Computer-Assisted Intervention – MICCAI 2024. Lecture

Notes in Computer Science, vol 15006. Springer, Cham. (published)

• Zeng, T., Hu, J., Loza, G., Ali, S., Sarikaya, D., Valdastri, P., Jones, D.,

(2025). NeeCo: Image Synthesis of Novel Instrument States Based on Dynamic
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and Deformable 3D Gaussian Reconstruction. IEEE Transactions on Medical

Imaging (published)

• Magro, M., Covallero, N., Gambaro, E., Loza, G., Jones, D., Ruffaldi, E.,

Valdastri, P., De Momi, E. (2026). Self-Supervised Metric Depth Estimation

for Robotic Surgery Using LoRA-Adapted Vision Transformers. (under re-

view)

• Hu, J., Jones, D., Loza, G., Huang, S., Valdastri, P., (2025) Autonomous

Robotic Exploration of Unknown Soft Objects. The International Journal of

Robotics Research. (published)

• Calmé, B., Greenidge, N. J., Metcalf, A., Bacchetti, A., Loza, G., Kpeglo, D.,

Lloyd, P., Chandler, J. H., Pensabene, V., Valdastri, P. Moving Beyond Com-

pliance in Soft-Robotic Catheters Through Modularity for Precision Therapies.

(under review)
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1.7 Thesis Structure

This thesis is organised around the specific objectives.

Chapter 2 provides the technical background required for the remainder of the

thesis. It introduces the foundational concepts in computer vision, machine learning,

and surgical data science that underpin the visual and surgical perception framework

in this thesis, followed by key related computer vision tasks and a deep discussion

of state-of-the-art techniques to highlight specific gaps in the field. Together, this

chapter establishes the technical vocabulary and context needed to interpret and

situate the subsequent chapters. Beyond this background, it contributes the frame-

work that orders those tasks by the representations they produce, on which the

organisation of the remaining chapters rests.

Chapter 3 focuses on the identification of surgical instruments in endoscopic

images. It addresses surgical tool detection using a transformer-based approach

that learns consistent, discriminative embedded representations, enabling real-time

localisation and classification of instruments.

Chapter 4 addresses temporal consistency tracking, with an emphasis on long-

term tracking. This chapter introduces a new method for tracking based on invertible

neural networks embedded within a test-time optimisation framework using Neural

Radiance Fields (NeRF). Results and discussion focus on how temporal coherence

supports the interpretation of dynamic surgical scenes.

Chapter 5 focuses on metric spatial grounding, addressing the lack of depth

ground truth in dynamic surgical scenes. This chapter introduces a novel dataset

capturing depth information in robotic endoscopy under tissue deformation and

presents a baseline evaluation.

Chapter 6 concludes the thesis by summarising the contributions, discussing

limitations, and outlining directions for future research toward visual perception-

driven autonomy in robotic minimally invasive surgery.
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Chapter 2

Foundations and Related Work

Visual Surgical perception, as defined in Chapter 1, is a progressive process of repre-

sentation building, in which increasingly structured and informative descriptions of

the operative scene are derived from raw intraoperative endoscopic images. Building

on this foundation and using endoscopic imagery as the primary sensory input, repre-

sentation levels are supported by groups of well-defined CV operations that address

complementary questions about the scene: what elements are present, how they

evolve over time, where they are located in space, and ultimately how observations

can be integrated across viewpoints and temporal scales. This chapter introduces

the representation levels adopted in this thesis and reviews the computer vision op-

erations commonly associated with each level, providing the technical background

required to contextualise the methodological contributions presented in subsequent

chapters.

Figure 2.1 defines the conceptual framework that guides the research presented

in this thesis. Each representation level is a step toward a more comprehensive and

structured description of the operative scene, while the blocks within each capability

denote data or operations that generate, transform, or augment representations with

comparable structural properties. The boundaries between levels do not correspond

to specific algorithms, but rather to the level of organisation and consistency intro-

duced into the scene. Multiple computational approaches may instantiate the same

abstraction level, and a single comprehensive method may span multiple levels.

Within this framework, local primitives refer to simple pixel- or patch-level repre-

sentations that, in traditional approaches, are often associated with low-level visual

features. Identification of instruments and tissues encompasses methods that cre-

ate object-level representations, providing a semantic anchor for scene understand-

ing. Temporal consistency introduces a temporal anchor, capturing the ability to

maintain reliable representations across time steps and scene changes; in minimally

18



Foundations and Related Work

Figure 2.1: Task-oriented framework for Visual Surgical Perception. Levels
of scene representation are characterised by the types of spatial–temporal reasoning
they enable. Within each level, computer vision operations or data (blue and grey
blocks) that contribute comparable structural information are grouped, while ar-
rows indicate conceptual dependencies between representations. From left to right,
representations progressively increase the semantic, temporal, and spatial organisa-
tion of the surgical scene. The band beneath the levels records the temporal extent
of the evidence each task requires, which is what places it in one context rather
than another: frame-level perception covers tasks decidable from a single image;
local temporal context covers those requiring a short window of consecutive frames,
such as point tracking, depth from parallax, and camera pose estimation; and global
temporal context covers those requiring the whole sequence and several viewpoints,
such as camera trajectory estimation and reconstruction.

invasive procedures, this local temporal context can be interpreted as the transi-

tion from individual frames to a set of frames capturing surgical actions or events.

The introduction of a temporal window further enables metric grounding by allow-

ing tracked representations to be localised in three-dimensional space. Finally, at

broader temporal and spatial scales, spatial integration brings representations from

multiple time steps and viewpoints into a unified coordinate framework, enabling

scene reconstruction.

As discussed in Chapter 1, surgical perception is not solely a vision problem

but a multi-data integration challenge. Accordingly, Figure 2.1 also illustrates the

relationship of visual perception with additional surgical data modalities beyond

endoscopic imagery. Light grey blocks and connections depict operations and re-

lationships that lie outside the primary scope of this thesis but contextualise its

contributions within the broader surgical ecosystem. The remainder of this chapter

reviews each representation level and discusses the state of the art (SOTA) of the

associated CV tasks.
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2.1 Local Primitives

Local primitives provide appearance-level representations at the pixel or small-patch

scale, serving as the foundation on which higher-level perceptual capabilities operate.

While such representations do not, by themselves, yield a meaningful understanding

of the surgical scene, they enable subsequent analysis by providing a quantitative

and compact description of image content, effectively reducing the dimensionality

of the visual data. For this reason, local primitives are treated in this chapter as

foundational representations rather than as a stand-alone perceptual capability.

Traditional computer vision approaches construct local primitives by first detect-

ing points of interest, defined as salient regions around specific image locations, and

subsequently describing these points using information extracted from a local pixel

neighbourhood [49]. A matching stage then establishes correspondences between de-

scriptors, typically comprising both a selection mechanism to determine candidate

comparisons and a similarity measure to perform the matching. Among classical

methods, gradient-based descriptors such as SIFT [53], SURF [54], and GLOH [55]

have been widely adopted. However, models based on these handcrafted repre-

sentations have been shown to struggle in the challenging conditions of MIP [56].

Learning-based approaches address some of these limitations by optimising feature

detection and description jointly from data. Methods such as DELF [57], D2-

Net [58], and R2D2 [59] retain the classical detect–describe–match pipeline while

replacing handcrafted components with learned representations. More recent ap-

proaches further relax this structure by learning correspondences without explic-

itly supervising detection or description stages; such methods are discussed in Sec-

tion 2.3, where they are shown to define the current SOTA for feature matching in

dynamic surgical scenes.
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Foundations and Related Work 2.2 Identification of Surgical Objects

2.2 Identification of Surgical Objects

Identification of instruments and tissues provides semantic representations that as-

sociate visual evidence with discrete surgical scene components, answering the ques-

tion of what elements are present in the Field of View (FoV). This capability is

fundamental in surgery, as reliable localisation and classification of instruments and

anatomical structures establish the semantic anchors required for interpretation and

interaction. Throughout this chapter the word object is used in its computer vision

sense, denoting any region of the image that a detector is trained to delineate and

label, which in this setting means a surgical instrument or an anatomical structure.

Figure 2.1 shows three operations that synthesise information into three represen-

tations: object recognition, detection, and segmentation, which all respond to the

same question but at different levels of granularity: image, patch, and pixel levels,

respectively.

Figure 2.2: Identification of objects in MIP. A) Tool recognition, B) tool de-
tection and C) segmentation on an image of the Cholect 80 dataset [60].

Figure 2.2 shows an example of each representation used to identify objects

in the FoV; all of them correspond to two-dimensional representations defined on

the image plane. Object recognition determines the presence of one or more object

categories in an image without explicit spatial localisation. Object detection extends

this representation by associating recognised objects with localised regions of the

image, typically in the form of bounding boxes. Object segmentation further refines

localisation by assigning an object or background label to each pixel in the image.

These representations play a central role in surgical perception, as they enable the

identification of instruments and anatomical structures that underpin downstream

reasoning, interaction modelling, and skill analysis. Nevertheless, the identification

of instruments and tissues alone remains inherently limited: the resulting represen-

tations are frame-specific, view-dependent, and lack temporal continuity and metric

grounding. As a result, additional visual perceptual capabilities, such as tracking

and three-dimensional localisation, are required to integrate semantic information
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into coherent, spatially consistent scene representations.

2.2.1 Challenges

In surgical scenarios, challenges associated with the identification of instruments and

tissues are exacerbated by the characteristics of intraoperative data and the con-

straints imposed by MIPs [61]. Significant scale variation, strong class imbalance,

and high visual similarity among surgical instruments, combined with low-texture

tissue surfaces and continuous forward and backward motion of the endoscopic cam-

era, complicate reliable recognition and localisation [62]. These factors make both

multi-class discrimination and scale-aware detection particularly challenging in prac-

tice. In addition to visual complexity, the identification of instruments and tissues

in surgery is subject to strict operational constraints. Real-time processing is essen-

tial, as the interpretation of system and surgeon actions must occur with minimal

latency [48], since guidance that arrives after the moment it was needed cannot

inform the action it was meant to support. As a result, recognition systems must

balance accuracy with computational efficiency, further constraining model design.

At the model level, the transition from handcrafted feature-based approaches to

deep learning-based detectors has significantly improved performance [63], but has

also introduced new challenges [48], [64]. In particular, receptive field constraints im-

pose a trade-off between capturing fine-grained local features and modelling broader

contextual information [62]. Small receptive fields are better suited for distinguish-

ing subtle visual differences between similar tools or tissues, while larger receptive

fields facilitate the integration of global context but may obscure local details. In

surgical scenes, effective identification of instruments and tissues often requires both

levels of representation simultaneously. Another prominent limitation of modern de-

tectors is their reliance on predefined anchor boxes [65]–[67]. Anchors are a fixed

set of reference boxes of predetermined scale and aspect ratio, tiled over the feature

map, against which the network regresses offsets rather than predicting box coor-

dinates directly; they therefore encode prior assumptions about object size, aspect

ratio, and location, which can be detrimental in surgical environments characterised

by large variability in object scale, orientation, and appearance [61], [68]. This

dependency can reduce robustness and limit generalisation across procedures and

imaging conditions.

Finally, data availability remains a critical constraint in surgical perception. The

development of solutions for different forms of instrument and tissue representation

requires distinct data types and annotation strategies, each associated with spe-

cific acquisition challenges [62]. To date, tool-related tasks have benefited from
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comparatively more accessible data collection pipelines, enabling earlier validation

of complex models [69]. In contrast, the scarcity and cost of annotated data for

surgical tissues continue to limit progress and generalisation [70].

2.2.2 Related Work

Tool Identification in MIP

While object recognition, detection, and segmentation all address tool identification,

this thesis focuses on object detection as the most appropriate representation for

supporting downstream perceptual capabilities in robotic MIP. Detection provides a

minimal yet sufficient semantic–spatial description by jointly encoding tool identity

and approximate image-plane localisation, enabling temporal association, geomet-

ric reasoning, and integration with additional data sources (the camera pose, tool

kinematics and geometric priors available in robotic procedures). In contrast, image-

level recognition lacks spatial information, while pixel-level segmentation introduces

greater representational and computational complexity at early perceptual stages.

Tasks whose quantity of interest is a boundary or an area, such as the delineation of

anatomical structures and the assessment of the critical view of safety, require full

segmentation [71] and are out of the scope of this thesis. In robotic settings, where

camera pose, tool kinematics, and geometric priors are often available, detection-

based representations can be effectively refined and integrated in three-dimensional

space. For these reasons, object detection is adopted as a pragmatic and principled

semantic anchor for tools in surgical scene understanding.

The review that follows characterises the design choices adopted across this lit-

erature and the limitations they impose. The performance metrics reported in this

section comes from the evaluation protocol in each work. However, a controlled

comparison under a single protocol is presented in Chapter 3. Early datasets such

as ATLAS [72] provided a valuable starting point for proof-of-concept development

in robotic MIS under controlled conditions. However, their reliance on mock en-

vironments limits their ability to capture the visual variability, motion dynamics,

and imaging artefacts encountered in real clinical scenarios, thereby restricting the

generalisability of trained models. Real-world data is needed since it is more likely

to capture the diversity and complexity of medical cases encountered in clinical

practice and produce more robust models whose performances can generalise across

patients and hardware [27]. The introduction of spatial annotations in real surgical

data marked a turning point for the field. Jin et al. [73] extended the m2cai16-tool

dataset by annotating tool locations in 2532 frames, resulting in the m2cai16-tool-
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location dataset. Although early detection performance and inference speed were

limited (5 Frames per Second (FPS) and 0.6 mAP50), this dataset enabled the first

systematic exploration of deep learning–based instrument detection in real surgical

scenes and laid the foundation for subsequent SOTA methods.

Research efforts explored both two-stage and single-stage detection paradigms.

Zhang et al. [74] proposed a Fast RCNN-based model and addressed the problem of

anchor dependency with a modulated feature block to incorporate the anchor shape

information in the generated feature maps from the backbone. A YOLO-based

model was presented by Choi et al. [75]. His work reported the fastest inference

time of 48 FPS in the m2cai16-tool-location dataset, with a localisation accuracy of

0.722 mAP50 over preselected validation videos (Table 3.1). Sai and Sinha [76] pre-

sented a multitask model for tool presence, detection (multi-class), and phase classi-

fication based on a DSSD architecture (deconvolutional single shot detector). They

explained how features from different parts of the architecture can be taken to solve

different tasks and achieve improved performance regarding location inference. They

did not report inference time, but based on the original Deconvolutional single-shot

detector (DSSD) paper [77], the inference time is 15 FPS. Zhao et al. [78] proposed a

lightweight cascaded CNN architecture from coarse to fine. The first stage in a two-

stage detector was similar to a region proposal stage, but with fixed-sized regions.

The second was a regression network of the surgical instrument tip region. They

reported an inference time of nearly 24 FPS; however, they detected and tracked tip

instruments without classification. Similarly, Liu et al. [68] proposed a method for

tool location without classification over the ATLAS dataset and a relabeled version

of the Endovis Challenge 2015 dataset. Also, they focused on anchor-dependent

methods using a compact stacked hourglass network that predicted the centre of

the boundary box (but not multi-class instruments) at (37 FPS); this figure is not

comparable with those above, since the task is centre-point regression rather than

multi-class detection.

Another MIS-related dataset is the Cholec80 dataset [60], which includes phase

and tool presence annotations for 80 videos of cholecystectomy. Vardazaryan et

al. [79] proposed preserving spatial information with a fully convolutional neural

network. It predicts instrument presence, and an analysis of the activation maps

gives the instrument location. They used a subset of the Cholec80 dataset, select-

ing images with one instrument per frame since the analysis does not allow multi-

instance detection. In 2020, Shi et al. [80] at Shandong University took 4011 frames

from the Cholec80 dataset and added spatial annotations on the tips of the tools for

multi-instance detection. They proposed a two-stage detector, an attention-guided

convolutional neural network with coarse and refined modules, to achieve high infer-
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ence time (55.5 FPS) and mAP (91.65 %). Cholec80-location subset was also used

on a one-stage detector by Yang et al. [81], adding modifications to the backbone

and neck of the architecture. In the backbone, they used a GhostNet architecture

and cross-stage partial connections to increase inference time and enhance the learn-

ing process. In the neck of the detector, a U-Net and spatial pyramid pooling are

used to address the multi-scale problem. This work reported an mAP of 91.6 % and

an inference time of 38.5 FPS. However, there is no free access to this Cholec80-

location subset for a fair comparison in the tool detection and classification tasks,

limiting the usability and reproducibility of the techniques explored in these works,

and preventing these methods from being included in the controlled comparison pre-

sented in Chapter 3. Spatial annotations for a subset of the collection have since

been released as Cholec80-Boxes [82]. In 2022, Kondo, S. [83] explored the use of a

transformer for tool presence without location.

Summary. Despite substantial progress in surgical tool detection, existing ap-

proaches remain limited in their ability to jointly satisfy the representational and

operational requirements of real-world MIP. Among the methods reviewed, none re-

ports both high detection accuracy and real-time inference speed, and the figures

available are not directly comparable, having been obtained on different datasets and

under different evaluation protocols. Furthermore, detection models are often de-

signed around anchor-based assumptions or task-specific heuristics that hinder gen-

eralisation and compromise the stability of semantic representations under dynamic

surgical conditions. As a result, there remains a gap in detection methods that ex-

plicitly address multi-scale variability, discriminative representation learning, and

computational efficiency within a unified framework, while producing semantic an-

chors suitable for downstream temporal tracking and spatial reasoning. Addressing

this gap is essential for enabling reliable, real-time surgical perception systems that

can operate consistently across procedures, patients, and imaging setups.

Tissue Identification in MIP

In contrast to surgical instruments, tissues are deformable and visually heteroge-

neous [52]. As a result, tissue identification is most commonly formulated as a

semantic segmentation problem, in which each pixel is assigned an anatomical class,

rather than as an instance-level detection or counting task [84]. Obtaining reliable

ground truth for anatomical structures is considerably more challenging than for

surgical instruments (Figure 2.3), as tissue boundaries are often ambiguous [70],

class imbalance is severe, and organs are frequently partially occluded and subject
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to substantial inter-patient and intra-procedural variability [27]. Consequently, only

a limited number of publicly available datasets provide pixel-level annotations of

anatomy in laparoscopic surgery, and these are typically restricted to specific pro-

cedures, organs, or imaging conditions [70], [71].

Figure 2.3: Tissue segmentation. Example images and segmentation masks from
the Dresden dataset [70]. Each image was annotated by two different expert sur-
geons, illustrating the inherent ambiguity of pixel-level anatomical labelling in sur-
gical scenes.

Existing supervised segmentation approaches can achieve reasonable performance

within the confines of individual datasets; however, their ability to generalise across

procedures, viewpoints, and degrees of tissue exposure remains limited [85]–[88].

To mitigate the limitations of fully supervised semantic segmentation, weakly su-

pervised and semi-supervised approaches have been explored to reduce annotation

requirements and improve the classification of under-represented classes [89]. While

current tissue identification methods can alleviate data scarcity and improve ro-

bustness and temporal consistency in specific settings, they largely retain pixel-level

semantic maps as their core representation [90]. As a result, they continue to face

challenges in capturing data for the development and evaluation of approaches that

further push the use of these representations into downstream tasks. Recent works,

therefore, increasingly shift their motivation towards the exploration of represen-

tations that emphasise geometric structure, motion, and temporal consistency over

explicit anatomical labelling [51], [52].

Summary. Beyond data availability, semantic segmentation introduces represen-

tational and computational constraints that are misaligned with the perceptual ob-
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jectives considered in this thesis. Pixel-level semantic maps are memory-intensive

and computationally demanding, and they do not naturally encode how tissue re-

gions deform, move, or interact with surgical instruments over time. As a result,

the trade-off between segmentation accuracy and representational complexity lim-

its their suitability as a foundation for downstream perceptual capabilities in this

thesis, including temporal tracking, metric spatial reasoning, and three-dimensional

reconstruction. These observations motivate a shift in focus from direct semantic

identification of tissue toward modelling its spatial and temporal behaviour. Rather

than pursuing increasingly fine-grained pixel-level classification, this thesis empha-

sises the construction of temporally consistent and geometrically grounded represen-

tations that track the motion of points on the tissue surface and recover the metric

structure of the scene as it deforms, without modelling the mechanics of that de-

formation or the interaction between instrument and tissue. Such representations

provide a more natural basis for integration across time and viewpoints and align

more closely with the requirements of higher-level surgical perception and autonomy.

A detailed discussion of temporal and geometric scene characterisation is provided

in Sections 2.3 and 2.4. Accordingly, tissue identification is included here for com-

pleteness within the perceptual framework, but it is not pursued as a primary task

in the remainder of this work.

2.3 Temporal Consistency

Temporal consistency refers to augmenting scene representations with identity per-

sistence over time, addressing the question of how surgical instruments and tissues

evolve across successive observations. A representation is temporally consistent, in

the sense used throughout this thesis, when it satisfies two properties. The first is

identity persistence: an element of the scene retains the same identity, and the same

estimated attributes, across the frames in which it appears. The second is path

independence: the correspondence estimated between two time steps does not de-

pend on the route taken between them, so that tracking forward and then backward

returns the original location, and composing correspondences through intermediate

frames agrees with the estimate obtained directly. Inconsistency is accordingly not

a general deficiency but the failure of one of these properties, and it is observed as

drift, as identity switches between elements, or as estimates that disagree according

to the chain of frames from which they were derived. By establishing correspon-

dences between representations across frames, this capability enables the modelling

of motion and deformation within the surgical scene. More generally, temporally
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consistent representations enable the scene to be interpreted as a continuous process

rather than a sequence of independent images, providing a foundation for reasoning

about change, causality, and temporal context in surgical workflows.

Figure 2.4: Examples of representation tracking in MIP. Given a sequence
of frames, the form of temporal consistency depends on the representation being
tracked. In object detection, this is expressed through the temporal evolution of
bounding-box parameters and centroid trajectories (A). At the primitive and seg-
mentation levels, temporal consistency is represented by point trajectories (B), either
sparsely defined over selected image or mask locations, or densely estimated through
optical flow (C). Raw images in this figure are part of the STIR dataset [91]

Within the proposed framework (Figure 2.1), temporal consistency can be es-

tablished at multiple representational levels, depending on the abstraction of the

instruments and tissues being tracked. Figure 2.4 illustrates how temporal infor-

mation is manifested across different representations. At the semantic level, object

tracking extends detection-based and segmentation-based representations by main-

taining the identity of recognised instruments or regions across frames, enabling the

estimation of trajectories. Detection and segmentation localise those elements within

each frame independently; what tracking adds is the association of those instance

localisations across frames, without which a sequence of detections does not consti-

tute a trajectory. At a more primitive level, temporal consistency can be achieved

through point tracking, in which local visual primitives extracted from the image

are associated over time. This paradigm builds directly on low-level feature repre-

sentations, and approaches range from frame-to-frame point matching to long-term

point trajectory estimation. Together, these tracking formulations provide comple-

mentary temporal representations that differ in semantic richness, spatial support,

and robustness to deformation.
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Temporal consistency tracking is essential for reasoning about motion, defor-

mation, and interaction dynamics [49]. In surgical systems, it enables a range of

downstream applications, including force estimation, skill assessment, augmented re-

ality, guided navigation, and increasing levels of autonomy [37], [47], [92]. Neverthe-

less, temporally consistent representations remain inherently relative: they encode

how instruments and tissues move with respect to the image plane or the camera,

but not their positions in physical space. Without metric grounding, tracked in-

struments and tissues cannot be reliably situated in three-dimensional coordinates,

limiting their utility for spatial reasoning, measurement, and geometric integration.

As such, temporal consistency tracking constitutes a necessary but insufficient step

toward unified scene understanding, motivating the introduction of metric spatial

reasoning in the subsequent section.

2.3.1 Challenges

Solutions for temporal consistency tracking in surgical scenes must address a range

of challenges inherent to MIP, including intermittent image blurriness, variable il-

lumination, complex tissue deformation, occlusion, and homogeneous texture [47].

These challenges hinder the extraction of visual features that remain stable over long

image sequences, while anisometric tissue deformation, occlusions and rapid cam-

era or tool movements violate the assumptions of continuous, smooth, and slowly

varying motion on which many tracking approaches rely [51]. Furthermore, disen-

tangling camera motion from tissue deformation remains a fundamental challenge,

as both contribute simultaneously to observed image dynamics and are difficult to

separate using image-based cues alone.

Recent learning-based approaches to point tracking increasingly exploit the idea

that dense and temporally consistent correspondences across viewpoints and time

translate into three-dimensional localisation and facilitate implicit geometric reason-

ing [51]. To this end, several methods introduce additional sources of supervision or

constraint, such as stereo image pairs, sequential frames, known or estimated cam-

era motion, or three-dimensional reference information, enabling neural networks to

learn spatial relationships between visual features. This trend effectively couples

correspondence estimation with elements of spatial reasoning, shifting part of the

tracking problem beyond purely image-plane associations. It is important to notice

that this evolution does not avoid the need for robust two-dimensional correspon-

dences, but rather introduces additional assumptions and requirements related to

geometry, sensing, or multi-view consistency. As a result, the incorporation of ge-

ometric cues introduces new challenges associated with the availability, reliability,
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and integration of spatial information, which must be carefully considered in the

context of long-term temporal consistency tracking.

2.3.2 Related Work

Image-Plane Correspondences

Recent learning-based approaches that support a computer vision task hierarchy,

which inspire the perception framework presented in this thesis, establish tempo-

ral consistency directly in the space of pixels or local visual primitives. Classi-

cal pipelines build upon feature detection and description tailored to endoscopic

imagery [93]–[95], or correspondence estimation through efficient matching strate-

gies [96]–[100]. Alternatively, new methods learn feature representations and match-

ing functions from data [91], [101]–[103]. These approaches may be trained in a su-

pervised or self-/unsupervised manner, with objectives defined over frame-to-frame

consistency, cycle consistency, or photometric alignment. In surgical contexts, unsu-

pervised deep tracking frameworks have been proposed to alleviate the annotation

burden by learning correspondences from the regularities that hold between neigh-

bouring frames (photometric consistency, cycle consistency between forward and

backward matches, and the smoothness of motion over short intervals) which to-

gether supply a supervisory signal in place of annotation [51].

In this family of methods, temporal consistency is still ultimately expressed

through image-space associations, but learned representations are used to improve

robustness to appearance changes compared to handcrafted descriptors. The central

challenge remains the reliable estimation of correspondences under deformation,

occlusion, and changing imaging conditions, particularly when temporal horizons

extend beyond short frame-to-frame intervals.

Geometry-Aware Tracking

A second family of approaches seeks to stabilise temporal correspondences by intro-

ducing geometric constraints or multi-view information. In the surgical literature,

this is often discussed in relation to the tight coupling between point tracking and

depth estimation [47], [104], where improved correspondence consistency and den-

sity can support more stable geometric inference, and conversely, geometric cues

can regularise correspondence estimation. Depth estimation is presented in detail in

the next section; here, only its use as a supervision signal is discussed. Within this

broader family, learning-based methods have explored correspondence and depth

estimation with supervision derived from ground-truth 3D information, stereo im-
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agery, sequential frames, or camera pose [105]–[109]. These methods effectively

couple tracking with implicit spatial reasoning: instead of relying exclusively on ex-

plicit feature matching, networks learn representations and similarity functions that

are consistent under geometric transformations. This shift has enabled substantial

progress in estimating correspondences and geometric structure under constrained

assumptions, while introducing new practical requirements related to the availability

and reliability of geometric cues.

Camera pose also plays a pivotal role in geometry-aware tracking pipelines and

has been recognised as a central challenge for developing methods that extend

beyond short temporal windows in surgical settings [110]. Consequently, several

approaches incorporate camera motion estimation as part of the learning or op-

timisation process, drawing upon ideas from Structure from Motion (SfM) and

Simultaneous Localisation and Mapping (SLAM) [111]–[113]. Endo-Depth-and-

Motion [114] presents a method for camera pose estimation and reconstruction with

a self-supervised framework. It uses Monodepth2 [115], photometric tracking, and

volumetric fusion to obtain depth information, camera position, and reconstruction,

respectively, under the assumption of smooth and slow deformations. A SLAM-

based method and the modelling of physiological motion for compensating the pa-

tient’s respiration during the point-matching stage was presented in [108]; however,

it assumes rigid registration. A dataset for validating SLAM methods on endo-

scopic images was introduced in [116]. The authors also proposed a self-supervised

approach “Endo-SfMLearner”, which is a combination of residual networks and at-

tention mechanisms to predict camera pose and depth information. Such frame-

works highlight an important trend in surgical tracking: temporal consistency can

be strengthened by incorporating geometric structure, but doing so also couples

the tracking problem to the availability of depth cues, camera motion estimates, or

multi-view constraints whose availability depends on the instrumentation, whether

the endoscope is stereo or monocular, and whether robot kinematics are recorded.

Rendering-Based Representations

A recent set of approaches further compresses the boundary between tracking and

3D scene modelling by adopting rendering-based representations. NeRF [117] and

3D Gaussian Splatting (3DGS) [118] represent the operative scene in implicit or ex-

plicit three-dimensional reconstructions that can synthesise views from novel camera

poses, thereby encouraging multi-view consistency across time without supervising

correspondences. In surgical contexts, D-NeRF for deformable surgical scenes [119],

uses depth maps (preprocessed with STTR-light [120]) as supervision and masks
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instruments to facilitate reconstruction of the deforming surgical environment. Sim-

ilarly, deformable Gaussian splatting has been explored for faster reconstruction

and tracking, often using camera pose provided by a dataset and sparse manually

labelled correspondences for validation [121]. In parallel, global motion optimisation

frameworks have been proposed to enforce consistency across broader temporal win-

dows. Approaches such as Omnimotion [122] formulate motion estimation as a global

optimisation problem, and surgical adaptations introduce additional losses or pri-

ors to better accommodate specific object categories such as rigid instruments [123].

Collectively, these methods illustrate an emerging direction in which tracking, recon-

struction, and view synthesis are treated as interconnected problems, with temporal

consistency enforced through shared underlying scene representations and multi-

view constraints.

Sensor- and Robot-Assisted Alternatives

Beyond purely vision-based pipelines, several approaches advocate using specialised

sensors or markers to obtain three-dimensional information and to stabilise track-

ing and reconstruction at high frame rates [41], [124], [125]. While such strategies

can simplify correspondence estimation by providing direct geometric cues, their

integration into minimally invasive surgical environments is often constrained by

practical considerations, including workspace limitations, instrument-channel occu-

pancy, and hardware integration restrictions. As a result, most research efforts in

surgical tracking have prioritised software-based approaches that rely on standard

endoscopic imagery [51].

In robotic minimally invasive surgery, kinematic data can provide partial or

complete estimates of camera motion and tool pose, which may be used to inform

geometry-aware tracking and to support the disentanglement of camera motion from

tissue deformation. These estimates are not, however, expressed in the coordinate

system in which the deformation is observed: the kinematic chain reports the pose

of the endoscope holder with respect to the robot base, whereas image motion is

measured in the camera coordinate system, and the two are related by a rigid trans-

formation that the robot does not know. Recovering it is the Hand-Eye Calibration

problem, in which the unknown transform X between the end-effector and camera

coordinate systems is estimated from paired robot and camera motions A and B

satisfying AX = XB [126]. The accuracy of the solution therefore bounds the

quality of any disentanglement obtained from kinematics and it must be considered

before being compared with motion measured in the image. Robotic platforms such

as described in Figure 1.2 may therefore enable multi-modal tracking pipelines that
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combine image-plane correspondences with kinematic priors. While the integration

of such cues remains underexplored relative to purely image-based tracking, it rep-

resents a natural pathway for improving temporal consistency and for supporting

downstream metric spatial reasoning and spatial integration within surgical percep-

tion systems.

Summary. The literature reviewed in this section demonstrates substantial progress

in temporal consistency tracking and geometric reasoning for surgical perception.

Many existing approaches achieve promising results by assuming locally smooth mo-

tion, limited deformation, or short temporal windows, conditions under which cor-

respondence estimation and geometric inference can be stabilised. However, these

assumptions tend to break down in longer surgical sequences, where tissue deforma-

tion is non-linear, discontinuous, and strongly influenced by tool–tissue interaction

and camera motion. Under such conditions, tracking performance degrades due to

drift, occlusion, and the accumulation of correspondence errors, limiting the appli-

cability of current methods for long-term surgical scene understanding.

Furthermore, the majority of existing approaches operate primarily in the im-

age plane, enforcing temporal consistency through two-dimensional correspondences

without explicitly aggregating information across time to support long-term reason-

ing. While geometry-aware and multi-view methods introduce spatial constraints

to regularise correspondence estimation, they often rely on additional assumptions,

specialised sensing, or rigid-motion models that are not well suited to deformable

surgical environments. As a result, robust long-term three-dimensional tracking of

deformable tissue remains an open challenge, particularly in settings where camera

motion and tissue deformation are tightly coupled. Addressing this problem requires

approaches that can aggregate short-term, reliable image-space correspondences over

extended sequences, extrapolate them into consistent three-dimensional representa-

tions, and explicitly disentangle camera motion from tissue dynamics.

In this context, rendering-based methods provide a promising alternative repre-

sentation. Unlike classical SLAM pipelines, which typically rely on analytical and

deterministic optimisation, rendering-based approaches offer learnable, data-driven

representations that can adapt to complex appearance changes and non-rigid de-

formation. However, existing rendering-based methods have primarily focused on

view synthesis or short-term reconstruction and have not been fully exploited for

long-term deformable point tracking in surgical scenarios. In particular, the inte-

gration of test-time optimisation strategies, correspondence aggregation, and robotic

kinematic information within a unified rendering-based framework remains largely

unexplored.
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2.4 Metric and Spatial Grounding

Metric and Spatial Grounding introduce geometric structure into scene representa-

tions by associating locations with a three-dimensional coordinate system, thereby

answering the question of where elements lie outside the image plane. By ground-

ing image observations in metric geometry, this capability enables reasoning beyond

relative motion or appearance change, allowing spatial relationships to be expressed

in physically meaningful units. In doing so, geometric grounding enables the scene

to be analysed in the same spatial domain as surgical actions, leveraging established

geometric and physical models.

Figure 2.5: Common metric spatial representations. (a) Depth maps, (b) dis-
parity maps, and (c) point clouds are commonly used for anchoring representations
to a three-dimensional coordinate system. Depth maps encode the distance from
the camera to the visible surface for each pixel; disparity maps encode left–right
correspondences in binocular endoscopy, which can be triangulated into depth; and
point clouds directly associate three-dimensional coordinates with image observa-
tions. Raw images and point clouds are part of the DRENDS dataset [127].

Following the proposed perception framework in Figure 2.1, metric spatial rea-

soning is achieved through depth estimation and camera pose estimation, both of

which depend on reliable correspondences [52]. While depth can be estimated from a

single frame to recover relative scene structure (i.e., scale-agnostic depth from local

primitives), it becomes metrically meaningful only when scale is resolved to obtain

metric depth. In practice, scale resolution arises from the interaction between corre-

spondences and camera motion or stereo geometry. Importantly, introducing cam-

era pose augments the scene representation with information not directly observable

within a single field of view: it encodes the state of the imaging system and provides

the geometric context needed to relate observations across viewpoints. In robotic

systems, kinematic information may provide partial or complete pose estimates,
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whereas in other scenarios, camera motion must be inferred directly from image

data [37]. Through this joint reasoning over depth, scale, and camera pose, scene

representations transition from relative image-based descriptions to geometrically

grounded spatial structure. Figure 2.5 illustrates common spatial representations

used for this purpose.

Metric spatial reasoning is critical in surgical contexts, where accurate spatial re-

lationships underpin navigation, measurement, safety margins, and interaction plan-

ning [37], [47]. Knowledge of metric distances, relative depth, and spatial proximity

between instruments and anatomy is essential for tasks such as collision avoidance,

target localisation, and quantitative assessment of tissue deformation [52]. However,

metric information inferred from individual viewpoints or short temporal windows

remains inherently local and view-dependent. Without mechanisms to relate camera

pose and scene structure consistently across time and viewpoints, metric representa-

tions cannot form a persistent or coherent model of the operative environment. As

such, while metric spatial reasoning provides the necessary geometric grounding for

surgical perception, it must be complemented by mechanisms that align and inte-

grate metric observations over extended temporal and spatial contexts, motivating

the spatial integration capability discussed in the subsequent section and reflecting

the trends discussed in the previous Section 2.3.

2.4.1 Challenges

Metric spatial reasoning in minimally invasive procedures is fundamentally con-

strained by the difficulty of acquiring reliable three-dimensional information within

the operative environment [52]. Soft tissue undergoes complex, non-rigid deforma-

tion driven by respiration and manipulation, all within a confined workspace [27].

Conventional depth acquisition techniques, such as structured light or alignment

with preoperative imaging, are often impractical intraoperatively or fail to capture

rapid, non-linear motion. The integration of active depth sensors, including laser-

based systems such as LiDAR or Time-of-Flight (ToF) sensors, introduces additional

challenges related to cost, calibration, sterility, and physical constraints on sensor

size and placement [128]. The limited volume of the inflated abdominal cavity fur-

ther restricts manoeuvrability and sensor integration, making the deployment of

specialised hardware for dense 3D sensing difficult in clinical practice.

Consequently, most approaches to metric spatial reasoning in surgery rely on

endoscopic imaging. However, inferring depth and scale from endoscopic images is

inherently challenging due to the visual characteristics of the surgical scene. Endo-

scopic imagery is affected by specular reflections, variable illumination, motion blur,
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occlusions, and large regions of homogeneous or weakly textured tissue [6]. In ad-

dition, tissue deformation violates many of the assumptions underpinning classical

geometric methods, such as rigidity or smooth motion [51]. The choice of endoscopic

imaging modality further shapes the problem formulation [52]: stereo endoscopes

provide two simultaneous viewpoints and enable depth inference via correspondence,

thereby providing a partial metric anchor, whereas monocular systems must addi-

tionally estimate scale and camera motion over time. Across both settings, solutions

must operate under real-time constraints to support intraoperative decision-making.

Overcoming these challenges critically depends on the availability of suitable data

for method development and validation [6]. Despite extensive research on depth

estimation in computer vision, most publicly available surgical datasets provide

depth annotations only for static scenes, rigid phantoms, or highly controlled con-

ditions [52]. In realistic surgical scenarios, obtaining dense, scale-accurate ground-

truth depth remains difficult due to continuous tissue deformation, occlusion, and

limited access for sensor calibration. This scarcity of ground-truth depth data in

dynamic, deformable surgical environments fundamentally limits the evaluation of

metric spatial reasoning methods and hinders progress toward robust, temporally

consistent 3D understanding in real surgical settings.

2.4.2 Related Work

Data Availability

Several publicly available datasets have supported research in surgical depth estima-

tion, each offering unique contributions while presenting certain limitations. SERV-

CT [129] comprises 16 stereo-endoscopic image pairs from ex vivo porcine samples,

each accompanied by anatomical segmentations derived from cone-beam Computed

Tomography (CT) scans. This dataset provides a reliable benchmark due to its

high-quality ground truth and detailed anatomical references, albeit with limited

diversity and size. The Hamlyn Laparoscopic/Endoscopic Dataset [104] pro-

vides laparoscopic and endoscopic video sequences, with a subset containing ground-

truth depth maps generated using the Libelas stereo matching software on in vivo

data. As one of the earliest resources in this field, it remains widely used for bench-

marking despite its limited accuracy in depth annotation. EndoAbs [130] consists

of stereo images and point clouds acquired through a 3D scanner of abdominal or-

gan phantoms. It offers 120 non-sequential, low-resolution frames (640×480), under

challenging conditions such as variable lighting and simulated smoke. This makes

it valuable for assessing algorithm robustness, although its size and resolution re-
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Table 2.1: Comparison of publicly available datasets for depth estimation in mini-
mally invasive procedures.

Dataset Modality Data
type

Data
size

Image
resolution

Frame
rate

Ground
Truth

Camera
Motion

Tissue
Motion

Hamlyn
[104]

Stereo
Laparoscopy

In vivo 40,000
images

384×192 unspecified Libelas
stereo
matching

True True

EndoAbs
[130]

Stereo
Laparoscopy

Phantom 120
images

640×480 3.3 fps 3D scanner False False

SCARED
[131]

Stereo
Laparoscopy

Ex vivo
(porcine)

22,950
images

1280×1024 20 fps Structure
from light

True False

SERV-
CT [129]

Stereo
Laparoscopy

Ex vivo
(porcine)

16
images

720×576 none CT Scan True False

Endo-
SLAM [116]

Mono
colonoscopy

Ex vivo
(porcine)

42,700
images

1350×1080
1280×720
640×480
320×320
256×256

3-35 fps 3D scan-
ners

True False

SimCol-
3D [110]

Mono
colonoscopy

Simulation 37,800
images

475×475 20 fps Virtual
Env.

True False

C3VD [132] Stereo
colonoscopy

Phantom 30,073
images

1350×1080 25 fps Virtual
Env.

True False

strict broader applicability. SCARED [131] dataset provides nine samples, each

comprising 4 to 5 short stereo frame sequences. The first frame of each sequence

provides high-precision depth information through a structured light approach. On

subsequent frames, recorded camera movements and fixed scenarios are leveraged

to transform 3D information into their corresponding camera views. This design

enables multi-view consistency studies. Endo-SLAM [116] provides monocular

colonoscopic video sequences accompanied by 6-degree-of-freedom camera poses and

dense 3D map ground truth from 3D scanned porcine cadaver organs. The dataset

supports the development of visual SLAM techniques in static challenging surgical

environments, with a primary focus on colonoscopy. SimCol3D [110] is a synthetic

colonoscopy dataset generated from multiple trajectories within static 3D colon mod-

els. It provides perfectly aligned depth maps and camera poses, offering a controlled

environment for algorithm testing. C3VD [132] introduces stereo video data of re-

alistic high-fidelity phantom models alongside 3D information per-frame acquired

from a corresponding virtual environment. The dataset contains sequences along

diverse sections of the colon. By combining realistic surgical imaging with precise

geometric annotations, C3VD provides a valuable benchmark for both frame-wise

and sequence-based approaches to depth estimation.

Summary. Table 2.1 summarises the publicly available datasets considered in this

section. These resources have enabled progress in surgical depth estimation by pro-

viding Red, Green, and Blue (RGB) images alongside depth annotations and, in
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several cases, camera pose information across different viewpoints. They aim to

provide a reliable framework for assessing the performance of algorithms that es-

timate depth maps per frame and algorithms that stitch those maps to reconstruct

the surgical scenario. However, existing datasets simplify the challenge of depth

acquisition in surgical environments by fixing tissue locations and assuming rigid

properties. In practice, tissue motion and non-rigid deformations often arise from

surgical manipulation and physiological activity. To the best of our knowledge, no

publicly available dataset provides dense, scale-accurate depth ground truth under

such dynamic deformable conditions. Data of this form are crucial for developing

depth estimation methods that remain reliable over time and for validating their

applicability in realistic surgical environments.

Metric Depth in MIP

The approaches taken for depth estimation in minimally invasive procedures can

be grouped according to the endoscopic modality: monocular or binocular (stereo)

imaging [52].

In monocular endoscopy, metric depth estimation is fundamentally ill-posed from

a single frame, as depth must be inferred from motion parallax across time and is

therefore tightly coupled to camera motion estimation. Classical pipelines build on

structure-from-motion (SfM) and visual SLAM, tracking feature correspondences

across frames to estimate camera pose and triangulate sparse structure, which may

subsequently be densified through multi-view fusion [56], [111], [113]. More recent

monocular approaches increasingly replace explicit correspondence pipelines with

learned depth and pose estimation, commonly trained using photometric consis-

tency and self-supervision, and then treat the predicted depth as pseudo-RGBD to

enable tracking and fusion. Endo-Depth-and-Motion [104] is a representative ex-

ample, combining self-supervised depth prediction with photometric tracking and

volumetric fusion to estimate camera motion and dense reconstruction from monoc-

ular endoscopic videos. Overall, the dominant trend is toward hybrid formulations

in which learned depth/pose improves robustness under weak texture and illumi-

nation variation, while geometric constraints (e.g., reprojection residuals, keyframe

selection, and fusion) provide stabilising structure.

In binocular (stereo) endoscopy, depth can be recovered per frame from dispar-

ity between synchronised left–right views, providing an immediate geometric anchor

that is absent in monocular settings [129], [131]. Traditional pipelines therefore

focus on stereo correspondence (epipolar constraints, typically horizontal after rec-

tification), followed by triangulation, with filtering and (optionally) temporal fusion
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to reduce noise and address low-texture or specular regions. Current trends mirror

advances in general stereo vision: deep stereo networks learn matching costs and

regularisation, improving robustness under challenging appearance conditions, and

are increasingly combined with SLAM or fusion back-ends to produce temporally

coherent reconstructions over short sequences [107], [120]. A key practical limita-

tion remains that correspondence degrades in homogeneous/specular tissue regions

and under occlusions, so even stereo pipelines often require carefully engineered cost

aggregation/regularisation and robust filtering to remain stable intraoperatively.

Summary. While endoscopy remains the primary data source for extracting three-

dimensional information in MIP, the scarcity of scale-accurate depth annotations

and the prevalence of frame-wise or scale-agnostic formulations continue to constrain

the development of methods in realistic deformable scenarios and the capability for

metric spatial reasoning. Moreover, progress across the state of the art is often

difficult to compare directly, as many works rely on self-constructed datasets and

non-standard evaluation protocols, limiting reproducibility and making it unclear how

well methods generalise beyond their original settings.
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Chapter 3

Surgical Tool Representations

Within the visual perceptual framework introduced in Chapter 2, surgical tool

identification constitutes the first level of representation studied in this thesis. At

this level, the goal is to establish stable semantic anchors for the objects in the

surgical scene through detection, providing a structured description of the elements

and their locations in the image space. In this context, current approaches remain

challenged by key characteristics of intraoperative data and operational constraints

in MIP. Significant scale variation, strong class imbalance, and high visual similarity

among instruments complicate reliable multi-class discrimination, while continuous

camera motion and viewpoint changes further affect localisation stability. In parallel,

real-time performance requirements impose strict computational constraints, often

forcing trade-offs between accuracy, robustness to scale, and inference speed. At the

model level, the challenge is to hold local detail and global context at once, since the

mechanisms that widen the receptive field trade away the fine detail that separates

visually similar instruments or add computation the real-time budget cannot absorb.

Additionally, anchor-based detectors need special considerations since they regress

boxes against scale and aspect ratio priors set outside the surgical domain.

This chapter addresses these limitations by focusing on the construction of dis-

criminative and structured object representations for surgical tools. Building on

transformer-based architectures, the proposed approach learns compact object-level

embeddings that summarise salient visual features across multiple scales while main-

taining real-time inference. This means that in addition to bounding-box and class

prediction, the model produces token-based representations whose embedding space

This chapter is based on the following work: Loza-Galindo, G., Valdastri, P., Ali, S. Real-
time surgical tool detection with multi-scale positional encoding and contrastive learning. Healthcare
Technology Letters, 11:48-58, 2024. DOI: 10.1049/htl2.12060Best paper award at the AE-CAI
2023 workshop
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is explicitly supervised, so that representations of the same class are clustered to-

gether and those of different classes are separated; the effect of this supervision on

the embedding space and on detection accuracy is examined in Section 3.4.

3.1 Problem definition

In this thesis, the problem of surgical tool identification is defined as the construc-

tion of object-level representations that jointly encode semantic identity and spatial

localisation from a single endoscopic image. Let I ∈ RH×W×3 denote an RGB im-

age acquired during a minimally invasive procedure. Unlike conventional detection

formulations that focus primarily on classification and localisation accuracy, the

objective in this chapter is to learn object representations that are both discrimi-

native and structured. In particular, representations corresponding to tools of the

same class should be consistent and clustered in an embedding space, while rep-

resentations of different classes should be well separated. At the same time, these

representations must remain robust to scale variation and appearance changes in-

duced by viewpoint, illumination, and partial occlusion, and be computable under

real-time constraints.

Formally, the problem consists of learning a mapping fobj that takes as input

image evidence and produces a set of object hypotheses V̂ = {v̂j}, where each

hypothesis v̂j is defined by a triplet (oj, cj, bj). Here, bj denotes the estimated

image-plane bounding box, cj the associated class label, and oj ∈ Rd an object-

level embedding that encodes the visual features of the detected tool. The number

of object hypotheses is fixed by the model design, while the effective number of

valid detections is determined through a matching process with the ground truth

annotations.

Existing detection approaches often learn implicit object representations with-

out explicitly constraining their structure or stability, limiting their suitability as

semantic anchors for downstream perceptual tasks. This chapter reformulates surgi-

cal tool detection as a joint detection and representation learning problem, in which

object-level embeddings are explicitly supervised alongside bounding box regression

and classification. Temporal association and metric grounding are beyond the scope

of this formulation and are addressed in subsequent chapters. The resulting object

representations constitute the first level of structured scene description in the visual

perceptual framework, providing a semantic foundation for temporal consistency,

spatial reasoning, and integration at later stages.
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3.2 Method

Figure 3.1: DTX network architecture. Our proposed DTX architecture uses
a Res2Net [133] to extract feature maps at two different scales and forms a dense
feature embedding by adding projection layers (Conv2d) with the same number
of channels. Then, our network, inspired by DETR [67], uses scaled positional
encoders to align features from different layers within a common framework. Finally,
the transformer decodes object representations that are fed into two separate feed-
forward neural networks for class and boundary-box prediction.

In this work, we propose a new setup for the architecture and training of a

multi-scale transformer-based detector (Figure 3.1) that incorporates Res2Net net-

work [133] as a backbone and extracts multi-scale feature maps (from two reso-

lutions), addressing the limitation of small receptive fields and enhancing overall

model robustness against scale changes of objects in the images. The extracted

features from the backbone are then projected into a common feature space, which

enables global multi-scale feature analysis in the Transformer encoder (Tx-encoder).

Subsequently, the Transformer decoder (Tx-decoder) generates a set of object rep-

resentations, which are ultimately processed by two feed-forward neural networks

that predict the objects’ class and location. In addition to the Hungarian loss used

by [67], we proposed a Contrastive loss (CL) for model training. CL loss leverages

the Tx-decoder’s output to encourage consistency and separability in the generated

object representations. This subsection provides a detailed description of the final

network architecture and the combined loss functions used in this work.
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Figure 3.2: 3D Positional Encoder. a.1) Embedded feature map structure after
the projection layer. The position x and y of each feature are encoded in the first
and second halves of the channels, respectively. a.2) The positions x, y of the feature
maps are scaled by Eq.( 3.1) so the transformer can be aware of the location of the
features under a common framework. a.3) Input of the transformer: Flattened and
concatenated features after the positional encoder.

3.2.1 Architecture details

Similar to the recent DETR network [67], after extracting feature maps from the

backbone network, we use a transformer to learn reliable feature representations

via self-attention mechanisms. However, our dense transformer (DTX) introduces

multi-scale feature connections between the backbone and the Tx-encoder, through

additional projection layers and concatenation operations that bring feature maps of

different resolutions into a common embedding, and a multi-scale positional encoder

(Figure 3.2) that references those features to a single coordinate system in place of

the single-scale encoding of DETR. The projection layers (1×1 convolutional layers)
reduce the channel dimension to 256, so there is a common feature space between

scales (see Figure 3.2.a). It is then the positions (xj, yj) of the features from

different scales normalised such that they are referenced to a common coordinate

system (x, y) despite coming from different resolutions (see Figure 3.2.b). The

encoded position for each channel ck, with k representing the index of the feature

channel is given by the sine positional encoder, Eq. (3.1), where width and height

are represented as ws and hs, respectively, at the scale s of the different feature

maps.
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pos(xj, yj, ck) =

 4π
ws
xj k ∈ [0, 152]

4π
hs
yj k ∈ [153, 255]

(3.1)

Then the embeddings after positional encoding are flatted to a shape (hsws, 256),

and these are concatenated along the first axes such as (
∑s=2

s=1 (hsws), 256) is the final

input shape to the transformer encoder (Tx-Encoder) (see Figure 3.2.c). Within the

Tx-encoder, the multi-head self-attention modules focus the attention on the features

from different scales that are more relevant to the final prediction. In this way, we

leverage the transformer for performing attention to both local and global features.

The Tx-decoder takes a matrix of zeros as the query to initialise the decoding

process. This query shapes the final output by assuming the maximum number of

objects in the image and encrypting each object representation in 256 values. The

number of queries is therefore treated as a hyperparameter and bounded, and is

fixed at 32 by the ablation reported in Appendix A Table 1. It is not reduced

further to the largest number of instruments annotated in a single frame, because the

one-to-one Hungarian matching requires a surplus of queries that can be assigned

to the no-object class. Finally, two feed-forward neural networks make the final

prediction. A one-layer perceptron with a softmax activation function processes

each object representation for its classification, giving the highest probability to the

detected object (or not-object class). For the prediction of the boundary box of each

object representation, a multi-layer network (3 layers) infers the coordinates of the

box (centre x, y, w, and h).

The baseline extracts features at a single scale with ResNet50. Additionally,

we tested Res2Net50 [133] defined as a multi-scale backbone (MS) by the authors.

Throughout this chapter DTX denotes the transformer using ResNet backbone and

MS denotes the use of Res2Net.

3.2.2 Loss functions

We introduce a contrastive loss function in addition to the loss function implemented

in DETR [67]. We have a similar matching stage, but unlike DETR, we exploit the

matching solution to incorporate the contrastive loss and jointly optimise it with

the Hungarian loss.

Matching stage For each image, a V̂ set is formed by the predictions of the

model and a V set is formed by padding the objects in the Ground Truth (GT) such

that both sets have the same number of elements. Each element vi in V contain

(ci, bi) where ci is the class associated with the boundary box bi and the padded
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elements have a ci value of no-object class (∅). Similarly, the element v̂j in V̂

contain (ôj, ĉj, b̂j) for the object representation, class and boundary box predicted

by the model. All the elements in one set are connected to the elements in the

second set to form the graph G, thus forming a bipartite graph (Figure 3.3).

Figure 3.3: Bipartite graph. GT boxes in green form the set of vertices V , and
predicted boxes in blue form the subset V̂ . Initially, all elements between sets are
connected.

The comparison between the boundary boxes in the GT and the predictions is

given by the box loss in Eq. (3.2), where a weighted sum of the L1-norm and the

Generalised Intersection Over Union (GIoU) is used. The matching costs (mc) of

a connection (edge) in G is given by Eq. (3.3), where b̂j and bi are boundary boxes

(predicted and GT), p̂j(ci) is the predicted probability of class i (the GT class) for

the predicted box j, and Lbox the box loss function.

Lbox(b̂j, bi) = λ1(L1(b̂j, bi)) + λ2(GIoU(b̂j, bi)) (3.2)

mcji = Lbox(b̂j, bi) + λ3(1− p̂j(ci)) (3.3)

The costs matrix CM is then calculated for all samples at indexes i and j by finding

the matching cost between the elements of the prediction and the GT. Later, the

Hungarian algorithm is used to find unique correspondences between the elements

of the sets such that the sum of the matching costs of those correspondences is

the minimum. It does that by finding the permutation of the rows in CM that

minimises the trace of the matrix, so, in the found permutation σ, σ(i) is the index

j of the matched prediction to the element i in the GT.
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Hungarian loss The Hungarian loss function [67] is then applied as shown in

Eq. (3.4), which is a weighted combination of the cross-entropy loss and the defined

box loss function.

LH(V, V̂ ) =
∑
i

−λ3 ln(p̂σ(i)(ci))ci + ⊮{ci ̸=∅}Lbox(b̂σ(i), bi) (3.4)

Contrastive loss We propose adding a complementary contrastive loss (LCL) to

our final loss function, jointly optimised with the Hungarian loss. The use of LCL

helps to structure the embedded space by clustering representations with the same

class while separating clusters of different classes. The proposed loss is a variation of

the Normalised Temperature-Scaled Cross-Entropy Loss (NT-Xent loss) presented

in SimCLR [134]. The main difference is that the proposed CL loss can operate

within a supervised paradigm, leveraging the Hungarian algorithm’s solution. To

do so, we look at the samples k in the batch B that contains (Vk, V̂k, σk) for

the GT, predictions, and the optimal correspondences between them, that is, the

permutation σk returned by the Hungarian algorithm in the matching stage, which

assigns to every element of the GT set exactly one prediction, and we aim to find

all the positive P and negative N contrastive pairs for each class c in the batch as

presented in algorithm 1. Pc contains all the pairs of object representations (o, o′)

such that their classes are equal, and Nc contains all the pairs such that their classes

are different. Figure 3.4 displays the contrastive samples for the grasper class in

a small batch of 6 images. Note that Pc avoids the self-comparison, but when the

number of representations related to a given class is equal to 1, the pair (o, o) is

added in Pc to pull apart that representation from the rest of the classes in the

batch. Then Eq. (3.5) shows the contrastive loss for each class using Pc and Nc,

which applies cosine similarity sim between the object representations.

LCLc(Pc,Nc) = −log
∑

(o,o′)∈Pc
exp(sim(o, o′))∑

(o,o′)∈(Pc∪Nc)
exp(sim(oi, o′))

(3.5)

The total contrastive loss is the average of all the contrastive losses per class in a

given batch B with nc classes and size bs. Thus, the final loss L, which is an equally

weighted sum of the Hungarian loss and the contrastive loss, can be represented as:

L(B) =
λ4

bs

bs∑
k=0

LH(Vk, V̂k) +
λ4

nc

nc∑
c=0

LCLc(Pc,Nc). (3.6)
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Figure 3.4: Contrastive object representations for the grasper class. The
object representations of the boxes that were correctly predicted (in terms of location
and class) are used to find contrastive samples for each class. In this case, the
grasper class is analysed, green and red markers highlight positive and negative
samples respectively.

3.3 Experiments and results

3.3.1 Dataset

We evaluate our architecture on the publicly available m2cai16-tool-location dataset [73]

containing 2,532 labelled frames from 15 videos of cholecystectomy procedures per-

formed at the University Hospital of Strasbourg in France. To make our method

comparable and reproducible, we have used the same split proposed in the origi-

nal paper [73]. The final experimental dataset comprises 1405 images for training,

843 images for validation, and 563 images for testing (held-out set). As Sahu [135]

pointed out, this dataset poses an extra challenge to a solution for the multi-class

classification problem since it mirrors the imbalance appearing of the surgical tool

during the operation. Therefore, the seven tool classes were considered in the ground

truth labels, together with the no-object class (∅) defined in Section 3.2.2, and a

discussion on how the implemented solution alleviates this problem is presented in

the results section.

A second dataset is used for evaluation only. Cholec80-Boxes [82] provides

bounding box annotations over five videos of the Cholec80 collection, recorded at

the same centre and covering the same seven tool classes. It comprises 14195 anno-

tated frames and 23708 boxes, an order of magnitude more than the training split

used here, and its class distribution is the one observed during the procedure rather
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Algorithm 1 Supervised contrastive learning algorithm for multi-class labels.

Require: Batch: B; Classes: C
nc = 0 ▷ number of classes
L = 0
for c ∈ C do

pos samples = neg samples = {}
for k ∈ {0 to len(B)} do

for i ∈ {0 to len(V [k])} do
if V [k].c[i] == c then

pos samples ← V̂ [k].o[σ[k](i)]
else

neg samples ← V̂ [k].o[σ[k](i)]
end if

end for
end for
P = N = {} ▷ positive & negative contrastive pairs
for o ∈ pos samples do

for o′ ∈ neg samples do N← (o, o′)
end for
pos samples.pop(o) ▷ Remove the reference from the list
for o′ ∈ pos samples do P← (o, o′)
end for
if P == ∅ then P← (o, o)
end if

end for
nc = nc + 1
L = L+ Eq5(P,N)

end for
Lcontrastive = L/nc

than a curated balance: the grasper and the hook account for 83% of the boxes and

the scissors and the clipper for 1.2% each. No model is trained or tuned on it. It

is used in Section 3.3.4 to measure how the configurations of Table 3.1 transfer to

patients and annotations they have not seen.

3.3.2 Experimental setup

Data augmentation. All images were resized to 320×320 pixels. Six different

geometric transformations were selected for data augmentation. During training,

the transformations were randomly applied with a 33% probability each.

Model configuration. The optimal hyperparameters for our model are reported

in this section. However, a hyperparameter search grid is presented in the ablation

study. The building blocks in the Res2Net50 architecture (the used backbone) were

48



3. SURGICAL TOOL REPRESENTATIONS3.3 Experiments and results

configured to split the feature maps into four sets of 26 channels each. In the neck

of our architecture (see Fig. 3.1), the feature maps that go through the projection

layers were taken from layers 2 and 4 of the backbone. The number of queries that

initialise the decoder process in the transformer was set to 32, and the number of

layers in the encoder and decoder of the transformer to 6.

Training setup. We build our model leveraging part of HuggingFace’s Trans-

formers repository [136] and making the pertinent changes to match the model’s

description presented in Section 3.2. During training, an AdamW optimiser with

a step learning rate scheduler was added. The scheduler tracked and modified the

learning rate from 1.0e−04 to 1.0e−06, with a factor of 0.5 at every 40 epochs. In

addition, a stopping criterion tracking the validation loss was included in the exper-

iment. It had a patience of 50 epochs and considered a minimum delta of 1.0e−0.5.

We run all our code in a setting with multiple CPU processors provided by the

Research Computing Team at the University of Leeds in their High-Performance

Computing (HPC) facilities. The requested nodes provided 48GB system memory

and an NVIDIA V100 32GB graphic card.

Evaluation metrics. We present and compare the performance of our model

based on two widely used metrics called mean average precision (mAP) for object

detection. For this metric, a threshold value is used to determine if detection is

considered a true positive or a false positive based on the Intersection Over Union

(IoU) value ranging from [0.5 : 0.05 : 0.95] for overall mAP and at specific IoUs,

e.g., [0.5] and [0.75]. The second metric reported is the inference time in frames per

second (FPS).

Ablation protocol. Because average precision is computed once over the whole

split rather than per image (as in the standard COCO protocol), the sensitivity

of a reported value to the particular frames that were annotated is estimated by

resampling. 2000 bootstrap replicates are drawn, each of the same size as the split

and sampled with replacement, taking the whole image as the resampling unit so that

objects sharing a frame are resampled together. Every configuration is evaluated on

the same replicates and each difference between two configurations is taken within

a replicate, so that the difficulty of the draw cancels, and the standard deviation is

taken over the replicates.

3.3.3 Comparison with SOTA and baseline methods

In this Section, we provide a comparison with state-of-the-art methods used for de-

tection tasks on the m2cai16-tool-location dataset. Alongside this, we also present

quantitative results on the baseline model and provide results for different architec-
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Table 3.1: Quantitative results. Comparison of state-of-the-art surgical tool
detection methods, anchor-free methods, and our proposed dense transformer (DTX)
with and without multi-scale and contrastive loss inclusions.

Model mAP[50:95] mAP[50] mAP[75] FPS Backbone Input size
SOTA comparison
Fast R-CNN [73] NA 0.631 NA 5 VGG-16 NA
Fast R-CNN [74] NA 0.696 NA 15* ResNet101 NA
YOLO [75] NA 0.722 NA 48 DarkNet19* 448×448
DSSD [76] NA 0.912 NA 15* ResNet101 320×320
F. R-CNN+SSL[137] 0.468 0.902 0.462 15* ResNet50-FPN NA
Anchor free methods
FCOS[66] —– 0.900 —– 12 ResNet50 450×450
DETR[67] (baseline) 0.520 0.886 0.524 36 ResNet50 320×320
Our proposed approaches
DTX 0.536 0.926 0.557 35 ResNet50 320×320
DTX + MS 0.543 0.939 0.561 32 Res2Net50 320×320
DTX + MS + CL 0.545 0.945 0.572 32 Res2Net50 320×320
DTX, Dense Transformer (our method); Contrastive Loss, CL;MS, Multi-scale backbone (Res2Net)
NA, not available; * This value was not officially reported by the author.

tural changes that have been proposed.

Quantitative results. Tables 3.1 and 3.2 present comparisons of the SOTA meth-

ods for supervised surgical tool detection, anchor-free methods in the literature,

and our proposals for overall mAP and AP for each class category, respectively.

From Table 3.1, it is evident that our proposed approaches outperformed both

the SOTA methods and other anchor-free methods. For example, our final model

(DTX+MS+CL) has mAP[50] is 4% above the best SOTA method (DSSD), and

nearly 7% higher than the baseline DETR. Our experiments also showed an ad-

ditional improvement at mAP[75] over the baseline with 0.572 compared to 0.524,

which is 9% above. On the FPS, our method achieves 113% faster than the SOTA

DSSD method and is only slightly lower than DETR baseline methods (4 FPS). Ta-

ble 3.2 shows consistent improvement in all class categories compared to the SOTA

and the baseline DETR, regardless of the frequency with which each tool class ap-

pears in the dataset’s images. Common (e.g., the grasper and hook) and rare (e.g.,

scissors and bipolar) tools are detected with high mAP, which suggests that the

model focuses on relevant features from the images for the formation of the object

representations associated with each class. Section 3.3.4 shows that this uniformity

is a property of the training distribution and does not survive a change of dataset.

For example, compared to the most accurate method, DETR, our approach achieves

8%, 7.7%, 11%, 3%, 8.8%, 2.7%, and 5.2%, respectively, for grasper, bipolar, hook,

scissors, clipper, irrigator, and specimen bag.

Qualitative results. Figure 3.5 shows predictions from our proposed approach

(DTX+MS+CL). The selected samples were the images with very low errors (on

the left) and the images with the most significant errors (on the right). It can
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Table 3.2: Quantitative results. Average precision (AP) comparison per class.

Method Grasper Bipolar Hook Scissors Clipper Irrigator S. Bag
SOTA comparison
Fast R-CNN [73] 0.483 0.670 0.784 0.677 0.863 0.175 0.765
Fast R-CNN [74] 0.541 0.695 0.868 0.739 0.842 0.416 0.771
YOLO [75] 0.893 0.324 0.932 0.666 0.903 0.424 0.914
Anchor free methods
FCOS [66] 0.846 0.927 0.942 0.905 0.903 0.857 0.922
DETR [67] (baseline) 0.826 0.910 0.864 0.915 0.844 0.932 0.911
Our proposed approaches
DTX (ours) 0.871 0.957 0.933 0.900 0.926 0.942 0.950
DTX + MS 0.891 0.955 0.955 0.965 0.933 0.921 0.956
DTX + MS + CL 0.894 0.980 0.960 0.945 0.919 0.957 0.959
DTX, Dense Transformer (our method); Contrastive Loss, CL; MS, Multi-scale backbone (Res2Net)

be observed that for the frames with optimal predictions, the predicted boxes (in

blue) completely overlap the ground truth boxes (in green). However, for those with

erroneous predictions (in the right), in most cases, either the object was not present

(frame incorrectly labelled) or the object was incorrectly classified due to the fact

that the intrinsic characteristics of the object are not present. In the second case, we

can observe that our model makes a good guess by associating the object with a fairly

similar tool. Figure 3.6 shows that the object representation space generated by our

model in the decoder of the transformer is organised after implementing contrastive

learning by maximising the distance between the clusters of the classes and arranging

misclassified objects. This adds up to the AP improvement presented in Tables 3.1

and 3.2, strongly suggesting that the error due to the misclassification of objects is

considerably alleviated with our approach while boosting the performance. Having

solved this problem, future efforts could be focused on developing methods that

Figure 3.5: Qualitative results: Frames taken from the test set with their respec-
tive predictions. Predictions with the highest IoU are presented on the left, and
predictions with the lowest IoU are presented on the right.
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Figure 3.6: Object representation space. Dimensional reduction of the object
representation space (Tx-decoder’s outputs) using t-SNE, each dot in the graphs
represents a detected object by our model (DTX+MS). At the top, without con-
trastive learning (CL), the clusters for each class are barely separated, and some
points are mislocated (see red arrows). This distribution is prone to hindering the
performance of classifiers. However, at the bottom, we can clearly see how the in-
tegration of the CL alleviates this problem. There is a wide separation between
clusters, and all the mislocated points were correctly rearranged.

increase the precision of the predicted boundary box so that the value in the IoU is

improved. Appendix A Figure 1 shows the attention maps from the transformer’s

last layer in the decoder. Since we use feature maps at different scales, these images

demonstrate how the relationship between the features in the regions of attention is

present at different scales.

Ablation study. The performance of models over the validation set for different

network configurations (e.g., scales, feature layers, and feature maps) and com-

binations of relevant hyper- parameters (e.g., number of queries) is presented in

Appendix A Table 1. It can be observed that for different numbers of queries

ranging from 32 to 100 queries, 32 queries boosted the performance of the model

on the mAP[75] by 8.8% compared to using the number of queries proposed by

DETR [67]. Our experiments also showed that a combination of four scales and 26

channels is the optimal backbone yielding 6.2% and 3.6% of improvement on the

mAP[50] and mAP[75], respectively. The number of layers in the encoder and decoder

of the transformer shows that a network with six layers provided the best trade-off

between accuracy (0.866) and inference speed (FPS of 36). Finally, the contribution

of the multi-scale backbone (MS) and of the contrastive loss (CL) is examined on

the test split with the resampling protocol described in Section 3.3, and the paired
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Table 3.3: Ablation significance. Paired differences between the ablation models
on the m2cai16-tool-locations test split (n = 563), obtained from 2000 bootstrap
replicates of the split. SD is the standard deviation of the difference across the
replicates, and Positive ∆ the fraction of replicates in which the difference is positive.

Comparison ∆mAP[50] SD Positive ∆
DTX vs DETR +0.039 0.011 1.000
DTX + MS vs DTX +0.013 0.009 0.931
DTX + MS + CL vs DTX + MS +0.009 0.008 0.886
DTX + MS + CL vs DTX +0.022 0.010 0.994
DTX + MS + CL vs DETR +0.060 0.012 1.000
DTX, Dense Transformer (our method); CL, Contrastive Loss;
MS, Multi-scale backbone (Res2Net).

differences between adjacent configurations are reported in Table 3.3.

The full model improves on DTX by 0.022 mAP[50], with the difference positive

in 99.4% of the replicates, so the gain of the complete architecture is not carried

by the dense transformer alone. Taken one at a time, however, neither step can be

certified on this split, since at 0.013 and 0.009 each is of the order of one standard

deviation. Each nevertheless remains positive in 93.1% and 88.6% of the replicates,

against the 50% expected if the component made no difference, so the evidence is

consistent in direction rather than absent, and it is the size of the published test

split that bounds what can be claimed from it.

3.3.4 Cross-dataset evaluation

The four configurations of Table 3.1 were evaluated on Cholec80-Boxes without

retraining, fine-tuning or the adjustment of any threshold, so what is measured is

how the architecture behaves on patients, instruments and annotations it has not

seen. Because parts of the literature treat the m2cai16 videos as drawn from the

same pool as Cholec80, the two collections were first compared frame by frame on

contrast-normalised thumbnails: the closest cross-dataset pair lies 27 times further

apart than a re-encoded copy of the same frame, so no frame is shared. The overall

results are reported in Table 3.4 and the per-class results in Table 3.5, in the terms

of Tables 3.1 and 3.2.

A drop is expected when a detector trained on one collection is evaluated on

another, since the appearance of the scene and the annotation protocol change, and

every configuration loses about half of its accuracy, the best of them falling from

0.939 to 0.594. PArt of it is an artefact of the comparison. The boxes of Cholec80-

Boxes are drawn tighter than those of m2cai16-tool-locations, and rescaling every
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Table 3.4: Cross-dataset evaluation. The four configurations of Table 3.1 eval-
uated on Cholec80-Boxes (14195 frames, 23708 boxes) without retraining or tuning
of any kind. The last column repeats the mAP[50] of Table 3.1 for reference.

Model mAP[50:95] mAP[50] mAP[75] m2cai16 mAP[50]

DETR (baseline) 0.189 0.454 0.130 0.886
DTX 0.214 0.547 0.131 0.926
DTX + MS 0.246 0.594 0.162 0.939
DTX + MS + CL 0.224 0.557 0.141 0.945
DTX, Dense Transformer (our method); CL, Contrastive Loss;
MS, Multi-scale backbone (Res2Net).

Table 3.5: Cross-dataset evaluation. Average precision (AP[50]) per class on
Cholec80-Boxes, in the terms of Table 3.2. Instances per class in this set: grasper
10399, hook 9278, irrigator 1396, specimen bag 1091, bipolar 982, clipper 285, scis-
sors 277.

Model Grasper Bipolar Hook Scissors Clipper Irrigator S. Bag
DETR (baseline) 0.541 0.655 0.555 0.161 0.574 0.232 0.459
DTX 0.638 0.706 0.731 0.149 0.598 0.409 0.601
DTX + MS 0.637 0.718 0.772 0.357 0.687 0.330 0.658
DTX + MS + CL 0.535 0.770 0.781 0.291 0.681 0.206 0.637
DTX, Dense Transformer (our method); CL, Contrastive Loss; MS, Multi-scale backbone (Res2Net).

prediction about its own centre recovers at most 0.020 of the gap at an optimal

factor of 0.90; the median intersection over union of matched pairs is 0.726, so the

model localises well what it finds and the gap is carried by the tools it misses or

misclassifies.

What survives the change of dataset is the advantage of the proposed architecture

over the baseline. Every configuration remains above DETR, and the complete

model improves on it by 0.103 mAP[50] here against the 0.060 of Table 3.3, so the

benefit claimed in this chapter is wider on unseen data than on the published split.

The ordering between the proposed configurations is not preserved. DTX + MS

improves on DTX by 0.047 mAP[50], and the improvement is carried by the classes

with the fewest instances in this set, 0.208 on the scissors, 0.089 on the clipper and

0.057 on the specimen bag, which together hold 7% of the boxes. Conversely, DTX

+ MS + CL falls 0.037 below DTX + MS, so the most accurate model on unseen

data is DTX + MS. The contrastive term keeps only two of its per-class gains, the

bipolar and the hook, while its largest gain in Table 3.2, 0.036 on the irrigator over

84 test instances, reverses to a loss of 0.124 over the 1396 instances of this set.

54



3. SURGICAL TOOL REPRESENTATIONS3.4 Discussion and conclusions

3.4 Discussion and conclusions

Even though there are works in surgical tool detection in literature, these methods

are widely built on anchor-based methods, do not incorporate multi-scale feature

embedding for tackling variable tool sizes, and suffer from low speed [73]–[76], [137].

Our approach using a transformer with the incorporation of multi-scale feature se-

lection is not only independent of anchors but also provides improved accuracy and

inference time compared to SOTA methods in the literature. Utilising the Res2Net

backbone into our proposed dense transformer (DTX) enabled the inclusion of local

and global features that can jointly tackle variations in the size of the objects and

receptive field constraints. Our experiments showed improvement in almost all the

tool categories by a large margin, up to 10.5%, compared to the baseline model

(DETR [67]), which is the most consistent across the tool categories compared to

any SOTA methods (Table 3.2). Further, we also showed that the incorporation of

contrastive loss aids in clustering the representations of a class and separating the

clusters of different classes (Figure 3.6). Without contrastive learning the class clus-

ters overlap and several representations fall outside their cluster, whereas with it the

clusters are distinct and those points are rearranged (Figure 3.6). The contribution

of the loss is therefore one of representation, and the value of object representations

that remain consistent within a class lies in the tasks that depend on the identity

of an instrument being recovered over time, such as tracking. The cross-dataset

evaluation of Section 3.3.4 bounds that contribution. Before the contrastive term

the regions that the classes occupy in the representation space are broad and over-

lapping, so a tool whose appearance falls outside the training distribution still lands

inside one of them, and often inside the right one; after it, those regions are tight

and the same tool can land in the gap between them. Consistency therefore does

not make the detection easier, it makes the discrimination between classes easier,

and the two are different tasks. Measuring what the contrastive term does to the

representation space under a change of dataset would require a separate investiga-

tion, which is not attempted here. The full model, which combines the multi-scale

backbone with this loss, improves average precision in every tool category over the

baseline detector, from 2.7% for the irrigator to 11% for the hook (Table 3.2). The

less accurate predictions of our model are probably due to the fact that there are not

enough intrinsic features of the object within those samples, and confusion might

happen, for example, misclassification of grasper and clipper (Figure 3.5). Consid-

eration of features from previous frames could alleviate this problem and boost a

more accurate prediction.

In conclusion, we proposed a transformer-based surgical tool detection method
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introducing a novel multi-scale feature assembly and incorporation of contrastive

loss function utilising information from the bipartite graph. The proposed model

is anchor-free and has near real-time performance (32 FPS). The contrastive term

structures object representations by class, and this thesis contributes to building

reliable and consistent representations through that structure. To this extent, we

also demonstrated the superiority of our approach compared to several SOTA ap-

proaches and other anchor-free methods. The qualitative results also demonstrated

the effectiveness of our model, with high-quality predictions even in the challenging

scenes. In our future work, we aim to leverage video temporal features to improve

tool detection. Bounding box annotations for five videos of the Cholec80 collection

have since been released as Cholec80-Boxes [82], covering the same seven instru-

ment categories used here, and the configurations of Table 3.1 were evaluated on

them without retraining. Every one of them retains its advantage over the baseline

detector, and DTX + MS is the most accurate of them, which places the multi-

scale backbone rather than the contrastive term at the centre of what generalises

(Section 3.3.4).
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Chapter 4

Temporal Consistency: Long-term

2D and 3D tracking

Within the visual-perceptual framework introduced in Chapter 2, temporal con-

sistency is a critical step toward constructing dynamic, spatially coherent repre-

sentations of the surgical scene. At this stage, the objective is to associate visual

information across time, enabling the modelling of motion and deformation beyond

static observations. Temporal consistency can be established at multiple repre-

sentational levels, ranging from associating low-level visual primitives to tracking

semantic objects. In this thesis, temporal consistency is investigated at the level of

image-space primitives, where point-based representations provide a flexible basis

for tracking deformable structures under challenging surgical conditions.

Achieving reliable temporal consistency in MIP remains challenging due to the

characteristics of intraoperative data and the dynamic nature of the surgical envi-

ronment. Intermittent motion blur, variable illumination, occlusion, and homoge-

neous textures hinder the extraction of stable visual features over long sequences,

whereas non-linear tissue deformation and rapid camera or tool motion violate the

assumptions of smooth, slow change commonly adopted by state-of-the-art tracking

approaches. This chapter addresses these limitations by focusing on the construc-

tion of long-term correspondences through the aggregation of reliable short-term

two-dimensional correspondences, stereo-based depth estimation and robot-informed

camera pose within a single framework. The proposed method employs a test-time

optimisation framework that enhances neural radiance field–based scene represen-

tations by embedding correspondences directly into the implicit model. It does so

This chapter is based on the following work: Loza, G., Hu, J., Jones, D., Ali, S., Valdastri, P.
Surg-InvNeRF: Invertible NeRF for 3D tracking and reconstruction in surgical vision. 2025. (Under
review). https://www.arxiv.org/pdf/2508.09681. Project page: STORMLAB-InvNeRF.
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Temporal consistency 4.1 Problem definition

through joint reasoning across image space, the deformable workspace, and a canon-

ical space, while explicitly separating camera motion from tissue dynamics. This

contribution supports stable correspondence aggregation under deformation, rapid

motion, and occlusion. Temporal consistency is used here in the sense defined in

Chapter 2: a representation is temporally consistent when an element of the scene

retains its identity and its estimated attributes across the frames in which it appears,

and when the correspondence estimated between two time steps does not depend on

the route taken between them. It is this second property, path independence, that

the present chapter carries. It is built into the architecture, since the mapping into

the canonical space is invertible and a correspondence followed forward and then

backward therefore returns the original point exactly, and it is enforced during op-

timisation by the cross consistency loss, which requires correspondences that reach

the same scene point through different frames to coincide in the canonical space. Its

effect is measured in the ablation of Table 4.6, where enabling this loss reduces the

2D tracking error from 18.170 to 14.421 pixels and the 3D tracking error from 9.736

to 6.582 millimetres. These temporally consistent representations extend the ex-

pressive capacity of local and primitive representations within the visual perceptual

framework presented in this thesis and provide evidence for the importance of spa-

tially and metrically grounded representations, as further discussed in subsequent

chapters.

4.1 Problem definition

We define the problem of establishing frame-to-frame correspondences for a long

sequence of consecutive video frames as follows. Let I = {I0, I1, I2, ..., It} denote

the sequence of RGB images, where It ∈ RH,W,3 for every time t. Let pt represent

pixel locations within It. The function fST can be any feature matcher function

that identifies reliable short-term correspondences between frames, predicting the

location pt1→t2 in It2 matching pt1 in It1 . Such function is then defined by pt1→t2 =

fST (pt1 , It1 , It2) with ||t2 − t1|| < k and where k is the maximum time window

between short-term pairs. Given a set Ω of short-term correspondences (pt1 ,pt1→t2)

for every t in a sequence of frames, we look for a long-term correspondence function

fLT (pt1 , t1, t2) = p̂t1→t2 that minimise the error between p̂t1→t2 and all the possible

chains to go from t1 to t2 using elements in Ω. A correspondence is short-term

when the two frames it relates fall within the window k, so that it can be estimated

directly by fST , and long-term when they do not, in which case no direct estimate is

available and the correspondence has to be inferred from chains of short-term pairs.
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The two functions are therefore distinguished by their domain rather than by the

direction of time: fST is defined only for pairs closer than k, whereas fLT is defined

for any pair of time steps in the sequence.

Omnimotion [122] proposed a rendering-based framework for the parametrisation

of fLT . However, this approach assumes an orthographic camera model and an un-

bounded temporal window for short-term pairs, making it computationally expensive

and inefficient. Thus, the current SOTA does not provide reliable correspondences

from fST when |t2| >> |t1|, and the 3D-rendered positions do not represent actual

locations in the workspace. Along these lines, FastOmniTrack [138] improved speed

and accuracy by removing the rendering stage, using precomputed scale-agnostic

depth, reducing the temporal window size, and introducing a non-linear, invertible

function. Despite the improvement, it retains the orthographic camera model and

uses non-metric depth, which prevents 3D tracking of points in the scene. In this

work, we propose to parametrise fLT using a pinhole camera model in our Invertible

NeRF to fully recover the benefits of 3D reconstruction while tracking points in 3D.

We also reduce memory requirements by constraining the maximum number of pairs

per time step, thereby speeding up the optimisation of the function (i.e., reducing

the number of iterations).

4.2 Methodology

This section describes our proposed NeRF-based framework for test-time optimisa-

tion that aggregates the 3D projections of short-term 2D pixel correspondences to

enable long-term 3D tracking. A description of the data and the optimisation flow

for the proposed framework is shown in Figure 4.1. Here, fLT is mainly defined by

the combination of three core components: 1) a ray sampler ϕsampl (red block), 2) a

colour and density network ϕc/σ (blue block), and 3) an invertible deforming network

ϕdef (green block). Appendix B.1 provides further details about the reasoning on

the architecture design.

During the optimisation, the data from pairs of frames (It1 and It2) with short-

term pixel correspondences in Ω is passed. It includes frames’ time steps (t1, t2),

2D pixel locations (pt1 ,pt2), pixel colours (ct1 , ct2), extrinsic camera parameters

(Mt1 ,Mt2) and the intrinsic camera parameters (K). Additionally, the stereo cor-

respondences of pt1R
and pt2R

are passed. Rays from all points are calculated by

f3D(pt,Mt,K) = rot , r
d
t where rot and rdt are ray’s origin and direction respectively.

At each time step, the intersections of stereo-pair rays are computed (green points)

and used to guide the ray density during optimisation. Then, samples along the
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Figure 4.1: Input. For each given pair of images from different time steps (t1 ̸= t2),
the input is the camera parameters and a set of matched pixel coordinates, with their
colours and 2D location on the image planes. Optimisation. The information
from each time-step flows through the networks bidirectionally (1 → 2, 2 → 1).
Stereo correspondences are used to triangulate 3D points that guide the rays’ density
(Green points). Rays from the left frames are sampled by ϕsampl, ϕc/σ predicts colour

and density for each sample, and the final colour (ĉt) and 3D location (P̂t) for each
pixel are rendered. These 3D points are mapped from a deformable workspace to a
static canonical space (P̂

c

t), then back to the deformable space at a different time
step (P̂t1→t2 , P̂t2→t1), and projected to the image plane (p̂t1→t2 , p̂t2→t1). Then the
error in each space (red lines), image plane, workspace and canonical space is used
to optimise the model. Inference. The optimised representation holds all the
information of the scene, so queries can be sparse or dense points along with camera
pose and time to render an image, depth or find pixel correspondences along the
whole video.

rays (only from left frames) are taken by ϕsampl, each sample is processed by ϕc/σ to

predict the density σt and colour ct of each sample. A function fren calculates the

rendering weight from the density values as described in [139] to render the colour
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of the pixels ĉt. Similarly, the locations of the samples are merged into a single 3D

point per pixel (blue points P̂t1 in the workspace at time step t1 and yellow points

P̂t2 in the workspace at time step t2). The 3D points then go through a spatial

transformation (fcub) that contracts the workspace to a unit cube. The invertible

neural network (ϕdist) performs the bidirectional mapping, considering both spatial

and temporal information, between the workspace (deformable) and the canonical

space (static). Thus, canonical points (Pc
t1
,Pc

t2
) are transformed to the time step

opposite to the one from which they came, i.e. blue points in the workspace at t1

are mapped to the canonical space then to t2 (P̂t1→t2), and yellow points in the

workspace at t2 are mapped to the canonical space then to t1 (P̂t2→t1). Finally,

these points are expanded from the unit cube and are projected to the image planes

to obtain the 2D correspondences p̂t1→t2 and p̂t2→t1 . Data flows in both directions

(t1 → t2 and t2 → t1) during the optimisation to ensure consistency and chain-

ing aggregated correspondences by minimising the correspondence error across all

spaces (red lines in image planes, workspaces and canonical space). However, during

inference (after optimisation), fLT can be used, providing camera pose and 2D query

points at any time step t1 to render depth and colour, or extract correspondences

in the image plane and the 3D space when a target time step t2 is also provided.

The rest of this section first describes the data processing steps to obtain short-

term correspondences, 3D information through triangulation and the tool’s mask to

simplify the optimisation. Next, we describe the building blocks of the approach,

which include a ray sampler, a density and colour predictor and an invertible net-

work. Finally, we discuss our optimisation approach, highlighting two aspects: our

multi-scale approach for efficient pixel sampling and our loss function for cross-

consistency across the image planes, the deformable space, and the canonical space.

4.2.1 Initial processing

Establishing short-term correspondences

Similarly to [122], pixel correspondences between pairs of images are calculated

using RAFT[140], then they are classified as non-reliable, reliable, or occluded in

a consistency mask CMt1→t2ϵ{0, 1, 2}. In this thesis, a small maximum number of

pairs per time step and a gap between the pairs of each time step are set to reduce

memory usage. To address the limitation of RAFT, we use CoTrackerV3 [141]

to recover lost correspondences. We also experiment with correspondences from

the Multi-Flow dense Tracker model (MFT)[142], which identifies the most reliable

sequences (chains) of flows per pixel to enhance long-term correspondences, and
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allows us to use larger time-step gaps between image frames.

Triangulation of target points

Low or unguided ray density in NeRF models is a disadvantage for efficiently ex-

ploring rays, identifying regions of space where objects are located, and obtaining

pristine density signals (i.e., clear, noise-free). Therefore, our approach leverages the

camera’s extrinsic parameters and reliable point correspondences between stereo im-

ages to guide the density of the rays projected from the camera models. So given

pixel correspondences (ptL,ptR) between a stereo pair of images, the rays’ origin and

direction from those pixels are calculated to find the point of intersection. Since the

rays from two matched pixels do not necessarily intersect, we define the intersection

point as the closest point on the left ray to its matched right ray. In this way, the

intersection can be defined by rotL + αrdtL = rotR + βrdtR + γd̂t. Where d̂t is a unit

vector along the shortest distance between the rays and the cross product between

the ray’s direction. This equation can be rewritten in its matrix form and solved as a

system of three equations, so the intersection is Pt = rot +αrdt . During training, the

ray density is encouraged to be concentrated around this point. Note that when the

unit vector along the shortest distance between the rays is indeterminate, the rays

are parallel. We mask out those pixels from the ray density optimisation function,

allowing neighbouring pixels to define the density distribution in those regions. This

often happens when stereo images are not available, and consecutive frames are used

instead. Monocular scenarios are further discussed in the results section.

Workspace construction

As described by Mip-NeRF 360 [143], we define a Axis-Aligned Bounding Box (aabb)

for our use case that defines the workspace size, we compress the ray’s samples into

a unitary cube and shift their values to the positive coordinates of the Cartesian

axis by using the function fcub(r) = (r− aabbmin)/(aabbmax− aabbmin) which is con-

veniently invertible (Figure 4.2 a) ↔ b)). This allows our model to avoid abrupt

responses to sign changes. Additionally, we encourage the canonical space to main-

tain the workspace boundaries by wrapping the unit cube with a unit sphere. In the

optimisation section below, we detail how, during training, we bring back all the rays

trying to escape from the limits of the unit sphere. This imposes the assumption

that all the scenarios processed by our model strictly fit within the boundaries of a

defined workspace, which is valid for surgical scenarios, since the abdominal cavity

does not grow indefinitely and its dimensions vary only within a limited range across

patients, so a single workspace bound accommodates any case.
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Figure 4.2: Workspace construction The transformation of the workspace from
a to b is reversible and implemented to improve the efficiency and stability of the
NN. The canonical contraction from b to c is done to avoid the divergence of the
model due to a bad initialization.

Tool masking

To simplify correspondence aggregation in InvNeRF, we identified the surgical in-

struments in each image of the video. Using SAM [144] and manual priors on the

first image, we segment and propagate labels through the frames of the videos (Fig-

ure 4.3). We used this mask to segment the tool during scene optimisation, focusing

only on the tissues (deformable objects).

Figure 4.3: Tool segmentation. We segmented the tool to focus solely on the
deformation of tissues using SAM. The SAM model was fed the videos and manually
selected points (the yellow point in the first frame of each sequence) as queries for
each video.
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4.2.2 Model selection

Ray sampling (Eq. 4.1) is a crucial operation for fast rendering processing. In this

work, we compare a fixed and evenly spaced sampling (which is not affected by

deformations but requires a large number of samples) against a dynamic proposal

network (DPN) to accelerate the process by taking fewer samples. DPN serves

as the proposal network from NeRFAcc [139], considering a 4th-dimensional input

(after applying the space distortion function fcub, we concatenate the normalised

time steps).

ϕsampl(r
o
t , r

d
t , t) = rt (4.1)

For the colour and density estimator (Eq. 4.2), we compared the performance

of the network used in [122], a GaborNetwork, against our multi-scale HexPlanes

(MHP) (Figure 4.4). We built upon HexPlane [145]; we keep the structure, but we

concatenate multiple resolutions with a small number of features. In this way, we

reduced the number of parameters required to build the model and maintained the

ability to capture fine details in density changes. We use two Multi-scale HexPlanes,

one to encode the density values and one to encode the RGB values. Low-resolution

planes quickly concentrate the density of all the rays to a distance where the object

is likely to be located, and high-resolution planes take care of finer details.

Figure 4.4: Multi-scale HexPlane. The 4D coordinates of each pixel (x,y,z,t) are
used to sample features from all planes. Features are concatenated and processed
by an MLP.

ϕc/d(rt) = (ĉt, σt) (4.2)
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The invertible network (Eq 4.3) has three main components: a feature generator

(for spatial and temporal features), a network that processes those features and

an invertible function that is parametrised by the network’s response. We test the

feature generators (encoders and feature planes) and invertible functions (CaDeX

and CaDeX++) presented in [122] and [138]. However, we removed the use of

homography transformations, reduced the number of layers, and used hyperbolic

tangent activation functions in the network when using CaDeX.

ϕdeform(P̂t1 , t1) = P̂
c

t1

ϕ−1
deform(P̂

c

t1
, t2) = P̂t1→t2

(4.3)

4.2.3 Optimisation

This section describes our test-time optimisation process for finding a function fLT

parametrised by our invertible NeRF-based architecture, InNeRF, which is run once

per sequence at inference rather than as a training stage over a dataset. Along

with the architecture that defines fLT , our pixel sampling algorithm and proposed

loss function are key components of our framework. The algorithm’s objective is

to reduce redundant pixel sampling, and our optimisation focuses on global motion

estimation, that is, the motion of a point across the whole temporal window rather

than between consecutive frames, and geometrically consistent ray density.

Pixel sampling algorithm

Our strategy to avoid redundant pixel sampling is to keep track of the 3D short-

term correspondence error for each frame pair in a light error map. Algorithm 2

shows the steps to initialise the error map, to update it, and how to use it when

sampling pixels at any iteration. The initialisation starts at the lowest requested

scale, images are rescaled accordingly, and the dimensions of the rescaled images

are used to initialise the error map (emap) with a fixed cell size for each possible

frame pair. The error map is updated every validation iteration, where for every

frame pair, one random point within each cell (egrid) is processed by fLT , the error is

calculated and used to update the error map. The reduced number of samples allows

us to quickly perform this iteration and identify the areas where our function, fLT ,

needs to focus. The average error over the map (ecurrent) is also used to decide when

to upsample the size of the error map. The algorithm details how we sample pixels

given a selected pair of frames with pixel correspondences based on the calculated

error (Figure 4.5). In addition, keeping track of the errors also allows us to consider

cases where pairs of frames have already been solved. During optimisation, we select
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t based on the error map related to that time step, thereby avoiding redundant frame

sampling too. It is important to notice that despite rescaling images and flow maps

during the optimisation of the invertible NeRF representation, coordinates in the

workspace remain consistent since the camera parameters are modified accordingly

to the scales used during the optimisation.

Figure 4.5: Multi-scale error grid sampling. Our error grid (green grid) begins
at a coarse resolution, with pixel sampling concentrated in cells showing higher
local error (red cells). As training progresses, the grid is refined to higher resolutions,
focusing sampling on smaller, high-error regions. In the example, the images display
the status of the normalised error grid immediately before the resolution is changed.

Loss function

The components of the loss function were categorised by sub-space.

Image plane: We used an RGB loss LRGB = ||ct1 − ĉt1||2 + ||ct2 − ĉt2 ||2; here,
the rendered colour from our model is directly compared against the pixel colour on

the images. On the image plane, we also evaluate the pixel correspondences between

frames with the flow loss [122] Lflow = ||pt1→t2 − p̂t1→t2 ||
21{cmt1→t2∈[1,2]} + ||pt2→t1 −

p̂t2→t1 ||
21{cmt1→t2∈[1]}. This function masks out non-reliable correspondences using

the consistency mask when moving from t1 to t2. In the opposite direction, the

occluded regions are also masked out because the correspondences are calculated

from t1 to t2, so the predicted points p̂t2→t1 from the non-occluded pixels in I2 do

not have a correspondence.

L2D = λflowLflow + λRGBLRGB (4.4)

Dynamic space: Inspired by EndoNeRF [119], and given the limited motion of

the camera in a surgical scenario, we incorporate a Gaussian target loss to guide the
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Algorithm 2 Pixel sampling algorithm

Initialisation
n: number of frames
m: maximum number of pairs per frame
sz: step-size, s: scale
H ← s ·H, W ← s ·W
emap ← 0 | 0 ∈ Rn,2m,H/sz,W/sz

egrid ← (i · sz, j · sz) | i ∈ [0,W/sz], j ∈ [0, H/sz]
etotal ← inf
Error map update (during validation)
for t ∈ [0, n]
for k ∈ [−m,m]\{0} do
pt ← egrid +∆ | ∆ ∼ U[0, sz]
e← LLT (pt→t+k, fLT (pt, t, t+ k))
emap(t, t+ k)← e

ecurrent ← avg(emap)
if ecurrent > etotal and s < 1 then:
H ← 2 ·H, W ← 2 ·W
egrid ← (i · sz, j · sz) | i ∈ [0,W/sz], j ∈ [0, H/sz]
emap ← interpolate(emap, new shape = H/sz ×W/sz)
s← s · 2

else:
etotal ← ecurrent

Pixel sampling (Every optimisation iteration)

Pt,t+k(i, j) =
emap(t,t+k,i,j)∑
i,j emap(t,t+k,i,j)

pt ← {(i, j) | (i, j) ∼ Pt,t+k}

density of the rays around triangulated 3D target points from stereo images. Given

the target points Pt1 , rays origin and samples along the rays, we estimate an ideal

density around the triangulated depth points, σtarget = e−(||Pt1−rot1
||−||rt1−rot1

||)/2σstd

and a target rendering weights as wtarget = σtarget/||σtarget||. Finally, we minimise

the error between the target weights and the rendering weight predicted from the

predicted density on the ray’s samples using a Kullback-Leibler divergence loss,

LGT = wtarget(log(wtarget)− log(ŵ)).

Similarly to Omnimotion, we also add a smooth flow loss, but in the tracked 3D

points, resulting in a smooth displacement along X, Y, and Z, Lsmooth = ||(P̂t1→t1+1−
P̂t1)− (P̂t1 − P̂t1→t1−1)||.

L3D = λGTLGT + λsmoothLsmooth (4.5)

Canonical space: The sphere loss constrains the canonical object to the size of

the deformed workspace. Every canonical sample that is pushed away from this vol-
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ume is then dragged back to its non-deformed state, LCR = ||Pc
t1
−rt1||21||2Pc

t1
−1||>1.

As a complementary loss to the geometric consistency we minimise the distance

between correspondences in the canonical space since both should represent the same

location in this space, LXC = ||Pc
t1
−Pc

t2
||21{cmt1→t2∈[1]}.

Lcanon = λCRLCR + λXCLXC (4.6)

4.3 Experiments

4.3.1 Datasets

The STIR (Surgical Tattoos in Infrared) dataset [146] is designed for evaluating tis-

sue tracking algorithms using Infrared (IR) markers created with Indocyanine Green

(ICG) dye. Videos are captured with a da Vinci Xi surgical robot’s stereo laparo-

scope in both visible and IR modes, showing tissue before and after manipulation.

The training dataset includes 572 videos with noisy labels. The validation dataset

was released as part of the STIR Challenge 2024 [91]. It includes 60 video clips,

recorded at 25 fps, with durations ranging from 0 to 60 seconds, and clean 2D and

3D labels for point tracking.

The SCARED (Stereo Correspondence and Reconstruction of Endoscopic Data)

dataset [131] consists of endoscopic videos recorded at 25 FPS from fresh porcine

cadaver abdomens using a da Vinci Xi system, paired with depth maps obtained

via structured light projection. Although the scenes are static (with no tissue de-

formation or instrument motion), the camera moves throughout the videos, and

ground-truth camera poses are provided for each stereo image pair of stereo images.

These data are used to validate the integration of camera pose into the proposed

framework and to evaluate 3D depth estimation in this scenario.

The SurgT (Surgical Tracking) dataset [147] was assembled for the MICCAI

2022 challenge of the same name to benchmark soft-tissue trackers, and provides 157

stereo endoscopic videos from 20 clinical cases with calibration parameters, recorded

for the most part with a da Vinci stereo laparoscope at 25 Hz and averaging 30 s

in duration, with a few videos drawn from earlier collections such as Hamlyn. The

videos are split into an unlabelled training subset of 125 videos from 12 cases and

a validation subset of 12 videos from 3 cases in which a single keypoint per video is

followed through the sequence, 7,835 of its 9,907 frames carrying a stereo label and

the remainder holding no box because the point is occluded, out of view or flagged as

difficult, and a test subset of 20 videos from 5 cases whose annotations were withheld

for the challenge, so that only the 3 validation cases are released with labels. Each
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annotation is a keypoint selected on the tissue surface and followed manually through

both rectified views of the whole video, from which the bounding box distributed

with the dataset is derived by projecting a virtual sphere of 2.5 mm radius around

the reconstructed point. The centre of that box is therefore the annotated point

itself, and its disparity across the stereo pair places it in three dimensions, so both

the pixel and the millimetre errors reported below can be computed on the annotated

subset.

The Expanded Comprehensive Robotic Cholecystectomy Dataset [148] provides

endoscopic video of ex vivo pseudo-cholecystectomy performed on pig livers with a da

Vinci Research Kit by seven surgeons, together with robot kinematics, pedal signals

and, in its expanded release, COCO-format annotations of the liver as segmentation

masks and of the instruments as keypoints placed on rigid parts of the Large Needle

Driver, the Fenestrated Bipolar Forceps and the Permanent Cautery Hook, every

frame of certain videos being annotated. The masks delimit the organ in each image

without identifying any point on its surface, so the only labels that persist from one

frame to the next are the instrument keypoints, and following them measures the

localisation of a rigid tool, whose motion is that of the robot arm and is already

recorded in the kinematics released alongside the video, rather than correspondence

on the deforming tissue. Furthermore, those keypoints are annotated in the image

plane alone, with no ground-truth 3D position provided for them, so the millimetre

errors reported below could not be computed on them in any case. No annotation

in this dataset therefore follows a point on the tissue, and it is excluded from the

experiments reported in this chapter.

4.3.2 Evaluation metrics

We report the average end-point error (L2-norm) between the tracked points and

the ground truth across videos. The 2D tracking error is reported in pixels (using

the original image resolution), and the 3D tracking error is reported in millimetres

(mm). The average training time is also reported. For the comparison vs feed for-

ward methods, we also report the accuracy percentage per threshold (δn): δ4px, δ8px,

δ16px, δ32px and δ64px on the image plane and δ2mm, δ4mm, δ8mm, δ16mm, δ32mm on the

3D space. Finally, the Structural Similarity Index (SSIM) and Peak Signal-to-Noise

Ratio (PSNR) are reported for the rendered images. These two are measures of

rendering fidelity rather than of depth: they compare the rendered image against

the reference view and are blind to the scale of the geometry behind it, so a sequence

whose depth drifts in scale over time can still score well on both. The geometric ac-

curacy of the model is therefore carried by the 3D end-point errors against the sparse
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ground truth, and the image metrics are reported alongside them as an indicator of

reconstruction quality only.

The evaluation on SurgT is carried out with the metrics of the challenge rather

than those above, since the benchmark scores every method on its own terms. The

tracker is initialised at anchor frames spaced roughly fifty frames apart and is run to

the end of the video from each of them, and the frames the annotator marked as not

visible or as difficult are ignored throughout. Accuracy is the mean intersection over

union between the predicted and the annotated boxes, and the 2D and 3D errors

are the distances between their centres, in pixels and in millimetres respectively,

all three accumulated only while the track is alive: a track is declared lost after

ten consecutive frames below an overlap of 0.1 in either view, or beyond 100 mm

in three dimensions. Robustness is the share of frames the track survives, counted

against every frame in which the target was visible together with every frame in

which the tracker answered although it was not. Finally, the expected average

overlap averages the overlap of every anchor sub-sequence frame by frame over a

fixed window of frames since initialisation, padding with zeros once a track is lost,

and it is the score by which the challenge ranks its entries.

4.3.3 Implementation details

The experiments presented in this paper were conducted using NVIDIA L40S 48GB

GPUs provided by the HPC service, Aire, at the University of Leeds. We used a

batch size of 16 frame pairs, 256 pixels per sample, 32 samples per projected ray,

a cell size of 16×16 pixels in the error map, a learning rate of 1 × 10−4, and the

Adam optimiser. An epoch is completed when the model has seen all the images in

the video, and we update the error map every 25 epochs. The proposed framework

comprises two schedulers and one early-stop criterion that track the average and

standard deviation of the error map. The first scheduler upscales the resolution of

the error map on a plateau by a factor of 2 (as described in algorithm 2), using a

patience of 2 epochs, an improvement tolerance of 0.01, and a starting scale factor of

0.25. The second scheduler was used to update the learning rate when it plateaued,

with a patience of 3 epochs, a factor of 0.5, and an improvement tolerance of 0.01.

Finally, the stopping criterion is triggered when the scale factor of the error map

reaches 1, with a patience of 6 epochs and an improvement tolerance of 0.001.

For SurgT, a model is fitted to each annotated sequence and queried at the pixel

of every anchor, returning the corresponding surface point in the remaining frames

together with its depth. The centre of the predicted box in the left view is placed

on that point, and the centre in the right view follows from the disparity that the
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predicted depth implies. No box size is predicted: the width and the height supplied

with the anchor are carried forward unchanged for the whole sub-sequence, so that

none of the overlap the benchmark measures comes from a box sized to the frame

on which it is scored. Frames are taken every second frame of the source video, and

the sequences of the first two cases are rectified and staged at half of their resolution

before fitting.
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4.3.4 Results

A thorough evaluation was conducted to assess various aspects of our approach.

First, we present the results of our pixel sampler approach. Then, a comparison

of the proposed framework against the state-of-the-art test-time optimisation ap-

proaches for 2D tracking is presented. Due to the limitations of Omnimotion [122]’s

training speed and memory usage, which takes 22.01 hours to optimise a single se-

quence against the 2.38 hours of our comparable configuration (Table 4.1), we per-

form this comparison over a small subset of the original STIR dataset (15 videos with

fewer than 175 frames) and a temporal window of 16 consecutive frames as defined

by FastOmniTrack [138]. Two further limitations of this approach are examined

later in this section: the depth it reconstructs bears no relation to the distance to

the actual surface, and its orthographic camera assumption leaves the reconstruction

without real-world scale. Here, we also present how the inclusion of the components

introduced in the previous section, namely the multi-scale HexPlane representation

for colour and density in place of a Gabor MLP, the invertible deformation network

in its CaDeX and CaDeX++ forms with either an MLP or a plane-based feature gen-

erator, and the depth-proposal pixel sampler, affects our framework’s performance.

Using the validation dataset from STIR Challenge 2024 [91], we present a compar-

ison, including FastOmniTrack and other feed-forward tracking methods presented

in the challenge. Unlike the aforementioned tracking models, our model can render

and track the scene at full resolution and receive extrinsic camera parameters from

a robotic system; therefore, we further evaluated the accuracy of our model using

the scarce 3D ground truth available in the training SCARED dataset. Finally, the

framework is evaluated on the SurgT benchmark under the protocol and the metrics

of the challenge, and compared against the methods reported in it.

Figure 4.6 shows the optimisation comparison of the model over a video when

using the 3D short-term correspondence error map for sampling pixels (Guided)

against using the random pixel sampler from other TTO methods (Naive). In the

example shown, error-map sampling converges (plateaus) significantly earlier and

then stops. In contrast, the other approach continues training longer without reach-

ing the status of the error map in our approach (the red areas in iteration 8000 are

visibly more intense than in our approach at iteration 6000), and it stops when the

maximum number of iterations is reached. In this way, our approach reduces op-

timisation time and makes more effective use of the precomputed correspondences.

This is particularly useful in surgical scenarios in which the tissue of interest is often

the only structure being deformed and appears in a specific portion of the image.

The primary comparison is with other state-of-the-art point-tracking render-
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Figure 4.6: Error map comparison during optimisation between our guided
and a naive approach. Deeper reds signify higher short-term 2D pixel correspondence
error. Our guided approach converges with low error at 6000 iterations, while the
naive (used by Omnimotion and FastOmniTrack) approach is stopped after 8000
iterations without converging.
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ing techniques. Table 4.1 presents the errors of these approaches and our frame-

work across different configurations (discussed in the previous sections). Column

ptsB(2D) presents the tracking error over the image plane, whereas column ptsB(3D)

and ptsA(3D) present the 3D errors for 3D point tracking and 3D rendered loca-

tion, respectively. The experiments demonstrate the superiority of our Multi-scale

HexPlanes for rendering 3D location in a deformable scenario. They also showed

that despite the fact that a proposal network reduces the number of samples in the

ray and speeds up the optimisation process, it struggles to accurately concentrate

the density of the rays in the areas of interest. Finally, they showed that using a

nonlinear function (CaDex++) without additional data structures is the most ef-

fective for modelling deformations in a surgical scenario. Overall, the combination

of MLP-CaDex++, our MHP, and fixed sampling in the proposed framework (In-

vNeRF) achieved the best performance. Masking the tools out of the optimisation

(InvNeRF(mask)) further improves the results of our approach by a 42% in 2D track-

ing; nevertheless, our approach in all configurations surpasses the TTO SOTA and

is the first TTO approach for 3D tracking too. The results in 3D show an average

location rendering error of 3.2mm and tracking error of 6.2mm, bringing us closer

to achieving consistent and accurate 3D tracking in deformable surgical scenarios.

Our approach recovers the benefits of render-based image rendering, and we also

report metrics to assess the reconstructed images. We reconstruct the right image

from the stereo cameras every 10 time steps and compare it with the original right

image (which was not used during optimisation).

Table 4.1: Test-time optimisation SOTA comparison.

Model ϕdeform ϕc/d ϕsampl ptsB(2D) ptsB(3D) ptsA(3D) train-time PSNR SSIM
avg l2-norm avg l2-norm avg l2-norm avg

Omni [122] MLP-CaDex GaborNet Fixed 31.793px — — 22.01hrs — —
FOT [138] Plane-CaDex++ Pred Depth Fixed 26.863px — — 2.00hrs — —
Our approach
InvNeRF MLP-CaDex GaborNet Fixed 17.103px 7.929mm 3.831mm 2.38hrs 21.006 0.509
InvNeRF MLP-CaDex HexaPlane Fixed 17.534px 6.979mm 3.764mm 2.13hrs 22.496 0.556
InvNeRF MLP-CaDex HexaPlane DPN-32 19.909px 19.639mm 19.109mm 1.80hrs 17.553 0.440
InvNeRF MLP-CaDex HexaPlane DPN-16 22.350px 46.475mm 44.822mm 1.42hrs 17.576 0.441
InvNeRF MLP-CaDex++ HexaPlane Fixed 16.919px 6.776mm 3.537mm 2.21hrs 22.489 0.556
InvNeRF Planes-CaDex++ HexaPlane Fixed 18.255px 7.099mm 3.648mm 1.80hrs 22.479 0.556
InvNeRFmask MLP-CaDex++ HexaPlane Fixed 13.925px 6.202mm 3.205mm 2.03hrs 22.430 0.557

Figure 4.7 shows the difference in the reconstructed depth of the three models;

Omnimotion’s does not hold any relationship with the depth to the actual surface

of the objects (the surfaces blend or are positioned incorrectly with respect to each

other), which is probably one of the main reasons it takes so long for the model to

find a solution. FastOmniTrack directly utilises precomputed scale-agnostic depth

over an orthographic camera model and tracks it, which is more consistent with the

object’s surface; however, it is unreliable for 3D reconstruction. Our approach has
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Figure 4.7: Qualitative depth comparisons of test-time optimisation SOTA.
RGB images (A) and depth maps (B,C,D) at times t =, 0, 40, 80, and 120 s
from a sequence. OmniMotion [122] (B) and FastOmniTrack [138] (C) assume an
orthographic camera and do not offer real-world scaling. Our approach, InvNeRF
(D), uses a pinhole camera and offers a metric-scale depth map.

been demonstrated to be an alternative that utilises a pinhole camera model and

a NeRF-based model to aggregate 3D data from a dynamic camera and generate

accurate, metric estimates of the object’s location.

On the comparison using the full validation set presented in STIR Challenge

2024 [91], we included FastOmniTrack, the feed forward approaches that competed

in the challenge, our top performance configuration (InvNeRF with fixed sampler,

MHP and MLP-CaDex++), this configuration with masked tools (InvNeRFmask)

and with MFT correspondences (InvNeRFMFT), Table 4.2. Among the render-based

methods, our approach maintains the top performance. With the use of MFT cor-

respondences, we further improve the results, which demonstrate that the TTO

approaches will always benefit from every improvement made to obtain reliable cor-

respondences. The accuracy difference relative to MFT may be due to the inclusion
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of suboptimal chains on some pixels, which MFT removes during its per-pixel flow

analysis. We also observe that, despite FastOmniTrack’s strong performance at the

lowest threshold, it falls short at the other thresholds, which explains the lower

overall average compared with our approach and demonstrates that the proposed

approach has greater consistency regardless of the complexity of the deformations

the tissues undergo. For 3D tracking (Table 4.3), we include only the different con-

figurations of our framework as rendered-based methods, since FastOmnitrack is not

metric. Compared with methods that focus solely on point tracking, our method

surpasses them while retaining the advantages of rendering-based methods, includ-

ing optical flow inference in both 2D and 3D, as well as 3D reconstruction and image

synthesis.

Table 4.2: Comparison of InvNeRF against non-rendering based methods on 2D
point tracking

Method δ4px δ8px δ16px δ32px δ64px δavg
Baseline
RAFT 7.26 19.56 39.92 64.92 80.44 42.42
CSRT 22.78 47.38 67.14 74.80 81.05 58.63
MFT 42.54 69.36 86.49 93.35 96.37 77.62
Miccai 2024 competitors
ICVS 2AI 25.40 51.01 74.19 88.71 92.54 66.37
JMEES 26.00 54.44 77.42 91.43 95.36 68.99
MFTIQ1 42.34 68.95 85.89 92.14 94.76 76.82
MFTIQ2 44.36 69.56 85.89 91.13 95.16 77.22
CUHK 40.93 68.95 87.50 93.15 96.37 77.38
Test-time optimisation approaches
FastOmniTrack 31.17 51.04 71.54 83.47 90.16 65.48
InvNeRF 27.02 47.81 73.38 86.90 93.65 65.69
InvNeRFmask 25.91 51.60 77.94 89.99 94.86 68.05
InvNeRFMFT 34.90 61.96 84.56 91.49 96.64 73.39

Figure 4.8 shows some qualitative tracking and depth results on the STIR datasets

of challenging scenes where the tissues are occluded (first tracking and depth rows),

move fast (second tracking and depth row), so the correspondences drift. We observe

that the tracked points are not lost, the drift is small, and the depth information is

consistent with tissue motion.

Since the STIR datasets lack camera position information and their experiments

had to be run with a static camera, we also tested our model on videos from the

SCARED dataset. Figure 4.8 shows the comparison between the ground truth depth

and the rendered depth. We evaluate the accuracy of the depth over the pixels with

a valid ground truth, having an average 3.05 mm error, and more than 83% of
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Table 4.3: Comparison of InvNeRF against non-rendering-based methods on 3D
point tracking

Method δ2mm δ4mm δ8mm δ16mm δ32mm δavg
Baseline
RAFT-Stereo 13.94 36.16 60.40 79.80 91.51 56.36
Miccai 2024 competitors
JMEES 25.70 45.40 65.31 81.16 91.01 61.71
ICVS 2AI 27.88 55.15 75.96 91.11 97.58 69.54
Test-time optimisation approaches
InvNeRF 22.03 49.27 74.01 88.98 99.16 66.69
InvNeRFmask 27.19 53.74 76.87 91.00 98.92 69.55
InvNeRFMFT 32.66 57.49 76.51 92.39 98.65 71.54

the pixels with an error below 5 mm. These results are comparable to those of

supervised methods on single frames and videos from the same dataset [131]. The

second part of Figure 4.8 shows the qualitative results for tracking and depth over

one sequence. We can see that depth is consistent with the portion of ground truth

depth provided in the dataset and that this section also matches the tracked tissue

on the 2D images.

The framework was also evaluated on the SurgT benchmark. A model was

fitted to each sequence of the validation subset, the only part of the dataset whose

annotations are released, and queried from the 155 anchors that those sequences

define. One qualification has to be made before the numbers are read. The methods

reported in the challenge are causal, seeing only the frames that precede the one

they predict, whereas the framework presented here fits the whole clip before it is

queried, and the expected average overlap together with the two robustness scores

are precisely the measures that reward having seen the sequence; the comparison is

therefore indicative of the behaviour of the model rather than a placement in the

challenge.

On the expected average overlap, the score by which the challenge ranks its

entries, the framework reaches 0.371 against 0.314 for the best entry reported on

this subset, and it holds the highest robustness of the comparison in both two and

three dimensions, 0.770 and 0.873 against 0.724 and 0.758. It does not lead on

precision: an accuracy of 0.692 and centre errors of 6.95 px and 6.45 mm sit behind

the leading entries, which cluster between 4.5 and 5.6 px. The framework therefore

rarely loses the target but does not sit as tightly on it as the methods that lead on

accuracy, and the fit over the whole clip accounts for part of the first half of that

statement.

The three cases of the validation subset are three different problems, and Ta-
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Figure 4.8: Qualitative results over the STIR and SCARED datasets. The
results on STIR data show the tracking of labelled queried points and the recon-
structed depth maps of the shown frames. The results on the SCARED data show
the track of a queried grid, the reconstructed depth maps and the ground truth
depth maps.

78



Temporal consistency 4.3 Experiments

Table 4.4: Comparison on the SurgT validation subset against the methods
reported in the challenge.

Method EAO Accuracy Rob. 2D Rob. 3D Err. 2D (px) Err. 3D (mm)
InvNeRF 0.371 0.692 0.770 0.873 6.95 6.45
Jmees 0.314 0.795 0.724 0.741 5.5 2.5
ICVS-2Ai 0.295 0.830 0.684 0.758 4.5 6.9
CSRT 0.292 0.766 0.705 0.743 5.6 3.9
ETRI 0.206 0.675 0.635 0.720 14.1 8.6
RIWOlink 0.203 0.698 0.665 0.749 9.5 6.8
SRV 0.131 0.686 0.397 0.721 11.7 11.9
MEDCVR 0.110 0.614 0.436 0.638 7.0 18.4
KIT 0.103 0.672 0.375 0.698 12.8 17.2
TransT 0.095 0.528 0.410 0.673 13.1 23.1

Table 4.5: Results per case on the SurgT validation subset. The EAO is
defined over the merged curve of the whole subset and is therefore not separable by
case.

Case Accuracy Rob. 2D Rob. 3D Err. 2D (px) Err. 3D (mm)
Case 1 0.681 0.999 0.999 6.80 1.22
Case 2 0.591 0.455 0.731 12.89 20.57
Case 3 0.800 0.691 0.793 2.81 3.95
Validation subset 0.692 0.770 0.873 6.95 6.45

ble 4.5 separates them. The first is a near-static scene observed by a moving camera,

and it is close to solved: the track is never lost over its 61 anchors and the 3D error

is 1.22 mm. The second is deforming tissue observed by a moving camera, with the

highest velocity in three dimensions of the subset at 3.22 mm per frame and 28% of

its frames flagged as not visible or difficult. In this scenario,the framework breaks

down, holding the target in fewer than half of the frames for which it is answerable

and reaching 20.57 mm. The third is recorded at 480× 270, is affected by blur and

smoke, and carries the largest proportion of unusable frames of the three at 33%, so

its 2D error of 2.81 px, the lowest of the three, says less than it appears to: a pixel

there covers more than twice the tissue in each direction that a pixel of the first two

cases does, and the hardest sequence of the case follows a target of some 15 × 15

px at a working distance of 152 mm, where a small error in disparity becomes a

large error in depth. Furthermore, and unlike the STIR sequences, which carry no

camera pose and were therefore run with a static camera, two of these three cases

are recorded by a camera that moves throughout, so the evaluation now extends to

camera motion over real surgical video rather than over the static ex vivo scenes of

SCARED. Figure 4.9 shows qualitative results for one sequence of each case.
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Figure 4.9: Qualitative results over the SurgT dataset. One sequence of each
case of the validation subset, with frames sampled across the sequence. The overlaid
points are queried on the tissue in the first frame and propagated by the fitted model.

4.3.5 Ablation

Table 4.6: Ablation study

GTL CCL SFL PSNR ptsB(2D) ptsB(3D) ptsA(3D) Time
avg l2-norm avg l2-norm avg l2-norm avg

✓ ✓ 20.319 32.201 47.538 50.441 0.855
✓ 22.453 18.170 9.736 3.252 1.957
✓ ✓ 22.446 14.421 6.582 3.168 1.958
✓ ✓ 22.430 18.011 8.312 3.222 1.815
✓ ✓ ✓ 22.429 13.925 6.202 3.206 2.035

Architecture design. This section provides additional details on the architectural

design choices explored before the final model presented in Chapter 4. The goal of

these experiments was to analyse how the ordering of deformation, radiance esti-

mation, and rendering operations affects both reconstruction quality and tracking

performance. Figure 4.10 illustrates the three architectures evaluated. Each con-

figuration was designed to isolate specific modelling assumptions about where to

encode geometry, appearance, and temporal variation.

Model A: Canonical Radiance Field (OmniMotion-style Baseline). The

first configuration closely follows the architecture proposed in OmniMotion[122],

with the only modification being the camera projection model used for ray gener-

ation. In this formulation, sampled points are first mapped to a canonical (static)

space, where a colour–density network (Eq 4.2, ϕc/d) predicts radiance and volume

density. While this approach achieved stable optimisation and reasonable recon-
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Figure 4.10: Proposed Invertible Architectures.

struction quality, it imposes a significant representational burden: a single point

in canonical space must encode not only intrinsic tissue appearance and density,

but also view-dependent reflectance effects and illumination changes across time. In

other words, colour and density predictions are implicitly required to absorb tem-

poral and photometric variability. This coupling of geometry and time-dependent

appearance limits disentanglement and reduces modelling flexibility, particularly in

highly specular surgical scenes where illumination and viewing angle vary substan-

tially.

Model B: Radiance Estimation in Deformable Space. To alleviate this

limitation, the second architecture computes colour and density directly in the de-

formable space at the sampled point’s initial position. In this configuration, time is

explicitly provided to the radiance network, enabling the model to condition its pre-
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dictions on temporal state. This modification introduces two important advantages:

temporal conditioning of appearance and reduced canonical overloading. Which

means that ϕc/d explicitly accounts for view-dependent reflectance and illumination

changes, and the canonical space no longer needs to encode appearance variation

induced by camera motion.

Model C: Rendering Block Before Deformation (Final Model) Simi-

lar to the fast-tracking framework [138] but with our camera formulation, the third

configuration introduces a rendering block prior to the deformation stage. In this de-

sign, ϕc/d is responsible exclusively for identifying and modelling the tissue surface

while the invertible deformation network (Eq. 4.3,ϕdeform) encodes temporal geo-

metric transformations. Hence, rendering supervision is partially decoupled from

deformation estimation.

All configurations were trained and evaluated on a subset of the STIR dataset

under identical experimental conditions. Table 4.7 summarises the quantitative com-

parison. The results demonstrate a consistent improvement with each architectural

modification, supporting the progressive design decisions described above. Impor-

tantly, the architectural evolution was not heuristic but guided by empirical evidence

and by theoretical considerations regarding the disentanglement of appearance and

motion.

Table 4.7: Quantitative results for tested InvNeRF architectures.

Model ptsB L2 pts3D B pts3D A mask IoU time
A 11.140 0.205 0.144 0.207 2.59 hrs
B 12.021 0.153 0.177 0.162 2.64 hrs
C 8.507 0.175 0.087 0.197 2.42 hrs

Concurrently with this work, Endo-TTAP [149] was proposed for tissue point

tracking and also evaluated on the STIR Challenge 2024 data, reporting an averaged

2D accuracy of 78.4 under the same protocol used here, ahead of the best method

in Table 4.2. It is not included in the comparison for two reasons. It reports

only the averaged 2D accuracy and the endpoint error on this benchmark, without

the per-threshold breakdown of Table 4.2 and without any 3D metric, which are

reported for SurgT instead and therefore cannot enter Table 4.3. Furthermore, it

is a supervised method fine-tuned on the 576 training videos of the same challenge,

whereas the framework presented here is optimised at test time without training on

the benchmark. A comparison under a common protocol is the natural next step

rather than one that the present tables can carry.

Finally, the ablation study over our loss function is presented in Table 4.6, which

evaluates the influence of the different components in our loss function: the Gaussian
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target loss (GTL), the cross consistency loss (CCL) and the smooth flow loss (SFL).

The inclusion of all the components in our loss demonstrated the best trade-off to

obtain reliable 2D and 3D tracking within a reasonable time.

Colonoscopic datasets were not included in the main body of the thesis due to the

lack of GT correspondences in public datasets, and because colonoscopy falls outside

the abdominal laparoscopic scope defined in Chapter 1. However, Appendix B.1

presents complementary experiments on coloscopic scenarios to further evaluate the

proposed method, test its use when only a monocamera is available and explore the

extraction of an explicit 3D reconstruction from the proposed InvNeRF architecture.

4.4 Discussion and conclusion

We present the first NeRF-based test-time optimisation to address 2D and 3D track-

ing simultaneously and the first algorithm to avoid redundant pixel sampling on

TTO, making the optimisation of surgical scenes more efficient. In the surgical con-

text, our method outperforms any other 2D tracking TTO method, reducing the

mean average 2D error by 50% (Table 4.1), and it does not fall far behind other

feed-forward 2D tracking approaches (Table 4.2). It also outperforms all methods

on 3D tracking by 5% on the average end-point-error (Table 4.3) and retains the

advantages of rendering-based techniques. Thus, optical flow in both 2D and 3D,

as well as 3D reconstruction of dynamic and deformable scenarios, is encoded in

the implicit representation of our InvNeRF (Figure 4.7). A key distinction of our

method from other NeRF-based approaches is that we only need to render each new

visualised location once, after which we track it. This advantage removes many of

the artefacts produced in other approaches.

Our framework maintains a consistent relation with the deformable space by con-

straining the workspace size and linking 3D correspondences to a small volume in the

canonical space. However, the topology of the objects and the geodesic distances

in the canonical space could be improved in future works. This essentially could

improve the convergence and ability to track points under extreme complex defor-

mations or prolonged periods of occlusion. Finally, as for other TTO methods, any

improvement on 2D correspondences will also further improve the representations

created by our InvNeRF method.

In conclusion, our approach establishes the state of the art with large improve-

ment in 3D point-tracking compared to existing techniques in surgical scenarios.

This is the first method that encodes representations from structure, colour and 3D

flow of the object making it applicable towards estimation of accurate points track-
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ing and related depth estimation. We demonstrate that our results are comparable

to those of methods that specialise in only one of these tasks.
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Chapter 5

Spatially and Metrically

Grounded Representations

Within the visual perceptual framework introduced in Chapter 2, spatial and

metric grounding represents a critical transition from relative, image-based descrip-

tions of the surgical scene to geometrically meaningful representations expressed

in a physical coordinate frame. Specifically, estimating depth, scale, and camera

pose allows the scene elements to be located and related in three-dimensional space.

While relative depth can be recovered from local image primitives within a single

frame, metric depth requires resolving scale through geometric constraints arising

from stereo vision, camera motion, or known system geometry. In robotic minimally

invasive procedures, camera pose information may be partially or fully available

through kinematic sensing, providing an opportunity to anchor visual observations

in a coherent spatial frame. In this thesis, the focus is on enabling and evaluating

metrically accurate depth estimation under such conditions, laying the foundation

for spatial reasoning and downstream integration.

Despite extensive research on depth estimation and three-dimensional recon-

struction, achieving reliable metric spatial grounding in surgical environments re-

mains challenging. Soft tissue undergoes complex, non-rigid deformation driven by

physiological motion and surgical manipulation, while endoscopic imagery is affected

by specular reflections, variable illumination, occlusion, and weak texture. These

factors violate the assumptions underlying many classical geometric methods and

This chapter is based on the following work: Loza-Galindo, G., Magro, M., Calmé, B.,
Hu, J., Ruffaldi, E., Jones, D., De Momi, E., Ali, S. and Valdastri, P., A Dataset for Depth
in Robotic Endoscopy with Dynamic Scenarios (DRENDS). 2026. Scientific Data. https:

//www.nature.com/articles/s41597-026-07775-2. DOI: 10.5281/zenodo.17598453. Project
page: STORMLAB-DRENDS.
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complicate learning-based approaches. In practice, most existing datasets simplify

the problem by assuming rigid scenes or static tissue, limiting the evaluation of

depth estimation methods under realistic deformable conditions. As a result, the

scarcity of dense, scale-accurate depth ground truth in dynamic surgical scenarios

continues to constrain progress in metric spatial reasoning and makes it difficult to

assess how well existing methods generalise to real procedures.

This chapter addresses this gap by introducing a novel dataset that provides high-

resolution endoscopic image sequences with dense, scale-accurate depth ground truth

under tissue deformation induced by instrument manipulation. By capturing both

phantom and ex vivo organs deformed by instrument probing and retraction, the

dataset enables systematic evaluation of metric depth estimation methods in con-

ditions that better reflect intraoperative reality. In addition, this chapter presents

a benchmark study over the proposed dataset, highlighting the limitations of state-

of-the-art learning-based approaches when applied to dynamic deformable scenes.

Rather than proposing a new depth estimation method, this chapter’s contributions

enable the development, validation, and comparison of metrically grounded scene

representations that are coherent with the physical surgical environment. Such

representations are essential for geometric reasoning, integration with robotic kine-

matics, and the construction of spatially consistent models of the surgical scene in

subsequent perceptual stages.

5.1 Problem definition

We address the lack of suitable data resources that enable the development, eval-

uation, and comparison of depth estimation methods under realistic intraoperative

conditions.

Formally, given a sequence of endoscopic images acquired during a surgical pro-

cedure, the objective in this Chapter is to recover depth representations that are

(i) scale-accurate, and (ii) temporally consistent under non-rigid tissue deformation.

The approach presented in this section, the Depth in Robotic Endoscopy with Dy-

namic Scenarios (DRENDS) dataset, is designed to enable metric spatial grounding

in deformable surgical scenarios. By pairing high-resolution stereo endoscopic image

sequences with synchronised, scale-accurate depth measurements obtained from a

calibrated time-of-flight sensor, DRENDS dataset provides per-frame metric depth

under controlled yet realistic tissue motion. The dataset further includes precise

temporal synchronisation, camera calibration parameters, and an open processing

pipeline to ensure reproducibility and facilitate method development.
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5.2 Methods

The DRENDS dataset comprises synchronised stereo videos and corresponding ground-

truth (GT) depth information that capture tissue deformations during manipula-

tion. To our knowledge, this is the first dataset that includes high-resolution videos

of dynamic surgical scenes (i.e., tissue deformed by instrument manipulation) with

ground truth depths. The methodology for generating the dataset is organised into

four parts: setup design, calibration, acquisition protocol, and data processing.

5.2.1 Setup

The dataset was acquired at the University of Leeds using the da Vinci Research Kit

(dVRK) with the da Vinci model Si, Intuitive Surgical, Sunnyvale, CA, USA. The

hardware setup consisted of: (i) one da Vinci robotic arm, (ii) an Omega7 haptic

device (from Force Dimension, inc. Nyon, Switzerland) as tool manipulator, (iii)

the stereo endoscopic camera from the da Vinci system (Ikegami 720p cameras in

the phantom setup and 1080i Panasonic cameras in the ex vivo setup), and (iv) a

Helios2+ ToF camera from LUCID Vision Labs Inc. Burnaby, Canada. Figure 5.1

illustrates the configurations for the phantom and ex vivo data collections. The

stereo and ToF cameras were mounted to maximise the coverage workspace, with

the stereo camera positioned so that it did not obstruct the Helios2+ camera view.

All devices were interfaced through the Robot Operating System (ROS). During

data acquisition, an operator manipulated the tissues with the robotic tool via the

tool manipulator device.

5.2.2 Calibration

The intrinsic parameters of the Helios2+ ToF camera were obtained using the Arena

Software Development Kit provided by LUCID Vision Labs. The intrinsic parame-

ters of the stereo endoscopic cameras were estimated with images of a planar chess-

board calibration pattern (Grid size: 3×4 squares, Square size: 15×15 mm.), using

the OpenCV library with the Python interface. Leveraging Zhang [150]’s method

for camera calibration first, individual monocular calibrations for the left and right

cameras were performed, optimising the intrinsic matrices and distortion coefficients

using a nonlinear least-squares algorithm with a termination criterion of 500 itera-

tions or ϵ = 10−8. Initial guesses for the focal length and principal point were set

from the image dimensions, and intrinsic parameters were refined while distortion

terms remained unconstrained. In the second stage, stereo calibration was carried
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Figure 5.1: Phantom and ex vivo setup, first and second row, respectively. The
operator controls the DaVinci tool using the Omega7 device as a tool manipulator;
the endoscopic and helios camera views are displayed on a screen next to him and
are used for visual feedback during manipulation.

out using the previously estimated intrinsics as fixed initial values and refining the

rotation (Rstereo) and translation (Tstereo) between the cameras. Stereo rectification

was applied to all images using the computed projection matrices.

To align the two sensing modalities, the calibration pattern was also captured

with the ToF camera, and we estimated the rigid transformation between their

coordinate systems using a nonlinear least-squares optimisation in Python. Given

3D points in the depth-camera frame, XPC
i ∈ R3, and corresponding RGB image

points ui =
[
ui, vi

]
, we estimate the rotation R ∈ SO(3) and translation T ∈ R3

that map depth-camera points into the RGB camera frame. The transformation

of the points is given by X̂RGB
i = RXPC

i + t, and the projection onto the image

plane is ûi = π(K,RXPC
i + t) where π(·) denotes the pinhole projection. Finally,

the calibration solves the optimisation described by the equation 5.1. Calibration

accuracy was assessed through both the mean 2D reprojection error (in pixels)

and the 3D alignment error (in millimetres), with detailed results reported in the

Technical Validation section.
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(R⋆, t⋆) = argmin
R, t

N∑
i=1

∥∥ui − π
(
K, RXPC

i + t
)∥∥2

2
. (5.1)

5.2.3 Acquisition protocol

Each organ — colon, intestine, stomach, liver, and pancreas — was recorded under

three illumination conditions (high setting the da Vinci light source to the 80% of

its power, standard setting the da Vinci light source to the 60% of its power, and

external, using a white light source parallel to the camera view of the endoscope).

A high-illumination camera created specular highlights that reduced visible texture;

standard illumination represented optimal viewing conditions; and external illumi-

nation was used to recreate scenarios where illumination is limited, yet the scene

remains visible. Two acquisition strategies were used: sequence and video. In the

sequence approach, 50 non-consecutive frames are captured, each corresponding to

a distinct tissue deformation, allowing a broader range of deformation states to be

recorded. In the video approach, frames are recorded continuously at 16 FPS while

tissues are manipulated through a continuous range of deformations. The two acqui-

sition strategies are performed independently, and the sequences are not subsampled

from the videos.

Phantom setup: Data were collected using the synthetic abdominal organs

of the EasySurg Training System from XCorpa medical simulators. Together, 15

sequences and 15 videos of 90 seconds, for a total of 23,250 frames. The stereo and

depth cameras were synchronised using the timestamps of the computer subscribed

to all the ROS nodes and the ROS-Python time synchroniser function.

Ex vivo setup: Data were collected using porcine ex vivo tissues (without

liver). Together, 12 sequences and 12 60-second videos add up to 12,120 frames. To

handle the interlacing of the 1080i camera, a simple deinterlacing function was built

for the endoscopic image publisher, dropping one channel and interpolating from

the vertical neighbours’ pixels. The acquisition software was built in ROS. This

setup relies on the presynchronisation of the clocks in the capture computers, so a

post-collection routine was run to filter videos at 16 FPS and ensure synchronised

frames from all cameras.

The following protocol was followed in the collection of each sequence:

1. Position the synthetic organ within the phantom framework.

2. Adjust the phantom so that the target organ is centred in the endoscopic view.

89



5. GEOMETRIC GROUNDING 5.2 Methods

3. Bring the surgical tool into the field of view.

4. Set the illumination condition.

5. Test the robotic system connectivity. The trained operator verifies that the

tool moves correctly within the camera’s view.

6. Start recording.

7. Tissue manipulation:

(a) During video collection, the operator explores the tissue surface, going

from one tissue deformation to another and maximising the visible sur-

face.

(b) During sequence collection, the operator positions the tissue under differ-

ent deformations and stays still until a second operator manually triggers

the capture of all cameras.

8. Stop recording.

9. If there are consecutive frames in a video with a time-step difference greater

than 0.1875 seconds during a tissue manipulation, the video was discarded and

re-taken.

5.2.4 Data Processing

To generate the ground-truth depth maps, we applied a multi-stage processing

pipeline to the raw point clouds from the ToF camera. The main steps included

noise filtering to handle inconsistencies and invalid pixels, masking occlusions, and

refining coordinate transformation to align the point cloud with the stereo camera

view.

Noise filtering

We start by removing the null and infinite values from the raw ToF point clouds,

which were replaced by interpolation from the nearest neighbours. Then a temporal

smoothing was applied to depth values, using a sliding window of ±1 sec. (≈16
frames). Pixel values were smoothed only if depth differences fell within the tol-

erance error reported by the Helios2+ manufacturer (±4 mm), ensuring that true

depth changes due to tissue motion were preserved. Finally, a spatial filter was used;

each frame was smoothed using a bilateral filter[151] (OpenCV implementation) on

90



5. GEOMETRIC GROUNDING 5.2 Methods

a sliding window of 12×12 pixels, which preserves depth discontinuities while re-

ducing local noise. The parameters used for temporal and spatial filtering were

empirically selected based on qualitative evaluation of representative sequences, fol-

lowing common practice in depth-map denoising to balance noise reduction with

preservation of depth discontinuities and deformation-induced geometric changes.

Filtered point clouds were used to generate surface meshes of the scene. Figure 5.2

shows an example of the mesh with and without the filters applied to the point

cloud.

Figure 5.2: Comparison of the reconstructed mesh before and after the noise filter.

Occlusion mask generation

Invalid pixels due to occlusion were identified based on two criteria. First, surgical

tools were masked out because their reflective, thin surfaces led to unreliable depth

values. Tools were segmented in each camera view using the Segment Anything

Model v2[152] (SAM2), with manually selected image points as prompts (Figure 5.3

first and second columns). The prompts used in our pipeline are included in the

resources shared with our dataset to ensure reproducibility. Second, to account

for viewpoint differences between the Helios2+ and the endoscopic cameras, we re-

moved surface elements that are not visible from the endoscopic perspective. To

achieve this, surface normals were computed for each vertex of the Helios mesh be-

fore transformation. Vertices whose normals were perpendicular to the Helios z-axis

were identified as belonging to surfaces that fall outside the endoscopic field of view

and were therefore considered occluded. These regions were subsequently removed

from the final depth maps (Figure 5.3, third column).

Coordinate transformation

The transformation from equation 5.1 on the meshes from the ToF camera to the

stereo camera-coordinated systems demonstrates some misalignment when depth is
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Figure 5.3: Mask to filter out valid surfaces on the meshes that generate depth
ground truth. Tool masks in the first and second columns. Normals mask in the
third column, it leaves out points that do not capture the location of the surface
on the laparoscopic camera view because they were occluded on the Helios camera
view.

Figure 5.4: Transformation pipeline. The virtual setup set the cameras’ positions
according to the calibration results (first column). The left view shows the results of
re-projecting the mesh onto the left image plane (second column). After manually
adjusting the left camera position within the error margin, the transformation to
move the camera is stored and used to produce new re-projections (third column).
Notice that the left camera views of the virtual environment show the pixels with
valid depth information before and after the adjustment, blue and green, respec-
tively.

rendered and overlaid on the RGB information (second column in Figure 5.4). There-

fore, to account for residual misalignment within the transformation error margin

(error defined by the mean difference between the triangulated and transformed

3D points e = 1
N

∑
||XRGB

i − X̂RGB
i ||2), we defined a compensation transformation.

This was obtained by replicating the setup in a 3D modelling environment (Blender)

and manually adjusting the endoscopic camera position until the rendered and real

RGB views were aligned (third column in Figure 5.4). The resulting offset defines

the compensation transformation, which is shared within the dataset.
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Ex Vivo image denoising

The endoscopic images obtained during ex vivo data collection exhibit fine-grained,

spatially uniform speckle noise. To denoise the images, we share the code to apply

patch-based non-local means filtering [153] with a search window of 21×21 pixels

and a luminance strength weight of 8 to reduce luminance and chrominance noise

while preserving fine tissue structure. Figure 5.5 shows an example of an image

before and after the denoiser. Our dataset contains raw, noisy images, and the

code in our repository includes the weighting, modification, and application of our

denoising function.

Figure 5.5: Denoising Ex-Vivo image

5.3 Data Records

Figure 5.6: Data folder structure in DRENDS

The DRENDS dataset contains synchronised stereo endoscopic images, point

clouds, and metadata, together with the code to generate binary masks and depth
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maps. Figure 5.6 illustrates the folder hierarchy and file formats. Data folders are

named according to organ, illumination condition, and acquisition mode (sequence

or video). Each recording is stored in a dedicated folder that includes the raw data:

videos, point clouds, and timestamps. Once the processing pipeline is run, rectified

images, masks, and depth maps are produced. File formats are consistent across

the dataset: videos are .mp4, images are .png, depth maps are .tiff, point clouds are

.hdf5, and timestamps are .csv. All data are stored in 16bit format.

The dataset comprises 54 folders, corresponding to two modalities (phantom

and ex vivo), five abdominal organs (colon, intestine, stomach, liver, and pancreas -

liver is excluded in the ex vivo data), three illumination conditions (high, standard,

and external) and two acquisition approaches (sequences and videos). In total,

the dataset contains 34,650 frames with depth ground truth. Figure 5.7 shows

a representative example of the data. It displays the stereo images, associated

metadata and the corresponding processed depth maps and masks. This example

illustrates the type and quality of the information available for each time step in the

sequences.

Figure 5.7: Example of the data related to a single time step in a sequence.
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5.4 Technical Validation

5.4.1 Calibration

A full stereo calibration was performed for each setup to ensure accurate geometric

reconstruction between the left and right cameras using checkerboard images. The

resulting parameters were used to triangulate the pattern’s points. The 3D infor-

mation from the ToF camera is then aligned to the triangulated pattern’s points.

Table 5.1 shows the results of the calibration and the 3D alignments. The calibration

results are used to initialise the virtual environment and obtain a fine transformation

that aligns the 3D information with the stereo camera view.

Table 5.1: Camera calibration results

Type Image Camera calibration ToF-Stereo transformation
resolution left right stereo 3D alignment error 2D projection error

Phantom 1280×720px 0.424 px 0.415 px 0.504 px 1.43 +/- 0.93 mm 6.28 +/- 4.00 px
Ex vivo 1920×1080px 0.332 px 0.353 px 0.523 px 4.25 +/- 2.21 mm 8.73 +/- 5.73 px

The temporal synchronisation accuracy was quantified by measuring inter-frame

timestamp differences between sensing modalities. Across the phantom videos, the

average time offset between stereo pairs was 8 ms (maximum 50 ms), indicating

tight synchronisation between the stereo cameras. The results on the RGB–ToF

alignment reveal a capture delay in one of the videos. The video ‘Vid11 Liver High’

contains 16 frames with a time offset ranging from 280 ms to 1,792 ms. Discarding

this outlier, the average time offset is 33 ms and the maximum time offset is 131

ms. Considering the target time offset of 62 ms for an acquisition speed of 16 FPS,

only 2.2 timesteps per video have a time offset higher than the target time.

Across the ex vivo videos, the average time offset between stereo pairs was 9 ms

(maximum 72 ms), with only a single instance exceeding the nominal frame interval.

The RGB–ToF alignment shows consistency, with an average offset of 12 ms and a

maximum of 92 ms. On average, 2.2 time steps per video have a time offset between

sensors exceeding 62 ms. Overall, the temporal offsets remain small relative to the

acquisition rate for the vast majority of frames, ensuring reliable temporal alignment

for dynamic scene analysis.

5.4.2 Benchmark of state-of-the-art methods

To evaluate the performance of several (SOTA) depth estimation methods, we se-

lected well-established models and applied them to the image sequences in our

dataset. All models were used in their publicly released form, without additional
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fine-tuning or dataset-specific adaptation, to provide a fair “out-of-the-box” com-

parison. The evaluation focuses on both spatial accuracy and temporal consistency,

using metrics described in the following subsection.

Evaluation Metrics

To quantitatively assess the performance of depth estimation models on DRENDS,

we employ a set of metrics that evaluate both spatial accuracy and temporal con-

sistency. The metrics are computed at the pixel level over valid regions (excluding

occluded pixels using the masks) and reported as averages.

Spatial accuracy metrics. For each frame, we denote the ground-truth depth

as di and the predicted depth as d̂i, where i indexes the valid pixels. Following

common practice in depth estimation benchmarks, we report the following metrics:

• Mean Absolute Error (MAE) in millimetres (mm):

MAE =
1

N

∑
i

|di − d̂i| (5.2)

• Root Mean Squared Error (RMSE) in millimetres (mm):

RMSE =

√
1

N

∑
i

(di − d̂i)2 (5.3)

• Log RMSE:

RMSElog =

√
1

N

∑
i

(
log di − log d̂i

)2
(5.4)

• Absolute Relative Error (AbsRel):

AbsRel =
1

N

∑
i

|di − d̂i|
di

(5.5)

• Threshold accuracy: proportion of pixels for which the difference between

predicted and ground-truth depth lies within a tolerance δ in mm.:

δThreshold =
1

N

∑
i

(
max

(
di

d̂i
,
d̂i
di

)
< δk

)
, δ = 1.25, k ∈ {0.25, 0.50, 0.75}.

(5.6)

These metrics jointly measure absolute and relative discrepancies between pre-

dicted and true depths. While MAE and RMSE quantify absolute deviations in mil-
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limetres (mm), RMSElog and AbsRel account for proportional and scale-dependent

errors. The δ-accuracy terms indicate the fraction of pixels within different error

tolerances.

Aligned-depth evaluation. Because depth estimation models may produce

outputs that are accurate in structure but biased in global scale or offset, we ad-

ditionally report the above metrics after rescaling predictions to the ground truth.

The aligned depth d̂′i is obtained by minimising the least-squares difference over all

valid (non-occluded) pixels in a sequence:

min
s,t

∑
i

(s d̂i + t− di)
2, d̂′i = s d̂i + t, (5.7)

where s and t denote the scale and translation parameters, respectively. The pa-

rameters are estimated once per sequence and applied consistently to all frames

within that sequence, rather than being computed independently for each frame.

This choice avoids compensating frame-to-frame prediction fluctuations through in-

dependent rescaling and therefore preserves temporal consistency during evaluation.

This evaluation highlights the structural fidelity of the predictions independently of

global scaling errors.

Temporal consistency metric. While per-frame metrics such as MAE and

RMSE quantify absolute depth accuracy, they do not capture the temporal sta-

bility of predictions across frames. For example, two models may achieve similar

per-frame errors, yet one may produce temporally stable depth estimates while the

other exhibits frame-to-frame fluctuations (flickering) due to noise or inconsistent

scale estimation. In such cases, the latter would exhibit poorer temporal consistency

despite comparable per-frame accuracy. Recent work in surgical vision has further

shown that enforcing temporal consistency can significantly improve depth predic-

tion performance in endoscopic settings [154]. Therefore, we propose a metric that

explicitly captures this behaviour by evaluating the agreement between predicted

and ground-truth depth changes over time, which can be used for both evaluation

and training of depth estimation methods. Let d
(t)
i and d̂

(t)
i denote the ground-truth

and predicted depths for frame t. We define:

• Depth Temporal Consistency Error (DTCE): This metric assesses how

accurately the predicted depth differences between frames align with the true

temporal depth changes, i.e., the average per-pixel jitter of the prediction, in

mm. Lower values indicate better temporal consistency, as they correspond to

the average absolute difference between the predicted and ground-truth depth
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variations across consecutive frames.

DTCE =
1

N

∑
i

∣∣∣(d̂(t+1)
i − d̂

(t)
i )− (d

(t+1)
i − d

(t)
i )
∣∣∣ (5.8)

Collectively, this temporal metric complements the frame-wise spatial evaluation

by assessing the stability and coherence of predicted depth sequences. It provides

a quantitative basis for evaluating models on the dynamic, deformable scenarios

characteristic of robotic-assisted laparoscopic surgery.

Models

Numerous approaches have adapted and fine-tuned general-purpose depth estima-

tion models to the surgical domain, with notable gains in in-distribution accu-

racy [155]. The objective of the present benchmark is distinct and complementary:

we evaluate the publicly released, off-the-shelf foundation models from which many

of these surgical-specific approaches are derived or have been used as baselines, and

we then evaluate the surgery-adapted models themselves, so that the two can be read

against one another on the same sequences and under the same protocol. Reporting

their out-of-the-box performance on DRENDS establishes a common, reproducible

reference point against which any domain-adapted method can be positioned. To

this end, we benchmark thirteen publicly released depth estimation models, grouped

into four classes that differ fundamentally in what their outputs represent and, con-

sequently, in the alignment required to compare them against ground truth: relative

monocular, metric monocular, metric stereo, and models tailored for surgical data.

The last class collects recent surgery-specific depth models, so that the comparison

is made against the current state of the art in the domain.

Relative monocular depth Monodepth2 [115], MiDaS [156], and the relative

variant of Depth Anything Model V2 [157] (DAMv2) are trained with a scale-

and-shift-invariant (SSI) objective in inverse-depth space. The SSI loss, introduced

for MiDaS, computes a closed-form per-image scale and shift that best aligns the

network output to the ground-truth inverse depth on the valid pixels, and subtracts

that fit out before scoring the residual; the network is therefore explicitly trained to

discard the scale and shift of its inverse-depth output. Monodepth2 is self-supervised

on monocular video via photometric reprojection and is scale-ambiguous only, since

the reprojection loss fixes the zero point of disparity; MiDaS and Depth Anything

V2 are trained on heterogeneous mixtures of depth datasets and are ambiguous up

to both scale and shift. The output of all three models is therefore affine-related
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to the ground-truth inverse depth, not to depth itself. It is important to notice

that we accordingly adopt the inverse-depth alignment under which these models

were originally trained: we solve Equation 5.7 after replacing d and d̂ with 1/d and

1/d̂, fit (s⋆, t⋆) in inverse-depth space, apply the linear map there, and invert the

result back to depth before computing metrics. Because the raw output of these

models is in arbitrary inverse-depth units, metric error (MAE, RMSE, AbsRel, δk)

is undefined before alignment and is reported only for the aligned variant.

Metric monocular depth ZoeDepth [158], Depth Pro [155], and the metric

variant of Depth Anything V2 [157] (DAMv2-metric) predict depth in absolute

units (metres). ZoeDepth couples a MiDaS-style SSI backbone with metric bin heads

that express depth as a weighted combination of learnable bin centres; the relative

pretraining provides cross-domain generalisation while the bin heads, fine-tuned on

labelled metric data, anchor the output to a physical scale and route between do-

mains at inference time. Depth Pro is a multi-scale vision transformer trained with

large-scale supervised metric depth on a curated dataset mixture, designed to pro-

duce sharp object boundaries and to remain metric without external intrinsics: a

focal-length head is trained jointly and supplies the camera parameters at inference

when none are provided. DAMv2-metric reuses the self-distilled relative DAMv2

backbone and fine-tunes it for metric prediction on synthetic indoor RGB-D data.

All three were trained outside the endoscopic domain, so a residual systematic bias

on DRENDS is expected; we therefore report the raw predictions, which represent

the deployable accuracy a user obtains by running the off-the-shelf model, and ad-

ditionally an aligned variant using Equation 5.7 in which a per-sequence linear fit

absorbs that residual bias. The gap between raw and aligned metrics quantifies the

domain shift between each model’s training distribution and DRENDS.

Metric stereo depth RAFT-Stereo [159], UniMatch [160], and Foundation-

Stereo [161] predict per-pixel horizontal disparity δ between the rectified stereo

pair. RAFT-Stereo iteratively refines disparity on a multi-level correlation volume

using a recurrent update operator. UniMatch treats stereo matching as a dense cor-

respondence problem within a unified transformer architecture shared with optical

flow and depth estimation, using cross-attention between left and right feature maps

to compute disparity in a single forward pass. FoundationStereo is a transformer-

based zero-shot stereo model that builds on a vision foundation backbone and is

trained on a large mixture of synthetic and real stereo data, generalising without

per-domain fine-tuning. Disparity is converted to metric depth using the standard

99



5. GEOMETRIC GROUNDING 5.4 Technical Validation

pinhole relation:

d̂i =
f ·B
δi

, f = Pleft[0, 0], B = − Pright[0, 3]

f
· 103, (5.9)

where f is the rectified focal length in pixels, and B is the rectified baseline in

millimetres. Both are calculated per sequence from the rectified projection matrices

Pleft, Pright ∈ R3×4 that are provided in the calibration files. The use of rectified

projection matrices (rather than the raw intrinsics K) is essential: the rectified

focal length differs from the unrectified focal length by a homography-dependent

factor, and interchanging them introduces a silent bias to every predicted depth by

a multiplicative constant. As with the metric monocular models, we report both

the raw stereo predictions and a per-sequence depth-space aligned variant to make

any residual calibration bias explicit.

Models tailored for surgical data DARES [162], EndoDAC [163], Endo-

FASt3r [164] and EndoUFM [165] adapt the same foundation backbones evalu-

ated above to endoscopic imagery, and all four are trained self-supervised on surgical

video through photometric reprojection rather than on depth labels. DARES adapts

Depth Anything V2 through a Vector-LoRA scheme that assigns higher ranks to the

early layers of the encoder and lower ranks to the later ones; EndoDAC adapts the

same backbone through a dynamic vector-based low-rank adaptation together with

convolutional neck blocks and a pose-intrinsics network that predicts the camera

parameters, so that no calibration is required at training time; Endo-FASt3r pairs

a Depth Anything V2 depth branch with a Reloc3r-derived pose branch to solve

depth and ego-motion jointly as a structure-from-motion problem; and EndoUFM

combines the Depth Anything backbone with MedSAM segmentation, adapting it

through a random-vector low-rank scheme and a mask-guided smoothness loss. Be-

cause all four inherit the scale ambiguity of self-supervised monocular training, and

are evaluated in their original works after median scaling against the ground truth,

their outputs are affine-related to depth in the same sense as the relative monocular

models, and we therefore report them under the aligned protocol of Equation 5.7

alone.

Two further surgery-specific methods were considered and could not be included

in the comparison. Surgical-DINO [166] adapts DINOv2 for supervised depth

estimation in endoscopy through LoRA layers inserted into a frozen image encoder,

and StereoMamba [167] estimates stereo disparity through a feature-extraction

Mamba module designed to capture long-range spatial dependencies within and

across the stereo pair. Neither releases weights trained on surgical data, so they are
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described here for completeness and excluded from the tables.

Results

We evaluate the thirteen models on both DRENDS subsets for raw and aligned pre-

dictions, and report spatial accuracy (MAE, RMSE, RMSE-log, AbsRel), threshold

accuracy (δ), and temporal consistency (DTCE), with each metric computed across

the three illumination conditions. Tables 5.2 and 5.3 report the Phantom and ex

vivo results, Figures 5.8 and 5.9 present the corresponding per-illumination break-

down, and Figures 5.10 and 5.11 present qualitative results of the models of one

image per anatomy. The models tailored for surgical data are reported separately

in Table 5.4 and Figure 5.12, since they are evaluated under the aligned protocol

alone.

The metrics for the raw predictions cleanly separate the models by the source

of their absolute scale. Stereo models are the closest to out-of-the-box relevance,

achieving approximately 18 mm MAE on Phantom (Table 5.2) and 12 mm on ex

vivo (Table 5.3) (AbsRel 0.10 and 0.13, respectively). On the other hand, the metric

monocular models infer absolute scale from priors tied to their training distribution,

which is far out of distribution for laparoscopic imagery. That learned scale produces

errors of hundreds of millimetres, up to ∼850 mm, with AbsRel between 2 and 7,

and essentially no pixels within the tolerance bands (δ ≈ 0). The relative monocular

models carry no absolute scale by construction and are undefined in the metric space;

they are reported only after alignment.

Per-sequence alignment brings the prediction depth range into the GT range

(Figures 5.10 and 5.11) and exposes the geometric quality of each prediction. All

models converge to low-millimetre error, confirming that the large raw gaps were a

matter of shift and scale rather than structure. The stereo methods remain the most

accurate, clustering near 7–8 mm MAE on Phantom and 5 mm on ex vivo, with

the highest threshold accuracy. Among the monocular models, the relative variant

of DAMv2 is the strongest (10.48 mm on Phantom, 6.75 mm on ex vivo), narrowly

ahead of MiDaS and of its own metric counterpart. In general, off-the-shelf models

recover scene geometry competently but in an out-of-distribution depth range.

Temporal consistency matters independently of absolute accuracy in surgical

video, where frame-to-frame jitter undermines tracking, registration, and 3D recon-

struction. The large raw DTCE of DepthPro and DAMv2-metric is a combination

of jitter and scale error; inter-frame motion is amplified, and it decreases once align-

ment restores the scale. Among the stable models, stereo methods stand out with

the lowest DTCE under the raw protocol and remain among the most stable after
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Table 5.2: Comparison of depth estimation SOTA methods across various
metrics on DRENDS-Phantom sequences

Model MAE (↓) RMSE (↓) RMSE-log (↓) AbsRel (↓) Depth Accuracy (↑) DTCE (↓)
(in mm) (in mm) δ0.25 δ0.50 δ0.75 (in mm)

Non aligned (RAW)

ZoeDepth 849.39±25.60 849.98±25.01 2.00±0.11 6.47±0.86 0.00±0.00 0.00±0.00 0.00±0.00 13.34±10.21
DepthPro 276.62±67.66 286.23±67.17 1.06±0.17 2.05±0.54 0.00±0.01 0.01±0.01 0.01±0.02 102.20±30.18
DAMv2-Metric 378.38±52.12 388.44±53.25 1.32±0.12 2.81±0.48 0.00±0.00 0.00±0.00 0.00±0.00 55.82±9.27
FoundationStereo 17.86±4.33 21.09±4.61 0.16±0.03 0.13±0.02 0.10±0.09 0.41±0.14 0.77±0.10 6.02±2.01
RAFT-Stereo 17.98±4.53 21.35±4.78 0.17±0.03 0.13±0.02 0.12±0.08 0.41±0.15 0.75±0.12 6.83±2.27
UniMatch 18.00±4.66 21.23±4.81 0.16±0.03 0.13±0.02 0.11±0.09 0.41±0.15 0.76±0.12 6.03±1.99
Aligned (ALGN)

Monodepth2 15.79±3.18 19.94±3.57 0.14±0.02 0.11±0.02 0.30±0.11 0.57±0.11 0.78±0.09 5.59±1.87
MiDaS 12.02±2.12 15.62±2.75 0.11±0.02 0.09±0.02 0.42±0.09 0.70±0.09 0.88±0.05 7.97±2.44
DAMv2 10.48±2.17 13.73±2.83 0.10±0.02 0.08±0.01 0.48±0.07 0.77±0.07 0.91±0.04 7.72±2.36
ZoeDepth 15.34±2.85 19.09±3.18 0.14±0.02 0.11±0.02 0.30±0.11 0.56±0.13 0.80±0.08 5.93±2.21
DepthPro 14.27±2.58 17.75±2.80 0.13±0.02 0.11±0.02 0.33±0.08 0.61±0.11 0.82±0.07 8.87±2.46
DAMv2-Metric 11.75±2.34 14.94±2.79 0.11±0.02 0.09±0.02 0.41±0.08 0.71±0.09 0.89±0.06 8.00±1.99
FoundationStereo 7.24±1.43 10.76±2.19 0.08±0.01 0.05±0.01 0.68±0.08 0.91±0.03 0.95±0.02 5.32±1.96
RAFT-Stereo 7.82±1.53 11.43±2.07 0.08±0.01 0.06±0.01 0.64±0.09 0.88±0.04 0.94±0.02 6.00±2.16
UniMatch 7.43±1.48 10.91±2.10 0.08±0.01 0.05±0.01 0.66±0.08 0.90±0.04 0.95±0.02 5.48±2.03

Figure 5.8: Benchmarking over DRENDS-Phantom under all illumination
(External Light, Standard Light, and High Light). Results from all different se-
quences are combined and reported per model, illumination and output type (raw
and aligned).

alignment. ZoeDepth is an interesting case: despite having the worst spatial accu-

racy, its raw DTCE is among the lowest (13.3 mm on Phantom, 3.3 mm on ex vivo),

because its scale error stays nearly constant across frames, showing that temporal

smoothness and absolute accuracy are distinct properties.

The per-illumination breakdown shows that lighting is not a primary source of

error. Within each family, the metrics vary only modestly across the external, stan-

dard, and high-illumination conditions (Figures 5.8 and 5.9), and this variation is

102



5. GEOMETRIC GROUNDING 5.4 Technical Validation

Table 5.3: Comparison of depth estimation SOTA methods across various
metrics on DRENDS-Ex vivo sequences

Model MAE (↓) RMSE (↓) RMSE-log (↓) AbsRel (↓) Depth Accuracy (↑) DTCE (↓)
(in mm) (in mm) δ0.25 δ0.50 δ0.75 (in mm)

Non aligned (RAW)

ZoeDepth 870.28±3.76 870.35±3.77 2.05±0.03 6.79±0.25 0.00±0.00 0.00±0.00 0.00±0.00 3.32±1.16
DepthPro 572.88±174.42 575.93±173.78 1.63±0.27 4.46±1.41 0.00±0.00 0.00±0.00 0.00±0.00 121.72±38.07
DAMv2-Metric 597.51±80.97 602.39±81.98 1.71±0.13 4.64±0.68 0.00±0.00 0.00±0.00 0.00±0.00 84.58±11.62
FoundationStereo 12.44±3.00 14.18±2.80 0.12±0.03 0.10±0.02 0.22±0.17 0.63±0.19 0.92±0.04 4.37±1.15
RAFT-Stereo 12.46±3.00 14.17±2.79 0.12±0.03 0.10±0.02 0.22±0.17 0.62±0.19 0.92±0.04 4.50±1.16
UniMatch 12.51±2.94 14.18±2.66 0.12±0.02 0.10±0.02 0.22±0.16 0.62±0.19 0.92±0.04 4.22±1.10
Aligned (ALGN)

Monodepth2 8.28±2.00 10.43±2.56 0.08±0.02 0.06±0.02 0.53±0.11 0.85±0.09 0.96±0.04 3.88±1.09
MiDaS 7.30±1.56 9.11±1.90 0.07±0.02 0.06±0.01 0.59±0.11 0.88±0.07 0.98±0.02 4.66±1.79
DAMv2 6.75±0.92 8.47±1.20 0.07±0.01 0.05±0.01 0.62±0.07 0.91±0.05 0.98±0.02 4.51±1.59
ZoeDepth 8.76±1.81 10.85±2.31 0.08±0.02 0.07±0.02 0.49±0.09 0.84±0.08 0.95±0.04 3.07±1.16
DepthPro 8.57±1.76 10.65±2.28 0.08±0.02 0.07±0.02 0.50±0.09 0.84±0.08 0.96±0.04 3.67±1.26
DAMv2-Metric 7.92±1.53 9.89±1.95 0.08±0.02 0.06±0.01 0.55±0.09 0.86±0.07 0.96±0.03 4.35±1.49
FoundationStereo 4.86±0.96 6.56±1.26 0.05±0.01 0.04±0.01 0.80±0.09 0.96±0.03 0.98±0.01 3.44±1.02
RAFT-Stereo 4.85±0.95 6.56±1.24 0.05±0.01 0.04±0.01 0.80±0.08 0.96±0.03 0.98±0.01 3.53±0.98
UniMatch 4.78±0.99 6.47±1.28 0.05±0.01 0.04±0.01 0.81±0.09 0.96±0.03 0.98±0.01 3.42±1.02

Figure 5.9: Benchmarking over DRENDS-ExVivo under all illumination (Ex-
ternal Light, Standard Light, and High Light). Results from all different sequences
are combined and reported per model, illumination and output type (raw and
aligned).

small relative to the differences between models and between subsets. The domi-

nant limitations are therefore the domain shift and, for the monocular models, the

absolute scale, rather than the photometric conditions under which the sequences

were captured. Figures 5.10 and 5.11 present qualitative depth maps on represen-

tative phantom and ex vivo frames. Most methods recover the scene’s geometry at

the wrong scale, as evidenced by their low alignment errors and depth ranges, but

differ in their finer structure. The discrepancies concentrate in the regions with low-
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textured, homogeneous surfaces and strong specular highlights, where photometric

cues are weak.

The models tailored for surgical data behave, on these sequences, like the rela-

tive monocular family from which they are derived. Under the raw protocol their

predictions are expressed in arbitrary inverse-depth units, which places the MAE at

approximately 135 mm on Phantom and 129 mm on ex vivo with an AbsRel of 1.00

and no pixels inside any tolerance band, so only the aligned metrics of Table 5.4

carry information. Once aligned, the four models cluster tightly and sit in the mid-

dle of the benchmark: on ex vivo they span 7.35 to 7.56 mm MAE, behind the

stereo methods at 4.78–4.86 mm and behind DAMv2 at 6.75 mm, and marginally

behind MiDaS at 7.30 mm, while ahead of DAMv2-Metric, Monodepth2, Depth-

Pro and ZoeDepth; on Phantom they span 12.22 to 13.14 mm, behind stereo at

7.24–7.82 mm and behind both variants of DAMv2, and comparable to MiDaS at

12.02 mm. Their temporal consistency follows the same pattern, with DTCE be-

tween 3.73 and 3.88 mm on ex vivo and between 6.32 and 6.40 mm on Phantom,

close to the stereo methods and ahead of the relative monocular models on Phantom

but behind ZoeDepth on ex vivo. The ordering between the four is narrow enough,

relative to the standard deviations across sequences, that we do not read it as sepa-

rating them: EndoDAC is nominally first on Phantom and DARES on ex vivo, but

the differences are a fraction of the spread of either.

Figure 5.12 shows the corresponding qualitative behaviour. The predicted struc-

ture is coherent and the tool is separated from the tissue in every case, but the

raw ranges reveal how far the outputs sit from a metric quantity: most frames are

predicted within a span of 0.1 to 0.5 mm, while on individual sequences the same

model returns ranges of hundreds or thousands of millimetres, so the units are nei-

ther metric nor stable across sequences. After alignment the ranges agree with the

ground truth to within a few millimetres, which confirms that what these models

recover is the geometry of the scene rather than its scale.

Benchmark conclusion

Our benchmark establishes a reproducible reference point for off-the-shelf depth

estimation in robotic endoscopy and yields a clear practical verdict: stereo methods

are the closest to being deployable out of the box, recovering depth via triangulation

from the known rectified camera parameters; they provide a geometric reference for

the surgical scenario without any learned scale. It is important to note that stereo

methods still exhibit residual error, reflecting the difficulty of stereo correspondence

in the surgical setting, where low-textured, homogeneous tissue and strong specular

104



5. GEOMETRIC GROUNDING 5.4 Technical Validation

Figure 5.10: Qualitative depth estimation comparison of SOTA models over an
image frame per organ in the DRENDS phantom subset. The depth range for
ground truth (GT), unaligned (RAW), and aligned (ALGN) is presented for each
frame.
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Figure 5.11: Qualitative depth estimation comparison of SOTA models over an
image frame per organ in the DRENDS ex vivo subset. The depth range for ground
truth (GT), unaligned (RAW), and aligned (ALGN) is presented for each frame.
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Figure 5.12: Qualitative depth estimation comparison of the models tailored for
surgical data over an image frame per organ, on the DRENDS phantom subset
(top) and the ex vivo subset (bottom). The depth range for ground truth (GT),
unaligned (RAW) and aligned (ALGN) is presented for each frame.
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Table 5.4: Comparison of depth estimation models tailored for surgical
data across various metrics on both DRENDS subsets. All four models
are scale-ambiguous, so only the aligned protocol is reported

Model MAE (↓) RMSE (↓) RMSE-log (↓) AbsRel (↓) Depth Accuracy (↑) DTCE (↓)
(in mm) (in mm) δ0.25 δ0.50 δ0.75 (in mm)

DRENDS-Phantom, aligned (ALGN)

DARES 12.46±2.35 15.85±2.55 0.11±0.02 0.09±0.02 0.38±0.12 0.68±0.14 0.87±0.12 6.33±2.52
EndoDAC 12.22±2.34 15.58±2.71 0.11±0.02 0.09±0.02 0.39±0.12 0.69±0.13 0.88±0.10 6.40±2.55
Endo-FASt3r 12.86±2.24 16.50±2.71 0.12±0.02 0.09±0.02 0.37±0.10 0.66±0.11 0.87±0.07 6.32±2.50
EndoUFM 13.14±2.53 16.73±2.94 0.12±0.02 0.10±0.02 0.37±0.12 0.64±0.13 0.85±0.10 6.37±2.63
DRENDS-ExVivo, aligned (ALGN)

DARES 7.35±1.74 9.28±2.13 0.07±0.02 0.06±0.01 0.59±0.12 0.88±0.08 0.97±0.03 3.88±1.58
EndoDAC 7.44±1.54 9.33±1.94 0.07±0.02 0.06±0.01 0.58±0.10 0.88±0.07 0.97±0.03 3.73±1.47
Endo-FASt3r 7.56±1.66 9.54±2.04 0.07±0.02 0.06±0.01 0.58±0.11 0.88±0.08 0.97±0.03 3.74±1.49
EndoUFM 7.45±1.41 9.33±1.78 0.07±0.01 0.06±0.01 0.57±0.10 0.88±0.07 0.97±0.02 3.77±1.61

highlights diminish the photometric cues on which matching depends. Monocular

models cannot produce metric depth out of the box, despite recovering the 3D shape

of the scenario. Their gap then is not only the photometric challenges but a missing

metric anchor, which suggests that adapting monocular models to surgery should

focus on recovering scale through sparse metric cues, known camera geometry, or

a lightweight calibration step rather than on re-learning the geometry they already

capture.

Temporal consistency emerges as an axis of performance distinct from spatial

accuracy, and any benchmark for surgical video should report it alongside spatial

accuracy. ZoeDepth illustrates the decoupling most clearly: it is the least accurate

model in absolute terms yet among the most temporally stable, because its scale

error stays nearly constant across frames and therefore introduces little frame-to-

frame jitter. A model can thus be poorly scaled yet smooth in time, or accurate yet

unstable, so neither property can be inferred from the other. Here, temporal stability

refers to a smooth and proportional response to camera movements and deformations

(rigid and non-rigid). In downstream tasks such as tracking, registration, and 3D

reconstruction, where stability matters as much as per-frame accuracy, both must

be measured explicitly.

Finally, the two subsets isolate distinct facets of the problem. Although Phantom

is synthetic, it is consistently the harder regime: across all models, the aligned errors

are higher, the threshold accuracy is lower, and the temporal consistency is worse

than on ex vivo. This follows from its wider depth range and its smooth, low-texture,

specular surfaces, which magnify scale-sensitive errors and destabilise temporal pre-

dictions, whereas the ex vivo sequences, despite the greater visual complexity of

real tissue and non-rigid deformation, span a narrower depth range and are corre-

spondingly easier once scale is corrected. The dominant difficulty in this domain is

therefore not visual realism but the geometric and photometric constraints imposed
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by endoscopy: a wide depth range (0 to 30 mm during a complete procedure), weak

texture, and strong specular reflections. The off-the-shelf evaluation reported here

is deliberately a baseline; the natural next step is to use DRENDS to develop and

assess surgical-specific models that combine the relative backbones already capable

of recovering geometry with the scale-recovery strategies this benchmark identifies

as the missing ingredient.

DARES, EndoDAC, Endo-FASt3r and EndoUFM adapt, through low-rank schemes

and self-supervised photometric training on endoscopic video fine-tune the same

backbones evaluated above, yet none of them improves on the backbone it derives

from: once aligned they span 7.35 to 7.56 mmMAE on ex vivo and 12.22 to 13.14 mm

on Phantom, against 6.75 and 10.48 mm for DAMv2 and 4.8 and 7.2 mm for the

stereo methods. Their performance is bounded by the domain in which the adapta-

tion was learnt: these models were adapted and validated on endoscopic sequences

whose depth range, calibration and acquisition differ from those of DRENDS, so the

adapted representation is evaluated here outside the distribution that produced it

and the advantage it holds within that distribution does not follow it across. On top

of this, a photometric objective constrains geometry only up to an unknown scale,

so adaptation of this kind cannot supply the metric anchor the monocular family

lacks, which is why the raw predictions remain in arbitrary inverse-depth units.

5.5 Discussion and Conclusion

This work introduced DRENDS, a high-resolution stereo-endoscopic dataset with

per-frame metric depth derived from a synchronised time-of-flight sensor, explicitly

capturing tissue manipulation and non-rigid deformations. By providing calibrated

multi-modal recordings, precise timestamps, and an open processing pipeline for

rectification, occlusion handling, and depth-map generation, DRENDS addresses a

key limitation of existing resources: the scarcity of depth ground truth in dynamic

surgical scenarios. At the same time, the dataset reflects a set of deliberate design

choices. Depth annotations inherit the physical constraints of active time-of-flight

sensing, including increased noise at depth discontinuities, sensitivity to surface re-

flectance, and partial occlusions during tool–tissue interaction. The measurements

are bounded by the manufacturer-specified accuracy of the sensor and are further

stabilised during preprocessing through temporal and spatial filtering. Rather than

attempting to compensate for these effects using an explicit parametric noise model,

the processing pipeline applies lightweight filtering designed to suppress measure-

ment noise while preserving the natural characteristics of the sensor observations.
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Furthermore, the data were acquired from a single experimental setup involving

phantom and ex vivo tissue, which limits the diversity of anatomical structures

across specimens. Moreover, DRENDS does not aim to exhaustively represent the

full diversity of surgical procedures or anatomies; instead, it focuses on controlled

phantom and ex vivo settings that emphasise clinically relevant depth variation,

specular surfaces, and deformable tissue. While these scenarios do not fully capture

in vivo physiological effects, they enable systematic and reproducible analysis of

metric accuracy and temporal consistency under conditions that are difficult to iso-

late in unconstrained clinical data, positioning DRENDS as a principled step toward

bridging the gap between synthetic benchmarks and in vivo deployment.

We anticipate that DRENDS will accelerate research in (i) metric depth estima-

tion with reliable scale, (ii) temporally coherent depth prediction under deformation,

and (iii) hybrid approaches that combine learning with surgical priors and multi-

sensor constraints. By making the dataset and processing tools publicly available, we

aim to support reproducible comparisons and encourage the development of meth-

ods that can translate into dependable 3D perception for robotic-assisted surgery.
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Chapter 6

Conclusions

This work positions surgical data science as a cornerstone of robotic minimally

invasive procedures (MIP), in which clinical decision-making and autonomous or

semi-autonomous assistance depend on the intra-operative interpretation of com-

plex surgical data under severe constraints. Within this setting, visual surgical

perception is central to extracting an interpretation coherent with patient anatomy

and the surgical workflow. Unlike conventional computer vision settings, endoscopic

imaging operates in environments characterised by limited and viewpoint-dependent

observations, non-rigid tissue deformation, frequent occlusions, specular reflections,

and a lack of reliable metric ground truth. Within this context, visual perception

cannot be reduced to isolated tasks such as object detection, tracking, or depth es-

timation; rather, it requires the construction of spatially and temporally consistent

representations that support geometric reasoning across time and viewpoints.

This work aimed to acquire a comprehensive understanding of dynamic surgical

scenes to support modern MIP systems by improving visual surgical perceptual ca-

pabilities through artificial intelligence. Here, visual surgical perception has been

defined as a structured, multi-level problem, in which different representations en-

able different forms of reasoning and are inherently interdependent. Representations

in this context were defined by the information extracted from different computer

vision tasks that describe the surgical scene. Existing approaches often address

these tasks in isolation, leading to fragile pipelines that struggle to generalise under

deformation, scale ambiguity, and data scarcity. In parallel, progress in the field

is further hindered by the limited availability of realistic datasets and by evalua-

tion protocols that insufficiently capture metric accuracy and temporal consistency.

These challenges identified key gaps in the field that this thesis sought to address.
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6.1 Contributions

The contributions of this thesis arose from the research questions (RQs) introduced

in Chapter 1, which progressively narrowed the problem of visual surgical percep-

tion from conceptual foundations to algorithmic and representational solutions. The

analysis of the literature presented in the same chapter demonstrated that modern

MIP systems strongly rely on visual perception and the ability to extract structured

representations that support geometric reasoning and temporal integration. Arti-

ficial intelligence was therefore framed not as a replacement for clinical expertise,

but as the studied mechanism for constructing and maintaining coherent scene rep-

resentations under intra-operative constraints. These form the core reasoning and

motivation behind each contribution in this thesis.

• A representation-centric view of visual surgical perception, framing detection,

tracking, depth, and reconstruction as coupled problems rather than isolated

tasks. RQa asked how computer vision tasks, through the representations

they produce, define the limitations of visual surgical perception. Chapter 2

formalised visual surgical perception as a multi-level representation problem

and proposed a structured framework linking computer vision tasks to ab-

straction levels in surgical data. This framework clarified how local features,

object-level abstractions, correspondences, motion models, and reconstruction

interact; it also exposed critical gaps in how existing approaches couple these

levels and raise subsequent research questions. The central finding is that

meaningful spatial understanding emerges from the dependencies between rep-

resentations, rather than isolated task performance, and that the limitations

of the field are therefore stated most usefully at the couplings between levels,

since the output of one level is the input the next requires. This is a concep-

tual contribution corroborated by the three chapters that follow, each of which

addresses a coupling the framework identifies, rather than one established by

an experiment of its own.

• Robust object representations for surgical scenes through a transformer-based

detector designed to address scale variability and visual ambiguity via a strat-

ified embedding space. RQb asked how instruments and tissues can be repre-

sented so that their identity is recovered reliably under scale variation and vi-

sual similarity, at the rate an intraoperative system requires. Chapter 3 demon-

strated that object representations can be achieved through transformer-based

modelling with stratified embeddings designed to handle scale variability and
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visual ambiguity. The detector reaches 0.945 mAP[50] at 32 FPS on m2cai16-

tool-locations, ahead of every state-of-the-art and anchor-free method com-

pared (Table 3.1), and improves average precision in every tool category over

the baseline detector, from 2.7% for the irrigator to 11% for the hook (Ta-

ble 3.2). The embedding space separates by class only when the contrastive

term is included (Figure 3.6), which is what carries the claim that identity is

recovered through the representation rather than through the classifier alone.

• Render-based implicit scene representations that unify pixel-level appearance,

2D correspondences, 3D motion, and reconstruction in dynamic, deformable

environments. RQc asked how correspondences on deforming tissue can be

maintained across a whole sequence rather than between neighbouring frames,

and how camera motion can be separated from tissue motion. Chapter 4

introduced render-based implicit representations capable of jointly modelling

pixel-level appearance, 2D correspondences, 3D motion, and scene structure.

By embedding geometric constraints directly into the optimisation process, the

proposed approach enabled temporally coherent tracking of deforming tissue

and provided a principled mechanism for separating camera motion from scene

deformation. It reduces the 2D tracking error to 13.925 px against 26.863 px

for the closest test-time optimisation method and 31.793 px for OmniMotion,

and tracks in 3D to 6.202 mm, which neither of those methods produces at all

(Table 4.1).

• A principled dataset and evaluation framework enabling metric and temporally

consistent depth analysis under realistic tissue deformation. RQd asked

what is required to measure metric depth accuracy and temporal consistency

in deformable surgical scenes, and how current models perform when mea-

sured that way. Chapter 5 presents the DRENDS dataset and its associated

evaluation protocol, addressing a critical bottleneck in benchmarking surgical

perception methods. Measured that way, no monocular model recovers metric

depth out of the box, with errors of hundreds of millimetres before alignment,

while stereo methods reach approximately 18 mm on the phantom subset and

12 mm ex vivo; after per-sequence alignment every model converges to low-

millimetre error, showing that the gap is one of scale rather than of structure

(Tables 5.2 and 5.3).

Overall, this thesis demonstrates that many limitations in surgical perception

do not stem from individual algorithms, but from how visual information is repre-

sented and coupled across tasks. It further shows that different levels of abstraction
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in scene representation enable distinct reasoning capabilities, and that meaningful

spatial and temporal understanding emerges from the dependencies between these

levels. It contributes with specific methods that efficiently create and integrate rep-

resentations, surpassing state-of-the-art methods and with the potential to enable

complex downstream reasoning. Finally, it also addressed the lack of assets that

push the boundaries of the research by providing a unique dataset.

6.2 Limitations

While this thesis advances visual endoscopic perception through improved repre-

sentations, integration strategies, and evaluation under realistic constraints, several

limitations remain. These limitations are not confined to individual components of

the perceptual pipeline but arise from shared assumptions, design choices, and the

inherent complexity of surgical environments. A critical discussion of these aspects

is essential to contextualise the scope of the contributions and to identify directions

for future research.

6.2.1 Dependence on Frame-Level Supervision and Limited

Temporal Context

A recurring limitation across the presented methods is the reliance on predominantly

frame-wise or short-horizon supervision. Although temporal consistency is implicitly

leveraged through tracking and test-time optimisation, explicit long-term temporal

modelling remains limited. In particular, the object detection framework operates on

individual frames, and misclassifications often arise in visually ambiguous situations

where temporal context could provide disambiguating cues. Similarly, while the

render-based tracking framework encodes motion through implicit representations,

its performance ultimately depends on the quality of short-term correspondences.

These observations highlight the need for stronger temporal priors and supervision

strategies that extend beyond local frame-to-frame consistency.

6.2.2 Assumptions in Canonical and Implicit Representa-

tions

The render-based implicit scene representations introduced in this thesis rely on

the assumption that deformable scenes can be mapped to a consistent canonical

space within bounded regions. While this assumption enables stable tracking and
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reconstruction in many scenarios, it may limit robustness under extreme deforma-

tions, prolonged occlusions, or topological changes. In such cases, distortions in the

canonical mapping can affect convergence and tracking accuracy. More expressive

representations that better preserve geodesic structure or adaptively update canon-

ical topology could mitigate these limitations, but were beyond the scope of this

work.

6.2.3 Dataset Scope and Generalisation

Although DRENDS captures realistic tissue deformation induced by instrument ma-

nipulation, it does not aim to represent the full diversity of surgical anatomies, pro-

cedures, or in vivo physiological effects. The dataset focuses on controlled phantom

and ex vivo scenarios to enable systematic analysis of metric accuracy and tempo-

ral consistency. As a result, conclusions drawn from benchmarking on DRENDS

may not directly translate to all clinical settings. Nevertheless, this trade-off was a

deliberate design choice to prioritise reproducibility and controlled evaluation over

breadth, and it reflects a broader challenge in surgical data science.

6.2.4 Computational Considerations

Several of the proposed methods, particularly those based on test-time optimisa-

tion and rendering, involve non-trivial computational costs. While these approaches

demonstrate strong performance and flexibility, their current implementations may

limit real-time deployment in resource-constrained clinical environments. Further

work is required to explore hybrid strategies that retain the representational ad-

vantages of implicit and rendering-based methods while improving computational

efficiency.

6.3 Future Research Directions

The limitations identified in this thesis highlight several promising directions for

future research, many of which extend naturally from the representation-centric

perspective adopted throughout this work. Rather than addressing individual tasks

in isolation, these directions emphasise the development of perceptual systems that

more tightly integrate spatial, temporal, and metric reasoning under realistic surgical

constraints.
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6.3.1 Semantic–Temporal Integration Across Perceptual Rep-

resentations

A central opportunity for future work lies in incorporating semantic object infor-

mation directly into render-based scene representations, enabling joint reasoning

across temporal horizons about appearance, geometry, and identity. For example,

object-level embeddings or class-conditioned features could be incorporated into

implicit neural representations to guide correspondence estimation, disambiguate

visually similar structures, and maintain semantic consistency under occlusion or

deformation. Such integration would allow semantic priors to influence geometric

optimisation, potentially reducing drift, improving long-term stability, and enabling

more coherent interaction between detection, tracking, and reconstruction.

6.3.2 Adaptive and Topology-Aware Scene Representations

The render-based implicit representations introduced in this thesis rely on bounded

canonical mappings that assume moderate deformation and stable topology. Future

work could investigate more adaptive representations capable of handling extreme

deformations, topological changes, or prolonged occlusions. Possible directions in-

clude topology-aware canonical spaces, dynamic reparameterisation strategies, or hy-

brid implicit–explicit representations that combine neural fields with surface-based

or graph-based models. These extensions could improve convergence properties and

preserve geodesic relationships under complex tissue motion, thereby strengthening

the link between tracking, reconstruction, and metric reasoning.

6.3.3 Efficient and Deployable Visual Perceptual Systems

Finally, bridging the gap between expressive representations and deployable systems

remains an open challenge. While rendering-based and test-time optimisation meth-

ods offer powerful modelling capabilities, their computational demands may limit

clinical applicability. Future research should explore model compression, amortised

optimisation, and hybrid inference strategies that retain the benefits of implicit rep-

resentations while enabling near real-time performance. Addressing these challenges

is critical for transitioning from research prototypes to practical perception modules

in robotic-assisted surgery.
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6.4 Final Remarks

This thesis has shown that the understanding of surgical scenes in computer-assisted

and robotic minimally invasive interventions is fundamentally shaped by how visual

information is abstracted, represented, and integrated across levels of perception.

While strong relationships exist among data abstraction, computer vision tasks,

and the requirements for automation in RMIS and CAI, these relationships are

rarely made explicit in existing frameworks. By adopting a representation-centric

perspective, this work establishes a coherent and quantitative link between surgical

data, the abstraction levels at which it is processed, and the perceptual capabili-

ties required to support spatial and temporal reasoning under realistic constraints.

In doing so, the thesis not only advances individual components of the perceptual

pipeline but also provides a structured view of how object-level semantics, geometric

representations, and dynamic scene modelling can be combined to address the de-

mands of advanced computer and robotic-assisted procedures. Taken together, the

four questions are answered as follows: the limitations of the field are stated most

usefully at the couplings between representation levels rather than within tasks;

identity can be recovered through a supervised object embedding at real-time rates;

correspondences can be held across a whole sequence, and camera motion separated

from tissue motion, by an invertible representation optimised at test time; and met-

ric depth in deformable scenes can be measured once ground truth and a protocol

exist, at which point the gap between current models and clinical use proves to be

one of scale rather than of structure. Each answer is bounded by the limitations set

out above. It is hoped that this perspective will inform future research toward more

integrated, interpretable, and dependable perception systems for robotic-assisted

surgery.
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Appendix A

Complementary material Ch. 3

Table A.1: Grid search for important hyper-parameters and ablation study.

Model mAP[50] mAP[75] FPS Queries
DETR 0.901 0.552 36 32
DETR 0.896 0.507 36 64
DETR 0.857 0.483 36 100

Model mAP[50] mAP[75] FPS Layers Tx-e,Tx-d
DETR 0.895 0.550 36 [6,6]
DETR 0.837 0.470 38 [5,5]
DETR 0.856 0.450 41 [4,4]
DETR 0.774 0.401 45 [3,3]
DETR 0.715 0.220 49 [2,2]
DETR 0.624 0.153 51 [1,1]

Model mAP[50] mAP[75] FPS scales,feats
DETR + MS 0.908 0.488 32 [4,26]
DETR + MS 0.905 0.488 26 [6,26]
DETR + MS 0.924 0.521 24 [8,26]
DETR + MS 0.899 0.443 21 [8,14]

Model mAP[50] mAP[75] FPS feature maps
DTX 0.927 0.581 36 [3,4]
DTX 0.930 0.590 36 [2,4]

Model* mAP[50] mAP[75] FPS
DTX 0.926 0.557 36
DTX + MS 0.939 0.561 32
DTX + MS + CL 0.945 0.572 32
* These experiments use the best hyper-params from grid search
DTX, Dense Transformer (our method); Contrastive Loss, CL
MS, Multi-scale backbone.
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Complementary material Ch. 4

B.1 Experiments on complementary datasets

To further assess the generalisation capabilities of the proposed framework, ad-

ditional experiments were conducted on colonoscopic data. Laparoscopic scenarios

often depict relatively consistent tissue regions across consecutive frames due to con-

strained camera motion. In contrast, colonoscopic sequences typically involve larger

camera trajectories, larger viewpoint variation, stronger exposure changes, and in-

creased geometric variability across the FoV. These characteristics introduce addi-

tional challenges for pose-informed reconstruction and volumetric optimisation. To

test the robustness of our model under these conditions, experiments were performed

on the SimCol dataset. These results were not included in the main manuscript due

to the absence of ground-truth point correspondences in colonoscopic datasets, which

prevents direct evaluation of tracking accuracy. However, two factors motivated this

complementary study: (i) the availability of ground-truth depth, enabling quantita-

tive reconstruction evaluation, and (ii) the emergence of real-time monocular pose

estimation in robotic systems (e.g., ATLAS endoscopy), suggesting the practical

applicability of pose-informed reconstruction even without stereo input.

B.1.1 Dataset

The SimCol (Synthetic Colonoscopy) dataset [114] is a synthetic dataset created for

camera pose and depth estimation in colonoscopy. Built from real colon CT-derived

anatomies to recreate realistic trajectories and imaging conditions. The dataset

comprises more than 37,000 monocular RGB frames, together with camera intrin-

sics, depth maps, and pose annotations, across three anatomical models. For each

anatomical model, the validation subset consists of three independent sequences.
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B.1.2 Implementation remarks

The model was trained using the provided camera poses and evaluated using recon-

struction metrics computed against the ground-truth depth maps. When estimat-

ing depth information to guide the optimisation process, the formulation of target

points presented in Chapter 4.2.1 was followed, replacing stereo pairs with consec-

utive monocular frames. In addition to the indetermination condition described in

Chapter 4, only triangulated points within a threshold distance of 5.5 cm were con-

sidered valid for guiding the ray density. This constraint prevents noisy supervision

from distant surfaces that appear poorly illuminated and textureless, and focuses

optimisation on geometrically reliable regions close to the camera. To extract an

explicit reconstruction from the InvNeRF representation, the same depth-validity

mask was used to select points for tracking and to recover the 3D structure as

an evolving mesh. The first frame initialises the reconstruction using a 2D grid

of queried image-plane points. In subsequent frames, new points are introduced

whenever large regions on the image plane lack tracked correspondences, enabling

progressive growth of the reconstructed surface.

B.1.3 Results

Quantitative results are summarised in Table B.1. Despite being designed pri-

marily for deformable laparoscopic scenarios, InvNeRF demonstrates competitive

performance on colonoscopic sequences characterised by larger viewpoint changes

and stronger photometric variation. In terms of absolute error (RMSE), InvN-

eRF achieves 0.642, comparable to Lite-Mono (0.640) and within 4.6% of the best-

performing method (GLB+VAE, 0.614). Although its RMSElog is higher than purely

depth-supervised baselines, InvNeRF achieves the highest threshold accuracy across

all δ metrics. This behaviour is consistent with the volumetric formulation of InvN-

eRF: optimisation prioritises geometric consistency along camera rays rather than

direct pixel-wise depth regression. As a result, the representation favours spatial co-

herence and accurate localisation of surfaces, even under strong viewpoint changes.

Qualitative results in Figure B.1 further support this observation. Although

the rendered RGB images do not closely match the ground-truth frames, the pre-

dicted depth maps preserve the global structural continuity of the colon surface.

Importantly, the density-based rendering does not collapse in regions of exposure

variation, indicating stable optimisation behaviour under challenging illumination,

and the surface seems to be accurately tracked.

Figure B.2 shows the progressive extraction of an explicit 3D mesh from the im-
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Table B.1: Quantitative results for SimCol dataset.

Model rmse rmselog δ1 δ1 δ1
Monodepth2 0.709 0.200 0.837 0.946 0.979
MonoViT 0.715 0.157 0.863 0.952 0.952
Lite-Mono 0.640 0.144 0.886 0.969 0.990
Depth Pro 0.708 0.211 0.734 0.949 0.988
GLB+VAE 0.614 0.126 0.937 0.983 0.996
InvNeRF (ours) 0.642 0.359 0.957 0.992 0.999

Figure B.1: Qualitative results over the SimCol dataset. Results over the
initial frames of a validation video. The first row shows the GT RGB frames,
followed by the rendered images and then tracked points (a grid is queried on on the
first frame). The fourth row shows the GT depth, followed by the rendered depth.

plicit representation. The first row illustrates tracked points across frames, while the

second row presents the growing surface reconstruction. The mesh exhibits coher-
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ent surface evolution and maintains geometric consistency as new regions become

visible. This demonstrates that the learned representation encodes a meaningful

spatial structure rather than frame-wise independent depth predictions. Overall,

these results provide preliminary evidence that the proposed framework could be

applied beyond laparoscopic robotic settings and remains stable under the increased

viewpoint variability typical of colonoscopy. Although tracking accuracy cannot be

quantitatively evaluated due to the absence of ground-truth correspondences, the

consistency of reconstruction metrics and the qualitative stability of the extracted

mesh suggest that the architecture could scale to broader endoscopic applications.

Figure B.2: Reconstruction from InvNeRF representation The first row con-
tains valid tracked points along a sequence of frames, and the second row shows the
growing 3D mesh of the colon (explicit representation extracted from the InvNeRF
representation).
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