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Abstract

The task of Audiovisual Active Speaker Detection (ASD) involves determining when a visi-

ble person in a video is speaking by jointly analysing audiovisual cues indicative of speech.

Conventional ASD systems heavily rely on modelling the cross-modal synchronicity between

audio-visual cues that arise during periods of active speech. This involves modelling �ne-

grained articulatory motion in the video signal and detecting speech in the audio signal.

In egocentric recordings captured from wearable devices, rapid camera motion, partial oc-

clusions, ambient noise, and computational resource constraints degrade the e�ectiveness of

conventional synchronisation-based models.

This thesis explores how contextual and cross-modal biometric information can compen-

sate for these limitations, advancing lightweight ASD suitable for real-world, on-device oper-

ation. Rather than relying solely on frame-level alignment between facial motion and speech,

three complementary strategies are developed that progressively expand the contextual scope

of ASD modelling.

First, full-scene embeddings derived from transformer-based architectures are introduced

to capture the global contextual information provided by full-scene images, allowing baseline

ASD models to exploit priors present in the full-scene semantics. Second, speaker-aware con-

ditioning is achieved by proposing a system which extracts and compares vocal-identity em-

beddings, enabling disambiguation of visually degraded scenarios. Finally, a synchronisation-

free framework based on cross-modal Face-Voice Association (FVA) is proposed, where shared

biometric embeddings of faces and voices attribute speech to the relevant visible identity im-

plicitly.

Together, these contributions demonstrate that contextual reasoning and cross-modal

biometric correspondence can substantially improve ASD robustness under egocentric con-

ditions while preserving parameter e�ciency. The resulting models achieve competitive or

superior performance to heavier synchronisation-based systems on large-scale benchmarks.

More broadly, the �ndings highlight the potential of context-enriched multimodal represen-

tations as a foundation for future wearable and Augmented Reality (AR)-based audiovisual

diarisation systems.
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Chapter 1

Introduction

1.1 Overview

Audiovisual Diarisation (AVD) is the task of determining \who spoke when" by integrating

auditory and visual cues, most notably speech signals with the corresponding facial move-

ments. In contrast to traditional speaker diarisation systems, which rely solely on audio

(Anguera et al. 2012), AVD leverages the natural correspondence between facial activity

and vocalisation to improve robustness, which is especially advantageous in multi-speaker

and visually rich environments (Xu et al. 2022, Ding et al. 2020). A modular approach to

AVD (Grauman et al. 2021), shown in Figure 1.1, typically begins by applying Audiovisual

Active Speaker Detection (ASD) to identify who is speaking while visible in the video stream.

Speaker embeddings can then be extracted from these periods of visible speech activity, form-

ing identity prototypes. These identity prototypes are later used to assign utterances spoken

by non-visible identities to the correct speaker. This assignation is typically performed via

some form of clustering (Ikotun et al. 2023) or comparison based heuristic. ASD therefore

serves as the entry point to many modular AVD pipelines and remains a fundamental research

focus in its own right.

In practice, the importance of ASD extends well beyond its role as a component within

modular AVD pipelines, as it underpins a broad range of downstream audiovisual perception

tasks. By providing temporally precise attribution of speech to visible identities, ASD en-

ables reliable speaker diarisation, facilitates multimedia indexing and retrieval, and supports

higher-level video understanding systems that require awareness of conversational dynam-

ics (Robi et al. 2024). For instance, in meeting analysis or broadcast media processing,

accurate identi�cation of the active speaker allows transcripts to be aligned with speci�c

individuals, enabling structured summaries and search over large video corpora. Similarly,

in human-computer interaction settings, ASD forms a critical component in systems that

must determine which user is addressing a device, thereby enabling context-aware responses

2
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in multi-user environments (Madamanchi et al. 2024, Robi et al. 2024). Beyond analytical

applications, ASD also has direct implications for assistive and wearable technologies. Sys-

tems designed for real-time captioning or speech enhancement can leverage ASD to selectively

present or amplify the speech of a target interlocutor, o�ering tangible bene�ts for individuals

with hearing impairments or in acoustically challenging environments Tsai et al. (2015). In

such scenarios, the reliability of ASD predictions is critical, as errors in speaker attribution

can propagate through downstream components, leading to incorrect transcripts, unstable

identity representations, or degraded user trust in the system. Consequently, improvements

in ASD performance are not merely incremental at the model level, but have a direct and

measurable impact on the robustness and usability of a wide range of real-world audiovisual

systems.

Figure 1.1: Example pipeline for modular AVD framework. Block colour denotes
modality each block operates upon: yellow audiovisual, green audio. Colour of
speech signal denotes the identity of the speaker.

In ASD, the task is simpli�ed relative to diarisation: rather than identifying all speaking

segments regardless of visibility, the goal is to determine whether any visible individual in

a given video frame is actively speaking (Cutler & Davis 2000b). This framing allows ASD

models to condition their predictions on simultaneous visual and acoustic cues to produce a

binary output, predicting whether each video-frame represents an active or inactive speaker.

Generally speaking, conventional ASD systems rely heavily on modelling the temporal syn-

chronisation between lip motion and speech (Tao et al. 2021, Liao et al. 2023, Cutler & Davis

2000b, Wuerkaixi et al. 2022). These systems often employ audio and visual encoders to ex-

tract frame-level features, followed by cross-modal fusion mechanisms or correlation modules

that evaluate their alignment. Synchronisation-based models perform well in curated video

settings, such as broadcast television or staged interviews, where speakers are clearly framed

and lip motion is tightly aligned with the speech signal. However, these assumptions break
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down in more naturalistic environments, where interactions are less structured and audio-

visual conditions are often degraded by factors such as spontaneous multi-talker exchanges,

background speech, motion-induced blur, partial occlusion, and rapidly changing acoustic or

visual conditions. This thesis is concerned with advancing ASD in these more naturalistic en-

vironments, speci�cally in the context of egocentric (�rst-person) video recordings, in which

the camera is co-located with the wearer and captures the scene from their perspective. This

is in contrast to exocentric (third-person) recordings, where the camera observes the scene

from an external, detached viewpoint.

Egocentric recordings (Grauman et al. 2021, Donley et al. 2021, Northcutt et al. 2023),

captured from head-mounted wearable devices such as Augmented Reality (AR) glasses or

chest-mounted cameras, present a set of distinctive challenges in practice. The camera

wearer's movements frequently result in unstable footage characterised by severe motion

blur, non-frontal face angles, and transient occlusions. Speakers may enter and exit the �eld-

of-view unpredictably resulting in face-track length disparities, and the spatial context of the

scene is in constant 
ux. Meanwhile, the audio signal is typically recorded from a single,

head-mounted microphone and is highly susceptible to the challenges posed by overlapping

speech, reverberation, and ambient environmental noise. Beyond the data challenges, egocen-

tric devices themselves impose hardware constraints related to compute, battery, and latency.

Models must therefore be not only robust to degraded input, but also lightweight and e�cient

enough to support future deployment scenarios. These factors combine to render standard

synchronisation-based ASD methods brittle, motivating the need for more context-aware and

generalisable alternatives.

Beyond the challenges outlined above, egocentric sensing represents a particularly im-

portant opportunity for the deployment of ASD in real-world systems. Unlike exocentric

recordings, which observe interactions from a detached viewpoint, egocentric devices capture

audiovisual information from the perspective of the user, providing direct access to the indi-

viduals and events that are most relevant to their immediate context. This wearer-centred

viewpoint aligns naturally with emerging paradigms in wearable computing and augmented

reality, where devices are expected to operate continuously in dynamic, in-the-wild envi-

ronments and to support real-time interaction with multiple interlocutors (Lin et al. 2025).

In such settings, the ability to determine who is speaking from the user's perspective is

critical for enabling downstream functionality, including context-aware speech enhancement,

selective attention modelling, and conversational interfaces that must distinguish between

device-directed and background speech. For example, next-generation assistive listening sys-

tems and always-on voice assistants will likely increasingly rely on egocentric audiovisual

cues to identify and prioritise relevant speakers within complex acoustic scenes (Madamanchi

et al. 2024). Consequently, ASD in egocentric contexts is not only a technically challeng-

ing problem, but also a deployment-driven one, where robustness to naturalistic variability
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and e�ciency under resource constraints are essential. The limitations described previously

therefore have direct implications for the viability of such systems, motivating the need for

approaches that can operate reliably under the conditions imposed by wearable sensing.

This thesis proposes a series of methodological innovations that collectively reframe the

problem of egocentric ASD as one of context-aware inference, rather than rigid synchro-

nisation modelling. The contributions presented centre on the hypothesis that additional

contextual cues { derived from scene semantics, speaker identity, and cross-modal biometric

correspondence { can be used to compensate for synchronisation-based failures and improve

model resilience under egocentric conditions. These ideas are explored across three primary

research directions, each contributing to a more robust solution for ASD.

The �rst direction focuses on leveraging full-scene context to aid speaker disambiguation

in visually cluttered or occluded frames. A Data-E�cient Image Transformer (DeiT) (Tou-

vron et al. 2021) is employed to produce compact yet expressive embeddings representative

of the entire video frame each candidate face-track exists in. These embeddings are then en-

riched with positional conditioning to enforce positional information regarding the location

of the candidate speaker within the scene. When integrated into an ASD backbone such as

TalkNet (Tao et al. 2021), the scene embeddings provide global visual context that enhances

discrimination even when �negrained facial cues are distorted and unreliable. Empirical

evaluation on the Ego4D-AVD benchmark (Grauman et al. 2021) { an extensive dataset of

real-world egocentric interactions { demonstrates that this augmentation leads to a signi�-

cant increase in detection performance with minimal computational overhead (Clarke et al.

2023).

The second line of investigation introduces speaker-speci�c conditioning through a mod-

ule denoted as the Speaker Comparison Auxiliary Network (SCAN) (Clarke et al. 2025c).

This architecture incorporates identity-level embeddings into standard ASD backbones, en-

abling the model to resolve challenging scenarios by grounding predictions in known speaker

characteristics. A core contribution to SCAN is a novel method for generating robust face-

recognition embeddings at the face-track level. Standard face-recognition models typically

operate on a frame-by-frame basis, which can be unreliable in egocentric video due to frequent

blur, occlusion, and pose variation. Therefore, naively aggregating framewise face-recognition

embeddings, via pooling for example, can signi�cantly corrupt the desired face-trackwise em-

bedding derived from the constituent frames. To address this, a self-attention head is ap-

pended to a pre-trained face-recognition model (Szegedy et al. 2014), allowing the network to

aggregate information across a face-track while attending selectively to high-quality frames.

During training, random imposter frames are inserted into each face-track and the model is

tasked with identifying native versus imposter frames using a binary classi�cation objective.

This approach encourages the network to focus on frames where the speaker's identity is

crisp and downweight those where the identity signal is ambiguous or distorted. The result-
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ing embeddings are more stable and discriminative at the track level, enabling more e�ective

integration with downstream ASD systems. When evaluated on the Ego4D dataset, SCAN

yields consistent improvements across both baseline models used.

The third and �nal research direction explores whether the reliance on synchronisation-

based modelling of audiovisual signals can be removed entirely. This leads to the development

of the Self-Lifting for Audiovisual Active Speaker Detection (SL-ASD) framework (Clarke

et al. 2025b), which replaces synchronisation modules with a learned cross-model biometric

association mechanism. A pre-trained Face-Voice Association (FVA) model is used to embed

both face-tracks and utterances into a shared cross-modal biometric latent space. Each face-

track is passed through a transformer encoder that weights its constituent frames according

to visual quality, similar in spirit to the attention mechanism used by the adaptive weighting

protocol used in SCAN. These embeddings are then fused with audio segments via cross-

attention, allowing the model to infer speaker identity based on similarity within the joint

embedding space. Crucially, this approach does not require frame-level alignment between the

visual and acoustic streams. SL-ASD achieves competitive or superior performance relative

to heavier synchronisation-based models, while maintaining a lower parameter count and

greater robustness to degraded input. This idea is further extended by proposing an ensemble

between synchronisation-based baselines and the derived SL-ASD model to leverage each

paradigm's complementary failure modes. This ensemble achieves particularly compelling

performance, despite its simple late fusion approach, compared with the existing state-of-

the-art in the domain.

Together, these contributions provide a comprehensive account of how context { whether

derived from spatial layout, speaker identity, or cross-modal similarity { can be leveraged to

enhance ASD in the challenging domain of egocentric video. The proposed techniques are

uni�ed by their focus on lightweight architectures and generalisable representations, which

position them well for future adaptation to real-time, on-device systems. The following chap-

ters explore each of these directions in detail, presenting methodological insights, empirical

results, and future research directions. In doing so, the work presented in this thesis advances

the state-of-the-art in egocentric ASD and lays the groundwork for the next-generation of

modular AVD systems in wearable computing environments.

1.2 Research Questions and Contributions

This section presents the primary research questions addressed in this thesis and outlines the

corresponding contributions. The research questions are structured in alignment with the two

main arcs of this thesis: the �rst focuses on context-aware methods for augmenting existing

approaches to ASD, and the second explores cross-modal biometric associations to replace

or augment synchronisation-based ASD with a synchronisation-free alternative. While many
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contributions are directly motivated by these research questions, others arise as byproducts

of broader experimental or architectural explorations. Where appropriate, contributions are

linked to speci�c chapters or published works.

1.2.1 Research Questions

Context-Aware Audiovisual Active Speaker Detection:

RQ1: To what extent can full-scene image representations be leveraged as a source of con-

textual information to improve the robustness of ASD in egocentric recordings, which

are characterised by overlapping speech and acoustic noise?

RQ2: How does the integration of speaker-speci�c identity information a�ect the disambigua-

tion of false positives in synchronisation-based ASD systems whilst operating under

visual degradation?

RQ3: Relating to the previous question, how can track-level face recognition embeddings

be constructed by adaptively aggregating frame-level features, in response to visual

quality, in order to improve identity conditioning in egocentric ASD models?

Face-Voice Association for Audiovisual Active Speaker Detection:

RQ4: How e�ective are face-voice biometric associations as a primary mechanism for ASD

in the absence of temporal synchronisation between modalities?

RQ5: What are the limitations of synchronisation-agnostic models, and can these be mit-

igated by combining synchronisation-free and synchronisation-based systems into a

uni�ed ensemble?

1.2.2 Contributions

The research presented in this thesis has produced a series of methodological and empirical

contributions toward advancing robust, lightweight ASD in egocentric recordings. Again,

these contributions are strati�ed across two thematic parts: (i) context-aware audiovisual

modelling for synchronisation-based ASD, and (ii) FVA-based ASD as a synchronisation-free

alternative. Each contribution is presented below with reference to the corresponding research

question and the chapter in which it is described. Where appropriate, links to published work

are also noted.

1. In response to Research Question RQ1, Chapter 4 presents a context-aware scene

embedding module for ASD that integrates global egocentric visual context into the

TalkNet baseline using a DeiT with positional conditioning. This full-frame visual
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representation improves the model's capacity to disambiguate acoustically challenging,

densely populated scenes.

2. Further addressing Research Question RQ1, Chapter 4 also presents an empirical eval-

uation of the proposed scene-embedding extension, which is conducted on both the

egocentric Ego4D-AVD and exocentric AVA-ActiveSpeaker benchmarks. The results

demonstrate a 29% relative improvement in mAP on Ego4D-AVD compared to the

TalkNet baseline, supported by qualitative analyses, ablation studies, and contextual

sensitivity simulations. This work was published in Clarke et al. (2023).

3. To answer Research Question RQ2, Chapter 5 introduces the SCAN, which enhances

single-candidate ASD systems by incorporating speaker-speci�c reference embeddings.

SCAN performs frame-level cross-attention comparisons between the candidate audio

signal and prior reference speech spoken by the candidate, which improve disambigua-

tion in scenes where visual cues are compromised. This work was published in Clarke

et al. (2025c).

4. In relation to Research Question RQ3, Chapter 5 further contributes a robust method

for constructing face-track identity embeddings by augmenting a pre-trained face-recognition

model with a transformer-encoder trained to reject imposter frames within each track.

This approach adaptively weights high-quality identity frames and downweights aber-

rated ones, resulting in embeddings more resilient to blur, occlusion, and identity con-

fusion. This contribution was also published in Clarke et al. (2025c).

5. In response to Research Question RQ4, Chapter 6 presents the SL-ASD framework,

published in Clarke et al. (2025b), which replaces temporal synchronisation with face-

voice biometric association. The system embeds face-tracks and utterance segments

into a shared latent space, using a transformer-encoder to weight face frames by visual

quality and produce discriminative identity embeddings.

6. Also addressing Research Question RQ4, in Chapter 6 SL-ASD is coupled with a

speaker-invariant audio segmentation front-end to form a fully synchronisation-free ASD

pipeline. This pipeline enables robust utterance-level attribution even in the absence

of consistent visual speech cues, demonstrating competitive performance relative to

synchronisation-based baselines with signi�cantly fewer learnable parameters.

7. To explore Research Question RQ5, Chapter 7 proposes a lightweight ensemble archi-

tecture that integrates synchronisation-based and synchronisation-free ASD models via

late fusion. The ensemble mitigates the complementary failure modes of each approach,

enhancing overall robustness in visually and acoustically degraded egocentric scenes.
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8. Further addressing Research Question RQ5, extensive empirical validation of the ensem-

ble is conducted using Ego4D-AVD in Chapter 7, achieving state-of-the-art performance

with both TalkNet and Light-ASD as synchronisation-based components. Strati�ed

analyses reveal how the ensemble improves recall under varying degrees of facial oc-

clusion, ambient noise, and utterance segmentation uncertainty. This contribution and

the preceding contribution correspond to the work published in Clarke et al. (2025a).

1.3 Notation

Before proceeding, a brief overview of the notation conventions adopted throughout this

thesis is provided to aid clarity and consistency. Unless otherwise stated, the following rules

are applied:

ˆ Scalars are denoted using lowercase italic symbols, e.g. x.

ˆ Constants are denoted using uppercase italic symbols, e.g. X, with the exception of

the model dimensionality, which follows established convention and is represented as a

lowercase d despite being a constant hyperparameter.

ˆ Vectors are written in lowercase boldface, e.g. x, and unless explicitly stated, all vectors

are assumed to be column vectors by default.

ˆ Matrices and higher-dimensional tensors are written in uppercase boldface, e.g. X.

ˆ Sets are represented using calligraphic uppercase letters, e.g. X .

ˆ Indices used to denote discrete elements or instances are written as sans-serif super-

scripts enclosed in parentheses, e.g. x(i) .

ˆ Functions are denoted in upright Roman font, e.g. f.

ˆ Subscripts are also written in Roman font and reserved for indicative or modality-

speci�c designations, e.g. fV for a function pertaining to the visual modality.



Chapter 2

Audiovisual Active Speaker

Detection Background

To ground this chapter, the task of Audiovisual Active Speaker Detection (ASD) is �rst

formally introduced and situated within the broader landscape of audiovisual machine learn-

ing. ASD refers to the process of determining whether a visible individual present within

a video-frame is actively speaking. This process is performed by jointly analysing auditory

and visual information that is temporally adjacent to the speci�c video-frame under scrutiny.

In most formulations, this is treated as a multimodal binary classi�cation task. In other

words, the classi�cation is determined by inferring from a temporally contiguous sequence of

detected facial bounding boxes and the concurrent audio signal, to infer speech activity to a

video-frame-wise level of granularity. The temporally contiguous bounding box sequences are

typically referred to as face-tracks or face-tracklets in the wider literature (Grauman et al.

2021, Min et al. 2022, Datta et al. 2022, K•op•ukl•u et al. 2021, Everingham et al. 2006). There

is a slight distinction between the two. Face-tracks are only interrupted when the person be-

comes temporarily occluded, triggering the creation of a new face-track upon reappearance.

Face-tracklets, however, are shorter constituent segments of face-tracks, where the parent

face-track has been intentionally fragmented to reduce its duration, ensuring compatibility

with hardware constraints such as limited memory capacity. For simplicity, this thesis adopts

the former of the two naming conventions, as there is no substantive di�erence between them

in the context of the work presented.

ASD is closely related to a number of adjacent audiovisual tasks, each of which shares

overlapping objectives but di�ers in scope and underlying assumptions. For example, Voice

Activity Detection (VAD) focuses solely on detecting the presence of speech within an audio

stream, without attributing it to a speci�c visual source. AVD extends this by clustering

speech segments into speaker identities over time, often without requiring continuous visual

grounding. In contrast, audiovisual source localisation aims to identify the spatial origin of a

10
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sound within the visual scene, typically leveraging multichannel audio to infer directionality.

Visual speech recognition, meanwhile, seeks to decode linguistic content directly from lip

movements, rather than determining speaking activity.

Within this broader landscape, ASD occupies a distinct position in that it performs

speaker attribution under the explicit assumption of a visible candidate identity. This fram-

ing introduces several key implications. First, the task is inherently conditional on reliable

face detection and tracking, meaning that failures in the visual pipeline directly a�ect per-

formance. Second, the use of single-channel mixed audio in most ASD datasets precludes

the use of spatial acoustic cues, necessitating reliance on temporal correspondence and con-

textual reasoning. Finally, the binary nature of the task simpli�es output structure relative

to diarisation, but increases sensitivity to ambiguous audiovisual evidence, particularly in

multi-speaker or noisy environments.

Systems developed for ASD are typically conditioned on synchronous audiovisual data and

are designed to exploit the natural temporal alignment between facial motion, particularly

around the lips (Datta et al. 2022), and the natural acoustics of speech. The expected

output of such systems is a sequence of binary speaking/non-speaking labels, one for each

video-frame in the face-track. While conceptually similar to tasks such as VAD and AVD,

ASD is distinguished by its visual grounding: predictions are made speci�cally for a single

visible identity in the scene at a time, rather than for an undi�erentiated audio stream or an

arbitrary amount of potentially speaking identities.

From a systems perspective, ASD serves as a critical enabling component for a range of

downstream audiovisual processing tasks that require reliable attribution of speech to visible

identities. In diarisation and speaker attribution pipelines, ASD provides the mechanism by

which speech segments are anchored to speci�c individuals within the visual �eld, thereby

improving the consistency and interpretability of \who spoke when" predictions (Mingote

et al. 2024). Similarly, in large-scale multimedia analysis and indexing, frame-level speak-

ing activity associated with tracked identities enables structured annotation of conversational

content, facilitating search, summarisation, and retrieval across video corpora. Beyond o�ine

processing, ASD also underpins emerging interactive systems, particularly in wearable and

assistive settings, where the ability to robustly identify the active speaker from the user's

perspective is necessary for functions such as selective audio enhancement, real-time cap-

tioning, and context-aware response generation (Madamanchi et al. 2024). In each of these

cases, the reliability of ASD predictions directly in
uences the performance of the overall

system, reinforcing its role as a foundational component in practical audiovisual perception

pipelines (Robi et al. 2024).

Having established the signi�cance of ASD in Section 1.1 and brie
y in the preceding

paragraph, attention is now directed towards the type of data that poses unique challenges

to this task, namely egocentric recordings, which is the main focus of this thesis. For ASD,
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egocentric recordings introduce a range of complexities not present in third-person, static-

camera settings (Xu et al. 2022). Understanding these challenges is essential to motivating the

methods developed later in this thesis. Egocentric, or �rst-person, recordings refer to footage

captured from wearable devices such as Augmented Reality (AR) glasses, smart headsets, or

chest-mounted body cameras. These technologies are increasingly deployed in a wide range

of real-world scenarios including social robotics, augmented reality wearable devices, and

assistive technologies for individuals with hearing impairments (Grauman et al. 2021). Fur-

thermore, the concept of combining ASD systems in egocentric contexts is being explored to

augment other adjacent research domains like 2D sound source localisation (Majumder et al.

2024). In each of these deployment types, the ability to automatically identify who is speak-

ing from the perspective of the camera wearer is critical for enabling downstream functions.

However, the unique properties of egocentric data pose signi�cant challenges to conventional

ASD systems (Tao et al. 2021, Liao et al. 2023, Cutler & Davis 2000b, Everingham et al. 2006,

Jiang et al. 2023, Datta et al. 2022, K•op•ukl•u et al. 2021). Unlike �xed-viewpoint recordings,

egocentric footage is subject to continuous motion, frequent occlusions, and extreme vari-

ability in facial pose and illumination. Faces may be partially visible, misaligned, or present

only brie
y, while the audio signal is often degraded by ambient noise, reverberation, and

overlapping speech (Grauman et al. 2021, Clarke et al. 2023). As a result, existing methods

that perform well in curated environments, recorded via static cameras and microphones,

tend to exhibit a signi�cant deterioration in performance when applied to egocentric record-

ings. Addressing this gap requires a rethinking of the assumptions underpinning ASD and

the development of models that can reason under uncertainty using broader contextual cues.

The identi�cation and integration of such cues form the central premise of this thesis, and

are explored in depth in Part II.

To support this investigation, this thesis �rst o�ers a formal de�nition of the ASD task,

providing a precise mathematical framing. This is followed by an overview of the core datasets

used, and a review of the historical development of the �eld, and �nally the technical back-

ground necessary to understand the technical contributions presented in later chapters.

2.1 Formal De�nition of Active Speaker Detection

The task of ASD is de�ned as determining, for a given visible individual in a video recording,

whether that individual is speaking at a speci�c point in time typically to a video-frame

level of temporal precision. As mentioned earlier, this is conventionally formulated as a

binary classi�cation problem over time, in which each video-frame in the sequence associated

with the given visible individual is assigned a label indicating speaking or non-speaking

activity. Conventionally, the speaking activity of each candidate individual is examined in

isolation (Tao et al. 2021, Jiang et al. 2023, Cutler & Davis 2000b), however recent work has
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tackled the problem by assuming a more global approach (Min et al. 2022, Leon-Alcazar

et al. 2021). In standard formulations, the decision process relies on both auditory and

visual cues contained within the temporal boundaries of the candidate's face-track and the

concurrent audio segment. The integration of visual and auditory information is essential to

ensure robustness, particularly in the presence of environmental noise, overlapping speech,

occlusions, or other adverse conditions.

More formally, consider a dataset consisting of Nclips video clips:

DASD =
n�

V (c) ; a(c)
full

�o N clips

c=1
(2.1)

Here, V (c) 2 RT (c) �C�H�W denotes the tensor of T(c) video frames in clip c, with C

channels, height H, and width W. The variable a(c)
full 2 RT (c)

audio denotes the corresponding raw

audio waveform, consisting of T(c)
audio audio samples. The relationship between T(c) and T(c)

audio

is given by:

T (c)
audio =

T (c) � � audio

� visual
(2.2)

where �visual denotes the video sampling rate in frames per second (fps), and �audio denotes

the audio sampling rate in samples per second (Hz). Here, the visual modality is represented

as a sequence of discrete image frames, collectively forming a video tensor V, where each

frame encodes spatial information at a given time index. In contrast, the audio modality is

represented as a continuous one-dimensional temporal signal a, capturing pressure variations

over time. This distinction ensures a clear separation between the two modalities: the visual

stream provides spatially structured information sampled at a �xed frame rate, whereas the

audio stream provides temporally dense waveform data sampled at a higher frequency.

Each video frame V(t;c) in V (c) at video frame index t is preprocessed by a means of

face detection, producing a set of bounding boxes for all visible faces within the wider frame.

Bounding boxes across consecutive frames are associated using a tracking algorithm This

association results in face-tracks which are de�ned as temporally contiguous sequences of

cropped face regions that encapsulate the same visible identity within a time interval. When

the visibility of the identity is disrupted by occlusion or exit from the �eld-of-view, the

face-track becomes terminated, and no more frames will contribute to the face-track. If the

identity reappears later in the video clip, a new face-track is instantiated.

Let the set of all face-tracks in clip c be:

F (c) =
n

V (c;f)
S

oN (c)
tracks

f=1
(2.3)

where N(c)
tracks is the number of face-tracks in clip c, and V(c;f)

S 2 RT (c;f) �C�H�W denotes

the cropped face track corresponding to the f-th detected individual, with T(c;f) frames. In

V S, the subscript S denotes the candidate speaker, distinguishing a face-track associated
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with a speci�c individual from the wider sequence of full-scene images V from which it was

extracted.

For each face track V(c;f)
S , the temporally corresponding segment of the mixed audio signal

a(c;f) is extracted according to the temporal boundaries of the face track:

a(c;f) 2 RT (c;f)
audio (2.4)

with

T (c;f)
audio =

T (c;f) � � audio

� visual
: (2.5)

Conventionally, ASD datasets are recorded via a variety of recording devices each with dif-

ferent microphone con�gurations, therefore it is typical for a (c;f) to be a mixed single-channel

signal, containing contributions from all audible sources in the scene. E�ectively, the task is

to determine whether the individual visible in V (c;f)
S is actively speaking at each video frame,

regardless of the presence of other concurrent speech or background noise in a(c;f) .

When formulated as a binary-classi�cation problem, as in the work by Grauman et al.

(2021) and Roth et al. (2020), each face track V(c;f)
S is associated with a binary frame-level

label sequence:

y (c;f) =
n

y(t;c;f)
oT (c;f)

t=0
; y(t;c;f) 2 f0; 1g (2.6)

where y(t;c;f) = 1 indicates that the tracked individual is actively speaking in frame t, and

y(t;c;f) = 0 otherwise. Labels are generally temporally aligned with the video frame rate:

f� : RT (c;f) �C�H�W � R T (c;f)
audio ! f0; 1g T (c;f)

(2.7)

Given an input pair of cropped face-track corresponding to the f-th detected individual and

the corresponding audio (V(c;f)
S ; a(c;f) ), the model outputs predicted labels ŷ (c;f) :

ŷ (c;f) = f �

�
V (c;f)

S ; a(c;f)
�

(2.8)

The objective is to learn f � such that ŷ (c;f) matches the ground-truth y (c;f) as closely as

possible for all tracks in the dataset.

In this thesis, the ASD task is investigated speci�cally in egocentric recordings, where

the camera is body-worn or head-mounted, capturing a �rst-person perspective of each

scene. This setting imposes constraints distinct from conventional exocentric data, like AVA-

ActiveSpeaker for example, described in Section 2.2.2. Firstly, there is limited and variable

visibility, whereby faces may be partially visible, heavily occluded, or absent for portions

of a speaking segment due to head movements or environmental layout. Secondly, frequent

close-up views occur, as the camera may be positioned at conversational distances, result-

ing in strong perspective distortions relative to �xed-viewpoint recordings. Thirdly, dynamic
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backgrounds and motion arise from constant camera movement as shown in Figure 2.1, intro-

ducing motion blur and rapid changes in viewpoint, which reduce the stability of visual cues.

Fourthly, since egocentric data is usually recorded `in-the-wild' { that is, in unconstrained

real-world environments without controlled recording conditions, scripted interactions, or cu-

rated scene composition { there is typically a lot more overlapping speech compared with data

recorded in exocentric environments where the nature of conversation is usually less sponta-

neous, and potentially even scripted. Finally, audio spatialisation e�ects are introduced by

the microphone placement (often head- or chest-mounted), which alters the spectral charac-

teristics and relative levels of speech sources, thereby in
uencing the separability of audio

cues.

Figure 2.1: Selection of frames taken from real face-track present in Ego4D.

Throughout this thesis, the audio segment a(c;f) is assumed to be single-channel mixed

audio, with no access to array geometry or spatial acoustic cues (e.g., interaural time/level

di�erences, beamforming). Consequently, ASD is framed here as speaker attribution via

audiovisual temporal correspondence (Tao et al. 2021, Jiang et al. 2023, Wang et al. 2024,

Liao et al. 2023, Min et al. 2022, Zhang et al. 2021) for a visible candidate track, rather than

audiovisual source localisation, which typically exploits multichannel recordings to triangulate

a sound source within the image plane (Berghi & Jackson 2023b,a, Jiang et al. 2022).

2.2 Dataset, Corpora, and Challenges

The development and evaluation of ASD systems have been fundamentally enabled by the

availability of diverse and representative datasets. Such datasets facilitate model supervision,

enabling them to associate visual cues, such as facial and lip motion, with auditory speech

signals. Additionally, they form the basis for rigorous benchmarking across varied real-

world scenarios. Over the past two decades, the �eld has witnessed a progression from

small, constrained video collections to large-scale, in-the-wild corpora, re
ecting the growing

complexity of tasks, the increasing ambition of ASD research, and the evolution of deep

learning, which is a class of neural network-based machine learning that uses multiple layers

of non-linear transformations to hierarchically extract abstract representations from raw data.

Early ASD research relied on relatively modest datasets captured in controlled conditions.
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For example, small-scale video collections, such as the Columbia dataset (Chakravarty &

Tuytelaars 2016), were curated from panel discussions and recorded talks, with each speaker's

activity manually annotated on a per-frame basis. These datasets, while limited in size and

diversity, provided the �rst systematic resources to train and explore the interaction of audio

and visual modalities in detecting speech activity of visible candidates. Concurrently, the

VoxCeleb corpus (Nagrani et al. 2017) was published, which leveraged large-scale internet

video, using automated audiovisual alignment and face-veri�cation to assemble millions of

utterances with identity labels. Although not explicitly purposed for ASD, VoxCeleb demon-

strated the potential of leveraging large-scale data collection to model audiovisual cues which

is illustrated by its deployment in a wide variety of research domains, such as: Face-Voice As-

sociation (FVA) (Nagrani et al. 2018, Saeed et al. 2023), emotion recognition (Albanie et al.

2018), and speaker recognition (Huh et al. 2024). Furthermore, the corpus' broad adoption

established guiding principles for the construction of subsequent ASD datasets.

The emergence of purpose-built large-scale benchmarks marked a major milestone in

the �eld. The AVA-ActiveSpeaker dataset (Roth et al. 2020) introduced densely annotated

speaking activity in �lm clips, capturing a broad array of in-the-wild scenarios, including

multiple speakers, occlusions, and background noise. Following this, datasets such as Ac-

tive Speakers in the Wild (Cutler & Davis 2000b) and Talkies (Leon-Alcazar et al. 2021),

extended the diversity of visual and auditory conditions, incorporating news, interviews, and

multi-character media with frame-level speaker annotations. Recent collections, including

the Wilder Active Speaker Detection corpus (Roxo et al. 2025) and the Korean Multi-speaker

Spontaneous Audio-Visual dataset (Park et al. 2024) have further broadened the scope to

include highly challenging conditions such as crowded scenes, low-light environments, and

under-represented languages. Across this progression, the trend has been toward larger,

more varied, and ecologically valid datasets, facilitating the training of increasingly robust

ASD models capable of generalising to real-world audiovisual contexts.

In addition to these primary ASD corpora, specialised datasets have been employed for

ancillary tasks that support active speaker modelling by the work presented later in this

thesis. Large-scale audiovisual speaker recognition datasets, such as the previously men-

tioned VoxCeleb dataset, provide rich resources for learning voice characteristics, like the

work contained in Chapter 5, as well as the cross-modal relationship between peoples visual

and audible appearance presented in Chapter 6. In addition to audiovisual datasets, further

complementary datasets including large-scale face recognition corpora such as VGGFace2 (Si-

monyan & Zisserman 2014), have been used by this work to model the visual appearance of

faces, thereby contributing indirectly to the development of robust ASD systems.

Across these datasets, several characteristics are consistently emphasized. Variations in

recording conditions, including background noise, reverberation, and occlusion, as well as

di�erences in speaker demographics and environmental settings, present ongoing challenges
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for model generalisation. Furthermore, modelling the alignment of audiovisual cues is often

complicated in egocentric recordings, where both interlocutors and the camera wearer move

dynamically, frequently producing motion blur, partial occlusions, and other forms of am-

biguous visual information. These factors necessitate models capable of robustly handling

incomplete, degraded, or otherwise uncertain visual cues.

The datasets reviewed herein provide the foundation for the experiments and analyses

conducted in this thesis. The AVA-ActiveSpeaker and Ego4D datasets, in particular, are

central to training and evaluating the proposed ASD systems, o�ering diverse and challeng-

ing scenarios that re
ect real-world constraints. Other datasets, such as VoxCeleb and various

face recognition corpora, are employed for pre-training and subsidiary tasks, contributing to

the development of cross-modal embeddings and speaker-speci�c representations that under-

pin robust, context-aware ASD performance. Together, these resources situate the research

within a wider-selection of increasingly sophisticated audiovisual datasets, enabling the ex-

ploration of methods that transcend the limitations of earlier, more constrained corpora.

2.2.1 Ego4D

The Ego4D dataset (Grauman et al. 2021) represents the largest collection of egocentric

video recordings collected to advance human perception technology to date. It comprises

over 3; 000 hours of annotated footage captured by almost one thousand participants across

multiple countries. Ego4D was designed as a benchmark suite encompassing a wide range of

�rst-person perception tasks, including episodic memory, hand-object interaction, forecasting,

and Audiovisual Diarisation (AVD). From all of these tasks, the AVD component (Ego4D-

AVD) is of particular relevance to this thesis, providing a uniquely challenging resource for

modelling conversational dynamics in egocentric settings.

The Ego4D-AVD subset consists of 572 �ve-minute video clips, amounting to approx-

imately 48 hours of annotated footage. All recordings were captured using a variety of

wearable devices, with high-de�nition video sampled at 30 Hz and monaural audio signals

formatted to 16 kHz audio sampling rate. The dataset is partitioned into 379 clips for train-

ing, 50 clips for validation, and 133 clips for testing, with the annotation schema for the latter

being unreleased due to its use in the o�cial benchmarking challenge (Ishibashi et al. 2023).

In contrast to exocentric corpora, Ego4D-AVD re
ects the perspective of a moving camera

wearer, and in many cases multiple wearers recorded concurrently, o�ering complementary

viewpoints of the same interaction. This egocentric con�guration results in recordings that

are highly dynamic, characterised by abrupt camera motion, motion blur, variable light-

ing, and frequent occlusions. Figure 2.2 shows sample frames from the Ego4D-AVD dataset

illustrating the diversity of scenes the dataset covers.

Each clip within the dataset has been comprehensively annotated to facilitate AVD. Vis-

ible participants are detected and continuously tracked with frame-level face-crop bounding
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Figure 2.2: Sample of frames from Ego4D with bounding box annotation super-
imposed, green/dashed denotes an active speaker and red/solid denotes an inactive
speaker.

boxes, yielding contiguous face-tracks across time. Each video frame within each face-track is

further labelled as speaking or not speaking, with anonymous speaker identity labels provided

for all participants, including the camera wearer. A key characteristic of the speaker identity

labels is that they are only consistent within a single �ve-minute video clip, without continuity

across di�erent clips, even when the same individual reappears. This constraint precludes the

direct use of methods which rely on hard identity labels like supervised speaker recognition

methods, as global identity labels are not available. Another interesting aspect of Ego4D-

AVD is the `camera wearer', as their speech is frequently present in the audio signal despite

the absence of corresponding facial imagery in the video. In addition, all speech segments are

temporally aligned and attributed to a speci�c speaker identity label, thus enabling evaluation

of diarisation performance in terms of \who spoke when". For English speech, transcriptions

are also supplied, supporting multimodal analysis of conversational content. These annota-

tions collectively provide a comprehensive supervisory signal that spans face-tracking, ASD,

and AVD.

The scenarios represented in Ego4D-AVD encompass a broad spectrum of real-world con-

versational contexts. Recordings were obtained in both indoor and outdoor settings, such

as o�ces, homes, public spaces, and social gatherings. Interactions vary from dyadic ex-

changes between the camera wearer and a single interlocutor to group discussions involving

several participants. The resulting conditions include overlapping speech, background noise,

reverberation, and speaker movement, all of which introduce signi�cant challenges to diarisa-

tion systems. The diversity of environments, participants, and conversational styles ensures
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that the dataset captures the heterogeneity of natural human communication from an ego-

centric perspective. A more comprehensive review and discussion of the speci�c challenges

introduced by Ego4D is presented in Chapter 3.

Overall, Ego4D-AVD constitutes a large-scale and richly annotated benchmark for several

speech-related tasks, including the primary focus of this work which is ASD. Its combination

of dynamic egocentric recording conditions, diverse conversational scenarios, and comprehen-

sive annotations makes it a critical resource for developing and evaluating ASD systems in

realistic �rst-person settings. Within this thesis, it provides the primary evaluation ground

for assessing the robustness and generalisability of the proposed models under the complex

conditions encountered in wearable-camera recordings. For clarity, throughout this thesis the

terms Ego4D and Ego4D-AVD are used interchangeably, both exclusively refer to the AVD

component of the Ego4D, since other components are not directly used by this work.

2.2.2 AVA-ActiveSpeaker

The AVA-ActiveSpeaker dataset (Roth et al. 2020), sample frames shown in Figure 2.3,

was the �rst large-scale benchmark to be explicitly designed for the task of ASD. It was

constructed from 262 �lm clips sourced from Hollywood productions, each approximately

�fteen minutes in duration and recorded from a third-person (exocentric) perspective. The

dataset is partitioned into 120 clips for training, 33 clips for validation, and 109 clips for

testing, with the test annotations retained for use in benchmarking, as with Ego4D. In total,

the corpus spans around 38:5 hours of video content and more than 3:6 million individual

frames, making it one of the most substantial resources available for the development and

assessment of ASD systems.

As with Ego4D, a central feature of AVA-ActiveSpeaker is the frame-level annotation of

all visible faces for speaker activity. Each detected face is associated with a bounding box

and categorised according to whether the person is speaking audibly, speaking without being

audible (e.g. dubbed or o�-screen audio), or not speaking at that moment. The annotation

protocol was applied consistently across the collection, yielding approximately 5:3 million

labelled face instances. These annotations capture a wide range of conversational dynamics,

including both isolated speech and multi-party exchanges in which several characters may

speak concurrently.

The cinematic origin of the material introduces a considerable degree of variability and

realism. Scenes encompass a diverse set of environments, such as crowded public spaces,

private indoor settings, and outdoor locations subject to 
uctuating illumination and back-

ground activity. Many recordings include substantial background noise, overlapping dialogue,

or musical overlays, re
ecting the acoustic complexity typical of �lm audio. On the visual

side, challenges arise from the presence of small or low-resolution faces, frequent occlusions

by objects or other actors, and abrupt changes in camera angle or motion. Furthermore, dif-




	I Introduction and Background
	Introduction
	Overview
	Research Questions and Contributions
	Research Questions
	Contributions

	Notation

	Audiovisual Active Speaker Detection Background
	Formal Definition of Active Speaker Detection
	Dataset, Corpora, and Challenges
	Ego4D
	AVA-ActiveSpeaker
	VoxCeleb
	Comparative Summary of Audiovisual Datasets

	Early Methods for Audiovisual Active Speaker Detection
	Correlation-Based Approaches
	Statistical Cross-Modal Alignment
	Visual-Only Heuristics
	Limitations of Classical Methods

	Deep Neural Networks
	Linear Layers
	Activation Functions
	Loss Functions
	Convolutional Networks
	Residual Networks
	Recurrent Networks
	Attention Networks
	Transformer Encoders

	Evaluation Metrics
	Mean Average Precision
	Face Image Quality Assessment

	Core Models
	Data Efficient Image Transformer
	TalkNet
	Light-ASD
	Self-Lifting Framework

	Background Summary


	II Context-Aware Audiovisual Active Speaker Detection
	Exploratory Analysis of Egocentric Challenges
	Interactional and Scene Composition Challenges
	Signal and Visual Degradation
	Summary and Implications

	Full-Scene Image Modelling
	Methodology
	Extending TalkNet With A DeiT For Full-Scene Image Modelling
	Full-Scene Feature Extraction
	Positional Conditioning

	Experimental Configuration
	Data and Evaluation Protocol
	Implementation Details

	Experimental Results
	Comparison with State-of-the-Art Methods
	Ablation Study
	Qualitative Analysis

	Conclusions

	Speaker-Embedding-Informed ASD
	The Speaker Comparison Auxiliary Network
	Identity-Speech Library Generation
	Identity Aggregation
	Self-Supervised Video-Based Face Recognition

	Experiments
	Datasets
	Implementation Details
	Evaluation Metric

	Results
	Audiovisual Active Speaker Detection
	Identity-Speech Library

	Conclusion


	III Face-Voice Association for Audiovisual Active Speaker Detection
	Face-Voice Association for ASD
	Methodology
	Notation and Overview.
	Speaker-Invariant Utterance Segmentation
	Face-Voice Association with Frame-Quality-Informed Aggregation

	Experiments
	Datasets
	Implementation Details
	Evaluation Protocol

	Results
	Conclusion

	Ensembling Sync-based and Association-based Paradigms
	Methodology
	Overview
	Late Fusion

	Experiments
	Datasets
	Implementation Details
	Evaluation Metrics

	Results
	Comparison with State-of-the-Art Methods
	Qualitative Analysis

	Conclusion


	IV Conclusions and Future Research Directions
	Conclusions and Future Directions
	Summary of Findings
	Future Directions



