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Abstract

Line-scan imagery has become a core sensing modality in automated railway

inspection, enabling high-resolution, continuous monitoring of track struc-

tures. Unlike conventional 2D images, line-scan images are constructed row-

by-row as the camera moves along the track, forming temporally ordered

sequences where the vertical axis encodes time and the horizontal axis repre-

sents spatial cross-sections. This spatiotemporal structure introduces unique

challenges for anomaly detection, including subtle structural deviations, pe-

riodic object patterns, and high-frequency, non-informative background tex-

tures.

To address these challenges, this thesis proposes two complementary gen-

erative frameworks for unsupervised anomaly detection in railway line-scan

imagery. The �rst is a VAE-GAN model trained to predict future segments of

track sequences based on temporal continuation. By learning normal struc-

tural dynamics, the model can identify deviations that violate expected con-

tinuity. A con�dence-aware auxiliary decoder assigns pixel-wise certainty

scores to guide the anomaly score, improving robustness against stochastic

background textures such as ballast.

The second approach leverages Stable Di�usion as a high-�delity re-

construction model. By �ne-tuning a pretrained latent di�usion inpainting

model using LoRA (Low-Rank Adaptation), we adapt the generative process

to grayscale, line-scan railway images. To localize anomalies, we introduce

a segmentation-guided pipeline using FastSAM to detect object-level di�er-

ences between original and inpainted images. Regions exhibiting signi�cant

structural changes, as measured by Intersection over Union (IoU), are 
agged

as anomalous.

Both methods are evaluated on synthetic and real-world datasets, demon-
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strating their e�ectiveness in detecting structural faults under minimal su-

pervision. The thesis concludes by comparing the two approaches, discussing

their respective advantages, and proposing future directions for hybrid mod-

eling. Overall, this work highlights the potential of generative modeling in

addressing the unique demands of industrial inspection tasks involving line-

scan imagery.
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1
Introduction

1.1 The Problem Space

Railway infrastructure forms the core of modern transportation systems,

where structural integrity is critical to ensuring operational safety. Track

components such as fasteners, sleepers, rail clamps, and baseplates are con-

tinuously subjected to harsh operating conditions, including high-speed mo-

tion, heavy axle loads, and environmental exposure. These factors contribute

to mechanical fatigue, thermal stress, and material degradation over time.

As outlined by Cannon et al. [9], modern rail failures can be broadly

classi�ed into three categories: those originating from manufacturing defects

(e.g., hydrogen-induced cracks like tache ovale), those caused by improper

handling or installation (e.g., wheelburn damage), and those resulting from

the exhaustion of the steel's fatigue resistance, particularly rolling contact

fatigue (RCF). The latter includes defects such as head checking and squats,

which may develop gradually under cyclic loads.

If left undetected, such defects can evolve into full rail fractures, poten-

tially leading to catastrophic derailments with serious consequences in terms

of passenger safety and economic loss. Therefore, the early detection and

accurate identi�cation of structural anomalies are foundational requirements

for modern railway maintenance strategies and are increasingly becoming
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central topics in intelligent inspection research.

Traditionally, rail defect detection has relied heavily on manual inspec-

tion, handheld 
aw detectors, and periodic sampling using track-recording

vehicles. While these methods have historically contributed to railway safety,

they present clear limitations: manual inspection is labor-intensive and sub-

jective, portable devices have limited coverage, and track-based sampling

often fails to o�er full-line, real-time monitoring capabilities.

To address these issues, Gong et al. [24] provide a comprehensive review

of conventional inspection strategies and highlight several critical challenges.

They note that an e�ective rail inspection system must: (1) demonstrate high

sensitivity to detect angled sub-surface cracks and internal 
aws; (2) provide

full cross-sectional coverage of the rail, including the head, web, and foot,

particularly in structurally complex regions such as welds and turnouts; (3)

enable non-contact inspection at operational train speeds (e.g., 120 km/h);

and (4) support reliable qualitative and quantitative evaluation of defects,

despite the complex physical mechanisms behind rail degradation.

To meet these demands, various nondestructive testing (NDT) methods

have been adopted, such as ultrasonic testing (UT), eddy current testing

(ECT), magnetic 
ux leakage (MFL), and electromagnetic acoustic transduc-

ers (EMAT). These techniques improve upon traditional methods by enabling

sub-surface defect detection without compromising the structural integrity of

the rail.

However, NDT technologies also face inherent limitations. Most require

close-range or contact-based sensor deployment, limiting their applicability

in complex geometries such as joints, crossings, and fasteners. Their e�ective

scan area per pass is typically small, making them unsuitable for large-scale,

high-speed deployment. Additionally, many NDT systems require frequent
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calibration and may struggle to operate reliably under varying environmental

and material conditions.

To address the limitations of traditional inspection approaches in terms

of coverage, real-time performance, and adaptability to complex structures,

researchers have increasingly turned to automated visual inspection systems

that integrate high-resolution imaging with deep learning algorithms. Zhang

et al. [103] introduced Rail-5k, a real-world dataset containing diverse high-

resolution rail surface images annotated with multiple defect types, which

has signi�cantly facilitated image-driven defect detection research. Building

on this, Li and Peng [47] proposed an e�cient row-based neural network for

rail defect detection and released a new benchmark to validate the speed and

accuracy advantages of vision-based methods.

These e�orts demonstrate that vision-based inspection systems o�er non-

contact, large-scale, and high-throughput capabilities. They can maintain

high detection accuracy while supporting real-time inference, making them

superior to traditional manual or physics-based nondestructive testing (NDT)

methods in terms of scalability, robustness, and e�ectiveness in complex oper-

ational environments. As such, they are becoming a key direction for modern

railway infrastructure health monitoring.

1.2 Line-Scan Imagery

Line-scan cameras are increasingly employed for measurement tasks across a

wide range of industrial domains, including the automotive sector, building

construction and restoration, and bioengineering. As highlighted by Luna

et al. [56], line-scan devices o�er signi�cant advantages over traditional two-

dimensional (area-scan) cameras. By acquiring one-dimensional image data
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Figure 1.1. Illustration of line-scan image formation. As the camera moves along
the railway, it captures one row of pixels at a time. The �nal image is formed
by stacking these rows sequentially, where the horizontal axis corresponds to the
spatial cross-section of the track, and the vertical axis re
ects temporal progression.

line by line, they enable faster data processing and reduced computational

overhead. This imaging modality not only enhances measurement e�ciency

and accuracy but also supports higher spatial resolutions, making it partic-

ularly suitable for precision-critical inspection tasks.

The unique imaging mechanism of line-scan cameras results in output

images with distinct structural characteristics. In these images, the horizon-

tal axis corresponds to the spatial cross-section of the target scene, while

the vertical axis encodes the temporal progression of the sensor's motion.

As a result, line-scan images can be regarded as spatiotemporal sequences

embedded within a two-dimensional image space.

In addition, line-scan imagery exhibits strong spatial and temporal regu-

larities, which distinguishes it from conventional natural images. Track com-

ponents typically appear at �xed intervals along the vertical axis, forming

stable and predictable visual patterns. Notably, many structural anomalies

do not manifest as abrupt changes in a single frame, but rather emerge as

disruptions to these periodic patterns over time. For example, slight mis-
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Figure 1.2. Examples of anomalous railway image

Figure 1.3. Schematic cross-section of a ballasted railway track, showing key struc-
tural components including rail, fastening, sleeper, ballast, sub-ballast, and sub-
grade. The ballast layer plays a critical role in distributing loads and ensuring
track stability. This �gure is directly reproduced from [26]

alignments or deformations of fasteners may be di�cult to detect in an indi-

vidual frame but can lead to noticeable irregularities in the overall structural

rhythm when observed across consecutive frames. Therefore, e�ective model-

ing of line-scan data requires capturing both local image features and global

temporal consistency to identify such subtle periodic anomalies.

1.3 Challenges in Anomaly Detection for Rail

Inspection

Despite the structural advantages of line-scan imagery, anomaly detection in

this domain remains a highly challenging task due to several domain-speci�c

factors.
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First, the extreme rarity of true anomalies signi�cantly limits the applica-

bility of supervised learning methods. In real-world railway operations, most

captured imagery corresponds to normal conditions, while structural defects

are sparse and irregular. The cost and impracticality of collecting large-scale

labeled fault data necessitate the development of unsupervised or zero-shot

detection frameworks.

Second, the intra-class variability of anomalies is exceptionally high. Struc-

tural faults can range from minor misalignments and subtle deformations to

complete component dislocations or material loss. Even within the same com-

ponent type, anomalies may di�er signi�cantly in shape, size, and contextual

appearance. This heterogeneity undermines the generalization capabilities of

models trained on prede�ned templates or narrow feature distributions.

Third, railway components are inherently �ne-grained and geometrically

structured. Critical anomalies often a�ect only a few pixels|such as miss-

ing bolts or displaced clips|making them extremely di�cult to detect. As

shown in Figure 1.2, many real-world anomalies, like clip loss or misplace-

ment, are visually subtle and occupy only small regions of the image. Their

weak signal can easily be overwhelmed by surrounding structural elements

or overlooked without pixel-level sensitivity and temporal coherence across

frames. Capturing these spatiotemporal dynamics is essential to avoid miss-

ing safety-critical defects.

Finally, the visual background of railway imagery|dominated by coarse,

stochastic ballast|poses signi�cant challenges. Ballast refers to the layer of

crushed stones placed beneath and around railway sleepers to provide struc-

tural stability, drainage, and vibration damping. This background occupies

a large portion of each image and is characterized by high-frequency, low-

semantic textures that can easily confound conventional feature extractors.
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As illustrated in Figure 1.3, such textures may obscure or imitate mean-

ingful structural patterns, making it di�cult to distinguish true anomalies

from irrelevant background variation and thereby increasing the risk of false

positives.

Taken together, these challenges characterize railway anomaly detection

as a low-data, high-variance, high-recall task. Addressing them requires mod-

els that can learn structural priors from normal data alone, operate at high

spatial resolution, and remain robust to background interference and anomaly

diversity.

1.4 Limitations of Reconstruction-Based Meth-

ods

Unsupervised anomaly detection is commonly implemented through reconstruction-

based generative models, such as autoencoders (AEs) [28], variational autoen-

coders (VAEs) [39], and generative adversarial networks (GANs) [79]. These

models are trained to encode and decode normal examples, with reconstruc-

tion error serving as a proxy for abnormality. However, in the context of rail

imagery, such approaches often fail due to two factors. First, because track

structures are highly redundant, these models frequently over�t to shared

structural priors and inadvertently generalize to anomalous samples, recon-

structing them with low error. Second, most reconstruction-based frame-

works ignore temporal information, treating input crops as static images.

This results in models that are insensitive to temporal inconsistencies|one

of the de�ning signals of structural anomalies in railway systems.
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1.5 Method Overview

1.5.1 VAE-GAN method

To model the temporal continuity in railway line-scan imagery, we adopt a

forecasting-based generative framework built on a variational autoencoder

with adversarial learning (VAE-GAN). Unlike conventional reconstruction

objectives, our model learns to predict the future segment of a sequence

conditioned on a historical context window. This shift in objective allows

the model to internalize structural regularities and periodic dependencies

present in normal railway data.

During training, the model is exposed exclusively to normal sequences,

enabling it to learn the latent dynamics of consistent track structure. At

test time, when an anomalous sequence is input, the prediction will diverge

from the observed future due to the disruption of expected continuity. To

distinguish between stochastic noise and genuine structural deviations, we in-

troduce an auxiliary decoder that outputs pointwise con�dence scores for the

predicted pixels. These scores re
ect the model's certainty in each prediction,

enabling the system to weight errors based on trustworthiness and suppress

false positives arising from unpredictable but non-anomalous textures like

ballast.

1.5.2 Stable Di�usion Inpainting Model

While temporal prediction captures sequential structure, it may not su�ce for

pixel-level anomaly localization, especially in spatially complex backgrounds.

To address this, we complement the VAE-GAN approach with a denoising

di�usion probabilistic model (DDPM), which learns to reverse a stochastic

corruption process and generate realistic railway images from noise.
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The di�usion model is trained on normal railway imagery via a forward

noising and reverse denoising process. During inference, the model attempts

to reconstruct the input image by sampling through the learned reverse dif-

fusion trajectory. In the context of image inpainting, the model is expected

to generate structurally complete and semantically coherent reconstructions

for missing or occluded regions. By comparing the reconstructed output with

the original input, potential structural anomalies can be identi�ed. When the

input contains abnormal patterns that deviate from the training distribution,

the reverse di�usion process often fails to produce plausible content in the

a�ected regions, resulting in visible reconstruction artifacts. These artifacts

re
ect the model's uncertainty or inability to reconstruct anomalous regions,

and thus serve as preliminary indicators of potential anomalies. However,

accurate anomaly identi�cation is achieved by a downstream segmentation

model, which leverages both the reconstruction features and contextual in-

formation to precisely localize and discriminate structural defects.

1.6 Outline

The structure of the remainder of this thesis is as follows:

1. Chapter 2 provides a comprehensive survey of prior work underpin-

ning our contributions, including self-supervised learning, generative

models, temporal modeling, di�usion-based architectures, parameter-

e�cient �ne-tuning, and structure-aware methods for anomaly detec-

tion in industrial settings such as railway inspection.

2. Chapter 3 presents our �rst technical contribution: a novel VAE-GAN

framework for unsupervised anomaly detection in non-overlapping tem-

poral sequences. The model jointly learns to forecast plausible sequence
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continuations and predict spatially-varying con�dence, enabling e�ec-

tive unsupervised detection of structural anomalies across image and

signal modalities.

3. Chapter 4 introduces our second technical contribution: a structure-

aware anomaly detection framework based on �ne-tuned Stable Dif-

fusion. We integrate LoRA-based parameter-e�cient adaptation and

FastSAM segmentation to localize subtle anomalies in high-resolution

railway linescan imagery under fully unsupervised settings.

4. Chapter 5 summarizes our contributions across two generative anomaly

detection frameworks and highlights key limitations and future research

directions. We discuss potential improvements to VAE-GAN scalabil-

ity and spatial �delity, and propose enhancements to Stable Di�usion-

based models for detecting �ne-grained, non-structural anomalies in

industrial imagery.
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2
Literature Review

This chapter will cover all the related work for our two contributions. We

start with fundamental ideas and methods in each section, then introduce

state-of-the-art methods.

Temporal sequential data arises across a whole host of data modalities

from time series to video to audio. For such data, sequence continuation,

completion, interpolation or reordering are emerging as promising proxy tasks

for self-supervised feature learning. The overarching premise is that, in or-

der to reason about the future, ordering or interpolation, it is necessary to

learn a model that extracts not only low level features but high level con-

cepts as abstract as physical laws (for example, predicting that a falling

ball will bounce). Temporal sequences can be further subdivided into those

where the observations are overlapping and non-overlapping. Overlapping

sequences may observe the same part of the world at di�erent times. For

example, adjacent video frames are likely to contain many of the same scene

components. Such sequences can be handled in a special way by explicitly

modelling the relationship between the same points at di�erent times, for

example using optical 
ow motion �elds. This makes the task of future pre-

diction easier since it can, at least partly, be posed as motion prediction of

observed scene components.

However, when the goal is not just sequence modeling butanomaly detec-
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tion in temporal data, particularly under real-world constraints, the problem

becomes substantially more complex. In many applications, especially in in-

dustrial or scienti�c domains, anomalies are extremely rare or even previously

unseen. For example, in railway infrastructure inspection, critical anomalies

such as railhead cracks may occur only once over several decades. In such

settings, supervised anomaly detectionbecomes impractical due to the se-

vere class imbalance and the unavailability of su�cient anomalous samples

for training. As a result, supervised methods often fail to learn meaningful

representations for detecting these rare events.

In contrast, unsupervised approacheso�er a promising alternative by

leveraging the abundance of non-anomalous data to model the distribution of

normal patterns. Anomalies are then identi�ed as out-of-distribution devia-

tions. Yet, this setup brings its own challenges|chief among them is learning

to discriminate between meaningful deviations and benign stochastic varia-

tion that does not indicate true anomalies.

2.1 Self-supervised and generative models

To address these limitations,self-supervised learninghas gained traction as

a powerful alternative that bridges the gap between unsupervised represen-

tation learning and downstream anomaly detection tasks.

Supervised learning is fundamentally limited by the availability of labels.

Acquiring enough labels may be prohibitively expensive in terms of manual

e�ort, while for some problems examples of particular classes simply may not

exist (for example, one-o� anomalies). An alternative, and one which pro-

vides a plausible explanation for how infants may learn [25], isself-supervised

learning. The overarching idea is that the data itself is used as supervision
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without additional labels. For example, by withholding some of the data and

tasking the network with predicting it. The loss acts as a proxy such that

the network learns what we really care about, e.g. image semantics.

Most often, self-supervised learning is employed forrepresentation learn-

ing [34], where the goal is to pretrain models that extract useful features,

which are later �ne-tuned for speci�c downstream tasks. Numerous proxy

tasks have been proposed in the literature, including predicting the relative

position of image patches [15], colorization [101], orientation prediction [21],

video frame ordering [62], playback direction [94], and cycle-consistent point

tracking in videos [92]. While these tasks do not directly solve end appli-

cations, they enable models to learn transferable features from raw data

without the need for manual labels.

Another class of approaches use generative models such as GANs. Here,

a discriminator or critic provides a supervision signal from an unlabelled

dataset while some component of the model learns to extract useful features.

Bi-directional GAN (BiGAN) [29] is a variant of a conventional GAN in

which an encoder is additionally learnt that maps from the data space to the

latent space.

Our approach also learns to encode from data space to latent space but

this forms only the conditioning signal of our generator, like a conditional

GAN [61] and, rather than learning to reconstruct data from the latent space,

we learn to predict temporal sequence continuations along with con�dence

in our prediction. Kingma and Welling [39] introduced the Variational Au-

toencoder (VAE), a powerful generative model that combines variational in-

ference with autoencoders. This method has proven e�ective in generating

realistic data and learning latent representations. Similarly, He at al. [27]

introduced Masked Autoencoders (MAEs) which have demonstrated their
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scalability and e�ectiveness in vision learning by leveraging masked signal

modelling to improve the representation learning capability of autoencoders.

VAE-GANs have been used for stochastic future video frame prediction [44],

however we are the �rst to tackle the problem of non-overlapping sequential

data and to introduce estimation of the spatially-varying con�dence of the

future prediction. Recent advancements in self-supervised learning, such as

[5] introduced the Joint-Embedding Predictive Architecture (JEPA) which

has further improved visual representation learning by predicting the embed-

ding of masked or missing portions of images. While VAEs have been widely

adopted for various applications, such as image generation and data com-

pression, we extend these concepts to tackle the problem of non-overlapping

sequential data and introduce the estimation of spatially-varying con�dence

for future predictions.

2.2 VAEGAN models

The Variational Autoencoder with adversarial learning (VAE-GAN) was pro-

posed to overcome the limitations of standard VAEs in generative modeling,

particularly the tendency to produce overly smooth reconstructions when

optimized with pixel-wise losses. Larsen et al. [43] introduced VAE-GAN by

integrating a variational autoencoder with a generative adversarial network,

where the discriminator provides a learned similarity metric for reconstruc-

tion. This formulation preserves the probabilistic latent representation and

inference capability of VAEs [39], while leveraging adversarial training to

encourage perceptually realistic outputs.

In a typical VAE-GAN framework, an encoder maps input data to a latent

distribution, which is then decoded by a generator, while a discriminator dis-
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tinguishes real samples from generated ones. Unlike BiGAN or adversarially

learned inference approaches [16], VAE-GAN retains an explicit variational

objective and uses adversarial learning as an auxiliary mechanism rather

than the sole training signal. By computing reconstruction loss in the dis-

criminator feature space rather than directly in pixel space, VAE-GAN aligns

reconstruction quality with perceptual similarity and alleviates the blurring

e�ect commonly observed in conventional VAEs.

Subsequent work extended VAE-GANs to conditional and multimodal

settings, enabling the modeling of one-to-many mappings and stochastic

outputs under the same conditional input [107]. Such properties make VAE-

GANs particularly suitable for tasks involving uncertainty and ambiguity. In

the context of temporal data, VAE-GANs have also been applied to stochastic

future prediction, especially in video modeling, where latent variables capture

unpredictable dynamics while adversarial training improves realism [44].

For time-series anomaly detection, Niu et al. [67] combined VAE-GANs

with LSTM-based architectures to model temporal dependencies and detect

anomalies based on reconstruction errors. Xu et al. [97] further improved the

robustness of variational adversarial models by introducing more stable vari-

ational formulations and training strategies, enhancing performance under

complex noise and diverse anomaly patterns. More recently, Liao et al. [48]

explored a VAE-GAN-based unsupervised framework for time-series anomaly

detection and demonstrated its e�ectiveness on complex temporal data.

While existing VAE-GAN approaches have shown strong performance

in reconstruction-based and frame-level prediction tasks, most methods fo-

cus on overlapping sequences or full-signal reconstruction. Modeling non-

overlapping temporal continuations, as well as explicitly estimating spatially

varying con�dence in future predictions, remains largely unexplored. These
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gaps motivate the predictive and uncertainty-aware VAE-GAN formulation

proposed in this work.

2.3 Temporal models

Generative modelling for self-supervised learning has been applied to a num-

ber of di�erent data modalities. For time series samples, self-supervision can

learn the underlying structural features of unlabeled time series by exploring

the inter-sample relationship and intra-time relationship of time series [17].

When dealing with audio or speech data, it is often necessary to convert

them into feature vectors [52]. Giri et al. [22] use self-supervised learning to

learn a compact representation of normal data using self-supervised classi�-

cation of metadata based on audio �les, to detect anomalies in sound data.

At the same time, self-supervised pretraining for Automated Speech Recog-

nition (ASR) also makes great progress in processing audio data [10]. Later,

based on ASR and to supplement the ability to compare learning in self-

supervision, [11] proposed to co-learn the presentation from di�erent models

of speech and literacy during pre-training.

For video data, the �rst is Arrow of Time, which will help tell whether

a video is running forward or backward [71]. Since video data cannot be

captured simply through a two-dimensional CNN, some researchers propose

to use three-dimensional CNN to solve space-Time cubic puzzles of videos

[38]. Long short term memory (LSTM) networks tend to be used when

processing such temporal data. [77] tried to use LSTM to learn the represen-

tation of time series, using the encoder-decoder LSTM model to rearrange

the shu�ed input sequence in the correct order. Tao et al. [87] propose the

pretext-Contrastive Learning (PCL) model on the basis of pretext-task and
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comparison learning and applied it to self-supervised video feature learn-

ing. Similarly, the Video-based Temporal-Discriminative Learning (VTDL)

framework is used to process unlabelled video data [91]. For the video future

prediction task, the purpose is to predict the future frame sequence or the

future frame sequence feature. The idea is to make predictions by parsing

a given �nite number of video frames [37]. For models, the hope is that

they can learn the dynamics of these known sequences of frames, the more

famous of which is the LSTM [93], and many methods have been proposed

afterwards [68, 33, 54, 19, 89]. Many algorithms use LSTM to deal with time

dynamic problems in video [33, 19, 89]. These methods can be used in some

self-supervised feature learning tasks, and the advantage is that no manual

labelling of data is required. MCnet [89] has two encoders that learn the

spatial features of the image and the temporal dynamics of the video. They

output temporal and spatial characteristics of the data, which are fed into

the decoder to predict future videos.

In the exploration of time series anomaly detection, many outstanding

methods have achieved remarkable results. Giannoulis et al. [20] presents

Ditan, a deep-learning domain-agnostic framework tailored for the detec-

tion and interpretation of anomalies in multivariate time series data. The

framework employs Convolutional Neural Networks (CNNs) to extract local

features from time series data and LSTMs to capture long-term dependencies

in the sequences to identify temporal patterns and anomalies across various

datasets and applications, demonstrating its adaptability and e�ectiveness

in handling diverse time series anomaly detection tasks. Audibert et al. [6]

explore the role of deep neural networks in multivariate time series anomaly

detection. The study utilizes deep learning techniques such as CNNs, Re-

current Neural Networks (RNNs) and their variant LSTM networks, as well
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as Autoencoders. These models e�ectively capture complex temporal depen-

dencies and patterns, signi�cantly improving the performance of anomaly

detection in complex multivariate time series. Mokoena et al. [63] address

the challenge of explaining anomalies detected in time series data using a

method called sequential explanations. It underscores the importance of not

just identifying anomalies but also understanding their underlying causes.

The proposed method provides detailed, step-by-step explanations for de-

tected anomalies, enhancing interpretability and aiding in more informed

decision-making for time series anomaly detection.

Pereira and Silveira [69] explore learning representations from healthcare

time series data for unsupervised anomaly detection. The study utilizes

Autoencoders to learn normal data patterns and detect reconstruction errors,

CNNs to extract local features and patterns, and RNNs along with LSTM

networks to capture temporal dependencies. By combining these models,

the research e�ectively extracts meaningful features from complex healthcare

time series data to achieve e�cient unsupervised anomaly detection.

2.4 Di�usion Models

Di�usion-based generative models have recently emerged as a dominant paradigm

in generative modeling, especially in visual synthesis tasks. The seminal De-

noising Di�usion Probabilistic Model (DDPM) proposed by Ho et al. [30]

formulates data generation as a reverse Markovian process, progressively de-

noising Gaussian noise to recover the data distribution. DDPM demonstrates

compelling performance on several image benchmarks such as CIFAR-10 and

LSUN.

Subsequent studies further enhance sampling e�ciency and synthesis qual-
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ity. Song et al. [83] introduced Denoising Di�usion Implicit Models (DDIM),

reducing sampling steps through a non-Markovian sampling strategy without

sacri�cing image quality. Nichol and Dhariwal [66] improved noise scheduling

and architecture, resulting in increased synthesis precision. More recently,

Song et al. [84] proposed the Consistency Model, achieving high-quality im-

age synthesis with a single forward pass, thus signi�cantly reducing inference

latency.

To overcome the scalability challenges in high-resolution image genera-

tion, Rombach et al. [76] proposed Latent Di�usion Models (LDM), which

perform the di�usion process in a compressed latent space derived from a

pre-trained Variational Autoencoder (VAE). This architectural design un-

derlies the Stable Di�usion family, enabling e�cient and scalable conditional

generation across a range of tasks.

Subsequent works have explored various applications and extensions of

di�usion models. For instance, Lugmayr et al.[55] applied di�usion models

to free-form image inpainting, while Kwon et al.[42] investigated their intrin-

sic semantic latent space for controllable editing. Zhang et al.[100] introduced

ControlNet to enable spatially guided generation with minimal �netuning,

and Podell et al.[73] presented SDXL, an improved LDM with enhanced ar-

chitecture and generation quality. Beyond visual tasks, di�usion models have

also been extended to image super-resolution [78] and audio generation [41],

demonstrating their broad applicability across modalities.

2.5 Parameter-E�cient Fine-Tuning

Direct �ne-tuning of large-scale di�usion models such as Stable Di�usion

in industrial settings is computationally prohibitive due to their enormous
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parameter size. Thus, researchers proposed Parameter-E�cient Fine-Tuning

(PEFT) strategies to adapt large models e�ciently.

Popular PEFT methods include Adapter Tuning [31, 74], Prompt Tun-

ing [46], and Low-Rank Adaptation (LoRA) [32]. Among these, LoRA has

become particularly prominent. It injects trainable low-rank matrices into

frozen pre-trained weights, signi�cantly reducing memory usage, accelerating

convergence, and maintaining or even improving model performance. Recent

LoRA has been successfully applied to e�ciently �ne-tune large-scale di�u-

sion models such as Stable Di�usion, particularly for conditional generation

tasks like medical image synthesis and anomaly localization. For example,

Mao et al. proposed SeLoRA [58], which introduces a self-expanding rank

adaptation strategy to optimize parameter usage and enhance image quality

on medical datasets. In addition, Ejiga et al. demonstrated the e�ectiveness

of combining DreamBooth and LoRA for lightweight �ne-tuning of Stable

Di�usion in the MedVQA-GI challenge, enabling high-�delity medical image

generation [70].

2.6 Structure-Aware Modeling

Despite their remarkable generative capabilities, di�usion models typically

lack sensitivity to subtle structural anomalies. In industrial or medical imag-

ing, anomalies manifest as localized deviations from normal structural pat-

terns, requiring more precise spatial modeling.

Recent research has emphasized integrating explicit structure-aware meth-

ods into di�usion frameworks. General-purpose segmentation models, such as

the Segment Anything Model (SAM) [40], demonstrate strong performance

yet remain computationally demanding. Conversely, YOLO-based object
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detectors [7, 35] o�er real-time detection capability but lack pixel-level seg-

mentation precision.

FastSAM, proposed by Zhao et al. [104], bridges this gap by combining

YOLO's e�ciency and SAM's high-resolution segmentation accuracy, suit-

able for real-time industrial anomaly detection.

2.7 Anomaly detection

Signi�cant advancements have also been made in the exploration of unsu-

pervised and semi-supervised learning methods. Yang et al. [98] propose an

unsupervised anomaly detection and segmentation method by learning deep

feature correspondence. The method e�ectively detects and segments anoma-

lies without the need for labeled data, using deep neural networks to automat-

ically extract relevant features from the input data. The approach demon-

strated superior performance across multiple real-world datasets. Zhang et

al. [102] introduces a novel deep anomaly detection method combining self-

supervised learning and adversarial training. By employing Generative Ad-

versarial Networks (GANs), the model is able to self-supervise during the

training process, thereby improving the accuracy and robustness of anomaly

detection. Experimental results show that this method signi�cantly enhances

detection performance across various datasets. Zavrtanik et al. [99] presents

a visual anomaly detection method based on image inpainting, utilizing in-

painting techniques to detect and localize anomalous regions. By comparing

the normal parts of an image with the inpainted version, the method e�ec-

tively identi�es and marks anomalies. It demonstrated high e�ciency and

accuracy in multiple visual detection tasks. Similar to our approach, Zhou et

al. [106] use an autoencoder but propose to use the latent representation itself
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as part of the anomaly detection process. However this approach requires

weak supervision whereas ours is completely unsupervised.

Akcay et al. [3] introduce GANomaly, a semi-supervised anomaly detec-

tion method using adversarial training. GANomaly employs a combination

of a generator and discriminator within a GAN framework to learn the un-

derlying data distribution and identify anomalies. The method shows strong

performance in various computer vision tasks, such as image-based anomaly

detection, by e�ectively learning to di�erentiate between normal and abnor-

mal data patterns. BeatGAN [105] also uses a generative model for anomaly

detection. Like GANomaly, the idea is to learn the distribution of normal

data and detect anomalies as hard-to-reconstruct data samples. However,

unlike our model, they model and reconstruct the whole signal whereas we

learn to forecast the continuation of a given signal segment. We believe this

proxy task of temporal continuation leads to a better model of the underlying

features of the data.

Like in our work, Tang et al. [86] consider linescan image data. However,

they do not treat the data as temporal, instead working with �xed size im-

ages in which the temporal dimension is a second spatial dimension. They

tackle the supervised anomaly detection problem for industrial inspection

using a skip autoencoder and deep feature extractor. The skip autoencoder

captures multi-scale features by incorporating skip connections, while the

deep feature extractor enhances the representation of the input data. This

combination signi�cantly improves the accuracy of anomaly detection in in-

dustrial settings, demonstrating robustness in identifying defects in complex

environments.

Speci�cally related to anomaly detection in rail images, Liu et al. [51]

present a machine vision-based method for inspecting rail fastener defects
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across multiple railways. The approach utilizes image processing and deep

learning techniques to automatically detect and classify defects in rail fas-

teners, ensuring the safety and reliability of railway infrastructure. The pro-

posed method achieves high precision and e�ciency, making it suitable for

large-scale railway maintenance applications.

Similar to our idea of predicting missing parts of an image using a model

of normal appearance and then detecting anomalies as di�erences in the

reconstruction, Schwartz et al. [81] use a pretrained transformer masked au-

toencoder (MAE). This model is trained on general images and then applied

zero shot for the purposes of anomaly detection. The idea is that random

mask patterns will sometimes mask out an anomaly and the di�erence will

be detectable in the normally completed image.

Di�usion-based methods have recently advanced unsupervised anomaly

detection signi�cantly. Wolleb et al. [95] demonstrated anomaly localization

using di�usion residual maps in medical imaging, while Pinaya et al. [72]

proposed Di�usion Autoencoder, scoring anomalies based on reconstruction

likelihood from the reverse di�usion process. AnoDDPM, introduced by Wy-

att et al. [96], explicitly utilized the generative prior of DDPM, achieving

state-of-the-art results on industrial anomaly detection benchmarks (MVTec

AD).

For railway inspection, Liu et al. [51] presented supervised CNN-based

methods to detect rail fastener defects. Tang et al. [86] combined deep feature

extractors with skip autoencoders but did not explicitly consider temporal

dynamics, limiting their applicability.

Our work builds upon these recent advances, proposing two generative

models, both speci�cally tailored for anomaly detection in non-overlapping

temporal sequences, such as audio streams, time series, and linescan imagery.
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First, we introduce a VAE-GAN-based predictive model designed to explic-

itly capture structural and stochastic uncertainties by forecasting sequence

continuations and estimating prediction con�dence. Second, we develop a

structure-aware di�usion model leveraging Stable Di�usion with LoRA �ne-

tuning and FastSAM segmentation guidance to precisely detect and localize

subtle anomalies. Both models independently contribute to improved sen-

sitivity and interpretability, demonstrating particular e�cacy in industrial

applications involving structurally complex and subtle railway anomalies.
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3
Unsupervised anomaly detection with a

temporal continuation, con�dence-aware

VAE-GAN

3.1 Introduction

In this thesis, we focus onnon-overlapping temporal sequences. Examples

include audio streams, time series data and linescan images from pushb-

room cameras. We propose a generative framework for self-supervised feature

learning and anomaly detection based on continuation of such sequences. We

use a VAE-GAN [43] as our underlying architecture. The GAN discriminator

component ensures that continuations are natural and realistic, by encour-

aging them to follow the distribution of real complete sequences. This avoids

blurring multiple possible futures together. The VAE latent variational vari-

able model captures the stochasticity of future prediction. The distribution

mean computed by our variational encoder can be seen as capturing the pre-

dictable elements of the future which depend only on the observed portion of

the data. The random sampling process from the resulting latent distribution

can be seen as exploring possible futures. Within this space we expect to be

able to reconstruct structural aspects of the actual future but not stochastic

ones. For example (see Figure 3.5), if we observe a section of a linescan

image of a railway line, this constrains the positioning of the next sleeper to
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a small range of possibilities (structural uncertainty) but the exact con�gu-

ration of the ballast stones cannot be meaningfully constrained (stochastic

uncertainty). We therefore augment the VAE-GAN model with an addi-

tional decoder that predicts spatially varying con�dence, i.e. the remaining

pointwise similarity once the optimal sample from the latent space has been

found. Using the same example, we expect high con�dence to be assigned to

sleepers and low con�dence to the ballast. Once trained, our model learns

an e�cient encoder of the observed data that can be used as a pretrained

backbone for downstream tasks. However, the model can additionally be

used for unsupervisedanomaly detection. Where a high con�dence region

cannot be reconstructed accurately, we can assume the feature is anomalous.

It is on this task that we evaluate our proposed model.

3.2 Method

Our goal is to learn the space of normal variation of a temporal signal. We

pose this in terms of estimating the temporal continuation of a given signal

segment. However, rather than estimate a single point estimate, we predict

the subspace of possible continuations. This provides a route to unsuper-

vised anomaly detection since we can measure how the true continuation

di�ers from the predicted subspace (see the overview in Figure 3.1). Our

underlying model is a temporal continuation VAE-GAN (see Section 3.2.2).

This model learns to encode a given segment of signal to the subspace of

possible continuations, represented as a mean and variance of a latent repre-

sentation. Sampling from this distribution and decoding provides a possible

continuation. Our model also learns to predict a pointwise con�dence map so

that it learns in an unsupervised manner which regions of the continuation
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Figure 3.1. Overview of unsupervised anomaly detection method using a temporal
continuation VAE-GAN. An input signal with a temporal dimension is divided
into two segments. The temporal continuation VAE-GAN predicts the second
segment, conditional on the �rst. This VAE-GAN is trained to learn the space of
normal signals, including the subspace of plausible continuations and a pointwise
con�dence estimate to distinguish structural uncertainties (which we expect the
model to be able to capture) from stochastic uncertainties (which we do not). If
the second segment contains an anomaly, we do not expect the VAE-GAN to be
able to accurately reconstruct it and this dissimilarity should be measurable and
indicative of an anomaly. Since the VAE-GAN only needs to see normal data, this
provides a means to perform unsupervised anomaly detection.

Figure 3.2. The temporal continuation VAE-GAN architecture. From the observed
part of the time series X T1 , the forecasting variational encoderE computes the
parameters of a latent distribution, � and � . The data generator, GX , decodes
a sample from this latent distribution, z, into a prediction of the following time-
stepsX̂ T2 . The discriminator D is given real, cat(X T1 ; X T2 ), or fake, cat(X T1 ; X̂ T2 ),
concatenated time series and seeks to distinguish them.
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are predicted with high con�dence (see Section 3.2.3). It is in these regions

that we expect to be able to reliably detect anomalies. The con�dence map

represents the predicted pointwise con�dence of the continuationafter the

optimal latent representation has been found. This optimal representation is

found in practice via a process of analysis-by-synthesis to �t the model (see

Section 3.2.4). Our model is trained with several losses described in Section

3.2.6. Speci�cally, the objective is that the predicted subspace contains the

true continuation observed in the training data and that the latent space is

well-behaved (achieved using conventional VAE-GAN losses) but also that

the subspace of continuations is diverse and not over�tted to the particular

observed continuations.

Intuitively, our model allows us to answer the question: \Given the �rst

part of a temporal sequence, what possible continuations do we expect to

see?" Then, given an actual continuation, we can ask: \How far does the

actual continuation lie from the subspace of possible continuations that the

model predicted?" Finally, our con�dence map allows us to ask: \How con-

�dent is the model in its prediction at each output point?" Together, the

answers to the second and third question allows us to detect anomalies when

we see a features in a continuation that our model cannot predict yet our

model is con�dent in the prediction of those features.

3.2.1 Problem statement

Consider a signal with zero or more spatial dimensions, one or more channels

and a temporal dimension that is observed atS1 evenly spaced time steps.

We represent this observation by the tensorX T1 2 RW � C� S1 , where C is

the number of channels and the spatial dimensionW may be expanded or

dropped as appropriate to the particular signal. We are interested in the



40 A temporal continuation, con�dence-aware VAE-GAN

task of predicting the signal at the followingS2 time steps, i.e. predicting

the tensor X T2 2 RW � C� S2 given X T1 . Hat denotes an estimated quantity,

e.g. X̂ T2 is the prediction of the trueX T2 .

3.2.2 Temporal Continuation VAE-GAN

The �rst component of our model is a VAE-GAN, as shown in Figure 3.2.

However, unlike a conventional VAE-GAN, we do not seek to autoencode,

i.e. to reconstruct samples similar to the input. Instead, we decode to a

continuation of the temporal sequence. Therefore, the job of the encoder is

to �nd latent distribution parameters that model the space of possible con-

tinuations. We do not use a `content' (or `data') loss that directly penalises

di�erences betweenX T2 and X̂ T2 as in a VAE or autoencoder. Instead, we

require only that the continuation is plausible (as measured by the discrimi-

nator) as in a GAN. The discriminator sees the concatenation of the observed

part of the sequence and its predicted continuation and can therefore judge

whether the continuation is plausible given the observation. The VAE-GAN

part of our model comprises the following components.

Forecasting Variational Encoder The forecasting variational encoder is

a pair of functions� ; � : RC� S1 � W ! Rd such that � (X T1 ); � (X T1 ) provides

the parameters of the normal distribution corresponding to the embedding

of X T1 into a d-dimensional space. The mean,� (X T1 ), of this distribution

encodes the predictable aspects ofX T2 , while � (X T1 ) describes the shape of

the distribution characterising the uncertain aspects.

Data generator Unlike in a conventional VAE or VAE-GAN, our genera-

tor (or decoder) does not seek to reconstruct the original input data. Instead,
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it predicts the temporal continuation of the input data. We call this our data

generator to distinguish it from the con�dence generator later. The data

generator is a functionGX : Rd ! RC� S2 � W such that X̂ T2 = GX (z) is a pre-

diction of X T2 conditioned on latent vectorz(X T1 ; � ) = � (X T1 ) + � � � (X T1 )

where � � N (0; I d) is random noise drawn from a normal distribution. The

idea is that � should encode the predictable aspects ofX T2 while � provides a

space in which to explore the structurally or stochastically uncertain aspects.

Discriminator The discriminator is a function D : RC� (S1+ S2 )� W ! [0; 1]

that is given a concatenation of the observedX T1 and either the true (X T2 )

or predicted (X̂ T2 ) continuation and returns the probability that the concate-

nated observation is drawn from the true data distribution. i.e.D (cat(X T1 ; X T2 ))

aims to predict whether cat(X T1 ; X T2 ) is real or fake, where cat concatenates

tensors along the temporal dimension.

3.2.3 Con�dence prediction and model �tting

We further augment our Temporal Continuation VAE-GAN with a means to

predict con�dence in the continuation for each spatiotemporal location. This

is important for distinguishing between anomalous deviations from normality

and stochastic variations that we do not expect the model to be able to

reconstruct. We supervise the con�dence prediction based on the actual

error between the true continuation and thebest possible �tof the model to

the continuation. Concretely, when given access to the trueX T2 , we �x the

generative model and optimise over a latent variable� , which parameterises

the stochastic component of the generation process, in order to minimise the

reconstruction error betweenX T2 and the predicted continuationX̂ T2 . The

remaining error represents the inability of the model to explain all ofX T2
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Figure 3.3. The con�dence generator,GC , predicts a con�dence map from an
optimal latent code. This should correspond to the spatial similarity between
X T2 and X̂ T2 when the optimal � � has been found via a model �tting procedure
(through which we do not propagate gradients) that minimises the reconstruction
error.

and we use this to supervise the con�dence map.

Con�dence generator The con�dence generator is a functionGC : Rd !

[0; 1]S2 � W such that Cm = GC (z(X T1 ; � � )) is a single channel con�dence map

of the same spatiotemporal dimension asX T2 . Entries in Cm represent the

con�dence (a value in the range 0: : : 1) of the prediction ofX T2 at the corre-

sponding spatiotemporal location. The intention is that this con�dence value

re
ects the similarity betweenX T2 and X̂ T2 when the latent vector with opti-

mal � is passed toGX (see Model Fitting below). The de�nition of similarity

depends upon the choice of similarity measure used in the con�dence loss.

3.2.4 Model �tting

Suppose we are given both an observedX T1 and the true continuation X T2 .

We want to �nd the best representation within our model of this observa-

tion, i.e. to �t the model. This entails �nding the optimal � � such that

GX (z(X T1 ; � � )) best �ts the true continuation X T2 . We solve the analysis-
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by-synthesis optimisation problem:

� � = arg min
�

kGX (� (X T1 ) + � � � (X T1 )) � X T2 k1: (3.1)

This seeks to minimise theL1 di�erence between actual and synthesised

X T2 . We use this optimal model �t to compute the similarities that are used

to train the con�dence generator. Speci�cally, we solve the optimisation

problem using gradient descent for a �xed number of iterations within the

outer training loop.

3.2.5 Training the con�dence generator

The con�dence generator is trained using model �tting as shown in Figure 3.3.

The model �tting process is used as an oracle that provides the optimal latent

code corresponding to the best �t continuation. The di�erence between the

best �t and true continuations is determined using a data-speci�c similarity

measure. The con�dence generator is supervised to predict con�dence maps

that are close to the true similarity. We do not propagate gradients from the

con�dence generator or through the model �tting optimisation process into

the variational encoder. So the con�dence generator can either be trained

independently of the temporal continuation VAE-GAN or in parallel with it.

3.2.6 Losses

The goal of our Temporal Continuation VAE-GAN is to learn the space of

plausible continuations, conditioned on the observationX T1 . Training only

with a reconstruction or content loss as in a VAE encourages over�tting and

collapse of the latent space to predict only the true continuation without any

diversity. Instead, we use a discriminator and GAN loss to ensure that all
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continuations are plausible and a diversity loss to ensure the latent distribu-

tions capture meaningful and signi�cant variation. Our assumption is that,

if both of these are satis�ed, then the true continuation lies somewhere in

the latent space. In addition, as in a VAE we impose a prior regularisation

loss on the predicted distributions using the KL divergence. This encour-

ages a well-behaved latent space in which the model �tting optimisation can

smoothly converge to a good solution. We now describe the various losses

used during training.

Generator loss We use a binary cross entropy loss for the discrimina-

tor. Although other GAN losses could be used (we experimented with the

WGAN) we found this simple loss to work well for our applications. To

update the generator, we compute this with inverted labels, i.e. seek to max-

imise the probability of being real for a batch ofN fake images:

L gen = �
NX

i =1

logD(cat[X i
T1

; GX (z(X i
T1

; � ))]) : (3.2)

Discriminator loss To update the discriminator, we compute binary cross

entropy loss for a batch of correctly labelled fake and real images:

L dis = �
NX

i =1

logD(cat[X i
T1

; X i
T2

]) + log(1 � D(cat[X i
T1

; GX (z(X i
T1

; � ))])) :

(3.3)

Prior loss We use the KL divergence as a prior loss to encourage the latent

distribution for every input to be close to a standard normal distribution:

L KL =
NX

i =1

dX

j =1

� j (X i
T1

)2 + � j (X i
T1

)2 � log� j (X i
T1

) � 1 (3.4)
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Figure 3.4. Each time the forecasting variational encoder estimates the latent
distribution, we draw two di�erent samples. The diversity loss encourages that,
when the samples are further apart, so should the decoded continuations be further
apart.

Diversity loss This loss encourages diversity within the latent space, i.e. that

a large change inz should correspond to a large change in̂X T2 . We ensure

this using the diversity loss proposed by [50]:

L diversity =
NX

i =1

kz(X i
T1

; � 1) � z(X i
T1

; � 2)k1

kGX (z(X i
T1

; � 1)) � GX (z(X i
T1

; � 2))k1+ "
; (3.5)

where " is a small constant for numerical stability, and� 1 and � 2 are two

random samples. See Figure 3.4. This loss was previously used in the context

of GANs and has not been used in the context of VAE-GANs or temporal

continuation previously.

Con�dence loss The con�dence loss measures theL1 error between the

con�dence map predicted byGC and the true similarity map S 2 [0; 1]S2 � W :

L con�dence =
NX

i =1




 GC (z(X i

T1
; � � ) � Si






1
(3.6)
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Algorithm 1 Training our proposed model

1: while not convergeddo
2: Sample random batch of real images (X 1

T1
; : : : ; X B

T1
)

3: # Phase 1: encourage GX and E to produce
4: # images that are more realistic and diverse
5: Generate two continuations for each real image:

GX (z(X i
T1

; � 1)) and GX (z(X i
T1

; � 2))

6: Compute L = L gan + � div L diversity + � KL L KL , with � div = 10� 3 and
� KL = 10� 4

7: BackpropagateL to update GX and GE

8: # Phase 2: encourage GC to predict con�dence
9: # consistent with similarity using optimal z

10: Fit the model to the current target images by solving (3.1)
11: Compute L con�dence and backpropagate intoGC

12: # Phase 3: improve discriminator D
13: # to better detect fake images
14: Compute L dis and backpropagate into discriminatorD
15: Take gradient descent step
16: Zero gradients
17: end while

whereSi = s(GX (z(X i
T1

; � � ); X i
T2

) is computed according to some similarity

function s : RS2 � W � RS2 � W ! [0; 1]S2 � W . There are many ways we might

choose to de�ne similarity depending on the nature of the data. We specify

what was used for each dataset below.

3.2.7 Training Setup

Each iteration of our training pipeline comprises three phases, as shown in

Algorithm 1. In each phase, losses that relate to di�erent components of our

model are calculated and backpropagated before a gradient descent step is

taken on the accumulated gradients. We use the RMSProp optimiser. We im-

plement our generators and discriminator as convolutional neural networks,
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though this choice is orthogonal to our overall idea and any architecture (such

as a transformer) could be used. We follow the DCGAN [49, 18] architecture

for each component, adapting �lter sizes to accommodate spatial input size

of S1 � W for the encoder,S2 � W for the generator and (S1 + S2) � W for

the discriminator. Our generators use batchnorm and ReLU activation with

tanh activation at the output layer while our discriminator uses batchnorm,

LeakyReLU activation and sigmoid activation for the output.

3.2.8 Unsupervised anomaly detection

Assuming that our model has been trained only on normal data (i.e. excluding

anomalies) then, given real observationX T1 and its true continuation X T2 ,

we can use our model to assess whetherX T2 contains any anomalies. The

di�erence betweenX̂ T2 = GX (z(X T1 ); � � ) and X T2 indicates which parts of

the real continuation were di�cult for the model to reconstruct. However,

we know that our prediction will only be reliable in non-stochastic regions of

the continuation, i.e. where the model is con�dent. We can therefore produce

an anomaly map,A , that scales errors by their corresponding con�dence:

A = GC (z(X T1 ; � � )) � e(GX (z(X T1 ; � � )) ; X T2 ); (3.7)

where e(�; �) is a data-speci�c error function. Large values in this map, in-

dicate regions where the model is con�dent in its prediction but the predic-

tion is very di�erent to the data - i.e. an anomaly. For anomaly detection,

we threshold these anomaly maps, count the number of anomalous-labelled

points and then threshold the count to classify data as anomalous.
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Figure 3.5. Illustration of quality of temporal continuation and diversity. Each
2 � 2 block of images shows the sameX T1 (observed real image) in the top row
and two di�erent X̂ T2 (fake images) in the bottom row, produced by two di�erent
random samples from the latent space. Both should provide plausible continuations
of the real image while also showing diversity between the two samples either in
stochastic elements (such as the ballast in the background) or structural elements
(such as the precise positioning of the sleepers or clips).

3.3 Results

3.3.1 Datasets

We provide experimental results on three di�erent datasets across two modal-

ities to demonstrate the performance of our method. Testing our approach

on other modalities of data such as audio or time series from a source other

than ECG is left to future work.

Railway Dataset

We use a dataset of grayscale (C = 1) rail track images to qualitatively and

quantitatively evaluate the behaviour of our model. The data are captured



3.3 Results 49
R

ea
l+

R
ea

l

Fa
ke

(�
�
)

+
R

ea
l

R
ea

l+
R

ea
l

Fa
ke

(�
�
)

+
R

ea
l

S
im

ila
rit

y

C
on

�d
en

ce

S
im

ila
rit

y

C
on

�d
en

ce

R
ea

l+
R

ea
l

Fa
ke

(�
�
)

+
R

ea
l

R
ea

l+
R

ea
l

Fa
ke

(�
�
)

+
R

ea
l

S
im

ila
rit

y

C
on

�d
en

ce

S
im

ila
rit

y

C
on

�d
en

ce
Figure 3.6. Model �tting and con�dence prediction. For each example (comprising
two rows and two columns), the �rst row of the �rst column shows an observed
imageX T1 and its true continuation X T2 . The �rst row of the second column shows
the observed imageX T1 and its predicted continuation X̂ T2 using the optimal � �

after �tting the model to the observed X T2 . The similarity between X T2 and X̂ T2

(according to the structural similarity index) is shown in the second row of the
�rst column while the estimated con�dence, having seen onlyX T1 is shown in the
second row of the second column. Quantitative evaluation on the railway dataset
shows that the con�dence map accurately predicts reconstruction error, achieving
a mean calibration error of 0.0417.

using a line-scan camera mounted on the underside of a track inspection vehi-

cle. During acquisition, the rail surface and its surroundings are illuminated

by a set of LED line lights, while the inspection car operates at speeds of up

to 125 mph. The original line-scan images have a resolution ofW = 2048

pixels andH � 15000 pixels, where the height dimension corresponds to the

temporal direction.

To construct image samples, we extract crops of size 2048� 2048 by

sliding a window vertically along the temporal dimension with a step size
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of 20 pixels. Each crop is then downsampled to 128� 128 and split evenly

along the width dimension into two segments of sizeS1 = S2 = 64. From

20 original line-scan images, this procedure yields a total of 10,000 samples

of size 128� 128. The dataset is split into training, validation, and test sets

following an 8:1:1 ratio, resulting in 8,000 training samples, 1,000 validation

samples, and 1,000 test samples.

Anomalies in this dataset are synthetically generated by randomly ap-

plying occlusions to the cropped images. If an occlusion falls on non-critical

regions such as the ballast area, the sample is still considered normal. In con-

trast, if the occlusion overlaps with safety-critical components, such as rail

fasteners or clips, the sample is treated as anomalous. Accordingly, normal

samples include both images without any occlusion and images with occlu-

sions located only on ballast regions, while anomalous samples exclusively

correspond to occlusions a�ecting critical rail components.

The training set consists exclusively of normal samples and is used in a

fully unsupervised manner without any labels. The test set contains 1,000

samples, including 500 normal samples and 500 anomalous samples generated

as described above.

For this dataset, we supervise the con�dence maps using the structural

similarity measure (SSIM) [8], de�ned ass(x; y) = SSIM( x; y). SSIM eval-

uates similarity over local image regions rather than on a purely pixel-wise

basis, which is bene�cial for re
ecting reduced con�dence in stochastic or low-

texture regions. During anomaly detection, we use the negated similarity as

the error measure, i.e.,e(x; y) = 1 � s(x; y).
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ECG5000 Dataset

We provide quantitative evaluation on the ECG5000 benchmark, a widely

used time-series anomaly detection dataset from the UCR time series archive

[12]. The dataset comprises 5000 single-channel (C = 1) electrocardiogram

(ECG) traces originally collected from the PhysioNet BIDMC Congestive

Heart Failure Database [23]. Each trace corresponds to a single heartbeat

and consists ofW = 140 uniformly sampled time steps.

Although ECG5000 was originally designed for �ve-class classi�cation

(normal and four abnormal heartbeat types), it is now commonly used for

time-series anomaly detection, where all abnormal classes are merged into

a single anomaly category. Following the experimental protocol of [69], we

randomly split the dataset into 80% training data and 20% testing data.

The model is trained using only the normal samples from the training set,

resulting in a total of 2359 normal ECG traces for training. Evaluation is

then performed on the complete test set, which contains 1000 ECG traces

in total, including 560 normal samples and 440 anomalous samples. It is

important to emphasize that our method operates in a fully unsupervised

setting, where no anomalous samples are observed during training.

Each ECG sequence is divided into an observed segment of lengthS1 = 76

and a predicted segment of lengthS2 = 64. The con�dence generator is

supervised using the L1 error, de�ned ass(x; y) = abs(x � y), such that it

directly learns to predict reconstruction error. During anomaly detection, the

scaled con�dence value is used as the anomaly score, i.e.,e(x; y) = w�s(x; y),

wherew is a scalar weighting parameter.
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MIT-BIH Arrhythmia Database

We further evaluate the proposed method on the MIT-BIH Arrhythmia

Database [64], a widely used benchmark for electrocardiogram (ECG) signal

analysis. The dataset consists of multi-channel ECG recordings sampled at

360 Hz, with beat-level annotations provided for each recording. Each record

corresponds to a continuous ECG signal acquired from a single subject.

In this study, the MIT-BIH dataset is used for unsupervised anomaly de-

tection rather than multi-class classi�cation. Normal sinus rhythm beats are

treated as normal samples, while all other annotated beat types are regarded

as anomalous samples. Following standard practice [4], the continuous ECG

signals are �rst segmented into individual heartbeat samples based on the

annotated R-peak positions, where each heartbeat spans from one R peak to

the next.

To ensure a consistent input length across samples, heartbeat segments

from both channels are resampled to a �xed length of 128 time steps. In

addition, to reduce the in
uence of amplitude variations and outliers, all

ECG signals are normalized using the 3rd and 97th percentiles as the scaling

range.

After heartbeat extraction and preprocessing, the dataset contains a total

of 72,722 normal heartbeat samples and 10,579 anomalous samples. Since

the number of normal samples is substantially larger than that of anomalous

samples, we randomly select 18,824 normal samples for use in our experi-

ments.

The selected data are then split into training, validation, and test sets.

The training and validation sets contain only normal samples and follow an

80%/20% split, resulting in 12045 normal samples for training and 3,012

normal samples for validation. The test set consists of 3,767 normal samples
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and 2115 anomalous samples, yielding a total of 5,882 test samples.

During training and validation, only normal heartbeat samples are used

for model learning and hyperparameter selection. During testing, anomaly

detection performance is evaluated on a mixture of normal and anomalous

samples. For each heartbeat segment, we useS1 = S2 = 64 time steps for

the observed and predicted portions, respectively, and supervise the corre-

spondence generator using the L1 reconstruction error.

3.3.2 Implementation Details

All experiments are conducted on a high-performance computing server equipped

with an NVIDIA A40 GPU (48 GB memory), an AMD EPYC 7742 CPU,

and approximately 512 GB of system memory. The experimental code is

implemented in Python 3.10 and all models are trained and evaluated using

the PyTorch deep learning framework.

For data loading, the number of worker threads is set to 2, and the training

batch size is �xed to 64. All input images are resized to a spatial resolution

of 128� 128, with a single input channel (C = 1). The dimensionality of

the latent vector z is set to 100, and the embedding space for intermediate

representations is also set to 100. The base number of feature maps in both

the generator and discriminator networks is set to 32.

Models are trained for 200 epochs. All network components are optimized

using the RMSprop optimizer with a learning rate of 1� 10� 4. Separate

RMSprop optimizers are used for the discriminator, the generator modules,

and the encoder. No early stopping strategy is employed; instead, all models

are trained for a �xed number of epochs.
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Figure 3.7. Anomaly detection on synthetic examples. From top to bottom: real
image with synthetic anomaly, similarity s(GX (z(X T1 ; � � )) ; X T2 ), con�dence map
and thresholded error map. The �rst three examples show anomalies on the clips,
sleeper and rail, the fourth shows an anomaly on the ballast and the �fth no
anomaly.

3.3.3 Qualitative analysis

We begin by providing qualitative analysis of the behaviour of our model on

the railway dataset.

In Figure 3.5 we show the ability of the model to generate plausible and

diverse samples. For each example, we take a single realX i
T1

and generate

fake continuationsGX (z(X i
T1

; � 1)) and GX (z(X i
T1

; � 2)) where � 1 and � 2 are

two di�erent random samples. The generator is able to create images with the

right structure (e.g. spacing between sleepers) and detail while using di�erent

random samples leads to slight changes in stochastic and structural elements.

This illustrates that our model not only learns to decode the latent space to

a plausible continuation but also that it learns a subspace of variation for

the possible continuations.

We further provide a qualitative comparison between VAE and VAEGAN

on the bottom-region completion task, as illustrated in Figure 3.8. From left

to right, the �gure shows the original bottom region, the reconstruction pro-
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Figure 3.8. Qualitative comparison between VAE and VAEGAN on bottom-region
completion. The original bottom region, VAE reconstruction, and VAEGAN re-
construction are shown from left to right.For VAEGAN, the average L1 reconstruc-
tion error is 0.052 and the average SSIM is 0.744, whereas VAE yields an average
L1 reconstruction error of 0.101 and an average SSIM of 0.485.

Figure 3.9. ROC curve for the railway dataset

duced by the VAE, and the reconstruction generated by the VAEGAN. It

can be observed that the standard VAE tends to produce overly smooth re-
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Figure 3.10. ROC curve for the ECG5000 dataset [12, 23].

constructions, where �ne structural details such as rail edges, clamp shapes,

and ballast textures are blurred or partially lost. In contrast, VAEGAN

is able to recover sharper structural boundaries and more realistic texture

patterns, particularly in regions corresponding to the rail and fastening com-

ponents. This visual comparison indicates that incorporating adversarial

learning helps the model better capture and preserve structural character-

istics, leading to reconstructions that are perceptually closer to the original

observations.

In Figure 3.6 we illustrate �tting our model to observed data. Given

a real observedX T1 , we optimise � in order to minimise the error to the

real observedX T2 by solving the optimisation problem in (3.1). Note that

this successfully adjusts structural elements of the fake image such that the

main features align well. The similarity maps show which regions are re-

constructed accurately (white means perfect local similarity). The predicted

con�dence map shows the model prediction of which regions in the image
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(a)

(b)

Figure 3.11. ECG traces for a normal (a) and abnormal (b) heartbeat.

the model will be able to generalise to well. This includes the rail itself, the

sleeper and certain elements of the clamp while it has low con�dence for the

stochastic background as expected. We emphasise that this separation of

learnable structural uncertainty from unlearnable stochastic uncertainty is

learnt without supervision. The structural elements are e�ectively `detected'
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Source [S]upervised/ AUC Acc F1
[U]nsupervised

Ours U 0.9953 0.9860 0.9875

Pereira and Silveira [69]
S 0.9836 0.9843 0.9844
U 0.9819 0.9596 0.9522

Lei et al. [45] S 0.9100 - -
Karim et al. [36] S - 0.9496 -
Malhotra et al. [57] S - 0.9340 -
Liu et al. [53] U - - 0.8084

Table 3.1. Quantitative anomaly detection results on the ECG5000 dataset. The
results of all baseline methods are directly taken from [69] and are included here for
reference and fair comparison. No additional re-implementation of these baselines
was performed for this dataset.

by the fact that they can be reliably modelled.

To qualitatively evaluate anomaly detection, we manually painted anoma-

lies onto the rail, sleeper, clamp and background ballast. In Figure 3.7 we

show qualitative examples of anomaly detection on these images. In the

top row, our synthetic anomalies are visible as gray blobs. In the second

row, the raw similarity between the reconstructed and observed images does

show low similarity in the anomaly regions but also in the stochastic parts

of the image. In the third row, the con�dence map predicted by our model

allows suppression of dissimilarity in regions of low con�dence. The resulting

anomaly maps in the bottom row detect only badly reconstructed regions in

areas of high con�dence. This is crucial to limit false positives.

3.3.4 Quantitative evaluation

We further evaluate our method on the railway dataset for unsupervised

anomaly detection. Figure 3.9 reports the ROC curve obtained on this

dataset, where our method achieves an AUC of 0.9690, demonstrating strong
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Model [S]upervised/ AUC F1 (%) Accuracy (%) Recall (%) Precision (%)
[U]nsupervised

Stacked LSTM [88] U 81.0 - 87.0 82.0
LSTM with MLP [82] S 87.0 95.0 75.0 -
VAE [59] U 76.6 87.8 - -
Transformer [4] U 0.93 92.3 89.5 98.2 87.1
Our work U 0.93 93.2 90.1 95.1 91.4

Table 3.2. Quantitative anomaly detection results on the MIT-BIH dataset. all
baseline results are directly adopted from the recent unsupervised study of [4],
which follows a standardized preprocessing and evaluation protocol. The reported
numbers are included without modi�cation for direct comparison.

anomaly discrimination performance.

In addition, we compare the reconstruction quality of VAE and VAE-

GAN on the same dataset. As illustrated in Figure 3.8, VAEGAN produces

more accurate and structurally consistent reconstructions than the standard

VAE. Quantitatively, for VAEGAN, the average L1 reconstruction error is

0.052 and the average SSIM is 0.744, whereas VAE yields an average L1

reconstruction error of 0.101 and an average SSIM of 0.485.

Beyond reconstruction accuracy, we further assess the reliability of the

predicted con�dence map on the railway dataset. Speci�cally, we compute

the absolute di�erence between the predicted con�dence and the true recon-

struction error at each pixel on the test set, and then average over all pixels

and images. This results in a mean calibration error of 0.0417, indicating

that the con�dence map provides a well-calibrated estimate of reconstruc-

tion uncertainty.

We also report quantitative results on the ECG5000 dataset. The receiver

operating characteristic (ROC) curve of our method is shown in Figure 3.10,

and the corresponding numerical results are summarized in Table 3.1. For

ECG5000, the results of all baseline methods are directly taken from from

[69], and are included here for reference and fair comparison and no additional

re-implementation of these baselines was performed for this dataset.
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As shown in Table 3.1, our method achieves the best overall performance

among all compared approaches. Speci�cally, it attains an AUC of0.9953,

an accuracy of0.9860, and an F1 score of0.9875, outperforming both su-

pervised and unsupervised baseline methods. Notably, even compared with

supervised approaches such as [69] and [45], our fully unsupervised method

yields superior results across all reported metrics. This demonstrates the

strong modeling capability of our approach in capturing normal ECG dy-

namics and distinguishing anomalous patterns without requiring labeled ab-

normal data during training.

Figure 3.11 further provides qualitative examples for a normal and an

anomalous ECG trace. We visualize the ground-truth continuationX T2

(black), the best-�t predicted continuation X̂ T2 = GX (z(X T1 ; � � )) (orange),

and the predicted error signal (i.e., one minus the predicted con�dence).

The model is able to accurately reconstruct normal traces, while failing to

explain anomalous ones. Conditioned on the observed segment, anomalous

continuations fall outside the subspace of plausible predictions learned by the

model. The predicted error remains relatively 
at for most of the sequence

but increases towards the end, where higher variability is also observed in the

training data. Crucially, the model correctly identi�es this region as unreli-

able, preventing spurious deviations from being falsely labeled as anomalies.

We further evaluate our method on the MIT-BIH Arrhythmia Database.

The quantitative results are reported in Table 3.2. For this dataset, all

baseline results are directly adopted from the recent unsupervised study of

[4], which follows a standardized preprocessing and evaluation protocol. The

reported numbers are included without modi�cation for direct comparison.

As shown in Table 3.2, our method achieves the highest F1 score (93.2%),

accuracy (90.1%), and precision (91.4%) among all unsupervised approaches,
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Dataset Condition F1 (%) AUC (%) Accuracy (%)

ECG5000

Baseline 98.3 99.56 98.1
No con�dence map 97.9 99.56 97.7
No optimization of � 98.3 99.4 98.1
No diversity loss 97.6 99.5 97.3

MIT-BIH

Baseline 93.2 92.6 90.1
No con�dence map 93.2 92.6 90.1
No optimization of � 89.9 86.9 84.8
No diversity loss 89.6 84.3 86.1

Table 3.3. Ablation experiments Results on ECG5000 and MIT-BIH Datasets.

while maintaining a competitive AUC of 0.93. Although the Transformer-

based method in [4] attains a slightly higher recall, our approach provides a

more balanced performance across precision and recall, e�ectively reducing

false positives while preserving strong anomaly detection capability. Overall,

these results indicate that the proposed method establishes a new state-of-

the-art among unsupervised methods on the MIT-BIH dataset, demonstrat-

ing its robustness and e�ectiveness for real-world ECG anomaly detection.

3.3.5 Ablation study

Finally, we conducted an ablation study of the three key ingredients of our

method using the ECG5000 and MIT-BIH datasets. Speci�cally, we eval-

uate the impact of: con�dence map, model �tting (i.e. optimization of � ),

and diversity loss. The results, summarized in Table 3.3, highlight the vary-

ing impact of these components on model performance. In the ECG5000

data set, incorporating the con�dence map led to notable improvements in

the F1 score and accuracy, while the AUC remained consistent. However,

on the MIT-BIH dataset, the inclusion of the con�dence map did not show

any measurable e�ect, as all metrics remained identical with or without it.
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This suggests that the utility of the con�dence map may vary depending on

the dataset characteristics or noise levels. The optimization of the latent

variable � exhibited a more consistent in
uence. On ECG5000, it slightly

enhanced AUC while maintaining F1 and accuracy scores. On MIT-BIH,

the impact was more pronounced, with F1 score, AUC and accuracy all im-

proving substantially. These results indicate that� -optimization signi�cantly

contributes to the model's ability to generalize, particularly on datasets with

diverse and complex patterns like MIT-BIH. The diversity loss consistently

improved model performance on both datasets. This demonstrates the ro-

bustness of diversity loss in improving the detection of anomalous samples

and reducing over�tting across datasets.

In summary, while the impact of the con�dence map appears dataset-

dependent, the optimization of� and the diversity loss consistently enhance

model performance.� -optimization is particularly e�ective in improving gen-

eralization on complex datasets, and the diversity loss contributes signi�-

cantly to anomaly detection and classi�cation robustness. These �ndings

validate the necessity of these components in achieving state-of-the-art re-

sults on anomaly detection tasks.

Finally, in Figure 3.12 we show a qualitative illustration of the impact

of the diversity loss on the railway image dataset. Without diversity loss

we can see that the model has learnt limited dependence on� (the two

generated images are very similar and the di�erence map shows little change

anywhere). With the diversity loss, more variation for di�erent � is evident

and this is visible in the di�erence map. This shows both structural variation

(around the clamps) and stochastic variation in the ballast. Interestingly, we

also observe that diversity loss improves the model more generally. Without

diversity loss the generations exhibit artefacts which are not present with it.
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Without Diversity Loss With Diversity Loss

Real

z(� 1)

z(� 2)

Di�erence

Figure 3.12. Impact of diversity loss: In the �rst row we show an observed real
X T1 . In the second and third rows we show two possible continuations in which
we use di�erent random noise samples� 1 and � 2. In the fourth row we show a
heat map visualisation of the absolute di�erence between the second and third
rows (same colour map scale used for all four images). In the �rst two columns
the results are an ablation in which diversity loss is not used during training. In
the last two columns diversity loss is used during training.

This is because diversity loss avoids over�tting to the particular continuation

observed in the training data and encourages learning a smooth subspace of

plausible continuations.

3.4 Conclusions

We have shown that we can learn a generative model for stochastic continu-

ation of non-overlapping temporal sequences. Our unsupervised method au-

tomatically learns which parts of the continuation are predictable and which

are stochastic. This provides a route to unsupervised anomaly detection.

From a practical perspective, deploying our approach in real-world set-

tings for a new data domain entails only the following steps. First, choose

an appropriate architecture for the encoder and data/con�dence generators.
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Any o�-the-shelf architecture that is widely used for the data modality could

be used here. Second, choose an appropriate similarity or dissimilarity mea-

sure to supervise the con�dence generator. Again, any standard metric such

as SSIM for images or MSE for time series signals could be used. Finally,

adjust the key hyperparameters of latent space dimension and segment sizes

(often S1 = S2 will prove the best choice, giving an equal balance between the

size of input data and model prediction). In terms of computational cost,

in the simplest case our method only requires a forward pass through the

encoder and generator networks and evaluation of the anomaly map metric.

For slightly improved performance, optional iterative optimisation ofepsilon

requires a �xed number of gradient descent steps.

There are a number of limitations to our approach. First, from a practical

implementation perspective, our use of a convolutional encoder and decoder

potentially limits modelling of long-range dependencies. This is not a limita-

tion of the method itself, but rather the chosen architecture. This could be

resolved by using a transformer so that relationships between signal or image

patches at distant spatio/temporal locations could be captured. Neverthe-

less, the fact that our implementation is still competitive with transformer-

based architectures (see Table 3.2) shows the bene�t of our method regard-

less of architectural choices. Second, �nding the optimal latent parameter via

optimisation requires in-network iterative optimisation which is more expen-

sive than a simple forward pass. While it is possible to use only the encoded

mean latent variable without optimisation of the additional noise parameter

(results in third rows of ablation study in Table 3.3) this does reduce per-

formance. It amounts to assuming that the continuation is the most likely

without considering the contents of the actual continuation. In the context

of anomaly detection, this is not optimal. Finally, while our model learns the
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distribution of temporal continuation, its application to anomaly detection

requires selection of a similarity function in order to distinguish normal from

abnormal. It is likely that performance would be improved if this function

could itself be learnt. However, this would require supervision in the form of

example anomalies which is not always available depending on the problem.

In future, we would like to explore using the trained encoder as a pre-

trained backbone for downstream tasks. The encoder has learned to embed

su�cient information about a given time series segment to predict the fol-

lowing segment. We believe that this means it would likely perform well

when �ne tuned for other tasks such as classi�cation or object detection.

Secondly, we would also like to explore the use of other architectures such

as transformers which naturally handle sequential data and so may perform

well for time series data. Finally, we would like to test whether our method

generalises to other temporal data modalities such as video and audio.
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4
Unsupervised anomaly detection with stable

di�usion inpainting

4.1 Introduction

Despite the success of our proposed VAE-GAN architecture in generative

modeling in the previous chapter, the approach faces critical limitations

when applied to high-resolution image reconstruction and anomaly detec-

tion tasks. The approach employs relatively shallow convolutional encoder-

decoder structures trained from scratch on limited datasets, resulting in un-

der�tting and poor generalization. Moreover, the latent space is modeled as

a low-dimensional global vector that lacks spatial structure, which signi�-

cantly impairs the model's ability to capture �ne-grained local details. Con-

sequently, reconstructions are often over-smoothed, lacking clarity in high-

frequency components such as edges and textures.

Another notable limitation of VAE-GAN models lies in their scalability.

Training becomes unstable when image resolution exceeds 128� 128, limit-

ing applicability in domains requiring higher �delity. Additionally, temporal

forecasting is restricted to a �xed continuation window de�ned during train-

ing. This prevents the model from 
exibly extending signal sequences or

capturing anomalies that fall outside the prede�ned forecast region. Modify-

ing the forecast con�guration requires retraining the entire model, which is



4.1 Introduction 67

computationally prohibitive and undermines iterative design. Finally, pixel-

space modeling inherently involves learning in a high-dimensional domain

with complex distributions, making the training process less e�cient and

often prone to instability.

To overcome these limitations, we propose a method comprising two key

ingredients: 1. a denoising di�usion probabilistic model framework that we

use as a model of normal appearance, 2. a semantic segmentation pipeline

that can be used to �nd structural di�erences between test images and their

partial inpaintings, implying the removal of an anomaly.

Denoising di�usion probabilistic model (DDPM) We present results

of an initial investigation into training our own pixel-space DDPM from

scratch. This includes a variant in which Simplex noise is used in place of

Gaussian - a setting that has previously been used successfully for anomaly

detection. The idea is to add moderate noise to a test image and then

denoise it (a process sometimes called SDEdit [60]). The assumption is that

anomalies will be removed in this process and can therefore be detected as

regions of large change [96].

However, with both noise types, we �nd it is not possible to choose a noise

setting that successfully removes and therefore detects anomalies. Too little

noise and the anomaly is preserved, too much noise and the whole structure

of the image changes. We conclude that this strategy is data dependent and

that our rail image dataset contains too much stochastic variation and is not

large enough for this approach to work. We therefore adopt alatent denois-

ing di�usion probabilistic model framework. Unlike conventional di�usion

models that operate in pixel space, this approach projects the input into a

compact, structured latent space using a variational autoencoder (VAE). The
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di�usion and denoising process is performed in a compressed latent represen-

tation space Compared to direct modeling in high-dimensional pixel space,

this approach signi�cantly reduces computational overhead, improves con-

vergence stability, and accelerates the training process. Crucially, this latent

space preserves spatial semantics, enabling accurate reconstructions of both

global structures and local �ne details. Latent di�usion further supports di-

verse generative outputs, as the stochastic sampling process naturally models

uncertainty in region completions.

We present results of an initial investigation into training our own latent

encoder and decoder from scratch using only our own rail image dataset.

Again, this proves unsuccessful due to the limited dataset size. Instead, we

exploit a pretrained VAE from the Stable Di�usion pipeline. This must be

adapted to operate with our grayscale images but otherwise proves extremely

e�ective at compressing our data by a factor of 48� into the latent represen-

tation.

We then �netune an inpainting model based on Stable Di�usion using

normal images from our dataset. The masked region to inpaint can be chosen

at test time making the strategy more general than in the previous chapter.

The model proves highly capable of inpainting rail track linescan images,

despite being somewhat out of domain for a generic image generation model.

It is e�ective at removing structural anomalies, for example by replacing

missing clips.

Detecting structural anomalies with semantic segmentation As dis-

cussed in the previous chapter, a challenge in anomaly detection via genera-

tion with our dataset is the large stochastic regions. These often overwhelm

smaller changes caused by removal of an anomaly. Therefore, we propose
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an alternative means to detect structural changes between a test image and

its partial inpainting. Speci�cally, a �ne-tuned FastSAM model is applied to

both the original input image and the restored image to perform semantic seg-

mentation and extract key structural components (e.g., fasteners, rail pads).

By comparing these structural regions across the input and inpainted images,

the framework conducts a structural consistency analysis to precisely localize

potential anomalies. In contrast to traditional localization approaches based

on reconstruction error, our method integrates the representational capacity

of semantic segmentation with the internal consistency of generative restora-

tion, signi�cantly improving the precision and robustness of anomaly detec-

tion. This approach is particularly well-suited for high-resolution industrial

visual scenarios where �ne-grained structures are present but labeled data is

limited.

Overview This segmentation-guided inpainting pipeline o�ers multiple ad-

vantages. First, the modular design|where segmentation and generation

modules are loosely coupled|allows for independent training and 
exible

adaptation to di�erent data domains. Second, operating in the latent space

ensures e�ciency and robustness, even when working with high-resolution

or low-quality inputs. Third, by using pretrained models for both encoding-

decoding and denoising components, we leverage extensive prior knowledge

obtained from large-scale image datasets. This proves especially e�ective in

domain-shift scenarios such as industrial or grayscale imagery, where labeled

data is limited but the visual structure still adheres to general image priors.

Together, these innovations result in a system that is signi�cantly more


exible, controllable, and scalable than traditional VAE-GAN approaches.

Our method enables accurate and high-�delity restoration of arbitrary re-
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gions, supports sampling-based uncertainty estimation, and performs ro-

bustly across diverse visual domains. Compared to existing generative anomaly

detection methods, it achieves better spatial localization, superior visual

quality, and more e�cient adaptation to real-world constraints.

To summarise, the key contributions made in this chapter are as follows:

1. We show that a pretrained VAE for general images performs well on

out of domain linescan rail track images providing a useful means of

compression.

2. We show how to �netune an inpainting model to specialise towards our

dataset. The surprising �nding is that a generic image generation model

is already well capabale of generating linescan rail track images and

that with a moderately sized dataset, can be �netuned to a powerful

generative model of normal appearance.

3. We show that inpainting anomalous regions using this pipeline success-

fully creates normal images with the anomaly removed.

4. We propose to use a semantic segmentation network to detect struc-

tural changes in the inpainted region as a means to perform anomaly

detection.

5. We introduce a new benchmark with an extended version of the dataset

used in the previous chapter with ground truth anomaly annotations.

We compare to many recent unsupervised image-based anomaly detec-

tion methods and outperform all of them.
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4.2 Denoising Di�usion Probabilistic Model

We begin our investigation by training a Denoising Di�usion Probabilistic

Model (DDPM) from scratch to assess its potential in image reconstruction

and anomaly detection tasks. DDPMs model the data distribution by revers-

ing a prede�ned noising process, wherein a clean image is gradually perturbed

via a Markov chain and the model is trained to learn the inverse denoising

trajectory.

Formally, the forward process adds Gaussian noise to a clean imagex0

over T discrete time steps:

x t =
p

�� tx0 +
p

1 � �� t � ; � � N (0; I ); (4.1)

where �� t =
Q t

s=1 (1 � � s) is the cumulative product of noise scheduling coef-

�cients. The denoising model� � (x t ; t) is trained to predict the added noise

at each time step by minimizing the mean squared error:

L simple(� ) := Ex 0 ;t; �
�
k� � � � (x t ; t)k2�

: (4.2)

We adopt a U-Net architecture for � � , which performs multi-scale fea-

ture extraction with skip connections and incorporates attention modules for

improved global reasoning.

Despite converging successfully on clean training images, we observed that

the model exhibits a fundamental limitation in anomaly detection. Speci�-

cally, the reconstruction behavior is highly sensitive to the number of di�u-

sion stepst used during inference. Whent is small, the added noise is weak,

and the model simply replicates the input, faithfully reconstructing even

the anomalous regions. Whent is large, although the anomalous structures
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are disrupted, the output becomes overly stochastic and semantically inco-

herent. This results in an ambiguous reconstruction error landscape where

neither high nor low di�usion steps provide meaningful anomaly discrimina-

tion. Consequently, it becomes di�cult to establish a reliable threshold to

separate normal from abnormal samples based on reconstruction error.

To address this issue, we experimented with modifying the noise distri-

bution in the forward process. Instead of using Gaussian noise, we follow

Wyatt et al. [96] and useSimplex noise, a spatially coherent noise function

that has been widely used in texture synthesis and procedural generation.

The updated di�usion process is de�ned as:

x t =
p

�� tx0 +
p

1 � �� t � ; � � Simplex(� = 2 � 6; N = 6; 
 = 0:8); (4.3)

where� denotes a sample from a multi-scale, spatially coherent Simplex noise

�eld parameterized by � , N , and 
 . Following the con�guration proposed

by Wyatt et al. [96], we set � = 2 � 6 as the base spatial frequency, which

controls the coarsest scale of variation in the noise pattern. Smaller values

of � produce slowly varying, low-frequency structures that resemble global

texture components in natural images. The parameterN = 6 speci�es the

number of octaves used to construct the fractal noise, with each octave in-

troducing �ner-scale details at progressively higher frequencies. The decay

rate 
 = 0:8 governs the relative contribution of high-frequency components,

larger values preserve more �ne-grained texture, while smaller values sup-

press high-frequency details, resulting in smoother perturbations. Due to its

spatial continuity and fractal-like structure, Simplex noise introduces struc-

tured perturbations that are theoretically more aligned with natural image

statistics, and thus may encourage the model to be more sensitive to localized

anomalies.
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However, empirical results indicate that switching to Simplex noise does

not fundamentally resolve the limitations. The same trade-o� persists: at

small time steps, the model still reconstructs anomalies with high �delity;

at large time steps, it loses semantic coherence. This suggests that the root

cause lies not in the noise distribution itself, but in the training objective,

which encourages faithful reconstruction of the input regardless of its content.

Figure 4.1 and Figure 4.2 illustrate the visual e�ects of DDPM under

Gaussian and Simplex noise across di�erent di�usion step levels. In the low-

step settings, the noisy images retain substantial structure, and the recon-

structed outputs closely resemble the original inputs, including any anoma-

lous regions. This suggests that the model tends to replicate both normal

and abnormal content when the injected noise is weak.

In contrast, the high-step results demonstrate signi�cant degradation.

The noisy inputs become heavily distorted, and the reconstructions lose se-

mantic coherence, making anomaly localization challenging. In such cases,

the reconstruction error becomes ambiguous, as the model struggles to dis-

tinguish between meaningful structures and noise-induced artifacts. These

observations highlight the inherent trade-o� in di�usion strength and reveal

the limitations of standard DDPMs for open-set anomaly detection.

These observations highlight an intrinsic limitation of standard DDPMs in

open-set anomaly detection: their strong generative capacity enables high-

�delity reconstructions even for inputs far from the training distribution.

Without explicit semantic control or structural guidance, the model lacks

the discriminative behavior necessary to suppress or distort abnormal re-

gions during generation. To overcome this, we next explore structure-aware

di�usion strategies based on pretrained models and guided sampling mecha-

nisms.
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