Supplementary Methods

Detailed Metabolite Profiling methodology

For untargeted metabolome analysis, liquid chromatography with data-dependent mass spectrometry (LC-MS/MS) data was collected in positive and negative ionization modes. Methanolic extracts were transferred to 96-well plates and kept at 10°C in the autosampler of a Waters Acquity I-Class UPLC system.  Extracts were spiked with reserpine as an internal standard and run in randomized sequences with QCs (extracts of pooled Arusha material) injected between every 8 sample injections, to monitor system performance. In all samples for data acquired in positive and negative ionization modes, reserpine features were monitored and required to return m/z values for [M+H]+ 609.1603 or [M-H]- 607.2661 within +/-5 ppm mass error, and within a 226 +/- 60 s retention time window.  Any runs not reporting reserpine within these limits were rejected.  Chromatographic performance was manually checked by visually examining overlayed reserpine extracted ion chromatograms and plots of injection order against calculated feature areas, and looking for obvious outliers, defined as being outside +/-30% of the median positions or areas.  No outliers were identified or removed.  Other features present in QCs were not required to be represent in samples, or vice versa, as the QC samples were comprised of a representative variety and not a pooled sample.  Rather, features from QC samples were used as conserved retention time anchors to correct for minor retention time drifts in downstream data analysis. 

Two microlitres of sample were injected using partial loop with needle overfill mode onto a Waters Acquity HSS T3 100 x 2.1 mm 1.8 µm column.   The column was maintained at 40°C and compounds were eluted using a 12 min run program comprising a binary gradient of mobile phase A = water + 0.1% acetic acid (v/v) and B = acetonitrile + 0.1% acetic acid (v/v).  Flow was set to 0.5 mL/min and the gradient was run as follows: 0-0.2 min isocratic 0% B; 0.5 – 7.0 min linear to 95.0% B; 7.0 – 10.0 min isocratic 95.0% B; 10.0 – 10.1 min linear to 0% B, 10.1 – 12.0 min isocratic 0% B.  This generated a maximum system pressure of about 700 Bar. The LC system was connected to a Thermo Orbitrap Fusion Tribrid mass spectrometer, fitted with a heated electrospray ionisation (HESI) source.  Separate injections were concurrently made from the same samples in positive and negative ionization modes. To keep the system clean, a divert valve was used such that sample was sent to the mass spectrometer between 0.4 and 8.5 minutes.  HESI conditions were as follows: spray voltage 3500 V (+HESI) or 2500 V (-HESI); N2 sheath gas 10 units; N2 aux gas 10 units; N2 sweep gas 1 unit; ion transfer tube temperature 325°C; vaporizer temperature 350°C.  Data was collected between 0 and 9 min.  The mass spectrometer was operated in data dependent acquisition mode with the following settings: MS1 scans collected with a cycle time of 0.4 s; 100-1200 m/z at 60 000 (FWHM) resolution; 1 microscan; maximum injection time 50 ms; AGC target 200000; RF lens 60%.  MS1 data was collected in profile mode and calibrated on the fly using ETD internal calibrant. This typically achieved < 1 ppm mass accuracy. Data dependent MS2 scans were collected with a trigger threshold of 10000; quadrupole isolation window 1 Da; 1 microscan; maximum injection time 35 ms;  AGC target 10000; dynamic exclusion set to exclude after n =1 with exclusion duration  4s.  To maximise information in the fragment spectra, MS2 scan were collected in alternating collision induced dissociation (CID) and higher energy collisional dissociation (HCD) modes, with normalised collision energies set to 40% or stepped over 35, 40, 45%, respectively. To maximise the number of MS2 scans collected, MS2 data was collected in parallel using the iontrap as the detector and in centroid mode (unit mass resolution).  A subset of samples was re-run with MS2 data collected under high-resolution conditions (60 000 FWHM using the orbitrap detector), which is a requirement to process data through SIRIUS.  Data acquisition was controlled by Thermo Xcalibur 4.1 software.  

LC-MS/MS vendor .raw data files were converted to .mzML format using the Proteowizard msConvert tool and these were also used to generate per-file .mgf files.  All vendor .raw files, derived .mzML and .mgf files, and experimental metadata are deposited to MassIVE dataset MSV000096703.  Feature finding, alignment, and filtering, and initial annotation was performed per analysis batch using bespoke scripts run in R 3.6.2, within a Linux environment.  Briefly, functions from XMCS 3.8.2 (Smith et al. 2006) were used to extract, align, and group features; CAMERA (v1.33.3) (Kuhl et al. 2012) was used for feature deconvolution, and bespoke functions were additionally used to filter out features with poor peak shapes, background features and provide putative annotations using accurate mass MS1 data compared to downloaded databases.  Feature finding was performed using the XCMS “centWaveWithPredictedIsotopeROIs” method (Tautenhahn, Böttcher and Neumann 2008; Treutler and Neumann 2016) with the following settings: ppm = 10; snthresh = 10; peakwidth = 3, 30; prefilter = 3, 1000; integrate = 2; mzdiff = -0.1. Only features collected between 0.6 and 8.4 min were retained.  Features were aligned between QC samples using the obiwarp() function, and any retention time shifts interpolated to adjacent samples; features were then grouped using a modified group() function with bw = 1, minfrac = 1 and minsamp = 3, where minfrac refers to the proportion of any feature required to be detected across  technical replicates. Missing feature area values were imputed using the fillPeaks() function.  The resulting aligned feature list was dereplicated using CAMERA with all samples except blanks used as inputs. CAMERA was run in sequential steps using: groupFWHM() with perfwhm  =  0.4); findIsotopes() with maxcharge = 2, maxiso = 5 ppm = 5; groupCorr() using graphMethod = “lpc” and calcCiS only (feature shape analysis); groupCorr() with graphMethod = “lpc” and calcCaS only (correlation between samples). Correlation thresholds for calcCiS and calcCaS steps were set to 0.75. Finally, findAdducts() was used with the default settings. 

Annotation was initially performed for MS1 exact masses only against a custom metabolite database constructed from potential positive and negative ionization mode adduct ions from 1578 plant-related compound exact masses downloaded from PhytoHub, KnapSack, ChemSpider, and PubChem (Supplementary Data 8). The final feature set was filtered as follows: 1) A cutoff area value was calculated for each feature, defined as the mean plus 3 x 1 SD of the area across blank runs. A feature in at least three technical replicates of non-blank samples had to exceed this cutoff to be retained; 2) Any filtered feature that has a MS1 m/z match within 5 ppm to the custom metabolite database was retained as a potential hit; 3) For the remaining features, where multiple isotopes and adducts were detected by CAMERA across a set of grouped features, only a single representative was kept (usually most intense likely monoisotopic ion). Composite MS2 spectra for each retained feature were converted to single HCD or CID .mgf files and submitted to GNPS (Wang et al. 2016) for molecular networking and to obtain further annotations. Molecular networks were created using the online workflow (https://ccms-ucsd.github.io/GNPSDocumentation/) on the GNPS website (http://gnps.ucsd.edu). The data was filtered by removing all MS2 fragment ions within +/- 17 Da of the precursor m/z. MS2 spectra were window filtered by choosing only the top 6 fragment ions in the +/- 50Da window throughout the spectrum. The precursor ion mass tolerance was set to 0.02 Da and a MS/MS fragment ion tolerance of 0.4 Da. A network was then created where edges were filtered to have a cosine score above 0.7 and more than 6 matched peaks. Further, edges between two nodes were kept in the network if and only if each of the nodes appeared in each other's respective top 10 most similar nodes. Finally, the maximum size of a molecular family was set to 0, and the lowest scoring edges were removed from molecular families until the molecular family size was below this threshold. The spectra in the network were then searched against GNPS' spectral libraries. The library spectra were filtered in the same manner as the input data. All matches kept between network spectra and library spectra were required to have a score above 0.6 and at least 6 matched peaks. Four different datasets are available: 1) HCD spectra in negative mode (MassIVE MSV000096711); 2) CID spectra in negative mode (MassIVE MSV000096712); 3) HCD spectra in positive mode (MassIVE MSV000096713); 4) CID spectra in positive mode (MassIVE MSV000096714).  For further annotation of compound classes, QC samples were rerun to generate high resolution MS2 spectra.  These files were then processed through the xcms pipeline to identify features, which were matched to the original feature set by MS1 ions and retention time.  Representative (nearest to feature apex) MS2 spectra from filtered features were exported to SIRIUS format .ms files using bespoke R scripts, and processed through SIRIUS (v5.8.2) (Dührkop et al. 2019) using the default settings. Files used for input into SIRIUS, including the derived .ms format files, are available as MassIVE MSV000096870.  Generated formula identification, compound identification, and Canopus summary files were merged on per-feature basis. In the case of multiple hits per feature, results were ordered by SiriusScore and then by CSI:FingerID score, and the top hit used for annotation.

Metabolite Analysis
Obtained feature area data were background-corrected, internal standard and dry-weight (DW) normalised area values. Using R v.4.1.1., the data were filtered to keep all features with a non-zero abundance for all three repeats of at least one parent accession, and with a relative standard deviation (RSD) of =<30% of the mean for at least one parent. The internal standard (ISTD) values for reserpine were removed. All (un)annotated values were kept, and zero replaced with 1/5 of the non-zero minimum in order to calculate the max fold-changes. Positive and negative ionization mode peaks were combined, and potentially redundant features identified by a squared Pearson’s correlation coefficient (R2) > 0.8 for abundance, features within a two second retention time, and mass-to-charge ratio (m/z) differences matching differences of potential sensible adducts. In case of multiple matches, the best correlated pair was selected and from this pair, the single feature with the lowest RSD was kept. Metabolite abundance was calculated with the raw data replicate average and median over accessions. Presence absence values (PAV) were considered when the raw data replicate average was zero for at least one of the accessions. Several graphs were made in R v.4.2.3 with the packages dendsort (Sakai and Biederstedt 2021), GGally (Schloerke et al. 2021) and pheatmap (Kolde 2019).

In MetaboAnalyst 5.0 (Pang et al. 2021) normalisation was performed by sample medians for each feature, glog10 transformation, and pareto scaling. ANOVA with Tukey’s family-wise error correction was used to identify significant differences in abundance between the eight accessions (with a false discovery rate of 0.05) and significance of pairwise comparisons between the eight accessions.  A multiple testing corrected t test was used to identify differences between species. 
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