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Abstract

Research software is often developed with a focus on the output over the software’s quality, and
made by researchers untrained in formal software development techniques. Conditions such as
these lead to an unsustainable environment of rapid software decay, and the wasteful re-invention
of software for similar research purposes. The eld of research software engineering (RSE) was

coined to focus on the development and maintenance of sustainable research software.

Fluctuating Finite Element Analysis (FFEA) is a numerical method and software suite that
uses continuum mechanics to simulate mesoscopic biomolecules. As research software, FFEA is
subject to the same conditions which threaten software decay. This research applies sustainable

RSE principles to FFEA to analyse and mitigate for this threat.

FFEA is evaluated to determine the major bottlenecks in the work ow impairing the software’s
sustainability. Results show these issues stem from the di culty and time cost of setting up
FFEA experiments, especially due to the current meshing algorithm producing unstable outputs

that disrupt setup and frequently terminate FFEA simulations due to physics errors.

Two solutions are developed to attempt to solve these problems. The rst extends the features
of a new meshing algorithm started by Gravett (2022) which divides voxel representations of
molecules into tetrahedra to create a consistent, stable geometry. This research adds new
features to the meshing algorithm, and compares it to the previous meshing algorithm to show

that it produces meshes more reliably with fewer steps in the process.

The second solution works towards automatic generation of FFEA KOBRA models for rod-
shaped biomolecules through using machine learning algorithms to predict the presence of
rod structures. Machine learning algorithms were able to categorise isosurface meshes of bio-
molecules through analysing the curvatures across the surface. This proved the concept and

highlights necessary steps required to achieve full automation.
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Glossary

Actin-tropomyosin Proteins that regulate the functions of actin laments, such as muscle

contraction.

Adenosine Triphosphatase (ATPase) An essential enzyme which utilises the energy re-
leased from breaking the phosphate bond of adenosine triphosphate to perform other

cellular chemical reactions.
Angstrom ( A) A unit of length. 1A = 0.1nm.
Biomolecule A molecule utilised in a biological process(es).

Biophysics An interdisciplinary science that studies biological phenomena using the theories

and methods of physics.
Capsid The protein shell of a virus.
Cell (Biology) The basic structural unit of organisms.

Cellulose A chain compound of glucose that is a common structural component of cell walls

in green plants (and other organisms that use similar cell structures).
Centroid The mean position of all points in a geometric system.

Chromatophore  The cells responsible for generating colour in the skin and iris that are com-

monly studied in epidemiology and used as a tool for drug discovery.
Clathrin A protein that forms structural cages as part of the formation of coated vesicles.

Coarse-grain A simpli cation of a model by increasing the minimum size of model compon-

ents.

Continuum Mechanics  The study of the mechanical behaviours of materials of continuous
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Glossary Glossary

matter.

Contour Level / Isolevel The surfacing threshold of point cloud data geometry for the cre-

ation of an isosurface.

Cryo-Electron Microscopy (Cryo-EM) An imaging technique that uses electron micro-

scopy on cryogenic samples.
Cryogenics The creation and study of very low temperatures.
Cytoplasm The solution that lIs a cell.

Degrees of Freedom (Mechanics) The number of motions in a body that may vary inde-

pendently.
Dengue Virus A mosquito-borne virus that causes the widespread disease dengue fever.
Density The quantity of mass per unit of volume.

Deoxyribonucleic Acid (DNA) A double-stranded polymer carrying genetic instructions

for biological functions and processes.
Dielectric  Electrically insulating due to having no free electrons.
Dihederal Angle  The angle between intersecting planes, or those connected by an edge.

Dipalmitoylphosphatidylcholine (DPPC) An organic compound which can be used in pul-

monary surfactants to ease the e ort of breathing.

Displacement (Geometry) The di erence between the nal and initial position of a point

translated through space.
Dynamics The mechanical study of forces and their e ects on motion.

Dynein A family of motor proteins that converts the stored chemical energy of adenosine

triphosphate to mechanical work. Used in functions such as mitosis.

Elasticity (Physics) The ability of matter to resist deformity and to return to its original

shape after deformation.

Electron Cryotomography An imaging technique that uses electron microscopy on cryogenic
samples to record a series of 2D images as the sample is tilted to yield a 3D reconstruction.

Also known as cryo-electron tomography.
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Electron Density Map A 3D map of the density of electrons in a crystal structure. Also the

name of a le format that contains this information.

Element Inversion  An FFEA error where a node of a mesh element passes through a face or

edge of that element, resulting in non-physical behaviour.

Entropy (Information) The amount of information provided by the potential outcomes of a

variable.

Entropy (Physics)  The thermal energy per unit of temperature in a system that cannot be

transferred.

FFEA Runner The component of the FFEA suite that contains the FFEA algorithm and
computes FFEA trajectories from an FFEA input le containing a system and its condi-

tions, primarily written in C++.

FFEA Suite The holistic FFEA software, i.e. the FFEA runner, the FFEA visualiser, and
FFEAtools combined.

FFEA Visualiser  The plugin for PyMOL that visualises FFEA simulations from an FFEA

input le, primarily written in Python.

FFEAtools An independent Python package for the FFEA suite containing analysis tools and

tools for assisting users in the creation of FFEA les and simulations.

Finite Element Method (FEM) A numerical method for solving engineering and mathem-
atical model problems by solving partial di erential equations. Simplies a model or
system by subdividing into elements connected to points in a mesh called nodes with

respective equations attached. Analysis with this method is called nite element analysis.

Fluctuating Finite Element Analysis (FFEA) A software package designed to perform
continuum mechanics simulations of proteins and other globular macromolecules on the

mesoscale by combining nite element analysis with stochastic thermal noise.

Gene Sequencing The process of determining the order of nucleotide molecules in nucleic

acids.

Glucagon A hormone produced by the pancreas that raises the concentration of glucose and

fatty acids in the bloodstream.

XVi



Glossary Glossary

Graphene An assembly of carbon atoms in a hexagonal lattice.
GroEL A protein (commonly found in bacteria) used in protein folding.
Hemoglobin  The protein found in red blood cells which transports oxygen.

Human Epidermal growth factor Receptor 2 (HER2) A human protein of scienti ¢ in-

terest due to its role in the development of some types of breast cancer.

Human Immunode ciency Virus 1 (HIV-1) The more common, virulent, and transmiss-
ible of the two major types of the virus that causes acquired immune de ciency syndrome

(AIDS).
Hyperspectral  Pertaining to information from the electromagnetic spectrum.
Isosurface A surface created from points of a set constant value in 3D continuous data.
Isotropic  Having uniform properties in all directions.
Kinetic Energy  The energy of an object due to motion.
Kinetochore A protein structure which helps attach chromosomes to microtubules.

Kircho Biological Rod Algorithm (KOBRA) A model for representing the dynamics of

elongated biomolecules in FFEA.

Lactic Acid An organic acid that is a waste product of anaerobic (i.e. without oxygen) res-

piration.

Leucocyte White blood cells. Responsible for protecting the body against foreign materials

such as infections.
Macromolecule A molecule with a large number of atoms.

Marching Diamond Crystal Lattice Tetrahedral Meshing Algorithm (MDCL-TMA)
A method for the generation of computational methods by slicing voxels into ve tetra-

hedra with alternating inner tetrahedra.
Mechanics The study of the relationships between forces, matter, and motion.

Mesoscale Materials in the size range between the nanoscale and microscale. Generally in the

range between approximately 100-1000nm (or 1000-1008).
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Microtubule  Polymers of the protein tubulin that forms part of the cytoskeleton for structure

and intracellular transport of proteins.

Molecular Dynamics A method of analysing the spatial location of atoms and molecules

through computer simulations.
Myosin  Motor proteins involved in motility processes such as muscle contraction.

Neuron Also known as a nerve cell. Sends and receives signals across the nervous system of

an organism to allow it to react to stimuli and control motor functions.

Nuclear Division Cycle 80 Complex (NDCB80C) A microtubule receptor at the kineto-

chore.
Nucleic Acid Biomacromolecules that contain genetic information.

Potential Energy ~ The stored energy of an object due to its position (such as within a force

eld) or condition (such as under mechanical stress).

Protein A biomacromolecule composed of amino acids that perform a vast number of essential

biological functions.

Quality-Fitness  The ratio of a tetrahedron's inradius to circumradius multiplied by 3. Results
in a value between 0-1, with 1 representing the tetrahedron's volume tting perfectly to

that of a regular tetrahedron.
Residue (Chemistry) A leftover product of a chemical reaction.

Ribonucleic Acid (RNA) A single-stranded polymer carrying genetic instructions for biolo-

gical functions and processes.
Rigid Body A solid object with zero or negligible deformation.

Rod Dynamics Explosion An FFEA error where a KOBRA model has gained an in nite or

very large energy value, causing non-physical behaviour.

Severe Acute Respiratory Syndrome Coronavirus 2 (SARS-CoV-2) The virus respons-

ible for the respiratory illness COVID-19.
Software Decay / Rot The deterioration of the quality of a given software.

Software Sustainability A term with a contested de nition (see 82.1). Generally refers to
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software aspects such as longevity, maintainability, and source code readability. This
thesis de nes it as \the qualities of software which impact its usability, maintainability,

and longevity".
Stator The stationary component of a rotary system such as a motor.
Sti ness (Mechanics) The ability of an object to resist deformation.
Stimulus  Something which causes activity in an object or system.
Strain (Mechanics)  The relative deformation of physical matter under applied forces.
Stress (Mechanics) The forces present during the deformation of physical matter.
Structural Biology = The study of biomolecules' structure and dynamics.

Super-Resolution Microscopy A series of imaging techniques in optical microscopy that
can image samples at higher resolutions than traditional microscopy, which is limited by

the di raction limit.
Synapse The connective structure between neurons that passes electrical or chemical signals.

Thermal Noise The random motion of free electrons in a conducting material caused by heat.

Also known as thermal agitation.

Thermodynamics  The study of the relationships between heat, work, temperature, and en-

ergy.
Topography The study of geometric surfaces.

Topology The study of geometric properties that are preserved under deformations, those that

do not change the number of holes in a geometry.
User Retention The number of users who continue to use a product or system.

van der Waals Force A weak, non-chemical and non-electric bonding force between atoms

or molecules.
Viscoelasticity = The behaviour of materials with simultaneous uid and elastic properties.
Viscosity A measurement of a uid's ability to resist deformation.

Yeast A single-cell fungus important to humans for the process of fermentation.
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AMBER Assisted Model Building with Energy Re nement.
APl Application Programming Interface.
ATPase Adenosine TriPhosphatase.

BASH Bourne-Again SHell.

CAD Computer-Aided Design.

CAM Computer-Aided Manufacturing.

CCP Collaborative Computational Project.
COVID COronaVlrus Disease.

CPU Central Processing Unit.

Cryo-EM  Cryo-Electron Microscopy.

CSV Comma-Separated Values.

CUDA Compute Unied Device Architecture.
DNA DeoxyriboNucleic Acid.

DNN Deep Neural Network.

DPPC DiPalmitoylPhosphatidylCholine.

DT Delta Time.

El Element Inversion.

EMDB Electron Microscopy Data Bank.
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ERR ERRor.
FEA Finite Element Analysis.

FEM Finite Element Method.

FF-DT Feature Fusion and multi-layered gradient boosting Decision Tree.

FFEA Fluctuating Finite Element Analysis.
FFmpeg Fast Forward Moving Picture Experts Group (software).
GAMer Geometry-preserving Adaptive MeshER.
GB GigaByte.

GCC GNU Compiler Collection.

GDB GNU DeBugger.

GNU GNU's Not Unix! (recursive acronym).

gprof GNU PROFiler.

GPU Graphics Processing Unit.

GUI Graphical User Interface.

HER2 Human Epidermal growth factor Receptor 2.
HIV Human Immunode ciency Virus.

HPC High-Performance Computing.

/O Input/Output.

ID InDex (or unique IDenti er).

IDE Integrated Development Environment.

k-NN  k-Nearest Neighbours.

KB KiloByte.

KOBRA KirchO Biological Rod Algorithm.

MB MegaByte.
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MD Molecular Dynamics.

MDAnNalysis  Molecular Dynamics Analysis (software).

MDCL Marching Diamond Crystal Lattice.

MDCL-TMA Marching Diamond Crystal Lattice Tetrahedral Meshing Algorithm.
MIC Many Integrated Core.

MRC Medical Research Council ( le format).

N/A  Not Applicable.

NDC80C Nuclear Division Cycle 80 Complex.

OBJ wavefront OBJect ( le format).

PATH Not an acronym. Linux environment variable.

PC Personal Computer.

PDB Protein Data Bank.

PNG Portable Network Graphics.

PointCNN  Point Convolutional Neural Network.

POSIX Portable Operating System Interface.

PyMOL A pseudo-acronym. A Python-based molecular dynamics visualization tool.
QF Quality-Fitness.

QUARK A pseudo-acronym. A protein structure prediction tool.
RAM Random Access Memory.

RBF Radial Basis Function.

RCSB Research Collaboratory for Structural Bioinformatics.
RDE Rod Dynamics Explosion.

RMSD Root Mean Square Deviation.

RNA RiboNucleic Acid.
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RSE Research Software Engineer(ing).

SARS-CoV-2 Severe Acute Respiratory Syndrome CoronaVirus 2.
SCWRL Side Chains With Rotamer Library (software).

S| Syseme International (units).

STL STereoLithography ( le format).

SVM Support Vector Machines.

UCSF Chimera University of California, San Francisco Chimera (software).
Ul User Interface.

UV Not an acronym. Represents theu and v axes of 2D textures for a 3D model (where the

X, Y, and z axes labels are already in use to describe the geometry of the 3D model).
UX User eXperience.
VMD Visual Molecular Dynamics.
VTK Visualisation ToolKit.
WCT Wall Clock Time.

XML eXtensible Markup Language.
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Chapter 1

Introduction

Computational biophysics... should not let the speed and availability of
computing power set the upper bound on the size and complexity of
molecular dynamics systems. We cannot depend on the exponential

growth of computing speed to solve ever more di cult problems.

Robert Welch (2020)

Over the past few decades, structural biology has been bene ting from the combination of
computational methods (such as simulation) and traditional physical \real-world" experiment-
ation to enhance scienti ¢ understanding and discovery (Kmiecik et al. 2016; Gravett, Cocking
et al. 2021; Zhou and Liu 2022). This has allowed researchers to investigate the physical and
chemical properties of biomolecular systems without always needing to resort to expensive and
time-consuming real-world experiments, and without needing to manually perform complex

calculations such as gene sequencing and analysing physical forces across an entire system.

While these computational methods have been a boon to biophysics researchers, they also have
to contend with computational problems that can arise from trying to design and develop these
methods. These can be challenging problems for many researchers to understand and solve,
as they are typically experts in their own eld, not necessarily in software development, and
may have had no training in this eld despite requirements or expectations to produce research
software. These conditions, which are the same for research software in most elds (even
sometimes computer science), often lead to an environment of rapid software decay, meaning
research software is in a constant cycle of wasteful re-invention as tools need to be re-made each

time the same or similar research topics are tackled (Cohen, Katz, Barker, Haines et al. 2018;
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Souza et al. 2019).

The work in this thesis uses, as an exemplar, the research software tool Fluctuating Finite
Element Analysis (FFEA), which implements the FFEA numerical method to simulate large
biological macromolecules (Solernou et al. 2018), in particular those in the mesoscale (a length
scale of approximately 100-1000nm), which other traditional methods of molecular dynamics
are unable to simulate the dynamics of accurately, and are unable to produce simulations within

a reasonable time frame. FFEA is a novel piece of research software, which has been developed
over a decade by numerous contributors, but as a piece of research software it is subject to the
same conditions that contributes to the decay of research software. This research aims to apply
sustainable research software engineering (RSE) principles to FFEA, in order to prevent this

work from experiencing software decay and poor user retention.

Chapter 2 begins this work by reviewing appropriate literature for background research. This
starts by exploring the eld of RSE and software sustainability, to try and get as clear of an
understanding as possible as to what makes software sustainable, and to have a good under-
standing of these principles to apply to FFEA. The research topics of structural biology and
molecular dynamics are then introduced, to gain an understanding of the general aims and
applications of these elds, and then how computational methods have been applied to these
elds to expand upon their capabilities. This is done to understand the existing computing
strategies implemented for these elds, and their limitations. This chapter then closes with an

explanation of FFEA and the nite element method it is based on.

Before work can be started on improving the sustainability of FFEA, it is necessary to know
exactly what are the current problems with the software. If work is immediately started on
trying to apply the sustainable RSE principles explored in Chapter 2, it would be very possible
to overlook issues that should be of a higher priority to address. Therefore, Chapters 3 and 4
are dedicated to a thorough evaluation of the current version of FFEA to identify these issues
and the major bottlenecks in the work ow of using the software. Chapter 3 details quantitative
analysis of FFEA to determine potential problems in the performance and structure of the
FFEA source code. This is done via static code analysis through linting, dynamic code analysis
from running datasets in the FFEA runner executable, and soak testing. Chapter 4 then details
gualitative analysis through surveying users and developers of FFEA to determine potential

problems in the user experience, and to gain subjective opinions on the performance of FFEA
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to compare with the quantitative performance results in the prior chapter.

The result of this evaluation identi es the setup of FFEA experiments to be the main bottleneck

in the work ow, especially in regards to generating meshes, due to the large number of steps
requiring trial-and-error parametrisation. Outputs of each step in FFEA mesh generation can
also frequently produce unstable geometries that cause failures in subsequent steps, and the
unstable geometry of a nal mesh can frequently result in physics errors that prematurely
terminate FFEA simulations. The rest of the thesis is dedicated to trying to nd solutions to

the issues causing this di cult and overly-long work ow.

One potential solution to the problematic work ow for setting up FFEA experiments is to
develop a new meshing algorithm with stability in mind. Gravett (2022) began work on a new
meshing algorithm for use in their research, and Chapter 5 details this work, as well as explaining
the current process of generating meshes with FFEAtools (a suite of supplementary Python tools
for FFEA) so that these algorithms can be compared. The new meshing algorithm as presented
by Gravett (2022) generates tetrahedral meshes of a consistent geometry by diagonally slicing
voxels. While this new meshing algorithm was successfully applied to their research, it was not
in a feature-complete state ready for a wider audience to use. Chapter 6 details the development
work on the new meshing algorithm (tentatively named the \Marching Diamond Crystal Lattice
Tetrahedral Meshing Algorithm" or MDCL-TMA) performed as part of this thesis, to develop
any missing features (such as interpolation to produce a smooth mesh surface) and to improve
the usability of the tool. Chapter 7 then compares the feature-complete prototype of MDCL-
TMA to the FFEAtools mesh generation method, to see if MDCL-TMA improves upon mesh
generation for FFEA systems. This comparative analysis is done through comparing the quality
of static meshes produced by each algorithm, comparing the performance of FFEA simulations
using meshes generated with both methods, and comparing the results of FFEA simulations

using both types of mesh.

FFEA meshes come in two formats; tetrahedral meshes for globular molecules, and Kircho
Biological Rod Algorithm or KOBRA (Welch 2020) meshes for rod structures in molecules.
Utilising KOBRA meshes also comes with di culties in setting up FFEA experiments, espe-
cially when it is needed to combine them with other structures, as this is a manual process that
uses text elds instead of a GUI with instant feedback. Therefore, another potential solution

to this general work ow problem is to try and develop a feature for automating the genera-
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tion of KOBRA meshes. Chapter 8 works towards this goal by developing machine learning
models to try and classify biomolecule geometric data into two categories, those that contain
rod structures, and those that do not, to see if this geometry can be discerned algorithmically.
Multiple attempts of using di erent formats of biomolecule geometric data as input to machine

learning algorithms are performed to try and prove this concept, and to develop potential future

strategies for achieving the nal goal of full automation.

This thesis then closes with Chapter 9, which presents the conclusions to this research through
summarising current progress made and discussing future prospects to potentially improve upon

this progress.

Due to the involvement of interdisciplinary research, this thesis also contains a glossary of terms
and acronyms at the start to ensure the reader is familiar with the terminology used throughout

this work.

1.1 Research scope

Shaw (2003) poses three questions that software engineering papers should answer to indicate
well-presented results; What, precisely, was your contribution? What is your new result? Why
should the reader believe your result? Theisen et al. (2017) indicated the importance of these
guestions by noting the impact of whether or not they were answered on review committees'

acceptance rate of papers (se82.1.2 for further detail).

This research builds on the established methodology presented by Shaw (2003) and applies it
speci cally to research software. The aim of this particular thesis is to address the impact of
sustainable qualities and sustainable design practices on the user experience, maintainability,
and longevity of research software. Considering the framework of Shaw's questions, and the
speci ¢ topics of this research, three research questions have been devised that this thesis aims

to answer:

1. How can research software be systematically evaluated in order to gain a holistic under-
standing of its sustainable qualities and their impacts on software usability, maintainab-

ility, and longevity?

2. When it is understood what the current sustainable software qualities of a piece of research

software are, how could these sustainable software qualities be improved?
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3. Will improving the sustainable software qualities of research software improve the user

experience, maintainability, and the software longevity?

Answering question 1 is a necessity before attempting any kind of improvement to the sustainab-
ility of a piece of software. First of all, it would be di cult to attempt any kind of improvement

to software without understanding its current state; to understand its current issues and how to
prioritise them, and what qualities are either necessary or bene cial for the software and should
not be changed (or at least should be preserved in some form). This also provides a record of
the \before" state of the software to compare to the \after" state once changes have been made,
so that the reader can understand exactly what has been contributed and what the new results

are, as per Shaw's questions.

Question 2 prompts the researcher to consider what could be contributed to research software
development to improve the sustainable software qualities. This question provides the limits of
the scope of this research { it is an aim of this research to seek changes to research software that
improve the sustainable software qualities of research software. We doot seek to improve any
other aspects of software (such as result accuracy, capability of its functions, or marketability),
and we are speci cally addressingesearch software, not software designed for any other purpose

(such as creative, communication, or recreational software).

Finally, question 3 prompts the researcher to conduct a comparative analysis of the research
software before and after changes were made. It needs to be clearly shown how the changes to
the research software correlate with improving its sustainable software qualities, so that as per

Shaw's third question the reader can clearly understand the validity of the results.

To narrow the scope of this research project, this thesis applies these research questions through
a case study of an exemplar of this type of research software { Fluctuating Finite Element
Analysis (Solernou et al. 2018). Attempting to apply these questions to research software as a
whole would require deep studies of multiple pieces of research software, which is beyond the
time-frame of this research. This case study will test the e ectiveness of this approach and the
methodology used, and develop guidelines and best practice to apply to other research software.
If so, similar studies to this one can then be conducted to compare and contrast results to get

closer to more holistic answers to these questions.

As this research aims to discuss the importance of software sustainability this thesis must be
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upheld to the standards of well-presented software engineering results, and thus will aim to

answer Shaw's base questions as well.

1.2 Methodology

Software engineering currently lacks a consensus on the de nition of software sustainability
(Venters, Kocak et al. 2021). Without being able to agree on the nature of the very topic,
studies are required to produce evidence on the impact of features considered to be related to
sustainability, such as the quality, lifespan, and user interaction of software. The collection
of evidence produced by such studies will hopefully allow software engineers to get closer to
a consensus. This research aims speci cally to look at this problem from the perspective of

research software.

The methodology employed by this research is one of a case study. As previously mentioned,
this approach is used to test the e ectiveness of the general methodology (see Figure 1.1),
so that after experiments have been conducted the results can be analysed to determine any
aws and limitations in the approach to this research. The methodology can then be adjusted
as appropriate to apply it further and conduct similar studies on other research software to
compare the results, in order to work towards the higher-level goal of obtaining holistic answers
to the research questions §1.1), and to understand the best sustainability practices to apply to

research software.

For this study, FFEA is used as the exemplar case of software created for research purposes.
FFEA is a novel research application with a small user base that has been primarily developed
by PhD students, some of which were not trained in software engineering. The quality of the
code and the documentation is inconsistent, having been developed by di erent people without
a coding style guide for the project. Such quality issues that can lead to software sustainability
problems are a common result of ad-hoc development of research software (Baxter et al. 2012;
Cohen, Katz, Barker, Hong et al. 2021). Therefore, this makes for a su cient and apt software

suite to investigate the sustainable qualities and practices of research software.

The diagram in Figure 1.1 outlines the generic methodological approach to this research, and

explains where each step of the methodology is contained within this thesis.
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Figure 1.1: Generic methodology of this research. Each step shows the chapter (C) or section
(8) where it is applied in this thesis in bold .

For the specics of how this methodology is applied to the case study of FFEA, this begins

with secondary research of relevant literature in Chapter 2 with a section to explore our current
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understandings of RSE and software sustainability. This helps to showcase how research soft-
ware is typically developed, and how aws with these typical methods lead to certain software

sustainability issues. The same chapter also introduces the concept of structural biology and
molecular dynamics (the main research topics of experiments that use FFEA) and how software

engineering principles have been applied to these elds.

A holistic evaluation of the current version of FFEA is performed through quantitative eval-
uation of the source code in Chapter 3 and qualitative evaluation of the user and developer
experience in Chapter 4. The quantitative analysis applies static code analysis techniques in
order to understand the quality of the written source code, and applies dynamic code analysis
to understand the quality of the software's performance as it runs. The qualitative analysis
employs a user and developer survey to understand the current relationship between the soft-
ware and those that interact with it; to highlight both strengths and weaknesses of the research
software to know what should and should not be altered. These analyses are done in order to
identify key bottlenecks in the software's common work ow in 84.4, to see if they stem from

issues with code performance or from issues with the design of its functionality.

After evaluating the research software to understand its sustainable qualities, the next task is
to develop changes to the software that improves these sustainable qualities. In the generic
approach to this research, the rst step is to understand the current functionality that is being
altered or replaced to understand why the software utilises it and what the current aws are,
so that in the next step a new functionality can be developed that addresses these aws while
ensuring it keeps its utility. Once a new functionality has been developed, it needs to be
analysed to understand how well it has improved the research software's sustainable qualities.
This is done by conducting a comparative analysis against the old functionality to measure
improvements and note any potential new aws, as well as evaluating the limitations of this

functionality to decide if future development is needed and why.

In this speci c case study of FFEA, the stability and ease of use of meshes during creation
and simulation were key issues found from this evaluation, so new functionality was devised to
attempt to improve this part of the work ow. Two ideas were devised; one aiming to improve
FFEA's tetrahedral meshing, and one aiming to improve FFEA's rod meshing. Chapter 5
begins by discussing the current method of generating tetrahedral meshes for FFEA and the

aws with this method, as well as an attempt by Gravett (2022) to create a more stable method
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of tetrahedral mesh generation for FFEA. Chapter 6 then explains how Gravett's meshing
algorithm was further developed as part of this research to a usable state. The new tetrahedral
meshing algorithm is then analysed against the old meshing algorithm in Chapter 7 in order to
validate its results and test if improvements were made to the stability of objects meshed for
FFEA. Chapter 8 provides a proof of concept for improving rod mesh generation for FFEA by
utilising classi cation machine learning algorithms to detect elongated structures in molecular

data.

In the nal step of the methodology, conclusions are drawn in Chapter 9 to attempt to answer the

research questions posed igl.1 and by Shaw (2003). By doing this the generic methodology can
be evaluated to see its potential in being applied to other research software, and what alterations
and additions can be made to the method to improve its thoroughness and applicability. These
conclusions also presents an overview of the speci ¢ application of the methodology to FFEA,
to clarify how this method has highlighted sustainable quality issues with the software and the
e ectiveness of changes made to its functionality during this research. This overview will help

future development as the development cycle of the software begins again.



Chapter 2

Background research

Before conducting research on making improvements to FFEA, this chapter discusses relevant
literature. It begins by detailing researchers' experiences and studies on research software
engineering (RSE), as a generalised look into issues with research software (especially in relation
to sustainability) may provide useful insights on how to analyse and improve such software.
Structural biology and molecular dynamics are then presented as the research topics which
FFEA as research software is designed for, with literature to provide brief explanations of them

to the reader, how computer science and software engineering assist researchers of these topics,
and how computational limitations can impact this assistance. This chapter then closes with

a more detailed explanation of the FFEA numerical method, following literature on the nite
element method which it is based on. In regards to the general methodology as outlined in

Figure 1.1, this chapter makes up the \Background research” stage.

2.1 Research software engineering and software sustainability

2.1.1 Research software engineering

As computing tools and digital methods have increased in general usage, academia has been in-
creasingly utilising software for research practices, taking advantage of the increasing processing
power of machines to produce more precise simulations of real-world systems for experimenta-
tion (Hansson 2015). At the Software Sustainability Institute's 2012 Collaborations Workshop,

a discussion began around issues speci ¢ to the development of software for academic purposes

(Baxter et al. 2012). The key issue noted at this workshop was a lack of a professional des-

10
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ignation for the development of this type of software, requiring academics to create software
themselves for their research, regardless of their understanding of software engineering. The
attendants of this discussion proposed the term \research software engineer" (RSE) as a career

title for this form of software development.

Research software engineers |l in the need for software engineers that also have an understand-
ing of research practices and the speci ¢ domain of the research topic (Baxter et al. 2012). They
must understand how to read, and sometimes contribute to the writing of, academic literature,
and they must employ scienti ¢ methods to develop and validate software if it is to be appropri-
ate for use in scienti ¢ research. Software engineers with this knowledge base were uncommon
at the time due to this lack of a designated career path, and of institutional representation.
Since coining this term however, it has been widely accepted by the software engineering com-
munity, leading to the creation of new workshops, conferences, career positions, and research

associations for the eld (Hettrick 2016).

2.1.2 Research software sustainability

Research software is often primarily or even solely focused on the goal of creating an output, such
as answers to given research questions, with less attention focused on the quality of the software
itself (Baxter et al. 2012; Cohen, Katz, Barker, Haines et al. 2018; Carver et al. 2021). This leads
to unsustainable software that is not maintained and rapidly decays (Souza et al. 2019) (in this
thesis, sustainability refers to aspects of software, not aspects of ecological impact). This is often
because the developers are researchers who are not software engineers, and therefore have little-
to-no training in relevant tools and practices (Baxter et al. 2012; Cohen, Katz, Barker, Haines et

al. 2018). In recent years, there has been an increase in higher education integrating sustainable
practices into course material in response to the United Nations's sustainable development goals
(UNESCO 2023), but this is of a limited scope and courses rarely address sustainable practices

for elds focusing on technical skills such as computer science (Venters, Capilla et al. 2022).

These issues tend to lead to a cycle of \reinvention of the wheel", where software is created
and disposed of frequently for similar research tasks. Figure 2.1 elaborates on how this cycle
typically occurs. When researchers require software for their problem domain, they will create

a new piece of research software with development focused on solving this problem. When the

software produces results for the research it was designed for, its immediate use is now ful lled,

11
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so further development and maintenance of the software ceases, and eventually the software
decays to an unusable or inaccessible state. Then, when a similar research topic begins that
could have made use of this now-decayed software, the researchers have no choice but to make

a new pieces of research software from scratch, and thus the cycle of decay begins anew.

Figure 2.1. The cycle of reinventing research software. Software decay is further exacerbated
by a lack of software engineering training for developers of this software, and by a lack of
sustainability standards for developers to reference.

What makes a piece of software sustainable is subjective, and di erent users and organisations
will stop using software for di erent reasons. There is currently no consensus on the de nition
of software sustainability, the various researchers that have tried to de ne this present con-
tradictory ideas (Venters, Kocak et al. 2021). With this lack of a strict de nition, to gain an
idea of sustainable practices for RSE, Souza et al. (2019) produced a survey for RSEs asking
them which features of research software are important to keeping it sustainable. They noted
some consensus on the meaning of sustainability, but varying views on the best ways to achieve
it. Overall software quality and connection to a community are the more common points men-
tioned, however. There were fourteen key features mentioned by those surveyed, the frequencies
of which are shown in Table 2.1. Having the software be well documented, openly available, act-
ively maintained, with readable code, and plans for future upkeep were the features most-often

mentioned.

12



Chapter 2. Background research 2.1. RSE and software sustainability

Table 2.1: Results of the frequency of features of sustainability mentioned by participants in the
interviews by Souza et al. (2019). There were nineteen participants in total. Three were female
and sixteen were male. Experience in RSE ranged from eighteen months to twenty years. Phase
1 consisted of nine developers at a single UK university. Phase 2 consisted of ten developers
from four UK institutions, one of which is the same university as in phase 1.

Venters, Kocak et al. (2021) note that attempts to de ne software sustainability tend to focus on
the technical side of software development, such as the maintainability and extensibility of the
software itself. However, they put forward that it has been argued that software sustainability
should apply to \both the system and its wider contexts This is corroborated by the survey
results produced by Souza et al. (2019), with extrinsic features of sustainability receiving roughly
the same amount of attention from participants as intrinsic sustainability features. There is
some di erence between what the two groups of researchers consider sustainability features
intrinsic to the software itself, with Souza et al. (2019) considering maintenance to be extrinsic,
while Venters, Kocak et al. (2021) discuss maintenance as an intrinsic factor. Regardless of this
di erence, there would still be roughly-equal mentions of intrinsic and extrinsic sustainability

features by the participants of the survey conducted by Souza et al. (2019).

While not specic to RSE, Theisen et al. (2017) discuss how to write quality research papers
about software engineering, revisiting an earlier paper by Shaw (2003), who posed three ques-

tions that software engineering papers should answer to be indicative of well-presented results:

1. What, precisely, was your contribution? - State what questions the software can

answer, and why readers should care about the software.

2. What is your new result? - State what new knowledge the software contributes for the

13
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reader to use, what previous work is the software built on, and is the software a superior

alternative to existing similar software and why.

3. Why should the reader believe your result? - State the standard that should be
used to evaluate claims made and give concrete evidence to show that the result satis es

these claims.

Theisen et al. (2017) replicated the study Shaw (2003) performed to analyse the abstracts of
papers submitted to the International Conference on Software Engineering in order to investigate
the perceptions of the review committees based on these questions. They noted in papers
with a produced artefact (for example a technique or tool) reviewers held negative opinions
towards these papers if they did not discuss the availability of the artefact or any data utilised.
Many publications have since adopted open data policies to address this, where the publisher
will recommend that data used in given research is publicly archived, however it is rare for

publications to require open data before research can be published (Jackson 2021).

The most important factor found by Theisen et al. (2017), however, is the researcher's choice of
validation technique. Submissions of novel approaches with minimal evidence for their results
have a lower acceptance rate. As this thesis covers the topic of software engineering, these ideas
will be considered throughout to ensure good quality information is presented, as the quality
of documentation is important to the sustainability of software (Souza et al. 2019). If this
research is to assert the importance of software sustainability, then it must be held to the same

standards.

Some commonalities arise in the literature. Cohen, Katz, Barker, Haines et al. (2018), Jinenez
et al. (2017) and Souza et al. (2019) mention the importance of community to RSE, promoting
some form of possibilities of collaboration, whether direct or through forums. Jinmenez et al.
(2017), Shaw (2003), Souza et al. (2019) and Theisen et al. (2017) discuss the importance of the
availability of the software. Jinenez et al. (2017) and Souza et al. (2019) speci cally mention the
value of software being open-source (i.e the source code is openly available for users to inspect
and modify), and how that increases the discoverability of the software to cement its future
usage. Jinenez et al. (2017), Shaw (2003) and Theisen et al. (2017) mention the importance
of transparency (i.e. evidencing what actions have been performed to obtain results), although
have di erent discussions about how to make software transparent. Jinenez et al. (2017) focus

on the people involved and their responsibilities, and Shaw (2003) and Theisen et al. (2017)
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discuss how developers should ensure to answer why their claims and results should be believed

through concrete evidence.

The questions posed by Shaw (2003) essentially restate the scienti c method but apply it to
software. In practice, these questions are attempting to hold the design of a piece software to
the same standards as the scienti ¢ results it produces, to ensure its reliability and validity

when presented.

Sustainability in regards to software is a contested issue with no clear de nition or strategies.
Reviews and surveys have helped to qualitatively evaluate this problem and allow researchers
to identify aspects that could be considered software sustainability which are important to
members of the scienti c community, but consensus cannot be achieved from this to develop
a list of software sustainability best practices. In the meantime however, RSEs can consider
these subjective views on sustainability to develop and implement strategies for improving and
maintaining sustainability, and then evaluate the e ectiveness of their strategies in order to

validate and re ne these ideas.

Software sustainability has been important to research software engineering from its inception,
as a key issue the eld aimed to address was the frequent decay of academic software due to
the unsustainable environment they were typically developed in (Baxter et al. 2012). Research
software also has its own speci ¢ sustainability requirements in that the needs of its research
topic will evolve over time, likely in ways too complex to fully deduce from the software's
inception, so research software must be created in a sustainable manner from the start so that

it can be actively maintained to keep updated and stay relevant (Carver et al. 2021).

Cohen, Katz, Barker, Hong et al. (2021) have stressed the importance of sustainability to RSE
in their framework \the four pillars of research software engineering”. The general aim of this
framework was to highlight important elements to provide support for the eld, with the four
central ideas being software development, community, training, and policy (see Figure 2.2).
Software sustainability is directly mentioned as part of the \software development" pillar, em-
phasising the importance of ensuring research software is of high quality for valid research and

is maintainable for future use as the needs of the research topic change over time.

While the other three pillars do not explicitly mention sustainability, they are designed to create

a stable and supported career environment for RSEs. This is done by highlighting the import-
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ance of communities for RSEs to discuss research and the needs of their eld, the importance
of training to bring new RSEs into the eld in such a way that all are prepared for their career,
and the importance of advocating policies in research-based intuitions to understand the value
of RSEs and ensure they are properly supported in their role. These points are put up for con-
sideration as the authors argue that sustainable software requires development in a sustainable
environment (Cohen, Katz, Barker, Hong et al. 2021). This point is also backed by Carver et al.
(2021) who states that a stable work environment with adequate training and support for its
RSEs is necessary to provide guidance through best software development practices to create
sustainable software, and that it is necessary for ensuring the needs for software maintenance

is met to keep it updated.

Figure 2.2: The four pillars of research software engineering. Diagram by Cohen, Katz, Barker,
Hong et al. (2021).

Much of the work centred around research software sustainability has been very general to the
needs and practices of the eld as a whole, which is understandable due to it being a young
eld with a focus on developing stable career paths for practitioners. Speci c examples of RSE
cases would have been helpful to include in this literature review for this research, however
little of relevant substance was found from looking through the resources of research groups
with RSE as a key topic, such as the Software Sustainability Institute (2024), the Workshop

on Sustainable Software for Science: Practice and Experiences (2017), and Better Scientic
Software (2024). High-Performance Computing (HPC) groups such as Archer often publish

case studies to showcase their capabilities and applications (Archer 2024), but it is not yet
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common practice to discuss the software engineering challenges of running research software on

HPC, and how RSE principles were applied to achieve this.

2.1.3 Open issues in research software sustainability

Now that the eld of RSE has been accepted by the software engineering community, it is the
opinion of the author of this thesis that RSEs need guidance on the best practices to ensure
robust and sustainable research software for their specic eld. As previously mentioned by
Baxter et al. (2012), a research software engineer must understand general research practices
and the speci ¢ domain of the research topic in order to appropriately apply scienti c methods

correctly to the development and validation of their software.

But how does a research software engineer develop these sustainable best practices beyond the
general for their speci ¢ research domain, and how do they do so when software engineering in
general lacks a consensus for the de nition of software sustainability? The authors of the four
pillars framework themselves have questioned how generally applicable their framework is when
faced with di erent research contexts, and that understanding this is necessary to completing
their framework (Cohen, Katz, Barker, Haines et al. 2018). Without studies conducted on cases
of research software for speci c elds and topics on improving their sustainability, there is no
evidence to base de nitions and best practices on through critical analysis of employed methods

to test their e ectiveness. This thesis aims to be one such study.

Even though we cannot de ne software sustainability for the whole eld of software engineering
or RSE, we must choose and stick to a de nition in this research for clarity to the reader.
Therefore, in this thesis, software sustainability is de ned asthe qualities of software which
impact its usability, maintainability, and longevity . This de nition is chosen to encom-
pass quality features that a ect the experience of a software's users and developers, as well as
a ects on the lifespan of the software itself, attempting to gain a holistic understanding of the
impact of these a ects. The term \usability" is included in this de nition to probe the various
factors on how the software is interacted with, such as user experience, work ows, and accessib-
ility concerns. \Maintainability" is included to drive analysis of the developer experience, and
how the quality of the software changes with time and with updates to the software. Finally,
\longevity" is included to to cover aspects that impact how long the software will remain in use,

such as user retention, software decay, and the ease of access to the source code, the executable,
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and documentation.

2.2 Sustainability of computational solutions to structural bio-
logy

2.2.1 Structural biology and molecular dynamics

Structural biology is the study of biological materials and their physical and chemical proper-

ties (Liljas et al. 2016). The analysis of material properties of biological matter has allowed
researchers to study biological objects in more depth and with clearer distinctions. For ex-
ample, the discovery of nucleic acid occurred during experiments by Freidrich Miescher (Liljas
et al. 2016; Pal 2019). While attempting to study proteins in leucocytes (i.e. white blood cells),

Miescher noticed an unknown substance precipitating from the cells' nuclei. Upon examination,
the substance was found to not have the chemical structure of proteins (instead containing large

guantities of phosphorous), and was thus found to be a di erent substance (Pal 2019).

Miescher's discovery has been invaluable to the eld of biology, with DNA and RNA both
being classes of nucleic acids which are now highly studied. However, as the study of DNA
progressed it became di cult to continue without the aid of machines to perform some of the
complex computations required for such techniques as DNA sequencing to describe the chemical
structure (Staden 1979). The declining cost of computer components across the latter half of
the 20" century gave more DNA sequencing researchers access to computational solutions. This
allowed for the development of faster, more e cient DNA sequencing strategies, and this is but

one method of applying computational solutions to structural biology problems.

Molecular dynamics is a computational method for analysing atoms and molecules in simulated
motion in order to study their structures and dynamics (i.e. the e ects of forces on motion). A
computational approach allows researchers to investigate molecular physics without the need of
setting up di cult and expensive real-world experiments. While in silico experiments cannot
replace the validity of real-world experimentation, this allows a researcher to do preliminary

studies on a theory or hypothesis before making more costly commitments (Zhou and Liu 2022).

As computer science and technology have advanced, molecular dynamics has bene ted from
more powerful and e cient computing resources to allow for experiments of greater complexity,

such as with larger objects (or larger numbers of objects) at longer timescales (Zhou and Liu
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2022). As the eld of computer graphics has evolved, graphical user interfaces (GUIs) have
allowed researchers to visually observe their data and results (Pal 2019; Gravett, Cocking et al.
2021; Zhou and Liu 2022). The results of molecular dynamics experiments can be visualized
with a number of representations to assist a researcher in results analysis, and to communicate
experimental ndings to a wider audience. Some of these representations include line repres-
entation (used for showing chemical structures and atomic bonds), ribbon representation (used
to visually simplify the structure of chain molecules, such as nucleic acids and proteins, which
fold to form 3D structures), and surface representation (used to represent surface interactions

and molecule geometry) (Pal 2019). Figure 2.3 shows examples of these representations.

Figure 2.3: Examples of molecular dynamics visual representations. From left-to-right, lactic
acid in line representation (visualized in MolView), glucagon in ribbon representation (visualized
in MolView), and actin-tropomyosin in surface representation (visualized in UCSF ChimeraX).

Visualization for molecular dynamics has also assisted researchers in building models for simu-
lated experiments (Gravett, Cocking et al. 2021). UCSF ChimeraX (Pettersen et al. 2021) is a
molecular graphics tool for analysing molecular structures, and a common use is to t surface
or mesh models to atomistic models. ChimeraX also supports third-party extensions, which can
be used by a researcher to develop model building tools for their experiments. Blender (Blender
Online Community 2023) is a general-purpose 3D modelling software, however it too supports
third-party extensions, one of which being a GUI for the molecular meshing tool GAMer (Lee

et al. 2020). GAMer converts molecular structure datasets (such as from microscopy or atom-
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istic data) into geometric meshes, and with the Blender extension BlendGAMer a user can

interactively analyse and edit these meshes.

2.2.2 Computational solutions

Molecular dynamics is a computational method, and as such is limited by computational re-
sources. As there is an increase in the size of input data, the amount of calculations performed,
and the length of experiments, the computational cost of these experiments will also increase,
and performance limits will eventually be reached. Conventional molecular dynamics simula-
tions usually have an upper length scale limit of around 100nm, and an upper timescale limit
of around 100ns (Zhou and Liu 2022). The length limit prevents molecular dynamics from sim-
ulating mesoscale objects (length scales of approximately 100-1000nm), which includes many
desirable biomacromolecules such as proteins and nucleic acids. The timescale limit prevents
molecular behavioural analysis, as some molecular actions (such as the molecular relaxation of
some systems) take longer than 100ns. While these are not hard limits, and some molecular
dynamics methods have been able to move into these di cult time/length scales (see§2.4), it

is still an on-going process to extend the range of scales that molecular dynamics can simulate

(Gravett, Cocking et al. 2021).

Molecular dynamics, therefore, requires computational solutions for maintenance, improve-
ments, and supplementary tools. This section will discuss what computational solutions have

been attempted to directly further the capabilities of molecular dynamics.

A case for the impact of optimisation on molecular dynamics can be found in the work of Stone
et al. (2013). In it, they adapt the molecular dynamics software VMD (Humphrey et al. 1996)
to run on GPU-accelerated petascale supercomputers, with the goal of being able to visualize
the dynamics of large biomolecular systems of interest to the eld of medicine, such as viruses,
which are in the mesoscale and unreachable through a personal computer (as of the time of their
writing). This was inspired by earlier successes such as that of D'Agostino et al. (2014) using
CUDA to speed up the generation of molecular surfaces (for their dataset the speed-up was by a
factor of 88). Stone et al. used the supercomputer Blue Waters (Supercomputing Applications
2023) to accelerate VMD, and with it were able to render photo-realistic atomic simulations of

HIV-1's capsid (64 million atoms) and the structure of a chromatophore (2.4 million atoms).

A similar project was conducted by Peng et al. (2020) whereby they optimised the molecular
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dynamics software AMBER (Kollman et al. 2023) through parallel acceleration of the CPU and
Intel's Xeon Phi MIC coprocessot (Rahman 2013) to use on the supercomputer Tianhe-2 (Liao
et al. 2014). They noted that an issue with molecular dynamics is the high amount of computing
resources necessary, which hampers current technology's ability to process simulations of systems
with millions of atoms on the microsecond-level. Their main goal was to work towards a solution
for this. With their frameworks they were able to speed up the original software by factors
between 25 and 33, beginning work towards more reasonable times for producing atomistic

simulations of macromolecules.

Optimisation has been a key focus of the computational solutions for improving molecular
dynamics, with the objective being to reduce the amount of computational resources required per
element of a molecular dynamics system, and therefore increasing the timescale of simulations
and the size of systems which can be simulated. This is not, however, the only computational

approach to improving molecular dynamics.

Machine vision has been used to improve the analysis of molecular image data, especially data
from microscopy (Gravett, Cocking et al. 2021). These tools use algorithms to process molecular
image data by identifying molecular components, automating some of these time-consuming
and error-prone manual tasks (Al-Azzawi, Ouadou, Tanner et al. 2019; Wagner et al. 2019).
Theoretically, beyond just image classi cation, such machine vision tools could be used to
automate the setup of molecular dynamics simulations by analysing input data, and processing
this data based on the results of classi cation and identi cation (such as generating meshes of

input molecule data) to be passed into simulations (Gravett, Cocking et al. 2021).

Similarly, arti cial neural network techniques have been developed to predict structural proper-
ties of molecules. Graph neural networks are one such technique used in this eld (Wang et al.
2022), which processes irregularly-shaped data encoded as a graph, such as molecular struc-
tures. This technique has been successfully applied to problems in the simulation, screening,

design, and synthesis of materials (Reiser et al. 2022).

One approach to improving the capabilities of molecular dynamics simulations themselves is to
simplify a complex system with a coarse-grained model. A coarse-grained model reduces the

number of discrete data points by grouping them into single elements (or \beads") of a dataset,

YUnfortunately the Xeon Phi was discontinued in July 2020, therefore MIC parallelisation is no longer an
option moving forward.
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with the intent of that element reacting to stimuli as the combined data would (Kmiecik et al.
2016; Liu et al. 2021). The traditional use of coarse-graining in molecular dynamics is to reduce
the complexity of atomistic models by grouping atoms together in single elements as continua
(i.e. continuous matter) (see Figure 2.4), thus signi cantly reducing the number of points in a

molecular dataset to apply calculations to (Kmiecik et al. 2016).

Figure 2.4: Example of a coarse-graining process on an all-atom model of dipalmitoylphos-
phatidylcholine (DPPC). From left-to-right, the original all-atom model of DPPC containing

130 atoms, the selection of coarse-grain beads, and the new coarse-grain model of DPPC con-
taining 10 elements.

Coarse-grained models are one method that allows molecular dynamics simulations to reach into
the mesoscale to simulate macromolecules. Liu et al. (2021) presents a case where they were able
to produce molecular dynamics simulations of mesoscalar graphene structures (which are made
up of layers of hexagonal lattices of carbon atoms) by coarse-graining the models. They noted
that all-atom molecular dynamics models struggled to simulate large graphene structures with
good performance, limiting the ability to analyse a material of current signi cant interest to
material science. They also noted that existing coarse-graining models for graphene had various
aws, such as how square coarse-graining models cannot account for interactions between layers
of graphene, and how hexagonal coarse-graining models still had too high a computational cost
for modelling mesoscalar graphene structures, as it could only reduce the number of data points
by a xed factor of four. Their solution was to create a multilayer coarse-graining model which

rst coarsens the atoms across the planes of graphene, and then coarsens those planes to create
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thicker layers of coarsened graphene models. Compared to all-atom models, these multilayer
coarse-grained graphene models were able to produce simulations of a recorded approximate
1-2 orders of magnitude increase in length scale, and an approximate 3-4 orders of magnitude

reductions in computational time cost.

The coarse-graining methodology is not without its limitations. Coarse-graining a model of
a physical object requires geometric calculations, and as noted with the example of graphene
just discussed (Liu et al. 2021), sometimes these geometric calculations are incompatible with,
or unsuitable for certain molecular structures. The wrong coarse-graining model applied to
an object can alter the structure of the object in undesirable ways, or it could simply be an
ine cient model that does not reduce the computational complexity of the model enough for

quality experimentation.

Coarse-graining will also always sacri ce accuracy, as it is a simpli cation of a more complex
model. For example, coarse-graining reduces the degrees of freedom of an object (which in
mechanics is the number of motions in a body that may vary independently). A reduction in
degrees of freedom will decrease the computational cost as the number of calculations performed
at a given time decreases also. However, this can have impacts on certain physical properties
such as thermodynamics, as reducing the degrees of freedom a ects the entropy of a system, and
thus will introduce inaccuracies into calculations that use entropy. This accuracy reduces as the
coarseness of a model increases, and therefore there is a balance when creating coarse-grained
models between increasing computational e ciency as much as possible, and decreasing the

accuracy of certain physics calculations as little as possible (Kmiecik et al. 2016).

Methods for alleviating the limitations of the coarse-graining approach are being developed
however. For example, Pan et al. (2023) noted that using coarse-grained models for mesoscalar
graphene simulations caused a signi cant inaccuracy in the total kinetic and potential energy

in the system. The researchers attempt an alternative modelling method with atom sampling
in order to mitigate these inaccuracies while still maintaining the lower computational cost
bene cial from coarse-graining. In atom sampling, an element of the model is made of only a
single sampled atom in that bead, and has the mass of only that single atom, rather than the
element being the sum total of the atoms present in that bead. A Terso sampling model (the
Terso potential is an interatomic energy potential used to describe the structural and energy

properties of carbon (Terso 1988)) based on the atom sampling method was then developed

23



2.2. Computational structural biology sustainability Chapter 2. Background research

to predict mechanical properties of the system. This method was tested against a Terso
coarse-grained model to see if the atom sampling method or coarse-grained method produce
results more accurate to a Terso all-atom model. The researchers recorded that the atom
sampling method was able to reproduce more accurate mechanical behaviours than the coarse-
graining method for graphene, including the stress-strain relationships and the deformation of

the material.

2.2.3 Sustainability of computational solutions to structural biology { key

challenges

The previous subsection cites seven pieces of research on a speci ¢ computational solution to
a structural biology problem (Stone et al. 2013; D'Agostino et al. 2014; Al-Azzawi, Ouadou,
Tanner et al. 2019; Wagner et al. 2019; Peng et al. 2020; Liu et al. 2021; Pan et al. 2023). This
presents a handful of cases to briey consider their approaches to the sustainability of their
research software, in line with the ideas presented irg2.1. This will focus on sustainability
themes with objective answers, such as if open access is provided, as the sustainability themes
with subjective answers such as source code readability cannot be reliably answered by just a

single person.

All papers satis ed the questions posed by Shaw (2003), outlining their contribution to a solution

to a particular problem, clearly stating their results with comparisons to previous methodologies,
and evidencing these results. This suggests that modern paper review processes tend to require
or request this information before research can be considered for publication. This seems in line
with the ndings of Theisen et al. (2017), stating that submitted research with poor validation

have a low acceptance rate.

Out of these seven research papers, only Al-Azzawi, Ouadou, Tanner et al. (2019) provided open
access to the source code. The exact code for the tool in this paper has not been maintained
since publication and only provides minimal documentation, but their research has evolved
into the development of subsequent tools such as DeepCryoPicker (Al-Azzawi, Ouadou, Max
et al. 2020) and Auto3DCryoMap (Al-Azzawi, Ouadou, Duan et al. 2020). Many of the other
papers explained how their computational solution worked, such as by providing mathematical
explanations or pseudocode, but they did not allow access to the source code itself for readers

to understand exactly how their methods were implemented. This in turn means that most
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of these tools are undocumented, and it cannot be veried whether or not they are being
maintained. The one exception in this group of research papers is the work done by Wagner et
al. (2019), which provides a link to the closed-source software (only accessible to the copyright
holders) with detailed documentation and evidence of further development and maintenance
after the publication of this paper. The availability of data in these papers is a little better,
with D'Agostino et al. (2014), Al-Azzawi, Ouadou, Tanner et al. (2019) and Wagner et al.
(2019) stating where readers can access the data used for their experiments. Publication open
data policies may be improving access to data, but this loose requirement still means many
papers will not provide this information, and a lack of similar policies for source code means
that there is currently little incentive for researchers to provide this. A change in policy to
require open-access to all information may not be easy or viable however, as it will have to

contend with proprietary software where information is protected by copyright.

2.3 Finite element method

The nite element method (FEM) (sometimes referred to as nite element analysis or FEA
in practice) is a numerical method for approximating mathematical models through enabling
approximate solutions to complex di erential equations. These computational models are sim-
pli cations of the original continuous data and are made up of a nite nhumber of discrete
elements connected at shared points or \nodes" (akin to vertices in a lattice) (Musa et al. 2014;
Logan 2022). This discretized model allows an analyst to nd solutions to physics problems
that are too di cult or costly to solve with real-world data and experiments, as the model only

needs to solve equations that lie at these discrete elements, rather than for a continuous system.

The following paragraphs explains the process of FEM. For ease of explanation, it will be

assumed this is in relation to the stress and strain of a structural problem.

The FEM process begins by dividing the problem domain into small discretized elements (Musa
et al. 2014), with the speci cs of element size and connections being decided by the analyst to
suit their problem (similar to coarse-graining for molecular dynamics discussed earlier i§2.2.2).
This creates an approximation of the domain of the problem (i.e. a discretized model), which
can be formatted as a mesh of the structure. In an FEM problem there will be an unknown
eld variable to be evaluated, which in this case is the displacement. After a mesh model has

been created of the structure or system to be analysed, the analyst then needs to choose a
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displacement function; a simple polynomial equation used to describe the displacement of a
given element based on the known values at the nodes of that element (Musa et al. 2014; Logan

2022). The same displacement function is used for each element of the mesh for a given problem.

With this displacement function the analyst then needs to de ne the relationship between the

displacement and the other mechanics of the system (Musa et al. 2014; Logan 2022). In this
case, the analyst de nes the relationship of strain and displacement, and stress and strain
(Logan 2022). For a one-dimensional deformation problem, the relationship between strain and

displacement would be de ned by

du_

X = dx’ (2.1)

where in the x direction, y is the strain, and u is the displacement. The relationship between

stress and strain would be de ned by Hooke's law for normal stress as per

x = E x; (2.2)

where  is the stress in thex direction, and E is the modulus of elasticity.

These relationships de ne the material behaviour of the system, and are used to derive the
equations for each nite element. For this case, the analyst derives the matrix and equations
for element sti ness (Musa et al. 2014; Logan 2022). These equations show the responses of an

element to a given load, and is de ned by

[Klld] = [f]; (2.3)

where K] is the element sti ness matrix, [f] is the vector of the forces at each node of an

element, and f] is the vector of unknown displacements or nodal degrees of freedom.

The equations derived from the previous step are then assembled to obtain the global equations
(Musa et al. 2014; Logan 2022) (sometimes called the total equations (Logan 2022)). In this

case, the global equation is de ned by

[KIPI=[F] (2.4)
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where [F] is the vector of global nodal forces, K] is the global sti ness matrix, and [D] is the

vector of unknown and known displacements or nodal degrees of freedom.

With the global equations the analyst can now solve for the unknown values inlD] (Musa et al.

2014; Logan 2022), known as the primary unknowns. Equation 2.4 can be expanded to

2 32 3 2 3
K]_]_ K12 - K]_n Dl F]_
EKzl K22 K_Zn D-2 _ F.2 ; 2.5)
n1 0t Kpn Dp Fn

wheren is the total number of displacements or nodal degrees of freedom, which shows a set of
simultaneous algebraic equations. This linear system of equations can be solved fbr via an

elimination or iterative method (Logan 2022).

Once the primary unknowns are derived, the analyst can then obtain important secondary un-
knowns (Musa et al. 2014; Logan 2022). In this case for a structural problem, this would be
to solve for the element strains and stresses. This can be solved by using the displacements
determined by Equation 2.5 and (for one-dimensional problems) computing them from Equa-
tions 2.1 and 2.2. With all the desired unknowns calculated, the analyst can then analyse and
interpret the results of their nite element analysis in order to understand the solution to the
given problem (Logan 2022). In the case of a structural problem, this might be determining
the locations of large stresses and strains within a structure, so that a structural engineer can
understand mechanical load limits, and perhaps how to improve the structure to increase the

maximum loads.

The ability to make mathematical models of physical objects and matter makes it a very useful
tool for structural and material property analysis, such as the analysis of stress, vibrations,
buckling, impacts, heat transfer, force elds, and uid ow (Logan 2022). The results of these
analyses can easily be visualized onto representations of the objects or systems in question, as
each element can be labelled and graphed with the values of calculated unknowns to show the

distribution of these values (see Figure 2.5 for examples).
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Figure 2.5: Example visualizations of nite element analysis results. Left-to-right and top-to-
bottom: Finite element model of the human wrist showing von Mises stresses (Gslason and Nash
2012). Finite element model of a wind turbine blade showing tensile and compressive stresses
(He et al. 2017). Finite element model of smart magnetorheological uid immersed into porous
polyurethane foam to calculate repulsive forces during deformation (Park et al. 2020). Finite
element analysis simulation of the electric eld in and around a 20nm gap between electrodes
(Hegg and Lin 2008).

2.4 Fluctuating nite element analysis software suite

Fluctuating nite element analysis (FFEA) is a numerical method that uses continuum mech-
anics to simulate mesoscopic biological macromolecules (such as proteins and nucleic acids) by
combining the nite element method with stochastic thermal noise. This method was developed
with the goal of meeting a need for analysis of these macromolecules as advances in biophysical
tools allowed for an increased collection of information about the structure and dynamics of
matter at this length scale. Other techniques for analysis of the mesoscale designed before this
treat macromolecules as rigid bodies, and thus cannot be used for simulating highly dynamic

systems such as molecular motors (Solernou et al. 2018).

The uctuating nite element method introduces this stochastic thermal noise as it is designed

28



Chapter 2. Background research 2.4. Fluctuating nite element analysis software suite

to simulate objects at a small enough length scale that thermal uctuations are non-negligible,
and will cause deformations in the viscoelastic materials that are used to represent biomolecules
(Richardson et al. 2014). The general formula used to describe the motion of the continuum

model, which de nes the material behaviour of an FFEA system, is de ned by

du _

a—r +f+r (2.6)

where is density, u is displacement,t is time, is continuum stress,f are additional forces
from electrostatic or van der Walls interactions in the system, and is stress due to thermal

noise.

The FFEA method can be utilised by users with the FFEA software suite (Cocking et al.
2023). This software suite consists of three components; the FFEA runner, FFEAtools, and the
FFEA visualizer. The FFEA runner is a C++ implementation of the FFEA method, which will
simulate the molecular dynamics of biological objects in a uid subject to stochastic thermal
noise. FFEAtools is a Python toolsuite package designed to assist FFEA users with setting up
FFEA systems and analysing simulation results. The FFEA visualizer is a plugin for PyMOL
(a Python-based molecular visualization tool (Schredinger 2023)), which loads in the data from

FFEA simulations produced by the FFEA runner, and visualizes the results.

A review of coarse-grained models in structural biology by Hafner et al. (2019) showcased many
recent novel techniqgues and how they have enabled new approaches for understanding the
mechanics of the formation and biophysical functions of biological systems. However, they also
noted in their conclusion a need to combine structures in molecular dynamics (as opposed to
simulating a single system in isolation) in order to approach biological complexity and function.
FFEA has begun allowing for some of this research, such as simulations of cytoplasmic dynein on
the microtubule (Hanson 2018). Solernou et al. (2018) also stated that FFEA was a response to
a need for novel techniques that analyse information about mesoscale macromolecules generated
by new advances in biophysical tools such as cryo-electron microscopy, electron cryotomography,
and super-resolution microscopy. They also showed that an advantage of FFEA is the ability
to build continuum structures from low-resolution data, meaning it is able to create surface

pro les from electron density maps for meshing.

FFEA uses two formats of representation for biomolecules. Most biomolecules, ones globular
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in shape, use \blob" (BioLogical OBject) representation. Blobs are a tetrahedral mesh repres-
entation of a biomolecule, with each element of the mesh being subject to the mechanics of the
simulation (Equation 2.6). The alternative format is \rod" or KOBRA representation. KO-
BRA (Kircho Biological Rod Algorithm) is an algorithm designed to represent the dynamics

of elongated \rod-shaped" biomolecules, such as their elasticity (Welch 2020). Figure 2.6 shows

a comparison of the two representation formats.

Figure 2.6: SARS-CoV-2 viral envelope in blob format (left) and myosin 5a in KOBRA rod
format (right) for FFEA, viewed in PyMOL. In KOBRA representation, the green components
represent the elements of a rod-shaped biomolecule, and the blue components represent material
axes.

As mentioned at the start of this section, FFEA was developed to analyse and solve biophys-
ical problems for biomolecules at a length scale (the mesoscale) that other molecular dynamics
software have not been able to accurately simulate in a reasonable time frame. Since its initial
development, FFEA has been applied to some of these problems. For example, Hanson (2018)
applied FFEA to modelling mesoscopic cytoplasmic dynein, with the goal of understanding
how it \walks" along a microtubule. A validated FFEA model was used to demonstrate po-
tentially responsible mechanisms, such as what allows for dynein's exibility, and the range of
interaction potential energy values that would be necessary for dynein to stay associated with
a microtubule track via surface diusion. Hanson explains that understanding the functions

of molecular motors could be of use to medical science for problems such as drug delivery and
health enhancements. Richardson et al. (2014) applied FFEA (alongside elastic network model-

ling) to work towards validating cryo-EM reconstructions of ATPase rotary motors, which show
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a seemingly-counterintuitive connection between stators and rotating subdomains of the motor,
hindering the rotation. The two models are used to discuss a potential role for this connection
by severing it and demonstrating through simulation how this state changes the collective dy-
namics by being dominated by the local motion of the disconnected stator. The exact reason
for this connection is undetermined here, but potential reasons are presented for further study

to validate the cryo-EM models.

2.5 Chapter conclusions

This chapter has discussed literature on the topic of research software engineering, with specic
attention paid to the problems with sustainability in the eld. As research software is primarily
focused on an output, and often developed by researchers untrained in software development,
much research software rapidly decays and will need re-developing for future research on the
same or similar topics. This problem is exacerbated by the lack of consensus on the de nition of
software sustainability, however, qualitative studies allow us to see what features of sustainabil-
ity are important to the scienti c community, such as good documentation, active maintenance,

data and code being openly available, and code being easy to read.

While there is no agreed-upon de nition of software sustainability, for the purposes of this
research this thesis will de ne software sustainability as \the qualities of software which impact

its usability, maintainability, and longevity".

This chapter has also introduced the numerical method and research software suite Fluctuating
Finite Element Analysis (FFEA), which uses continuum mechanics to simulate the dynamics of
mesoscopic molecules that many traditional molecular dynamics methods are unable to simulate
accurately in a reasonable time frame. This method has been applied to better understand the
mechanics of large macromolecules for potential uses in elds such as medicine, and to assess

the validity of other molecular models.

As FFEA is a piece of research software, it is subject to all the potential problems that come
with research software, and without due maintenance could be left in an unsustainable state,
dissuading future use. This should not be allowed to happen, as it would be a waste of over
a decade of work from numerous contributors. In the following chapters, sustainable RSE

principles will be applied to FFEA. This will rst be used to determine what exactly are potential
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sustainability problems with FFEA, instead of trying to improve the sustainability of FFEA
right away, potentially missing and neglecting signi cant contributors to software decay. Once
the sustainability issues and the bottlenecks in the work ow are properly identi ed, subsequent

chapters will then work towards solutions to these problems.
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Chapter 3

Evaluation of modern novel research
software { A case study of
uctuating nite element analysis.

Part I: Quantitative analysis.

The literature on research software engineering discussed in the previous chapter explains and
demonstrates issues in unsustainable software practices that can cause rapid software decay.
The goal-oriented nature of research software, and their development being done by researchers
regardless of software engineering training, often leads to unmaintained software that can rot
to the point of being unusable, meaning a lot of redundant re-creations of software designed for

similar tasks.

If a piece of research software is in danger of software rot, how might one avert this danger
and develop the software into a more sustainable version of itself? Before that question can be
answered for a piece of software, it needs to be known what exactly is causing issues contributing
to software decay. Is the bottleneck in the software's use in the performance of the code, is it in
the way users interface with the software, is it caused by a aw in the design of the software, or
something else entirely? If software engineers were to do a cursory analysis of the software and
start xing the rst seemingly-serious issue found, it is entirely possible that a more critical aw

could go unnoticed when it should have been made a higher priority. In particularly bad cases,
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it could render that premature maintenance useless (such as in cases where re-writing some or
all of the software is required), and thus increase the time and nancial cost of developing the

software.

Quantitative and qualitative evaluation is required in order to get a more holistic understanding

of a piece of software and its potential aws. In other words, the condition and performance
of the software's code needs to be understood, as does the human experience with using and
developing the software. This chapter, and the one following, shows how such an evaluation
can be performed, using FFEA version 2.7.2 as a case study. In the general methodology as
outlined by Figure 1.1, these chapters make up the \Evaluation of research software" stage of

this research.

Due to the lack of consensus among the FFEA development team as to what the major issues
were that limited the FFEA 2.7.2 software suite, an evaluation was conducted to analyse the
code, and analyse user and developer opinions of the software. This was written up as an
internal developer report in November 2021 (Rogers 2021a). This chapter details the quantit-
ative ndings of this evaluation relevant to this thesis | the static and dynamic code analysis
conducted to detect potential issues in FFEA's source code, and then this analysis is used to
identify which of these issues may impact FFEA's sustainable software qualities. This is the

\Quantitative Analysis" substage of the general methodology as outlined by Figure 1.1.

Quantitative analysis was performed using a toolset developed for this project in Python
called ffea-dev-tools  (Rogers 2021b). This toolset contains two tools,FFEAlinter and
FFEAprofiler . Each of these tools are documented, so more detailed information on how they
work can be found at the ffea-dev-tools  repository. This chapter will detail the analysis of

the FFEA software suite code using these tools, plus additional analysis from stress testing.

3.1 Static code analysis

Static code analysis was performed usindg-FEAlinter , a Python script for linting the entire
source code's C, C++, CMake, and Python les to showcase any programming and stylistic
errors. This tool outputs log les of the linting results of each source code le, and a general

log le summarising the entire source code's linting results.

Linting tools are useful for helping developers to keep the source code consistent throughout
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the les to make it easier for the current and future development team to collaborate, and

to notify them of any code smells (such as deprecated features) without having to check for
such issues manually. As highlighted by the study on software sustainability factors by Souza
et al. (2019) (82.1.2), one of the more valued factors by RSEs was the readability of the code.
This method allows us to compare the source code of FFEA to relevant programming language
standards, which will help determine how well it adheres to agreed-upon coding conventions
for legibility, and to show the FFEA developers which parts of the code could be written

clearer. An alternative method would be for the development team to create their own coding

style guidelines to adhere to for consistency in the source code, but it would cost less time to
use established coding standards that are more universally familiar to programmers and have

existing linting tools written for them.

The source code for FFEAtools (the Python package of tools for the analysis and for assisting
the creation of FFEA simulations) is currently implemented in Python 2. Python 2 has reached
its end-of-life and is no longer supported or maintained as of January 2020, meaning that any
new or remaining issues will no longer be xed (such as potential security issues), and many
Python-based tools such as libraries will start to only support Python 3 (Python Software
Foundation 2020). This was identi ed as a potential major issue for the future of FFEA, with
moving the FFEAtools code to Python 3 being seen by some developers as a critical task (Welch
2020). To assist with this, an additional feature of FFEAlinter uses a xer to automatically
convert all the Python les in the FFEA software suite's source code from version 2 to 3 and
produces reports detailing the changes made that can guide a developer to do the conversion.
The tool will then use linting software on the new Python 3 code. These arenot ready-to-go
code les. Automatically-generated code in general often contains imperfections that can cause

bugs that either slow down or halt the software.
The FFEAlinter tool makes use of four pieces of software in the following ways:

" Clang-Tidy - A linting tool for C and C++ (The Clang Team 2023). For each C and
C++ le (including header les) in the FFEA software suite's source code, it will produce
a log le containing a list of errors and warnings found within the source code le, as well
as the line they were found at. Errors point towards source code that cause perceivable
problems at runtime, whereas warnings onlymight cause issues and tend to be stylistic

issues. The C and C++ source code are linted to the standards the FFEA software suite
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was originally written under; C18 and C++11.

~ CMakeLint - A linting tool for CMake (tkruse 2019). For each CMake le (including the
CMakelists.txt  le) in the FFEA software suite's source code, it will produce a log le
containing a list of errors found within the source code le, as well as the line they were

found at (unlike Clang-Tidy there is no di erentiation between a warning and error).

" PyLint - A linting tool for Python (Logilab 2014). For each Python le in the FFEA
software suite's source code (as well as any les generated by 2to3) it will produce a log
le. At the top of the log le it will show specic issues and the line they occur at.
Afterwards, it generates a report of the analysis of the source code le, showing statistics
and metrics of the le, issues with duplication, and the errors by type and amount of
occurrence. At the bottom of each le, PyLint scores the source code out of 10, allowing

for an easy method of comparison as the source code is developed.

2to3 - A code translation program that reads Python 2 code and applies xers to auto-
matically or semi-automatically translate it into Python 3 code (The Python Standard
Library 2023) (for its purposes with FFEA it will be a semi-automatic or guided pro-
cess). For each Python le in the FFEA software suite, it will produce a new Python le

containing the Python 3 code, and a log le containing the report from 2to3.

3.1.1 Results

The following table shows the results produced when running=FEAlinter on FFEA 2.7.2:

Table 3.1: FFEAlinter results for FFEA 2.7.2 as recorded by the individual linting tools used
for each programming language

Language C C++ CMake
Number of Files 4 143 6
- Total Errors: 3 Total Errors: 131 )
Linting Results Total Warnings: 155 | Total Warnings: 2435 Total Errors: 152

Language Python 2 \ Python 3
Number of Files 154
Linting Results Average Score: —11.09/10\ Average Score: -16.11/10

The C and the C++ les are probably the highest priority for standardisation, with a total of

134 errors found, as well as a huge number of warnings for potential errors. The amount of
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warnings are a potential concern as it will take a long amount of time to x.

The CMake results almost entirely point to simple readability errors, mainly issues with white-
spaces. There appear to be no errors that could cause problems with the functionality of the

source code, so this is likely the lowest priority for standardisation of the languages used.

The Python results have quite damning scores, however simply cleaning the individual les will
not resolve the problem. Python 2 source code cannot be put into a Python 3 project structure
and remain functional, so standardising the FFEAtools code in FFEA 2.7.2 would waste time.
A change to the project structure is required rst. There are also possible problems with the
results obtained from PyLint and 2to3. Due to the inconsistent encoding of whitespaces (the
latter likely due to developers of FFEAtools using a variety of text editors and IDEs on di erent
operating systems that encode whitespaces di erently), in some circumstances, they break. In
the internal report where this evaluation was conducted, developers were advised to view Python
linting results with caution as is possible that the linter and xer have not correctly or fully

analysed the source code.

While the FFEAtools code requires a new project structure, a migration of Python 2 to Python

3 by way of restructuring and converting the Python code is a risky process as it requires
changing more than one code issue at a time, making it a more complex task more likely to
introduce errors that are more di cult to source. It was suggested that FFEAtools should
undergo full re-implementation rather than each le to be automatically converted to x this

problem.

3.2 Dynamic code analysis

Dynamic code analysis was performed using-FEAprofiler , a Python script for running dy-
namic pro ling software on the FFEA runner using a series of datasets to measure performance
and spot problems in the source code, such as memory leaks and cache misses. This can be
used to determine the sustainability of FFEA from the perspective of resources; to see if there
are any issues in the source code which cause disruptions to work ows and thus damaging user
retention due to being di cult to work with. This will also help us note any ine ciencies with

the source code that cause the software to run for longer than necessary or ine ciently use more

computational resources than necessary.
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Dynamic pro ling requires the FFEA runner to be executed, therefore, a series of datasets have
been collected that cover each of the FFEA runner's major features. This includes utilising
both of FFEA's meshing methods; tetrahedral meshes and KOBRA meshes (se§2.4). This
is done to test the reliability of FFEA for the many kinds of research cases a user may work
with, as the reliability of software is key factor in the rst pillar of research software engineering

(Figure 2.2). These datasets are split into three categories:

1. blob - These datasets contain tetrahedral meshes of biological objects that most users

would be working with.

2. many-blob - These datasets contain large numbers of blob objects in a single simulation.
The FFEA runner has a separate mode for running simulations that contain a large
number of blobs that is more e cient for this situation than the standard runner (called

by the command ffea _ml), and therefore this category is for testing that mode.

3. rod - A recently added feature of the FFEA software suite has been the inclusion of a
rod model (KOBRA) for representing slender biomacromolecules (Welch 2020). As this

utilises new parts of the source code, these datasets are used to test this.

For each of these categories, there are three datasets, with the general idea of there being a
small, medium, and large dataset in terms of computation required to run them (the soak
tests performed on these datasets ir§3.3 provide some further insight into their computational

intensity).

The format of each dataset is an FFEA script (a le with the format .ffea ) and any input les

it requires, mainly geometric les of the model like .vol , .surf , and .top , or les containing
the physics parameters such asvdw les. The FFEA scripts themselves are text-based les with
a similar format to the XML markup language. These les contain the system which details
the models and how they may interact with each other, and the simulation parameters such as
boundary conditions. Each script is set up to execute a valid FFEA simulation, however, some

changes are made to the time parameters.

There are three time-based parameters in an FFEA script;numsteps is the simulation length,
check is the number of steps before the FFEA runner outputs a frame of the simulation (which
will contain the coordinates and energy measurements of the simulation objects), andt (delta

time) is the time step. For the purpose of pro ling, each dataset has the samehnumsteps and
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check parameters, 1000 and 100 respectively. Thelt, however, will be kept to whatever is
appropriate for the simulation, as di erent simulations can handle di erent time steps based on
the magnitude of forces and the size of the shortest edge (there is a function in FFEAtools that
can calculate the maximum time step a mesh can handle). The simulations have been made
so short because they are being used for measurement of the software rather than to obtain
good results from the simulations. This is especially necessary as pro ling software can cause
massive slowdowns. Further information on how FFEA les work can be found in the software's

documents (Cocking et al. 2021a).

The following is a list of each of the nine datasets used foFFEAprofiler
~ blobl (BJ) - An individual dynein protein.

" blob2 (B2 - An individual SARS-CoV-2 viral envelope.

blob3 (B3 - Two dynein proteins with collisions on a microtubule.

many-blobl (MB] - A system of 50 colliding soft spheres in a containing box.
many-blob2 (MB2 - A system of 500 colliding soft spheres in a containing box.
many-blob3 (MB3 - A system of 1000 colliding soft spheres in a containing box.
" rodl (RJ - An individual NDC80C protein.

rod2 (R2 - An individual myosin protein with a bend.

rod3 (R3 - A sphere connected to a microtubule via NDC80C with three legs (this is to

test the software when it is performing blob-rod interactivity).

Table 3.2 provides a screenshot of each dataset when viewed in the FFEA visualizer plugin
for PyMOL (except for MB3which had to be loaded in ParaView, as PyMOL was unable to
load that many meshes). Table 3.3 provides some parameter information on the datasets used,
showing the number of elements and nodes the meshes have, the dimensions of the bounding
box around the system, the timestep (DT), and whether or not they include some form of

interactivity between objects such as collisions and connections.
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Table 3.2: Meshes of each system used as datasets for FFE#o ler. The B and MBdatasets
consist of tetrahedral meshes, datasetfR1l and R2 consist of KOBRA meshes, and dataseiR3

combines tetrahedral and KOBRA meshes.

Table 3.3: Mesh and FFEA simulation data for each FFEA pro ler dataset

Dataset N;;nnt;(;g gu[{jnobdeers Dimensions ( A) DT (s) | Interactions
Bl 825 1580 226.28 x 256.36 x 126.41 1e-13 No
B2 59532 102480| 1822.65 x 1787.31 x 1832.75 1le-13 No
B3 42059 81159 358.77 x 544.37 x 550.79  le-12 Yes
MB1 2200 5750 | 2968.73 x 3049.83 x 2950.48  1e-9 Yes
MB2 22000 57500 | 6603.29 x 6598.14 x 6615.14  le-9 Yes
MB3 220000 575000 8339.62 x 8341.62 x 8337.94  1le-9 Yes
R1 12 13 101.47 x 147.15 x 110.09 le-11 No
R2 15 16 134.51 x 117.14 x 360.44  3e-13 No
R3 38942 74682 1856.97 x 973.61 x 981.45 3e-13 Yes
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FFEAprofiler  uses the toolsuite Valgrind (Valgrind Developers 2022a) to perform the pro ling
on FFEA. This includes such tools as a memory-management pro ler, a cache pro ler, a heap
pro ler, a thread debugger etc. These tools produce text outputs that can be written to log
les with detailed explanations of problems within the source code, and for some tests provides
a .out le containing tables and graphs of the results. The following list is of the functions

that FFEAprofiler  performs:

~

Memcheck - Uses Valgrind's Memcheck tool to pro le the memory usage of FFEA and

detect errors such as memory leaks.

Cachecheck - Uses Valgrind's Cachegrind tool to pro le the cache usage of FFEA and

detect errors such as cache misses.

" Callcheck - Functionally identical to Cachecheck, but it also generates call-graphs of

FFEA.

" Threadcheck - Uses Valgrind's Helgrind tool to pro le the threading of FFEA and detect

errors such as data races.

Heapcheck - Uses Valgrind's Massif tool to pro le the heap of FFEA to measure how

much heap memory is used.

Normal Runs - Runs FFEA normally with no pro ling tool a speci ed number of times.
This can be used to run a dataset multiple times and get an average of the time taken.

This is included as a quick check tool and is not used in this evaluation.

These tests were ran on two systems; a general-purpose but high-end PC, and an HPC super-
computer. This was to see how they perform on the two kinds of systems the FFEA software

suite are commonly used on. Table 3.4 provides the speci cations for the two machines used.

Table 3.4: System information of the machines used to pro le FFEA

Speci cation PC N8 Bede
System Name Dell Precision 3551 N8 Bede \infer" node
Operating System CentOS Linux 8.3.2011 Red Hat Enterprise Linux Server 7.6
Platform 4.18.0-240.22.1.el8.x86.64 4.14.0-115.29.1.el7a.ppc6bdle
Processing| Intel i7-10850H CPU @2.7GHz| 2 IBM POWER9 CPUs @2.9GHz
Graphics Processing|  Nvidia Quadro P620 GPU 4 NVIDIA Tesla T4 16G PCle
Memory 32GB DDR4 RAM 256GB DDR4 RAM

IN8 Bede hardware speci cations are taken from https://n8cir.org.uk/supporting-research/facilities/
bede/hardware/ .
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It must be noted that in FFEA 2.7.2 at the time dynamic analysis was conducted (June 2021)
there is an error in the rod source code with running FFEA scripts through calling them via
a path as opposed to running scripts directly from their containing directories. This causes
an issue with running Valgrind's pro ling tool on N8 Bede, meaning that results can not be
obtained for the rod datasets on there until this issue is xed. Results that could not be obtained

through this will be designated as \N/A" on results tables.

3.2.1 Memory analysis results

With the results from running Memcheck, information on memory leaks, the amount of memory
lost during those leaks, and the number of memory errors caused by these leaks can be extracted.
During the running of these pro ling tools, it must be noted that there was an error that would
repeatedly occur while running the datasetmb3on Bede. It appeared to be nding many small
errors in the Boost C++ libraries which FFEA utilises, clogging up the results until the pro ling
tools would stop reporting. Therefore, on the results tables, this will be denoted by \ERR".
Please also note that all bar charts in this subsection use a base 10 logarithmic scale due to the
huge range of e ects of memory leaks. Logarithmic tick marks are provided on the appropriate

axes.

There are two main parts to the log les that Valgrind's Memcheck produces that were used
to extract this memory information. The bottom of the log le shows two summaries that
provide the totals of leaks and errors that occur in memory, an example of which can be seen

in Figure 3.1.

Figure 3.1: Example of the leak summary tables from Valgrind's Memcheck's log les, showing
the four types of data leaks, how many bytes and blocks are lost in these leaks, and the total
number of errors found.

2This is issue #58 in the FFEA Bitbucket issue tracker, which can be found at https://bitbucket.org/
FFEA/ffealissues/58/assertions-in-rod_structurecpp-can-cause
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As shown in the summary tables, Memcheck denotes four di erent types of leaks (Valgrind

Developers 2022b), which are as follows:

" De nitely Lost (D) - No pointers can be found to this block, and it is lost. Calls to

malloc here cannot have been freed.

Indirectly Lost (1) - No pointers can be found to this block because all the blocks that
point to it are lost themselves. These are indirectly caused by the de nitely lost blocks,

therefore these will be xed if the root causes are xed.

" Possibly Lost (P) - Pointers can be found to this block, but at least one is an interior-
pointer (a pointer to the middle of an allocation). Programmers can deliberately use
interior-pointers and thus these are not a problem if that is the case, however, they can
also be the result of a random value in memory that happens to point to a block it should

not.

~ Still Reachable (SR) - A start-pointer(s) has been found to this block, which the
programmer may have freed before the program exit. These kinds of blocks are very

common and usually not of concern, and are simply provided for full context.

The other part of Memcheck's log les used is the loss records as shown in Figure 3.2. These
detail a recording of each memory loss, showing the number of blocks a ected, the size of the
memory loss, its target, and the causes. This can include libraries used rather than just the

source code of the pro led software.

Figure 3.2: Example of a loss record from Valgrind's Memcheck's log les, which details per
individual memory loss the total number of bytes and blocks lost, the target line of code of the
memory, and the lines of code which are causing the leaks.

Table 3.5 shows the number of blocks in the code that contain these types of memory leaks.
The most important memory leaks to take note of are the ones that cause blocks to be de nitely
lost, which can be seen in the columns \D". These are the memory leaks de nitely caused by

an error in the source code that a programmer should x.
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Table 3.5: Memcheck results for number of blocks with memory leaks in FFEA 2.7.2.

Number of Blocks with Memory Leaks
Dataset PC N8 Bede

D | I P SR D [ P SR

BL| 0] O 30,101 1,588 2 31,658 0 5
B2 | 0| 0] 2,948,924 10 1 1| 2,948,903 5
B3| 2| O 273,095| 3,469 3 1 276,532 6
MB1| 0| O 149,749 8 1 143,738 5,988 6
MB2 | 0| O] 1,497,049 8 66 | 1,467,027 29,933 7
MB3 | 0| 0] 2,994,049 8 | ERR ERR ERR ERR
R1| 1142 0 7| N/A N/A N/A N/A
R2| 1143 0 7| N/A N/A N/A N/A
R3| 2| O 102,124 10 | N/A N/A N/A N/A

Figure 3.3 plots Table 3.5 onto logarithmic bar charts. When it comes to blocks that are
de nitely lost, it can be seen that for the dataset Bede MB24t produced far more memory leaks
to a total of a ecting 66 blocks, in comparison to the other datasets that a ected 0-3. It is
expected forindirectly lost blocks to have a very wide range in number, as di erent blocks can
have di erent levels of responsibility for other blocks. A direct memory leak in one block might
not responsible for any other blocks, and another may be responsible for hundreds or thousands
of others. However, for the direct leaks, this result is less expected and this may be an outlier,

but it cannot de nitely be dismissed as so, so further analysis will take this into consideration.

From the results for the blocks that are possibly lost, it appears that the rod code never uses
interior-pointers, as only the dataset R3 shows possibly lost blocks, which is the rod dataset
that also contains blobs. This does not necessarily show there is a problem in the blob source
code, however, if it is determined that these interior-pointers are a problem then this narrows
down where they are. As for the still reachable blocks, it is expected for there to be a few of
these as denoted by the majority of datasets that record approximately the same amount of
5-10 blocks, but future developers working on memory issues were advised to look at the blocks

pointed to by PCB1and PCB3due to the large jump in the amount of these blocks.
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Figure 3.3: Logarithmic bar charts showing the number of blocks with memory leaks in FFEA
2.7.2., separated by type of memory leak.

Table 3.6 shows the number of bytes lost to the di erent types of memory leaks which is then
plotted onto logarithmic bar charts in Figure 3.4. This shows the extent to which memory leaks

are causing issues.

While the blocks that are directly lost do not cause much memory loss (only up to a few KB),
it can be seen that they in turn cause a lot of indirect memory loss. On PC, these lost blocks
can cause around 254-363KB of lost memory, and on Bede this can reach MBs of lost memory

(up to around 213MB if Bede MB2s not an outlier).

The datasets that record possibly lost blocks are usually recording MBs of potentially lost
memory, as high as around 475MB forB2 The report recommended investigating if interior-
pointers are intentional in the FFEA runner source code, because if they are not then they are

causing major losses.

The still-reachable blocks are usually only recording a size of around 2-6KB which seems an
acceptable range. However, for the aforementione®@CB1and PCB3where they divert from the
norm, they are in the hundreds of KB, so while a lower priority than the other memory leaks,

it would still be appropriate to investigate these blocks.
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Table 3.6: Memcheck results for number of bytes lost to memory leaks in FFEA 2.7.2.

Bytes Lost to Memory Leaks
Dataset PC N8 Bede

D I P SR D I P SR

Bl 0 0 5,515,963 400,352 2,056 5,902,751 0| 1,920
B2 0 0| 475,147,095 5,784 48 31| 475,141,280| 1,920
B3 16 0| 112,080,098/ 857,880 64 55| 112,926,023| 2,488
MB1 0 0| 21,714,535 6,192 | 2,008| 20,827,367 883,460/ 2,488
MB2 0 0| 223,265,935 6,192 3,752| 213,014,351 10,283,892| 2,528
MB3 0 0| 462,411,935 6,192| ERR ERR ERR ERR
R1 | 2,008 | 363,469 0 2,640 | N/A N/A N/A N/A
R2 | 2,008 | 254,475 0 2,640 | N/A N/A N/A N/A
R3 16 0| 85,995,906| 3,824| N/A N/A N/A N/A

Figure 3.4: Logarithmic bar charts showing the number of bytes lost to memory leaks in FFEA
2.7.2., separated by type of memory leak.

As the direct memory leaks are of the highest priority to X, a list was created of all the lines of

the source code that caused direct leaks. Using the loss records of each dataset, for each of these

lines containing errors it can be shown what targets they a ect, the datasets they appeared in,

and the range of bytes, directly and indirectly, they cause to be lost. These values can be ranges

as the same memory leak may appear in di erent datasets with di erent recorded loss values.

These ranges are the range of potential loss if every found memory leak across all datasets were

to occur in one run. Two of these lists have been created, one where it is assumedde MB2s

an outlier and is therefore disregarded, and one where this is not done. Table 3.7 shows the list
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of source code lines that cause memory leaks Bede MB2is disregarded.

Table 3.7: Memory errors in FFEA 2.7.2 (disregardingBede MB2.

Error A ected Datasets Bytes Directly Bytes Indirectly
Location Targets Appeared In Lost by Lost by
A ected Blocks A ected Blocks
PC_B3
0x4C33943
Blob.cpp:462 PC_R3 16 0
0x40872DC Bede B3
PC_B3
0x4C33943
Blob.cpp:463 PC_R3 16 0
0x40872DC Bede B3
PC_R1
0x4C326DF PC_R2
ea.cpp:165 Ox4085CBC Bede B1 2,056 - 4,016| 254,475 - 21,190,836
Bede MB1
PC_B3
0x4C33943 PC_R3
ea.cpp:169 0x4085CBC Bede B1 64 31-55
0x40872DC Bede B2
Bede B3
PC_B3
SparsityPattern.cpp:112 0x4C33943 PC_R3 16 0
0x40872DC
Bede B3
PC_B3
0x4C33943 PC_R3
World.cpp:438 0x4085CBC BedeB1 64 31-55
0x40872DC Bede B2
Bede B3
BedeB1
World.cpp:2209 0x4085CBC Bede B2 48 31-55
Bede B3
PC_B3
0x4C33943
World.cpp:2661 0x40872DC PC_R3 16 0
Bede B3

Figure 3.5 plots the ranges of bytes lost by these errors (ignorinddede MB2 on a logarithmic

bar chart. In this case, most of these errors only cause 10s of bytes of memory loss, which is
insigni cant. However, the line ffea.cpp:165 stands out as one which can indirectly cause
between around 254KB to 21MB of memory loss. It would seem that this line is de nitely
a major problem that needs addressing, but the results that includeBede MB2must rst be

considered.
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Figure 3.5: Logarithmic bar charts showing the range of bytes directly and indirectly lost by
memory errors in FFEA 2.7.2 (disregardingBede MB2. The grey boxes show the full recorded
range of bytes lost, and the black lines show the median bytes lost for that error.

Table 3.8 lists the source code lines that cause memory errors and details their e ects, and
Figure 3.6 plots the range of bytes they lose, including results fronBede MB2 By considering
the possible outlier, more lines appear that show problematic memory losses up to the MBs,

however, ffea.cpp:165 still remains the largest potential o ender with a recorded memory loss

of up to just under 186MB.

Table 3.8: Memory errors in FFEA 2.7.2 (including Bede MB2

Bytes Directly

Bytes Indirectly

Error A ected Datasets
Location Targets Appeared In Lost by Lost by
A ected Blocks A ected Blocks
Blob.cpp:347 | 0x4087CDO0O Bede MB2 872 12,315,834
Blob.cpp:370 | 0x40866B0 | BedeMB2 96 424,618
Blob.cpp:379 | 0x40872DC Bede MB2 184 2,972,814
PC_B3
0x4C33943 PC_R3
Blob.cpp:462 O0Xx40872DC Bede B3 16 - 480 0-10,192,664
Bede MB2
PC_B3
0x4C33943 PC_R3
Blob.cpp:463 0X40872DC Bede B3 16 - 128 0- 1,698,736
BedeMB2
Blob.cpp:3989 | 0x4087CD0O| BedeMB2 872 12,315,834
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Bytes Directly

Bytes Indirectly

Error A ected Datasets
Location Targets Appeared In Lost by Lost by
9 PP A ected Blocks A ected Blocks
PCR1
PC_R2
. 0x4C326DF 254,506 -
ea.cpp:165 Ox4085CBC BedeB1 2,056 - 4,016 185,773,154
Bede MB1
Bede MB2
0x4C33943 Eg’gg
0x4085CBC -
ea.cppil69 | Oxdos7aDc| oedeBl 1,032 - 1,496 12,740,483 -
Bede B2 22,933,171
0x40866B0 Bede B3
0x4087CDO Bede MB2
NoMassCGSolver | o, 1ng7opc|  BedeMB2 184 2,972,814
.cpp:143
0x40866B0
parallel.c:171 0x40872DC Bede MB2 1,088 - 1,440 1;;2%?:}81816
0x4087CDO0 T
SparseMatrixTypes i 1,698,736 -
cpp:39 0x40872DC | BedeMB2 120 - 472 10,192,664
SparsityPattern 0x4C33943 PC.B3
cpp:112 0x40872DC PC.R3 16 0
-CPp: Bede B3
SparsityPattern 1,698,736 -
cpp:126 0x40872DC Bede MB2 120 - 472 10,192,664
0x4C33943 Eg’gg
0x4085CBC -
World.cpp:438 | Ox40g72DC |  oodeBl 1,032 - 1,496 12,740,483 -
Bede B2 22,933,171
0x40866B0 Bede B3
0x4087CDO Bede MB2
BedeB1
World.cpp:2209 | 0x4085CBC Bede B2 48 31-55
Bede B3
0x40866B0
World.cpp:2655 0x40872DC | BedeMB2 1,088 - 1,440 12;:;%;8&6
0x4087CDO R
0x4C33943 PC_B3
. 0x40872DC PC_R3 12,740,452 -
World.cpp:2661 | 1086680 |  Bede B3 984 - 1,448 22,933,116
0x4087CD0O | BedeMB2
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Figure 3.6: Logarithmic bar charts showing the range of bytes directly and indirectly lost by
memory errors in FFEA 2.7.2 (including BedeMB2. The grey boxes show the full recorded
range of bytes lost, and the black lines show the median bytes lost for that error.

As ffea.cpp:165 is de nitely seen to be a major issue, the report recommended considering it
the highest priority issue for the memory in FFEA 2.7.2. Looking at the source code this can

be found for ffea.cpp:165

Figure 3.7: ffea.cpp lines 164 & 165 pointing to the classWorld()

Unfortunately, this does not narrow down the exact location of the memory leak in question. It
points to a class calledWorld() which makes up the majority of the le World.h . Fixing this
requires analysis of how malloc is used in this header le to gure out where it has gone wrong
to then correct it. Developers may also be able to narrow down the location of this memory

leak from cross-referencing results from the other checks that include errors iWorld.h .

3.2.2 Cache analysis results

The results of Callcheck produce information on the cache usage of the FFEA runner. Primarily
this shows the amounts of requests to cache made by the program, the number of times these

resulted in cache misses, and to what type of cache these requests were made to. Similarly
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to Memcheck, an error repeatedly would occur when running the dataseMB3on Bede, and

therefore results tables will denote this again by \ERR".

The log les produced by Valgrind's Callgrind (and also Cachegrind) produce tables such as the
one in Figure 3.8 which show the cache usage across the entire run. Theut les produced
show a similar table containing the same information in a di erent format (similar to the table

in Figure 3.9).

Figure 3.8: Example of cache usage table from Valgrind's Callgrind function, showing the
referrals, misses, and miss rates of each cache type.

Figure 3.9 shows an example of the function-level counts for cache usage as shown by Callgrind's
.out les. For each function that makes calls to cache, this shows the number of calls and cache
misses. Read and write calls to cache are denoted by the lowercase \r" and \w" respectively
after the cache type, and misses to read and write are denoted by \mr" and \mw" respectively.
The amounts of requests and misses also have a percentage next to them that shows how much
that function was responsible for the total amount of that type of cache request or miss. The

term \responsibility" will be used to refer to this in this section.

Figure 3.9: Example of function-level counts for cache usage by Valgrind's Cachegrind/C-
allgrind, detailing the amount and types of cache requested and missed by each function called
by the analysed software.

The bar chart in Figure 3.10 shows the cache miss rates for each dataset ran, separated by the
cache type. The rst thing to note was that in all datasets there were zero LLi misses recorded,

and therefore this has not been plot on the graph. 11 misses were also very rare with only
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Bede B3 recording a miss rate of 0.19%. The most commonly occurring cache misses are for
D1 which is recorded in every dataset excepPCR2 Generally, it seems like the rod code has
far fewer cache misses, with the stand-out exception of D1 foPCR3which records the largest

cache miss rate of 16.8%.

Figure 3.10: Bar chart showing the cache miss rates in FFEA 2.7.2., separated by cache type.

The following is a list of lines in the FFEA 2.7.2 source code that cause cache misses. Listing
every single line that causes a cache miss would be infeasible, as some cause very small cache
misses. Therefore, this list contains every line that had a responsibility over a threshold of
5% as recorded by the function-level counts detailed in theout les as shown in Figure 3.9.

The ones inbold are the more signi cant lines causing cache misses either very frequently or
semi-frequently with high levels of responsibility. Some misses are caught during references to

header or template les, which is why some will state this with the term \via".

" Blob.cpp:1066

" Blob.cpp:3826

~ Blob.cpp:3937
CheckTetrahedraOverlap.cpp:254
Face.cpp:197

Face.cpp:314

Face.cpp:352

Face.cpp:448

LJ _matrix.cpp:292
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" mat _vec _fns.cpp:223

mat _vec _fns.cpp:250

mat_vec_fns_ll.cpp:890
NearestNeighbourLinkedListCube.cpp:27
NearestNeighbourLinkedListCube.cpp:27 via LinkedListCube.tpp
~ NoMassCGSolver.cpp:205

" NoMassCGSolver.cpp:233

" NoMassCGSolver.cpp:261

" NoMassCGSolver.cpp:278

rod_math _v9.cpp:1067

rod_structure.cpp:165
SparseMatrixFixedPattern.cpp:85
SparseMatrixFixedPattern.cpp:148
SparseMatrixTypes.cpp:52
tetra_elementlinear.cpp:223

tetra _element _linear.cpp:299
tetra_elementlinear.cpp:621

" VdW _solver.cpp:168

" VdW _solver.cpp:168 via mat _vec_types.h
" VdW _solver.cpp:237

" VdW _solver.cpp:237 via mat _vec_types.h
Volumelntersection.cpp:1202/1233
Volumelntersection.cpp:1212/1239
Volumelntersection.cpp:1216/1241
Volumelntersection.cpp:1217/1242

~ World.cpp:4460

There is a signi cant enough rate of cache misses that maintenance was considered warranted.
While there are many lines with a far worst impact on cache misses, the particular line worth
highlighting is World.cpp:4460 . As mentioned in the section on memory, there is a memory
leak surrounding the classWorld() in World.h that requires narrowing down. Memory leaks
and cache missesan have a link (Rasmussen 2014; Shivakumar 2014), which may be something

to use for this pinpointing.

World.cpp as to be expected includesWorld.h as a main header, and despite how massive

World.cpp is to the point of having god object issues, this is the only line that shows up with

3Callgrind only states the function that caused a miss, rather than the line number, and Volumelntersec-
tion.cpp has a lot of paired functions where it was unable to be discerned which out of each pair was being
pointed to, hence pointing to both lines.

53



3.2. Dynamic code analysis Chapter 3. FFEA quantitative analysis

signi cant responsibility for cache misses. Therefore, the memory leak may be in the code in

the header le that is utilised by the function at World.cpp:4460 .

Figure 3.11: World.cpp lines 4460-4484 containing the functioncalc _blob _corr _matrix()
which is the only function responsible for signi cant cache misses in this code le.

3.2.3 Threading analysis results

Threadcheck uses Valgrind's Helgrind to detect threading errors in the FFEA runner. These

come under three main classes of errors:

" POSIX Misuse (PM) - A variety of errors that can occur from the misuse of POSIX

(Portable Operating System Interface) pthreads functions.

" Lock Order Violation (LOV) - Occurs when multiple threads try to access the same

locks in an inconsistent order and cause a deadlock.

" Data Race (DR) - Occurs when multiple threads access a shared memory location
without proper synchronisation to ensure access is restricted to one thread at a time.
Helgrind only reports them as possibledata races due to detection of them being unreliable

(Valgrind Developers 2022c).

Table 3.9 shows the count of the three classes of errors that occurred when running FFEA
2.7.2. Immediately it can be seen that for all datasets there were no recorded POSIX misuse
or lock order violations. However, there were recordings of possible data races for the blob and

many-blob datasets, but only on PC.
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Table 3.9: Threadcheck results for number of thread errors in FFEA 2.7.2.

Number of Thread Errors
Dataset PC N8 Bede

PM | LOV | DR Total PM | LOV | DR | Total
Bl 0 0 | 2,000 601,010 0 0 0 0
B2 0 0 750 | 10,000,000 0 0 0 0
B3 0 0 212 | 10,000,000 0 0 0 0
MB1 0 0 732 | 10,000,000 0 0 0 0
MB2 0 0 782 | 10,000,000 0 0 0 0
MB3 0 0 780 | 10,000,000 0 0 0 0
R1 0 0 0 O NA | NNA | N/A | N/A
R2 0 0 0 O NA | NNA | N/A | N/A
R3 0 0 0 0| NJA | N/A | N/A | N/A

Helgrind reports on data races (as well as the other error classes) through the log les it produces,
an example of which can be seen in Figure 3.13. These show the size of the data race in bytes,
whether this was during a read or write, and the call stack at the point of detection. It then

shows the con ict that is believed to be racing with the rst call stack.

Figure 3.12: Example of Valgrind's Helgrind's reports on a possible data race, detailing the size
of the data race in bytes, whether it was during read or write, and the call stack where the data
race was detected. It then provides the same details of the con icting read or write.
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Looking at the data race reports in the log les they are all of sizes 1, 2, 4, or 8 bytes. These
were counted and placed into Table 3.10 to show the total possible sizes of these data races that

were recorded, and these were then plotted onto a stack bar chart in Figure 3.13. The possible

data races recorded only produced very minimal totals, with most being around 5KB but with

a maximum of just over 15KB.

Table 3.10: Sizes of possible data races in FFEA 2.7.2

Dataset Possible _Size of Data Possible _Size o_f Data Poss_ible Total
Races During Read (B) Races During Write (B) Size (B)
PC_B1 6,904 8,344 15,248
PC_B2 2,744 2,848 5,592
PC_B3 1,136 384 1,520
PC_MB1 3,746 1,022 4.768
PC_MB2 4,160 1,184 5,344
PC_MB3 4,184 1,160 5.344

Figure 3.13: Stacked bar chart showing the sizes of possible data races in FFEA 2.7.2. during

reads and writes.
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Thread errors seem to be of very little concern to FFEA 2.7.2. The data races recorded were
of very minimal sizes that only appeared in the blob and many-blob datasets for the PC, and
these are onlypossibledata races. When Helgrind searches for these potential data races, it
will include any that occur due to the libraries used, so out of these possible data races, some
are not a result of the FFEA source code. The report therefore concluded that xing possible

data races is of trivial priority.

3.2.4 Heap analysis results

Heapcheck produces information on the heap usage across runs of FFEA, showing the amount
of heap used at particular time instances (called snapshots) and showing how much useful heap

was assigned and how much extra heap was allocated for bookkeeping and alignment.

Heapcheck uses Valgrind's Massif tool, which producesut les containing the above inform-
ation. Each of these les starts with a histogram of snapshots of heap memory consumption,
an example of which can be seen in Figure 3.14. These use a series of symbols to denote what

was occurring at the time, which are the following:

. - These bars represent normal snapshots, where only basic information is recorded.

" @ - These bars represent detailed snapshots, where the later tables produced by Massif

will show allocation trees (see Figure 3.15).

" # - These bars represent the peak snapshot where heap consumption was the greatest.

These will also always be detailed snapshots.

Figure 3.14: Example of a histogram of heap memory consumption produced by Valgrind's
Massif tool. The x-axis shows the time, and the y-axis shows the memory consumption.
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