
Assessing food production systems
using machine learning and remote

sensing

Samuel James Bancroft

Submitted in accordance with the requirements for

the degree of PhD Earth Observation

The University of Leeds

ICAS

School of Earth and Environment

October 2024



Abstract

Understanding and monitoring global agricultural activity, especially in the face of a

rapidly changing climate, has applications ranging from food supply predictions to

subsidy allocation and environmental monitoring. Rapid advancements in computer

vision and satellite imagery acquisition present opportunities to extract planetary

knowledge automatically and at large scale. Satellites provide global coverage at

relatively low marginal cost. However, many regions lack ground truth labels essential

for training machine learning models, which remains a signi�cant challenge, particularly

in developing countries. Bridging this label gap is critical for e�ective agricultural

monitoring and decision-making.

This thesis �rst explores self- and semi-supervised learning strategies for crop type

mapping:

The �rst approach involves using generative joint energy-based models to improve feature

extraction and model performance with limited labelled data. These models can e�ciently

handle limited labelled data by learning better feature representations from the abundant

unlabelled data. This is achieved through a domain-agnostic approach, meaning the

techniques are not tailored to speci�c types of data and can be applied broadly across

various remote sensing datasets.

The second approach employs multi-task learning, incorporating physical and biological

characteristics of crops derived from the PROSAIL radiative transfer model. By

leveraging this domain-speci�c information, the model gains a deeper understanding of

the crop growth processes, leading to improved generalisation across di�erent crop types
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and environmental conditions. This allows the model to simultaneously learn multiple

related tasks, enhancing its ability to capture complex interactions related to crop types

and traits within the data.

The �nal chapter extends these methodologies to practical applications, focussing on cover

crop mapping. Cover crops play a crucial role in sustainable agriculture by improving

soil health, reducing erosion, and enhancing crop yields. By creating detailed cover crop

maps, this research assesses the e�ectiveness and impacts of cover crops on agricultural

productivity. In this chapter we use causal machine learning to estimate impacts on net

primary productivity (NPP). This research provides valuable insights into sustainable

agricultural practices. This integration of machine learning, remote sensing, and causal

inference techniques o�ers a comprehensive toolset for assessing and optimising future

food production systems.

This research also presents EngScotCrop, a new benchmark crop classi�cation dataset,

a large-scale open-access dataset of multimodal satellite image time series alongside

agricultural parcel boundaries (UKFields). This thesis aims to inspire further research

into increasingly accurate agricultural maps at larger spatial scales, supporting

sustainable development.
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Chapter 1

Introduction

The ability to accurately monitor and understand agricultural activity is crucial for

ensuring global food security, managing environmental sustainability, and formulating

e�ective agricultural policies.

Today, with the rapid advancements in satellite technology and machine learning, we

are in a new era for agricultural monitoring. The convergence of high-resolution satellite

imagery and sophisticated machine learning algorithms promises to revolutionise our

ability to map crops with unprecedented accuracy and scale. However, signi�cant

challenges remain, particularly in regions where ground truth labels are scarce. This

thesis explores new methodologies that harness remote sensing and machine learning to

bridge these data gaps and provide robust, scalable solutions to assess future food

production systems.

1.1 History of agricultural monitoring

Since the Neolithic Revolution, agriculture has been the foundation for human

civilisation. From the earliest settled communities to our modern globalised world, the

ability to cultivate crops e�ciently and predictably has been inextricably linked to

human progress, shaping our social structures, economic systems, and technological

advancements. Throughout history, the ability to accurately monitor and understand

1



1.1. History of agricultural monitoring Chapter 1

Figure 1.1: Cuneiform tablet dated from 2100-2000 BCE, showing a �eld plan of an estate
in Umma, an ancient city in Sumer. (TCL 05, 5677 artifact entry 2001)

agricultural activity has been crucial for ensuring food security, managing

environmental sustainability, and formulating e�ective agricultural policies.

Crop type mapping provides spatially explicit information on cultivated crops across a

given region during a certain period. The earliest evidence for this being performed can

be found from the earliest known civilisation, Sumer. Fig. 1.1 is dated from 2100-2000

BCE and has detail on the acreage and distribution of di�erent parcels of land.

In the early 20th century, the modern day needs for a capability to frequently monitor

agricultural lands over large geographic regions were beginning to be recognised. Borne

out of the extensive use of aerial photography during World War I, and following further

advances in photointerpretation techniques following World War II, the use of aerial

photography for agricultural remote sensing became commonplace. As emphasised in

the opening line of Bagley, 1941, \There is no longer any need to advocate for aerial

photography { not in the United States { for its use has become so widespread and its

value so well-known that even farmers planting �elds in remote corners of the country

recognise its importance."
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Chapter 1 1.1. History of agricultural monitoring

The dawn of the space age marked a signi�cant shift in how we perceive and monitor

our planet, bringing the prospect of global and frequent coverage at a relatively low

cost. One of the earliest demonstrations of this potential came with the SO-65

experiment aboard the Apollo 9 mission, which utilised a multispectral imaging

instrument to analyse crops in Southern California (Macdonald, 1970). This era saw the

birth of Earth Observation (EO), catalysed by the launch of arti�cial satellites designed

for continuous, repetitive, and systematic monitoring of the Earth. The value of

space-based imagery for applications such as agriculture quickly became evident,

driving the development of dedicated EO missions.

In 1972, the launch of the Earth Resources Technology Satellite (ERTS), later renamed

Landsat-1, marked a milestone as the �rst satellite explicitly designed for EO. Data from

Landsat-1 was instrumental in creating the �rst Normalised Di�erence Vegetation Index

(NDVI), a now-ubiquitous measure of vegetation health and vigour (Rouse et al., 1974).

This laid the groundwork for many subsequent advances in the use of satellite data for

environmental monitoring and management (Running et al., 2004; Wulder et al., 2008).

The world has bene�ted from continual monitoring of the global food supply since 1972.

Over the decades, subsequent Landsat missions have provided an uninterrupted stream of

EO data, supporting agricultural monitoring, land use change detection, and numerous

other applications. The program's longevity has allowed for consistent long-term studies

of Earth's surface, including tracking changes in global lake and reservoir areas, crop

production, and forest cover (Yao et al., 2019; Sexton et al., 2013)

As technology advanced, so did the capabilities of EO satellites. Subsequent missions

improved upon the original ERTS/Landsat-1, o�ering higher resolution imagery and

additional spectral bands. This evolving technology enabled more sophisticated

analyses, enhancing our ability to monitor and manage Earth's resources. However,

despite the clear bene�ts of Landsat data, access was initially limited by cost. Users

had to pay for each scene they wanted to use, which restricted the widespread

application of this valuable resource, particularly for researchers, smaller organisations,

3
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Figure 1.2: Cumulative Landsat Level-1 data downloads from the USGS EROS Centre
since the data archive was made freely-available for download.

and users in developing countries.

The U.S. Geological Survey's (USGS) decision in 2008 to make all Landsat data freely

available marked a turning point in EO accessibility (see Fig. 1.2. For the �rst time,

medium resolution EO data (of the 30 m pixel scale) became readily accessible,

signi�cantly expanding the range and depth of scienti�c research and practical

applications. In 2017, Landsat imagery provided an estimated$3.45 billion in total

bene�ts to users worldwide (Straub et al., 2019). The free and open data policy is seen

as crucial to realising this economic value.

Following the example set by the USGS open data policy for Landsat, when the

European Union (EU) launched its own EO programme, Copernicus, in 2014 it too had

a similar commitment to data accessibility (Regulation (EU) No 377/2014 of the

European Parliament and of the Council2014). Since its inception, Copernicus has

provided free and open access to a broad spectrum of EO data. The programme

features the Sentinel family of satellites, which monitor various aspects of the Earth's

surface, atmosphere, and oceans. With its extensive array of sensors and dedication to

continuity and open data, Copernicus has become an invaluable resource for

researchers, policymakers, and businesses worldwide.
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Chapter 1 1.1. History of agricultural monitoring

Before the advent of machine learning, agricultural monitoring relied primarily on

traditional analysis techniques. From the 1970s through the early 2000s, crop

classi�cation typically involved manual photointerpretation by trained experts who

visually assessed image characteristics and context to identify crop types. This

labour-intensive process was gradually supplemented by digital methods including

supervised and unsupervised pixel-based classi�cation approaches. Maximum likelihood

classi�cation (Strahler, 1980) and minimum distance (Wacker and Landgrebe, 1972)

algorithms became some of the tools for discriminating between crop types based on

their spectral signatures. These methods often relied on relatively simple statistical

models applied to individual pixels without considering spatial context or temporal

patterns (Scholz et al., 1979).

As the accessibility of satellite data improved in the 2010s, so did the capacity for data

storage and processing, enabling users to download data for local analysis on

workstations or high-performance computing clusters, or access it directly on

commercial cloud platforms like Google Cloud, Amazon Web Services, and Microsoft

Azure. Platforms such as Google Earth Engine (GEE) have leveraged this cloud

computing infrastructure to provide powerful tools for analysing vast datasets without

the need for extensive local computing infrastructure.

Following the proliferation of open data and the enhanced computing capabilities, there

has been a surge in the development of advanced analytical tools for agricultural

monitoring. The application of machine learning algorithms now allow one to perform

tasks without explicit instructions, learn from data, and generalise to unseen data. New

techniques have made it possible to analyse large volumes of satellite imagery to detect

patterns that were previously indiscernible, and move towards more automated and

accurate classi�cation of large areas.

The rise of deep learning has led to breakthroughs, particularly in computer vision and

natural language processing (O'Mahony et al., 2020). These technologies, exempli�ed by

large-language models such as GPT-3 and its successors, have demonstrated remarkable

5
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Table 1.1: Characteristics of Earth observation satellites used for crop type classi�cation.
Ground Sample Distance (GSD) can vary, so the minimum achieved by the sensor is
reported. GSD is used to describe the spatial resolution of an image acquired by the
sensor. It represents the linear dimension of a single pixel projected on the ground,
typically measured in metres (a smaller GSD indicates a higher spatial resolution).

Satellite Minimum GSD (m) Revisit Time (days) Sensor Type

Sentinel-2 10 (visible) 5 Multispectral
Sentinel-1 5{40„ 6{12 Radar (SAR)
MODIS 250 (visible/NIR) 1{2 Multispectral
PlanetScope 3{5 (visible/NIR) 1 Multispectral
Landsat 8/9 30 (visible) 16 Multispectral

„ Depending on mode

capabilities in understanding, generation, and even multi-modal tasks involving text and

images. These models have in turn begun to change the way we process and analyse

satellite imagery.

Remote sensing now plays a critical role in modern agriculture, supporting various global

and national monitoring systems. The Group on Earth Observations Global Agricultural

Monitoring (GEOGLAM) initiative, launched in 2011, regularly uses remote sensing data

for global-scale crop type mapping, aiding food security and agricultural policy decisions

(Becker-Reshef et al., 2010). The launch of GEOGLAM represented a milestone in the

institutionalisation of satellite-based agricultural monitoring at the international level,

bringing together expertise and resources from multiple countries to address global food

security challenges.

The e�ectiveness of these monitoring systems depends heavily on the capabilities of the

underlying satellite platforms. Certain sensors have become particularly prominent in

crop type classi�cation. Table 1.1 presents a summary of the �ve most frequently cited

(since 2020) EO satellites in this domain. These satellites represent the current state-of-

the-art in remote sensing for agriculture, o�ering a diverse range of spatial and temporal

resolutions, as well as di�erent sensor types. Each platform o�ers unique advantages:

Landsat provides long-term historical continuity, Sentinel-1's radar capabilities enable

monitoring regardless of cloud cover, Sentinel-2 o�ers an optimal balance of spatial and

temporal resolution for crop monitoring, while MODIS excels at capturing daily global
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dynamics at moderate resolution. Commercial platforms like Planet complement these

systems by providing very-high resolution imagery for precision agriculture applications.

The integration of remote sensing into policy frameworks demonstrates its practical

value beyond research settings. The Common Agricultural Policy (CAP) of the EU, a

key agricultural funding programme, relies on remote sensing for initiatives like `Checks

by Monitoring'. Introduced in 2021, this automated process leverages Copernicus

Sentinel satellite data to continuously monitor agricultural activities on declared land

parcels (�Astrand et al., 2022). This represents a shift from traditional inspection

methods to continuous monitoring approaches, enabling more e�cient allocation of

agricultural subsidies.

The convergence of advanced satellite platforms with the machine learning capabilities

has created many opportunities for agricultural monitoring. Nevertheless, signi�cant

challenges remain in the �eld of agricultural monitoring. These challenges (outlined in full

in Section 2.5) pose substantial obstacles to developing robust, scalable, and generalisable

solutions for agricultural assessment.

Of particular concern is the persistent issue of limited labelled data. High-quality ground

truth information is scarce and expensive to collect, especially in many parts of the

world where such data could be most impactful. This scarcity of labels often leads to

models that perform well in localised areas but fail to generalise across di�erent regions

or crop types. Traditional approaches to collect ground truth - through �eld surveys,

farmer interviews, or manual image photointerpretation simply cannot scale to meet the

demands of continental or global monitoring systems.

Moreover, the inherent spatial and temporal variability in agricultural practices,

coupled with the dynamic nature of crop phenology, further complicates the

development of universally applicable models. The heterogeneity of agricultural

landscapes across di�erent climates and geographies demands sophisticated approaches

that can adapt to diverse conditions. Agricultural systems vary tremendously from

large-scale mechanised operations in North America to smallholder farming in Africa
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and Asia, creating a complex mosaic that de�es one-size-�ts-all monitoring solutions.

This thesis aims to address these critical challenges by exploring novel deep learning

methodologies that can e�ectively leverage limited labelled data while improving model

generalisation. Our research focuses on developing techniques that can bridge the gap

between data-rich and data-scarce regions, enabling more accurate and reliable

agricultural monitoring on a global scale.

The following chapters will present approaches to semi-supervised learning, tailored for

agricultural applications. These methods aim to reduce the dependence on extensive

labelled datasets, improve model transferability across regions, and enhance the overall

robustness of crop mapping systems. From this, new and exciting applications for

agricultural monitoring and assessing impacts at large scale can be developed.

By tackling these fundamental challenges, this research seeks to contribute to the

advancement of sustainable agricultural practices, more informed policy-making, and

global food security.

1.2 Motivation and Overview of Thesis

This thesis investigates the application of machine learning techniques to enhance crop

type mapping and assess future food production systems. The motivation behind this

research stems from the need to address key challenges in agricultural monitoring,

particularly the scarcity of labelled data and the potential of scalable remote sensing

technologies. By exploring both domain-agnostic and domain-speci�c semi-supervised

learning approaches, as well as novel methods for large-scale crop mapping, this

research aims to develop robust frameworks for large-scale crop mapping that can help

inform agricultural policy decisions, enhance sustainability assessments, and optimise

food production systems.

The following research questions guide this thesis:

1. How can machine learning techniques using domain-agnostic self-supervised
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learning approaches be applied to crop type mapping?

2. What is the e�ectiveness of domain-speci�c semi-supervised learning approaches in

addressing label scarcity for crop type classi�cation?

3. How does the ability to generate large-scale crop maps enable novel analyses of

agricultural systems, such as the impact of cover crop adoption?

1.2.1 Outline and Contributions

The key scienti�c contributions of this thesis are described in Chapters 3 to 5. There is

an introduction in Chapter 1, a literature review and overview of methods in Chapter 2,

with conclusions and future outlook in Chapter 6.

Chapter 3: Mapping Cover Crop Trends and Assessing their

Impacts using Earth Observation Data

Chapter 3 presents an approach for mapping cover crop adoption and assessing its impact

across the state of Indiana using multi-temporal remote sensing data and machine learning

techniques. The study focuses on identifying cover crop regions and estimating their e�ect

on Net Primary Productivity (NPP) while accounting for climate data.

Contributions

1. Investigates the potential of machine learning-based analysis in combination with

remote sensing data to map cover crop adoption.

2. Uses a machine learning approach to detect cover crop �elds using remote sensing

imagery, covering the state of Indiana for the years 2017-2021.

3. Assesses the impact of cover crops on Net Primary Productivity (NPP) using double

machine learning techniques, accounting for climate data and spatial heterogeneity.

4. Creates a comprehensive dataset of �eld-scale cover crop adoption in Indiana,

which can serve as a valuable resource for policymakers, farmers, and agricultural
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organisations.

5. The methodology and �ndings provide a robust foundation for evidence-based

decision-making in promoting sustainable and resilient agricultural practices.

Chapter 4: Semi-supervised crop classi�cation using auxiliary

learning of biophysical variables

Chapter 4 proposes a semi-supervised learning approach for crop type classi�cation by

introducing an auxiliary task of crop trait regression. This method aims to overcome

the challenge of scarce labelled data in remote sensing applications by leveraging both

labelled and unlabelled data.

Contributions

1. Develops a novel semi-supervised learning approach, combining crop type

classi�cation with crop trait regression as an auxiliary task.

2. Demonstrates the e�ectiveness of leveraging unlabelled data to enhance the

performance and generalisation of crop type classi�cation models.

3. Experimental results show that the proposed approach outperforms fully supervised

methods in terms of classi�cation accuracy and generalisation.

4. A large open-access annotated dataset for England and Scotland is released, serving

as a benchmark for future work on crop type classi�cation using remote sensing

data.

Chapter 5: Joint energy-based models for semi-supervised crop

classi�cation using remotely sensed data

Chapter 5 explores the use of energy-based models as a form of semi-supervised learning

for crop-type mapping, addressing the challenge of limited labelled data in developing

regions.
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Contributions

1. Presents a novel approach to semi-supervised learning by reinterpreting a standard

discriminative classi�er as an energy-based model for the joint distribution.

2. Demonstrates that the proposed hybrid model reduces dependence on labelled data

while maintaining the predictive performance of discriminative classi�ers.

3. Examines the generative bene�ts of the energy-based model, particularly its

improved uncertainty calibration and out-of-distribution detection capabilities.

4. The methodology shows promise for crop-type mapping in developing regions where

ground truth labels are scarce.

1.2.2 Relevance to Science and Society

The goals of this thesis contribute to enhancing our understanding of food production

systems, improving crop type classi�cation, and developing novel machine learning

techniques that can be used more widely in agricultural remote sensing.

Chapter 3 serves as an illustration of what can be achieved through the combination of

Earth observation and machine learning. By mapping cover crop adoption and assessing

its impact on Net Primary Productivity (NPP) across Indiana, this research

demonstrates the potential for large-scale, data-driven analysis in agriculture. The

methodologies developed in this chapter provide a foundation for evidence-based

decision-making in promoting sustainable and resilient agricultural practices,

showcasing the power of Earth observation and machine learning in addressing

real-world challenges.

Chapters 4 and 5 both address the critical issue of data scarcity in remote sensing

applications, using domain-speci�c and domain agnostic approaches respectively. These

chapters present novel methods that not only tackle the challenge of limited labelled

data but also aim to create more generalisable models applicable across various remote

sensing tasks.
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Open-source contribution: All relevant source code, datasets, and pre-trained models

developed during this research are made publicly available under an open-source license

at http://www.github.com/spiruel . This commitment to open science facilitates the

reproducibility of the research and encourages further development and application of

these methods by the scienti�c community.

By providing robust methodologies for agricultural monitoring and promoting

sustainable farming practices, this thesis contributes to several United Nations

Sustainable Development Goals (UN SDGs), particularly Goal 2 (Zero Hunger), Goal

13 (Climate Action), and Goal 15 (Life on Land). The research outcomes have the

potential to inform evidence-based policies, support farmers in adopting sustainable

practices, and contribute to global food security and environmental conservation e�orts.
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Chapter 2

Background

2.1 Overview

This chapter sets out the key concepts and methodologies explored in this thesis,

starting with the role of remote sensing in enhancing food security (Section 2.2) and the

application of EO for time series analysis (Section 2.3). It then delves into the machine

learning methods used, including various deep learning architectures (Section 2.4).

While the methods developed in this work are broadly applicable to a range of analyses

involving EO, the thesis focusses on crop type classi�cation as a central case study.

This allows for in-depth exploration of the speci�c challenges and opportunities in this

domain (Section 2.5). Finally, the potential of reduced supervision methods

(Section 2.6) is highlighted, with a focus on improving classi�cation accuracy across

larger spatial scales.

2.2 Role of Remote Sensing in Improving Food

Security

Due to continued population growth, global demand for food is expected to increase

over the next few decades (Hunt and Drigo, 2007). To meet this demand, agriculture
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has intensi�ed in various aspects, including the use of inputs like fertilisers, water, and

energy, as well as advancements in technology. This intensi�cation of agricultural

production and the broader food system has led to the creation of numerous

environmental challenges, such as an increase in greenhouse gas emissions, a loss of

freshwater source, and a reduction in soil quality (Beddington, 2011). Agriculture

currently accounts for approximately 23% of total anthropogenic greenhouse gas

emissions and 70% of global freshwater withdrawals, with these pressures continuing to

mount (IPCC, 2023). In the face of a changing climate, more frequent extreme weather

events further threatens crop yields and the long-term suitability of cropland regions

(Howden et al., 2007). Climate change has already reduced agricultural productivity

growth globally by 21% since 1961, with impacts being particularly severe in Africa and

parts of Asia (Ortiz-Bobea et al., 2021)

The achievement of global food security will require radical and transformational change

in the global food system. Food security comprises four key dimensions: availability,

access, utilisation, and stability (1. FAO, 1996), all of which are tightly connected to

agricultural production and land use practices. Such transformational change necessitates

the regular monitoring of agricultural activities at large scale, particularly in regions of

the world where food security remains di�cult to achieve.

It is estimated that 52% of remaining arable land is consolidated in just 8 countries

(Algeria, Democratic Republic of the Congo, Ethiopia, Morocco, Nigeria, South Africa,

Sudan, Uganda) (Byerlee and Deininger, 2011). Demand for this fertile land in Africa

is expected to increase alongside the increasing global demand for food, partly due to

the limits placed on on crop area and water use expansion in regions elsewhere, such as

North America and Europe. These areas are typically dominated by rural small-holder

communities with heterogeneous farming practices. If farmers are to increase yields,

reliable and su�ciently localised comprehensive datasets that improve understanding

behind the current food systems need to exist.

Fundamental in
uencing factors on agricultural development include the distribution and
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characteristics of croplands (e.g., cropping intensity, irrigated versus rainfed land, crop

types) (Jayne et al., 2014). If data on this is known, it can be used to support informed

decisions on farming practices. Applications include crop yield estimation and prediction,

disaster-impact assessments, and crop-type classi�cation.

Policy-makers, stakeholders, and farmers all rely on detailed spatially-explicit

information about the land cover in agricultural areas (Feng et al., 2010). Cropland and

crop type classi�cation is one of the most used types of data for managing and planning

many agricultural activities (Chakhar et al., 2021). Timely and dependable data on

agricultural croplands is essential to make assessments of crop water use, crop

productivity, and investigate how croplands respond to di�erent climatic conditions. To

achieve this, ground surveys that include farmer surveys and in situ measurements can

be conducted to gather data about crop type and yields at the farm-level, but this often

proves to be an overwhelming and expensive task when considering the large scales

required.

Remote sensing has emerged as a transformative technology that directly addresses all

four dimensions of food security (FAO, 2008). For availability, it provides critical data on

cultivated area, crop condition, and expected yields (Xun et al., 2021). For accessibility,

it helps identify transportation infrastructure limitations and market access constraints

(M•uller et al., 2021). For utilisation, it monitors environmental conditions a�ecting crop

quality and identi�es areas requiring intervention (Yinshuai Li et al., 2022). For stability,

multi-temporal satellite data enables the tracking of changes in cropping patterns and

identi�cation of areas vulnerable to climate variability (Govender et al., 2022).

With the recent developments in Earth Observation (EO) technology, many researchers

see an opportunity to lessen the burden of data collection, and increase the frequency

and accessibility of crop type maps using features derived from remotely-sensed data.

This thesis builds on these developments by focussing speci�cally on the crop production

aspect of food security. By leveraging remote sensing and machine learning techniques,

it aims to produce scalable, reliable crop type classi�cation and use this to assess the
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broader implications for food production systems, particularly under changing climatic

conditions.

2.3 Earth Observation for Time Series Analysis

There is now an unprecedented amount of open-access, timely satellite EO data available

at global scale. With agriculture being the single largest land use (LU) covering Earth's

surface, these data prove valuable for regular monitoring of the world's vegetation.

While crop-type monitoring using EO technology has been readily available since the

beginning of the Landsat programme in the 1970s (Bauer et al., 1978), a comprehensive

adoption of operational approaches has been lacking for many countries. Critical gaps

remain in the adoption of EO data, where some countries still use little to no

satellite-derived information to drive evidence-based agricultural decisions, despite the

proliferation of data and the platforms for utilising and disseminating them (Whitcraft

et al., 2019).

A prominent topic of research in EO has been the classi�cation of land use and land

cover (LULC) (Campos-Taberner et al., 2020; Srivastava et al., 2012), yet this has mainly

focussed on spatial and spectral features to the neglect of the temporal nature of the data.

For the purpose of generating crop type maps, EO data with high spatial resolution and

frequent observations is required in order to resolve the phenological changes that occur

over the course of a crop's growth cycle.

V. Sainte Fare Garnot et al., 2019 showed that the time dimension is much more

important that the spectral or spatial dimension when working with crop type

classi�cation. Traditional models that overlook temporal variations may fail to capture

the critical dynamic changes in crop growth and phenology. By employing bespoke

approaches such as sequence-to-sequence learning, temporal convolutions, LSTMs, and

attention mechanisms (see Section 2.4), EO researchers can fully exploit the temporal

richness of SITS (satellite image time series) data to improve classi�cation performance.
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Application Description Reference

Yield estimation Predicting crop production using remote
sensing

You et al. (2017) and Fan,
Bai, et al. (2022)

Vegetation monitoring Assessing plant health and crop stress Teixeira et al. (2013)
Biophysical variables Measuring biomass, evapotranspiration, soil

moisture
Perry et al. (2022) and
Schauer and Senay (2019)

Tillage practices Identifying soil management techniques Bricklemyer et al. (2006)
and Hagen et al. (2020)

Crop mapping Determining crop type distribution and
coverage

Belgiu and Csillik (2018)

LULC changes Monitoring agricultural landscape changes Atzberger (2013)

Table 2.1: Applications of Earth Observation in agricultural monitoring.

Since Landsat adopted an open-access data policy for data products in 2008, there is

now a precedent for freely available EO data at moderate resolutions. Particularly, the

advent of the ESA Copernicus Sentinel 1 & 2, and the NASA/USGS Landsat 8 & 9

satellites represent the best sources of abundant satellite data that has fostered many

new opportunities for crop-type mapping at large scales.

The multispectral instrument onboard the Sentinel 2 satellites is especially suited for the

monitoring of agricultural areas - featuring 13 spectral bands that cover the visible, near

infrared, shortwave infrared spectrum at spatial resolutions up to 10 m. This moderate

resolution imagery is acquired with worldwide coverage every 2-5 days. Phenological

changes over the course of a crop cycle alter their spectral and textural appearances,

this surface re
ectance data o�ers su�cient information for numerous vegetation-related

remote sensing applications.

Earth Observation (EO) has played a crucial role in supporting agricultural monitoring

entities. Table 2.1 provides an overview of key EO applications in agricultural monitoring,

highlighting studies that have demonstrated their e�ectiveness.

Many researchers now see an opportunity to create low-cost crop type maps at the �eld

level, commensurate with the scale of LULC heterogeneity. The opportunities that arise

from exploiting EO resources come alongside several challenges involving the management

of this large amount of increasingly diverse data, in a fashion that meets increasing

computational and organisational demands.
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A challenge of geospatial big data is spatiotemporal datasets exceeding the capacity of

conventional computer system. The challenges of geospatial big data (spatiotemporal

datasets exceeding the capacity of conventional computer systems) have been mitigated

through the introduction of cloud computing that facilitates distributed and parallel

processing, as well as the decreasing costs of data storage and transmission. Until

recently, carrying out large-scale analyses was the prerogative of a limited number of

organisations that possessed the requisite infrastructure and resources available. Also,

the high-bandwidth processing o�ered by advances in GPU-accelerated hardware has in

turn spurred progress in machine learning techniques that enables one to learn complex

functional relationships with an end-to-end learning approach.

End-to-end learning refers to the practice of training a single neural network to perform

a task from raw input to �nal output, without intermediate stages or manual feature

engineering. This approach allows the network to learn the entire processing pipeline,

potentially discovering more optimal representations than handcrafted features.

2.4 Machine and Deep Learning

Machine learning (ML) has become an essential tool in remote sensing for tasks such as

crop type classi�cation. ML algorithms can learn patterns from data and make predictions

or classi�cations on new, unseen data.

Support Vector Machines (SVMs) (Vapnik and Chervonenkis, 1964) were popularised in

the 1990s as a powerful supervised learning algorithm for classi�cation and regression

tasks. SVMs operate by �nding the hyperplane that best separates the data into distinct

classes. They have been extensively used for mapping vegetation types (Erdanaev et

al., 2022; Rao et al., 2021). They provide high accuracy and generalisation capabilities,

especially when dealing with a limited number of training samples. Furthermore, SVMs

are particularly suited for small sample sizes, a common challenge in remote sensing,

where obtaining labelled data can be costly and time-consuming. Despite their strengths,

SVMs require careful tuning of hyperparameters, such as the choice of kernel and the
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regularisation parameter, which can be a limitation.

Random Forests (RF) is an ensemble learning method introduced by Breiman, 2001,

which combines the predictions of multiple decision trees (Belson, 1959) to improve

classi�cation accuracy and control over�tting (which occurs when a model learns the

training data too closely and fails to generalise well to new data). In the context of

remote sensing, RFs have been widely adopted due to their robustness, ease of use, and

ability to handle high-dimensional data. The algorithm works by constructing multiple

decision trees during training and outputting the class that is the mode of the classes

(for classi�cation) or mean prediction (for regression) of the individual trees.

RFs became popular in remote sensing for several reasons. They do not require extensive

tuning of hyperparameters, can manage large datasets e�ciently, and are less sensitive

to noise and over�tting compared to other algorithms. They have been used successfully

in various remote sensing tasks, such as land cover classi�cation, change detection, and

vegetation mapping (T. Zhang et al., 2021; Tikuye et al., 2023; Barrett et al., 2016). Their

ability to rank the importance of input features has also been valuable for interpreting

complex satellite data.

Machine learning algorithms such as SVMs and RFs have been widely used in remote

sensing classi�cation for many years. However, these traditional methods often rely

heavily on handcrafted features to achieve optimal performance. Handcrafted features

refer to the manually designed or engineered characteristics extracted from the raw data

that are expected to be relevant for a particular task, such as classi�cation or regression.

There are several reasons why these algorithms depend on handcrafted features. Unlike

deep learning methods, which are designed to automatically learn and extract relevant

features from raw data during the training process, RFs and SVMs do not have built-in

mechanisms for automatic feature extraction. These algorithms typically take a set of

input features provided by the user and attempt to �nd patterns or relationships within

them. Since they do not have the capacity to learn features hierarchically (as deep neural

networks do), their e�ectiveness largely depends on the quality and relevance of the input
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features.

Historically, EO researchers have relied on region-speci�c knowledge in their models, in

return for greater model performance. By manually selecting and engineering features

that capture essential aspects of the data, the performance of these traditional algorithms

can be signi�cantly enhanced. Without such features, the algorithms might struggle to

identify the complex patterns needed for accurate classi�cation.

Handcrafting features allows domain experts to incorporate prior knowledge about the

problem into the model. In remote sensing, experts might know that certain spectral

bands, indices (like NDVI), or textures are particularly useful for distinguishing between

di�erent classes of interest. By explicitly incorporating these features, practitioners can

optimise the feature space for the speci�c classi�cation task at hand.

Previous approaches in remote sensing have been reliant on feature engineering latent

variables from the input satellite data, for instance using spectral indices, radiometric

features, and textural features to discriminate crop phenologies (Pe~na-Barrag�an et al.,

2011). Spectral indices that highlight di�erences in plant chlorophyll content or

moisture can be engineered to enhance class separability. In urban land cover mapping,

features that capture texture or edge information may be handcrafted to distinguish

between built-up areas and natural terrain. Such domain-speci�c features can improve

the discriminative power of the model and lead to better results than using raw pixel

values alone.

Handcrafted features can also help reduce the dimensionality of the input data, which

is crucial for traditional machine learning algorithms. Remote sensing datasets often

contain high-dimensional data, eg. with dimensions in time, space, and spectra. Using

all these raw features directly can make the models computationally expensive and prone

to over�tting, especially when the number of training samples is limited.

Developing problem- and region-agnostic models without extensive pre-processing steps

is key to making e�cient use of the full potential of EO data (L. Ma et al., 2019). In

the context of computer vision, machine learning (and in particular deep learning), is
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revolutionising remote sensing methods.

Conventional machine learning approaches remain relevant, an in some cases can

outperform deep learning approaches (Hashemi et al., 2024). They are less prone to

over�tting with small datasets because they do not rely on the large number of

parameters that deep learning models do. Additionally, deep learning models are often

considered `black boxes' because their internal workings (such as the learned weights

and activations) are complex and not easily interpretable. In contrast, the more

tradiational approaches o�er more transparency in their decision-making processes.

RFs remain a popular baseline model for crop type classi�cation (Ok et al., 2012; S. Wang,

Azzari, et al., 2019). They are relatively simple to implement and do not require extensive

parameter tuning, making them an excellent baseline choice. Even though they no longer

achieve state-of-the-art performance, they perform well with minimal adjustments and

can handle both linear and non-linear relationships e�ectively.

While conventional machine learning approaches have proven e�ective and continue to

be used in remote sensing classi�cation, the �eld has increasingly transitioned to deep

learning methods because of advanced architectures and capacity to process vast amounts

of data.

Deep learning refers to the use of neural networks with multiple hidden layers, known

as deep neural networks (Litjens et al., 2017). These networks can learn hierarchical

representations of data, with each layer learning increasingly abstract features. Deep

learning has revolutionised remote sensing by providing state-of-the-art performance in

classi�cation and regression tasks (Miller et al., 2024), and is deeply embedded in the

broader paradigm of data-driven learning.

Data-driven approaches emphasise the importance of learning patterns directly from data

itself, rather than relying on on prede�ned rules. This paradigm has been particularly

successful in areas where traditional rule-based systems struggled, such as:

Computer Vision (CV) : Recognising objects or faces in images
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Natural Language Processing (NLP) : Translation, sentiment analysis, or text

generation

Speech Recognition : Converting spoken language to text

The success of data-driven approaches relies on three key factors: Firstly, an abundance

of high-quality, diverse data providing a rich source of information for models to draw

from. Secondly, they rely on increasingly advanced neural network architectures that

capture deeper levels of abstraction and representation and capture global dependencies

and relations more e�ectively. Finally, powerful computation resources, particularly those

optimised for parallel processing and matrix operations such as GPUs, enable faster and

more e�cient model training and inference. These approaches allow models to discover

complex patterns that might be di�cult or impossible for humans to specify explicitly.

Deep learning techniques have rapidly emerged as a powerful alternative to traditional

machine learning methods for remote sensing classi�cation. One of the key reasons for

this shift is their ability to automatically learn complex patterns and relationships from

raw data, which is particularly useful for exploiting the spatial and spectral correlations

inherent in remote sensing imagery. However, deep learning techniques also o�er

signi�cant advantages for unsupervised learning, improved generalisability, and

scalability, making them highly e�ective for modern remote sensing tasks.

Deep learning models are inherently better at generalising to new data, especially when

trained on large and diverse datasets. Traditional machine learning methods' reliance on

handcrafted features that are speci�c to the training data or domain can limit their ability

to generalise to di�erent geographical regions, sensor types, or temporal conditions.

Deep learning models designed to scale up to large datasets, making them highly suitable

for the massive volumes of data generated in remote sensing. They are optimised to handle

large-scale data through parallel computation on graphics processing units (GPUs) and

other specialised hardware.
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2.4.1 Arti�cial Neural Networks

Basic structure

Arti�cial Neural Networks (ANNs) are computational models loosely inspired by

biological neural systems. They consist of interconnected nodes called neurons,

organised in layers. The basic structure includes an input layer, hidden layer(s), and

and output layer.

Each neuron in a layer is connected to neurons in the adjacent layers through weighted

connections. The computation for a single neuron in the hidden layer is:

z(l )
i =

nX

j =1

w(l )
ij h(l � 1)

j + b(l )
i ; (2.1)

where z(l )
i is the output of the i -th neuron of the l-th layer, w(l )

ij is the weight between

neuron j in the (l � 1)-th layer and neuroni in the l-th layer, b(l )
i is the bias for neuroni

in the l-th layer, and h(l � 1)
j is the output of neuron j in the previous layer.

After calculating z(l )
i , an activation function f is applied to introduce non-linearity,

enabling the modelling of complex patterns,

h(l )
i = f (z(l )

i ) : (2.2)

Common activation functions include:

Softmax:f (zi ) =
ezi

P C
j =1 ezj

; (2.3)

Sigmoid:f (z) =
1

1 + e� z
; (2.4)

ReLU (Recti�ed Linear Unit): f (z) = max(0 ; z) ; (2.5)

Tanh:f (z) = tanh( x) =
ez � e� z

ez + e� z
; (2.6)
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where for the Softmax activation function (used for multi-class classi�cation),zi is the

raw output (logit) for class i from the �nal layer of the neural network andC is the total

number of classes.

The output layer aggregates information from the last hidden layer to make predictions.

The form of the �nal layer depends on the type of task such as classi�cation or regression.

Training process and hyperparameters

The training of ANNs is an iterative process where network parameters are updated after

each iteration, which is known as an `epoch'. The goal is to minimise the loss objective.

This process is guided by several hyperparameters, which are con�guration variables set

before the learning process begins:

1. Learning rate: Controls the step size at each iteration while moving toward a

minimum of the loss function.

2. Number of hidden layers and neurons: Determines the complexity and capacity of

the network.

3. Batch size: The number of training examples used in one iteration.

4. Number of epochs: The number of complete passes through the training dataset.

5. Activation functions: As discussed earlier, these introduce non-linearity to the

model.

The key to training neural networks is the backpropagation algorithm (Rumelhart et al.,

1986), which e�ciently computes the gradients of the loss function with respect to the

weights and biases.

Backpropagation is the primary algorithm used for training neural networks and

involves propagating the error signal from the output layer backwards through the

network, updating the weights and biases to minimise the loss. It computes the gradient

of the loss function with respect to each weight using the chain rule, iterating

backwards from the output layer to the input layer.
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Stochastic gradient descent (SGD) (Kiefer and Wolfowitz, 1952) is a widely used

optimisation algorithm for training neural networks. Instead of computing the gradients

on the entire dataset, SGD updates the parameters using gradients computed on a

small batch of samples, which is more computationally e�cient. The parameters are

updated iteratively as:

� t+1 = � t � � r � L(� t ; Bt ) (2.7)

where � represents the weights and biases,� is the learning rate,L is the loss function,

and Bt is the batch of training samples used at iterationt.

The combination of backpropagation and stochastic gradient descent allows neural

networks to be trained e�ciently on large datasets, making them a powerful tool for a

wide range of tasks.

Over�tting occurs when a model learns the training data too well, including its noise

and 
uctuations, leading to poor generalisation on unseen data. It's often characterised

by a model that performs well on training data but poorly on validation or test data.

Techniques to combat over�tting include regularisation techniques such as dropout, which

randomly sets a fraction of input units to 0 at each update, which helps prevent complex

co-adaptations on training data. Another technique is early stopping - when the training

process is halted before the maximum number of set epochs when the performance on a

validation set starts to degrade.

Universal Approximation theorem

ANNs form the backbone of contemporary deep learning. As the �eld continues to

evolve, these principles remain central to the development and application of ANNs

across various domains. While the practical e�cacy of ANNs is well-established, a key

area of inquiry concerns the representational capacity of these networks. A key

theoretical underpinning is the Universal Approximation Theorem which o�ers a

theoretical basis for understanding the expressive power of neural networks.
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The Universal Approximation theorem is a fundamental result in neural network theory

(Hornik et al., 1989). It states that for any continuous function, there exists a shallow

neural network that can approximate this function to arbitrary precision.

Formally, let � (x) be a non-constant, bounded, and continuous activation function. For

any continuous functionf (x) de�ned on I n = [0; 1]n and � > 0, there exists an integerN ,

real constantsvi ; bi 2 R and real vectorswi 2 Rn (i = 1, ..., N) such that:

F (x) =
NX

i =1

vi � (wT
i x + bi ) : (2.8)

The theorem provides the theoretical basis for the capability of neural networks to

approximate complex functions. This is a crucial property enabling neural networks to

excel in various machine learning tasks.

The Universal Approximation theorem is often credited with spurring renewed interest

in neural networks in the 1980s (Razavi, 2021). However, the more recent winning

lottery ticket hypothesis o�ers an alternative explanation for the success of neural

networks. Frankle and Carbin, 2019 suggest that the success of neural networks stems

from the ability to �nd rare, highly capable sub-networks within the larger neural

network architecture.

2.4.2 Convolutional Neural Networks

CNNs are a speci�c type of deep learning method, extensively used in the �elds of

computer vision and natural language processing due to their success in operating with

2D structured arrays, such as object recognition in images (Krizhevsky et al., 2017),

and natural language processing (Kim, 2014).

CNNs operate e�ectively on images due their compositional nature, successively

transforming the input data with a series of convolutions, at di�erent spatial scales

through pooling, to identify higher-level features (objects) by composing lower-level

ones (edges, corners). CNNs exploit the natural stationary property of an image, that is
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information in one image region can also apply to another, di�erent region. Another

bene�t of CNNs is that, through the use of pooling operations, the CNN can learn

increasingly abstract translational- and rotational-invariant features - a desirable

property for imagery. Because of this, the network does not need to learn di�erent

detectors for the same feature present in the image.

Additionally, the shared weights in the CNN also drastically reduces the number of free

parameters, which increases the capacity for the network to generalise (as the number of

weights in the network is not dependent on the size of the image).

The arrangement of layers in a CNN can vary greatly - this arrangement is described as the

architecture. The suitability of a CNN architecture varies on the speci�c and the nature

of the input data. For example, simple imagery consisting of low level textural features

would perhaps limit an architecture to be rather shallow, due to the risk of over�tting

the model. A CNN's architecture is further constrained by the hyper-parameters, which

include the nature of the hidden layers, pooling operations, choice of regularisation, and

loss function.

Currently, the most popular models employ supervised learning, which greatly simplify

the training process. Popular architectures are CNNs and recurrent neural networks

(RNNs), but new architectures such as transformers and di�usion models are rising in

prominence.

2.4.3 Recurrent Neural Networks

RNNs are a specialised form of neural network, where node connections form a directed

graph along a sequence. This allows them to maintain an internal state or `memory'.

These networks are capable of storing information and intermediate results, leading them

to exhibit temporal dynamic behaviour, making them particularly well-suited for tasks

involving time series, natural language, or any data with temporal dependencies.

At �rst, RNNs employed long series of multiplications of small values (which diminished

the gradients of the loss function with respect to the parameters), causing the early layers
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Figure 2.1: Schematic of a long short-term memory block, used as a `neuron' in the
hidden layers of a recurrent neural network.

of a network to learn very slowly. This means that the error signal exponentially decayed

as it propagated through a network. The learning process becomes degenerate and these

RNNs fail to learn in the presence of long lags in time between an input and target events.

This was formalised as as the `vanishing gradient problem' (Hochreiter, Frasconi, et al.,

2001).

A popular form of RNNs are Long short-term memory (LSTM) networks (Hochreiter

and Schmidhuber, 1997) that have been particularly popularised in the �eld of natural

language processing (NLP) when it comes to handling data with temporal

dependencies. LSTMs are explicitly designed to mitigate the problems of vanishing

gradients, encouraging desired behaviour from the error signal by frequently updating

gates for every time step in the learning process.

An LSTM consists of many recurrently connected sub-networks known as memory blocks.

A memory block consists of three gates: the input, forget and output, as well as the cell

state (Gers et al., 2000). The core idea behind LSTMs is the cell state - which acts like

a a conveyor belt. It lets information 
ow across the memory block unchanged, with the

exception of a few minor linear interactions. These interactions are the gates - responsible

for the removal or addition of information to the cell state.
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The gates of an LSTM are mathematically de�ned as,

Forget gate:

f t = � (Wf � [ht � 1; xt ] + bf ) ; (2.9)

Input gate:

i t = � (Wi � [ht � 1; xt ] + bi ) (2.10)

~ct = tanh( Wc � [ht � 1; xt ] + bc) ; (2.11)

Output gate:

ot = � (Wo � [ht � 1; xt ] + bo) ; (2.12)

Cell state update:

ct = f t � ct � 1 + i t � ~ct ; (2.13)

Hidden state update:

ht = ot � tanh(ct ) ; (2.14)

where � is the sigmoid activation function, tanh is the hyperbolic tangent activation

function, Wf ; Wi ; Wo; Wc are the weight matrices, andbf ; bi ; bo; bc are the bias vectors.

~ct represents the candidate value for the new cell state, computed based on the current

input x t , and previous hidden stateht � 1. The candidate value is then modulated by

the input gate i t before being used in the update of the cell statect . The operator �

represents the element-wise (Hadamard) product.

The key aspects are:

1. The forget gatef controls what fraction of the previous cell statect � 1 to keep or to

`forget'. In Fig. 2.1, it is represented by the multiplication node labelled \� " that

is connected to the previous cell state (ct � 1).

2. The input gate i controls how much of the current input (x t ) and previous hidden
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state ht � 1 to use to update the cell state.

3. The cell statect is updated by a combination of the previous cell state and the

current input, gated by the forget and input gates.

4. The output gate o controls how much of the current cell statect to use to generate

the current hidden stateht .

This structure allows the LSTM to selectively remember and forget information, enabling

it to e�ectively model dependencies in sequential data.

Bidirectional LSTMs (BiLSTMs) are an extension of the standard LSTM architecture

that can improve performance on sequence classi�cation problems. In a BiLSTM, two

LSTMs are trained on the input sequence: One on the input sequence, and another on

the reversed copy of the input sequence. This approach allows the network to preserve

information from both past and future states. The output of a BiLSTM is typically

the concatenation or element-wise sum of the forward and backward layer outputs. The

bidirectional nature of these LSTMs has been show to be more e�ective when compared

to unidirectional LSTMs. A previous crop classi�cation study by Ijabs and Urt�ans, 2022

implied that radar backscatter and coherence data contained more useful information on

the backward pass. B. Chen et al., 2022 showed that BiLSTMs were especially e�ective

at imputing missing data in a crop classi�cation task.

RNNs perform well on short sequences, but as well as the problem of vanishing gradient

they have a further drawbacks: They have a �xed-size hidden representation meaning

that they must encode information from all timesteps, and the backpropagation process

through time is an inherently sequential process that cannot be parallelised (meaning

that they are slow to train when using long sequences).

2.4.4 Transformers

The Transformer architecture, introduced by Vaswani et al., 2017, overcomes many RNN

limitations.
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One of the key components of `Transformers' is the self-attention mechanism, which allows

the model to weigh the importance of di�erent parts of the input sequence dynamically.

It allows each element in a sequence to attend to every other element, capturing complex

dependencies regardless of their distance in the sequence. The self-attention operation

can be described,

Attention( Q; K; V ) = softmax
�

QK T

p
dk

�
V ; (2.15)

whereQ, K , V, are query, key, value matrices derived from the input sequence.dk is the

dimension of the key vectors. The softmax function (Eq. (2.3)), normalises the attention

scores, ensuring they sum to 1 for each token.

To capture di�erent types of relationships within the data, transformers often apply the

self-attention mechanism to multiple heads,

MultiHead(Q; K; V ) = Concat(head1; :::; headh)WO ; (2.16)

where headi = Attention( QWQ
i ; KW K

i ; V WV
i ) ; (2.17)

where the result is projected to the desired output dimension usingWO which represents

an output projection matrix of learned network weights. This mechanism allows each

token in a sequence to focus on di�erent tokens in the sequence, capturing dependencies

regardless of their position.

Since transformers process input in parallel, they lack inherent sequential information.

Position encodings are added to incorporate sequence order,
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PE(pos;2i ) = sin
�

pos

10000
2i

dmodel

�
(2.18)

PE(pos;2i + 1) = cos
�

pos

10000
2i

dmodel

�
(2.19)

where pos is the position of the token in the sequence,i is index of the embedding

dimension, anddmodel is the dimensionality of the model, referred to as embedding size.

Eqs. (2.18) and (2.19) provide a continuous representation of position, where each position

gets a unique encoding and the relative positions between tokens can be known. The

periodic nature the sine and cosine functions allows the model to generalise over long

sequences by capturing regular patterns.

Fig. 2.2 highlights key elements such as multi-head attention mechanisms, feed-forward

networks, layer normalisation (Add & Norm), and the 
ow of information from input

embeddings to output probabilities. The repetition of encoder and decoder blocks

(indicated by `NÖ') demonstrates the model's depth, while the inclusion of positional

encoding and masked attention in the decoder emphasises the model's ability to handle

sequential data e�ectively.

In the context of SITS data analysis, transformer architectures o�er several advantages.

They can more naturally handle irregular time series (that are due to cloud cover or

satellite revisit times). Furthermore, the self-attention mechanism allows the model to

capture relationships between observations that are far apart in time, which is crucial for

detecting long-term trends and seasonal patterns.

However, LSTMs are sometimes used over Transformers because of their ability to

perform well on smaller datasets where Transformers might over�t. They have fewer

parameters and can be trained e�ectively with less data. Additionally, the gating

mechanisms in LSTMs can provide some level of interpretability (Marc Ru�wurm and

K•orner, 2019), which can be valuable in certain applications. Some architectures

combine LSTMs with attention mechanisms or Transformer components, leveraging the
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Figure 2.2: Structure of a Transformer model, showing its encoder (left) and decoder
(right) components.

strengths of both approaches.

The ImageNet Large Scale Visual Recognition Challenge (ILSVRC) (Deng et al., 2010)

has served as a benchmark for assessing the progress in image classi�cation algorithms.

Fig. 2.3 shows Top-1 accuracies reported in literature on the ImageNet dataset. The

trends re
ect a clear progression in model architectures and their e�ectiveness in

tackling large-scale image classi�cation. Early models like GoogLeNet (FireCa�e)

(Iandola et al., 2016) showcased signi�cant leaps in convolutional neural network (CNN)
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Figure 2.3: Top-1 Accuracy Trends on ImageNet over Time. Raw data sourced from
paperswithcode.com/sota . Cyan triangles show experiments that used additional data
during model training.

architectures, achieving respectable accuracy by e�ciently stacking multiple layers and

relying on hierarchical feature extraction.

In the later years, ResNeXt-101 (Xie et al., 2017) further improved performance with the

introduction of grouped convolutions, which allowed for better parameter e�ciency and

scalability, pushing accuracy into the high 80s. However, the real paradigm shift began

with the advent of vision transformers (ViTs), exempli�ed by models like ViT-G/14

and OmniVec. These architectures departed from traditional CNNs and adopted the

transformer-based self-attention mechanism, originally popularised in natural language

processing.

Whilst crop type classi�cation is a task more comparable with NLP than image

classi�cation, the trend away from specialised CNNs towards more generalised

transformer-based models, exempli�ed by the ImageNet accuracy progression, re
ects a

broader shift across many domains in machine learning towards more 
exible,

context-aware architectures. The self-attention mechanism in Transformers allows for
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better capturing of context and long-range dependencies, which is crucial in NLP,

complex image understanding, and time series analysis.

Additionally, the scalability of these models has improved dramatically. Transformer-

based models, in particular, have shown remarkable scalability, with performance often

improving in proportion to model size and the amount of training data.

The cross-domain applicability of these architectural innovations is clear; breakthroughs

in one domain, such as the development of Transformers for NLP, have successfully

transferred to other domains, leading to signi�cant advancements in scienti�c

applications.

Looking forward, while Transformers currently dominate many benchmarks, the �eld

continues to evolve rapidly. Hybrid approaches that combine elements of CNNs,

LSTMs, and Transformers are emerging, as are entirely new architectural paradigms.

The continued development of these models promises further improvements in

performance and e�ciency across a wide range of machine learning tasks.

2.4.5 Uni�ed deep learning framework

The versatility of deep learning models in agricultural monitoring, and consequently in

assessing food production systems, can be captured through a uni�ed framework. This

framework highlights how a single model architecture can be adapted to a variety of tasks.

In this thesis, the primary focus is on crop type classi�cation, but the same model could

easily be adjusted for other tasks that bene�t from SITS input data. Examples include

yield prediction, biomass estimation, and land cover segmentation. These adaptations

are achieved by altering the loss function and modifying the �nal layer of the network,

while maintaining the core feature extraction process.

While the architecture can remain largely agnostic to speci�c tasks, certain

architectural choices can signi�cantly enhance performance in particular domains. For

instance, graph convolutional networks (GCNs) tend to perform well in yield prediction

(Fan, Bai, et al., 2022) by modelling relationships between spatially distributed data
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points. On the other hand, spatially-aware architectures, such as convolutional

networks with attention mechanisms, might be better suited for tasks like land cover

segmentation, where preserving spatial dependencies is key (Kattenborn et al., 2021).

However, these adaptations �t within a uni�ed framework because the underlying

mathematical principles governing feature extraction remain the same. Regardless of

the speci�c task, the feature representations learned by the model capture shared

underlying patterns in the data.

Consider a deep neural networkf � with parameters � , which takes an input x (e.g.,

satellite imagery) and produces an outputy. The parameters� encompass all trainable

weights and biases in the network. The network can be conceptualised as a composition

of two functions, f � = g � h� , where h� represents the feature extraction layers andg

represents the task-speci�c output layer.

In the context of crop type classi�cation,y = f � (x) 2 RC , whereC is the number of crop

types. The output is typically a probability distribution over classes. For a classi�cation

task with C possible classes, the �nal layer should produceC outputs with the softmax

function often used for multi-class classi�cation (Eq. (2.3)).

The loss function for this task is typically the categorical cross-entropy,

LCE = �
CX

i =1

yi log(ŷi ) ; (2.20)

whereyi is the true label andŷi is the predicted probability.

In theory, if h� could learn a universally optimal feature representation for all related

agricultural tasks, its logits would remain constant across these tasks, with onlyg and

the loss function being modi�ed. However, in reality, the optimisation of� is in
uenced

by the speci�c task, loss function, and dataset at hand.

For the prediction of crop yield as a regression task,g is altered to output a scalary 2 R,

and the loss function can become the mean squared error,
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LMSE =
nX

i =1

(ŷ � y)2 : (2.21)

Similarly, for a forecasting task predicting future crop phenology,g can be modi�ed to

output a sequencey 2 RT , whereT is the number of future time steps. The corresponding

loss function could be,

L forecast =
1
T

TX

t=1

(ŷt � yt )2 : (2.22)

For segmentation tasks such as detailed crop mapping,g is adapted to produce a spatial

map Y 2 RH � W � C , where H and W are spatial dimensions. The loss function in this

case might be pixel-wise cross-entropy,

L seg = �
X

h;w;c

Yh;w;c log(Ŷh;w;c ) : (2.23)

The critical aspect of this approach is that the feature extraction portion of the network,

h� , can in theory remain largely constant across these tasks. The logits produced by

h� encode high-level features of the input data that are relevant to multiple agricultural

tasks. It is the interpretation of these logits, determined byg and the loss function, that

di�ers between tasks.

When there is a transition from one task to another, is is typical that the �nal layerg and

the loss function is modi�ed. This change propagates back through the network during

training, a�ecting the gradients and, consequently, the updates to the weights and biases

in h� . As a result, the parameters� and the logits produced byh� do change to some

degree, even if the architecture ofh� remains the same.

Despite these task-dependent changes, the concept of a sharedh� remains valuable. The

initial weights of h� , trained on one task, often provide a bene�cial starting point for

related tasks. This is the essence of transfer learning (see Section 2.6.3). The knowledge

encapsulated inh� is transferable, even if not perfectly constant. It also facilitates multi-
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task learning (see Section 2.6.5), where a single model can be trained to perform multiple

related tasks simultaneously, potentially improving overall performance through shared

representations.

Furthermore, this approach promotes e�cient resource utilisation, as a common backbone

can be used across various agricultural monitoring and prediction tasks. It also allows

for scalability, as new tasks can be readily incorporated without altering the core feature

extraction mechanism.

The 
exibility of this framework highlights the potential of deep learning and the

numerous bene�ts it o�ers for agricultural applications. Moreover, the methods

presented in this thesis are not limited to crop type classi�cation but can, in many

cases, be applied to other agricultural tasks as well.

2.5 Challenges in Crop Type Classi�cation

Discriminating between di�erent crop types can be a complex task for a number of

reasons. A fundamental issue is that for di�erent crop types in remote sensing imagery,

there is low inter-class variability and high intra-class variability. Two di�erent distinct

crops can have broadly similar remotely-sensed signatures (especially across the course

of a growing season), whilst within a single crop there can be many di�erences in its

signature (especially across geographical regions). This can be demonstrated in the true

colour images shown in Fig. 2.4.

Agronomic factors contribute to the above variability. Heterogeneous land management

practices, genotype features, local site conditions, and meteorological in
uences all factor

into the large scale variations seen across the same crop type over large areas. The

heterogeneous growing practices in smallholder-dominated regions confound intra-class

agreement, making agricultural monitoring especially more complex.

Imbalanced classi�cation is also an issue: Agricultural areas are commonly dominated

by particular crops such as corn or wheat. Other types of crop type also exist amongst
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Figure 2.4: Cloud-�ltered RGB composites of agricultural land in mainland US. Top row
of images showing randomly selected 256 m� 256 m patches representing crop class,
bottom row of images corresponding to same locations six months later in the growing
cycle.

these major crops at lower frequency, and are still of interest for local authorities. An

imbalance in the class frequencies in a training dataset will result in models that have

poor predictive performance for minority crops. This is an issue because the minority

classes are typically some of the most important to be classi�ed at reasonable accuracy,

yet are the most sensitive to classi�cation errors compared to the majority class. There

are di�culties in addressing this balance in cases where the minor crops cannot be ignored

in the overall classi�cation map.

For optical imagery, the presence of cloud cover a�ects the spatial and radiometric

qualities of satellite imagery. Thick clouds appear opaque in all spectral bands, and

39



2.5. Challenges in Crop Type Classi�cation Chapter 2

obstruct the view of the surface beneath. The presence of cirrus cloud or haze means

that in some cases optical data is not completely blocked, but rather experiences partial

wavelength-dependent absorption and re
ection. This causes spatial and temporal data

gaps that are commonly addressed with automatic cloud masking and interpolation of

missing values.

On average, the Earth's land surface is more likely to be occluded by cloud than not

(King et al., 2013), greatly decreasing the availability of useful data. Clouds can remove

information at key points in a crop's growing cycle - a particular issue in multitemporal

crop type mapping. Synthetic aperture radar (SAR) data, such as that provided by an

active sensor onboard Sentinel 1, operates at wavelengths not impeded by the atmosphere

and is therefore not blocked by cloud cover or a�ected by the di�erences in illumination

that cloud shadows can cause.

Many challenges in machine learning, especially those centred around computer vision

(and more speci�cally still those concerning remote sensing) are characterised by a dearth

of labelled training data.

In remote sensing, in situ data needs to be diverse and high quality - providing a

representative subset of the population of each class - spanning environmental and crop

management gradients in the study area. For conventional supervised crop type

mapping, the labelled data drives a discriminative model to draw decision boundaries

that are able to separate all the classes.

The data sampling approach when acquiring training datasets is hugely in
uential on a

model's performance. In situ data is commonly gathered on a best-e�ort basis taking the

form of e.g., roadside surveys (Remelgado et al., 2020), which may lead to biased sampling

and ine�ciency. Random sampling can also lead to problems of spatial autocorrelation,

resulting in redundant information and potentially overoptimistic model evaluation when

training and testing data are spatially proximate.

Temporal sampling is particularly important as crops are sometimes only

distinguishable during narrow phenological windows, with certain crucial growth stages
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providing key discriminative features. Missing these critical periods can substantially

reduce classi�cation accuracy, especially for crops with similar spectral signatures

during most of their growth cycle. While more e�cient data collection approaches have

been proposed (Fowler et al., 2020), logistical constraints associated with in situ data

collection will never be fully overcome.

Large-scale automated analysis of satellite imagery for vegetation classi�cation have

previously performed using shallow classi�ers such as SVMs (Srivastava et al., 2012),

k-nearest neighbours (k-NN) (H. R. Kerner et al., 2020), and RFs (Ok et al., 2012).

These approaches have typically been pixel-based, whereas deep learning solutions eg.

arti�cial neural networks (ANNs) more commonly use an object-based approach,

integrating the pixel values alongside local and hierarchical relationships in the data,

thus avoiding spectral variability and mixed pixels. Deep learning techniques usually

outperform shallow machine learning techniques when considering overall accuracy as

seen in a number of studies (Guidici et al., 2017; Zhong et al., 2019; Hu et al., 2015).

The deep learning method of ANNs have proven e�ective at representing spatial

patterns particularly for modelling complex physical relationships that are not

well-understood (Reichstein et al., 2019). They are therefore well suited to approximate

models, in which the values observed by EO instruments re
ect the unobserved complex

internal biochemical processes that drive phenological change. They alleviate the need

to manually design a functional model with feature engineering, towards a purely

data-driven end-to-end approach that focusses on how a model should learn and

optimise an object, instead of what a model should learn.

Technological advances have recently alleviated many limitations related to satellite

imagery time series (SITS) data. Given the availability of moderate-resolution data

such as Sentinel-2, alongside feasible processing capabilities, there is a strong case for

exploiting the temporal domain in EO. However, this requires suitable processing

techniques that e�ectively utilise all available temporal information while maintaining

reasonable complexity.
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Land use and land cover (LULC) have been central to EO since the advent of air- and

space-borne sensors. These optical sensors capture the spectral re
ectivity of objects on

the Earth's surface in a spatial grid at regular intervals, enabling the characterisation

of LULC classes based on their spectral, spatial, and temporal features. While most

classi�cation tasks today primarily focus on spatial and spectral features, leveraging the

temporal domain has long been challenging due to limited data availability, high costs of

data acquisition, infrastructural hurdles related to data storage and processing, and the

complexity of designing models and extracting features over multiple time frames.

Certain LULC classes, such as urban structures, are relatively invariant to temporal

changes and can be e�ectively analysed using mono-temporal approaches. In contrast,

vegetation-related classes such as crop types display spectral re
ectivity changes due to

biochemical processes triggered by phenological events, which are in
uenced by the type

of vegetation and environmental conditions.

To date, most crop type classi�cation approaches have relied on traditional

fully-supervised learning methods, which depend heavily on ground truth data.

Although these studies may have demonstrated high model performance in controlled

settings, their practical applications often fall short due to several challenges.

In fully-supervised learning, a machine learning model is trained using a large dataset

where each data point is paired with a corresponding ground truth label. In the context

of crop type classi�cation, this means having access to an extensive set of remote sensing

data (such as satellite images) with each pixel or segment accurately labelled with the

correct crop type (e.g., corn, wheat, rice).

Fully-supervised learning relies heavily on the availability of high-quality, labelled

datasets. A fully-supervised model learns by identifying patterns and features in the

data that correspond to speci�c labels, allowing it to predict labels for new, unseen

data. The key characteristics of this approach are:

High Dependence on Labelled Data: The performance of a fully-supervised model

directly depends on the quantity and quality of labelled training data. The model

42



Chapter 2 2.5. Challenges in Crop Type Classi�cation

requires a substantial number of labelled examples to learn e�ectively, and errors or

biases in labelling can signi�cantly a�ect its performance.

Sensitivity to Domain Shifts: Fully-supervised models often struggle to generalise

to new, unseen domains. If the model is trained on a speci�c region or under certain

environmental conditions, its performance may degrade when applied to data from

di�erent regions or conditions due to di�erences in soil types, weather patterns, growth

stages, and other factors.

Labour-Intensive Labelling Process: Collecting labelled data for crop classi�cation

is a time-consuming and expensive process, requiring human expertise to annotate large

quantities of satellite imagery or other remote sensing data accurately. This labelling

bottleneck can limit the scalability and applicability of fully-supervised approaches,

especially in regions where ground truth data is scarce.

By moving beyond fully-supervised approaches, researchers can better leverage the vast

quantities of available remote sensing data while minimising the need for labour-intensive,

�ne-grained annotations, ultimately improving the robustness and scalability of crop type

classi�cation models. Approaches that e�ectively use limited training data are crucial

for making machine learning models more practical, adaptable, and e�cient, especially

in regions where data acquisition is challenging or costly. These approaches help ensure

that models can perform well across di�erent conditions and applications, even when the

amount of training data is constrained.
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2.6 Moving beyond fully-supervised Crop Type

Classi�cation

2.6.1 Unsupervised Learning

Unsupervised deep learning models can e�ectively learn feature hierarchies and patterns

from large datasets, even when labelled data is scarce. For example, an autoencoder

is a neural network that can learn compact, meaningful representations of images by

compressing (encoding) and reconstructing (decoding) the original input data using that

compressed representation. This has proven to be an e�ective way of capturing essential

spatial and spectral patterns without any supervision (Kalinicheva et al., 2020).

A popular application of unsupervised learning in crop type classi�cation uses dynamic

time warping (DTW) (Berndt and Cli�ord, 1994) to align SITS, making it easier to

cluster and classify crop types even if the growth stages are misaligned due to geographical

di�erences, or missing observations. Because crops may grow at slightly di�erent rates

or under varying conditions, their time-series data may be shifted or stretched along the

time axis, while preserving the overall shape of the growth signal.

DTW calculates the pairwise distance between all time-series data points, ensuring that

the distances are time-shift invariant. A clustering algorithm such as K-means (Lloyd,

1982) or Gaussian Mixture Models (Figueiredo and A. K. Jain, 2002) can then be applied

to the resulting distance matrix to group the time series into clusters based on their

similarity (Belgiu and Csillik, 2018).

A more explicit way of exploiting the phase and amplitude of plant phenology can also

be used to di�erentiate crop types. S. Wang, Azzari, et al., 2019 performed harmonic

regression on Landsat SITS data over the US Midwest, before applying unsupervised

learning approaches on the harmonic features. Clustering accuracies of 38-90% were

achieved, with the worst and best performances found in regions with the highest and

lowest diversity of di�erent crop types respectively. Considering that labels were not

required for the learning process, this study e�ectively demonstrated the potential of
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Figure 2.5: t-SNE visualisation of feature space in crop type classi�cation. Raw features
show no clear separation, unsupervised learning reveals partial clustering, and fully-
supervised learning produces distinct, well-separated clusters.

unsupervised learning in crop classi�cation. However, regions with more complex crop

mixtures, increased cloud cover during the growing season, and greater variability in

sowing and harvest dates may yield lower accuracies in similar approaches.

Fig. 2.5 illustrates the progression of feature representation using t-SNE (t-distributed

Stochastic Neighbour Embedding) from raw SITS data to fully-supervised learning in

crop type classi�cation. The raw features (left) are projected onto a 2D space using t-

SNE, showing a projection of crop type features that are mixed without clear separation.

Through unsupervised learning (middle), t-SNE reveals emerging clusters, but boundaries

between di�erent classes remain imprecise. In the fully-supervised scenario (right), t-

SNE highlights more distinct and well-separated clusters, re
ecting the model's ability

to di�erentiate crop types.

2.6.2 Weakly Supervised Learning

In a weak-supervision scenario, you may have few labelled examples corresponding to

a target variable, but many lower-quality examples. These examples are an incomplete

representation of the target variable and are insu�cient to adequately train a model on

their own. These low-quality labels may be noisy and imprecise, or be at imperfect levels

of resolution or abstractions for a fully-supervised task.

Labels of this nature are easier to source, do not require the same level of expertise to
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gather, and are therefore are typically found in abundance. By using large quantities of

lower-quality labels one can mitigate a lack of strong supervision. Examples in Earth

Observation include using Geo-Wiki - a reference database of crowdsourced cropland

data (Laso Bayas et al., 2017) to provide a global view of cropland/not-cropland

signatures. S. Wang, Di Tommaso, et al., 2020 used a high volume of crowd-sourced

geotagged imagery based on farmer-submitted images with imperfect location accuracy

and indicated that deep learning methods are relatively robust to

high-volume/high-noise datasets in comparison to less sophisticated methods such

random forests.

S. Wang, Azzari, et al., 2019 also used weak supervision for cropland segmentation,

training a CNN on either a) a single labelled pixel across a 50� 50 pixel image patch, or

b) an image level level to describe a patch with a binary label2 f 0; 1g based on

whether the majority of pixels within the patch are cropland or not. These ways of

labelling data were an example of obtaining labelled faster and more cheaply in

abundance, and required less expert knowledge to collect. Results showed that this

approach outperformed traditional machine learning baselines, achieving segmentation

accuracies greater than 85% with hundreds of labels. However, the performance

plateaued as more labels were added, indicating that while weak supervision can handle

lower-quality labels e�ectively, it doesn't surpass the performance limits of fully

supervised models trained with densely segmented labels.

Paris et al., 2020 leveraged publicly available crop type maps based on farmer declarations

to generate an initial \weak" training set. This approach acknowledged that these maps

may contain outdated or inaccurate information, a common scenario in weakly supervised

learning. By using existing data sources, the method reduced the need for extensive

manual labelling.

They used a preliminary classi�cation step to iteratively re�ne the initial weak labels,

by comparing the results of this classi�cation with the original map. To mitigate the

impact of noisy labels, they incorporated pixel-wise posterior probabilities as a
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Large Source
Dataset

Layer 1 Layer 2 Layer N Output Layer

Small Target
Dataset

Layer 1 Layer 2 Layer N Output Layer

copy copy copy

Pre-train

Fine-tune

Figure 2.6: Illustration of the pre-training and �ne-tuning process, a form of transfer
learning.

con�dence measure to further re�ne the selection of reliable samples. This process

shares similarities with pseudolabelling (Yude Wang et al., 2022), a technique in

weakly- and semi- supervised learning, where a model trained on labelled data is used

to generate labels for unlabelled data.

Weakly supervised learning presents notable advantages for large-scale crop type

mapping. By leveraging publicly available crop type maps, it signi�cantly reduces the

costs and time associated with label collection. The approach is inherently scalable,

whereby the training set extraction can be more easily extended across wider

agricultural regions.

However, this reliance on existing data can reinforce inherent biases and propagate

systematic errors from the original sources. In regions with outdated or poor-quality

maps, the model's performance may su�er. Additionally, the limited availability of such

maps restricts its applicability on a global scale.

2.6.3 Transfer Learning

Transfer learning involves �rst training a model on an initial task where large amounts of

labelled data exist. Data can then be passed through this pre-trained model and generate

a high-level set of representations. The network can adapt these general-purpose features

(�ne-tune) for a new target task in order to solve a wide range of problems.

47



2.6. Moving beyond fully-supervised Crop Type Classi�cation Chapter 2

Fig. 2.6 illustrates the process of transfer learning through pre-training and �ne-tuning.

In the pre-training stage, a model is trained on a large source dataset. The learned layers

(representing general-purpose features) are then transferred to a new model for �ne-tuning

on a smaller target dataset speci�c to a new task. During �ne-tuning, the pre-trained

layers are adapted to the new task, allowing the network to leverage knowledge gained

during pre-training while minimising the need for extensive new labelled data.

ImageNet (Deng et al., 2010), is a well-known dataset used in computer vision transfer

learning. The dataset contains over 1.2 million labelled images, separated into 1000

distinct object classes (such as cat, dog, car, baseball). It is said that the combination

of a sheer number of labelled examples and the closely-associated object classes forces

a network trained on ImageNet to learn a hierarchy of generalisable features. For EO,

ImageNet pre-trained networks have been used for classi�cation (Marmanis et al., 2016),

semantic segmentation (Gonzales and Sakla, 2019), and change detection (Karim and

Van Zyl, 2020) - all demonstrations of e�ective ways to reduce label-dependence, and

reduce the amount of CNN training required in comparison to training a network with

initialised random weights (ie. from scratch).

Unfortunately, as the nature of overhead remote sensing imagery is very di�erent in nature

to the conventional natural RGB imagery contained in ImageNet, transfer learning using

these kinds of popular computer vision datasets are not always as e�ective when used

in Earth Observation. To this end, other large-scale archives have been developed such

as Functional Map of the World (Christie et al., 2018) or BigEarthNet (Sumbul et al.,

2019). When using BigEarthNet for remote sensing scene classi�cation with a shallow

CNN architecture, it has been shown to outperform a state-of-the-art CNN model pre-

trained on ImageNet.

Transfer learning can also refer to training and applying models in di�erent regions.

For example, one can train a crop type classi�cation model in an area where labels are

plentiful (Europe), and �ne-tune to a target geography where labels are scarce (Africa).

The major problem with spatial transfer learning is that there is an assumption that
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the input data distribution does not change signi�cantly between di�erent geographies.

This is not a valid assumption with remote sensing imagery, and is certainly not when

considering the example of transferring from Europe to Africa. Therefore, a simplistic

consideration of spatial transfer learning such as described above leads to a decrease in

predictive performance.

The mismatch between the source and target domains can result in signi�cant inaccuracies

when deploying transfer learning-based models across di�erent regions, rendering them

less useful in practice, yet this has become a common pitfall in machine learning (Roberts

et al., 2021). This issue is particularly pronounced when models are overly complex for the

diversity of data they encounter, as in crop type mapping with geographical variability.

Many deep learning models, especially those based on transfer learning, perform well on

a localised test set but struggle to generalise across larger spatial scales. Studies have

shown that models trained in one region, while exhibiting high accuracy during validation,

may signi�cantly underperform when deployed in new regions with di�erent landscapes,

climate, or agricultural practices (Gadiraju and Vatsavai, 2020; S. Jain et al., 2023).

This spatial variability presents a fundamental challenge for transfer learning because

the assumption that the model's learned features are universal across regions does not

hold.

Many deep learning-based studies report high accuracy for crop classi�cation on

localised test sets. However, the focus on maximising test set accuracy within a

con�ned spatial region is not su�cient for real-world applications that span larger

areas. Test set performance often fails to re
ect the model's true generalisation ability,

especially in cases where the test set shares similar environmental characteristics with

the training data. As a result, the model may perform well locally but fails to account

for heterogeneity when applied to new locations. Achieving high accuracy on a test set

can be misleading in agricultural applications because of this narrow scope. More

important than localised performance is the ability of the model to generalise across

various spatial scales, which requires robustness to variations in climate, soil conditions,
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topography, and crop management practices.

While conventional transfer learning approaches have faced challenges such as domain

mismatch and limited spatial generalisation, recent advancements have sought to

address these limitations. There is an increasing reliance on pre-trained models that

require less labelled data and leverage more diverse datasets, signi�cantly improving the

transferability of models to new domains and tasks. Pre-trained self-supervised

networks, often referred to as foundation models, are part of this trend, and are

explored in more detail in Section 2.6.7.

2.6.4 Meta Learning

Meta-learning, often described as `learning to learn', is a machine learning paradigm

aims to train models that can quickly adapt to new tasks using only a small amount of

data. Rather than learning a speci�c task, meta-learning algorithms learn how to learn

e�ciently across a range of tasks.

Meta-learning models are explicitly trained to learn new tasks quickly from just a few

labelled examples, making them ideal for crop classi�cation where extensive labelled

data may not be available for all regions or crop types. This approach allows for the

e�cient transfer of knowledge gained from data-rich areas to data-sparse regions, which

is particularly useful in agriculture where labelled data is often spatially imbalanced.

Furthermore, meta-learning models demonstrate high adaptability, enabling them to

rapidly adjust to new conditions or crop types - a valuable trait given the diversity of

agricultural practices across di�erent regions (Tseng et al., 2021).

Recent advancements in meta-learning, such as theMETEOR meta learning approach

described in (Marc Ru�wurm, S. Wang, et al., 2020), have shown promising results in

Earth observation tasks, including crop classi�cation. These methods allow for learning

across di�erent resolutions, spectral bands, and geographic regions.

Agricultural practices and crop appearances can vary signi�cantly across di�erent

geographic regions, and meta-learning allows models to quickly adapt to these local
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Figure 2.7: Semi-supervised example. Red and blue points denote labelled data from two
classes. Grey points denote unlabelled data.

variations. The few-shot learning capabilities of meta-learning are particularly helpful

in classifying rare or underrepresented crop types, e�ectively dealing with the class

imbalance often encountered in agricultural datasets. Moreover, crop appearances

change over time due to growth stages and seasonal variations, and meta-learning can

help models adapt to these temporal changes with minimal new data.

2.6.5 Semi-supervised Learning

Semi-supervised learning is a machine learning paradigm where the objective is to use a

small labelling training set for supervision, alongside a much larger quantity of data,

that either has poor quality labels or none at all. The goal is to leverage the

information from both datasets to train a model that can generalise well to unseen

data. By using the labelled data to guide the learning process and the unlabelled data

to improve generalisation, semi-supervised learning can often achieve better

performance than traditional supervised learning methods that rely solely on labelled

data (Teloglu and Aptoula, 2021).

Figure. 2.7 shows an example representation of labelled and unlabelled data from the

same distribution. Because the labelled data (red and blue points) are limited, training
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Figure 2.8: Comparison of Supervised, Unsupervised, and Semi-supervised learning
algorithms. The diagram illustrates the input data, learning processes, and outputs
for each type of algorithm. Supervised learning (blue) uses labelled data, unsupervised
learning (green) works with unlabelled data, and semi-supervised learning (orange)
combines both approaches.

a fully-supervised discriminative classi�cation model on these points alone to

di�erentiate between classes could achieve poor performance, and also fail to generalise

to out-of-sample data. By incorporating unlabelled data (grey points), the structure of

the underlying data distribution becomes more clear, and an appropriate decision

boundary between the two clusters of points can be chosen to separate di�erent (red

and blue) classes.

Figure 2.8 illustrates the general framework of semi-supervised learning, comparing it with

traditional supervised and unsupervised learning approaches. In supervised learning, the

model is trained using labelled data,~x, and their corresponding labels,~y, by minimising

a supervised loss function,L s(~x; ~y). This results in a learned labelling function,hs, that

can assign labels, ^y, to unseen data,x.

In contrast, unsupervised learning relies solely on unlabelled data,~u, where the goal is

often to identify patterns or clusters. The model is trained by minimising an unsupervised

loss, Lu(~u), and learns a clustering function,hu, which can assign new instances to

52



Chapter 2 2.6. Moving beyond fully-supervised Crop Type Classi�cation

clusters,c.

Semi-supervised learning combines both labelled and unlabelled data to form a hybrid

learning model. As shown in the �gure, the framework is composed of two main

components: a supervised component that processes labelled data,~xl and their labels,

~yl , and a component that processes unlabelled data,~xu. Both components contribute to

learning a joint model through a combined loss function,L ss(~xl ; ~yl ; ~xu). The labelled

data provides explicit supervision, while the unlabelled data helps to regularise the

model, promoting better generalisation.

The �nal labelling function, hss, leverages both types of data to make predictions on

unseen data,x. The term \unsupervised component" here refers to the part of the

model that deals with unlabelled data and captures the underlying structure or

distribution of the input. This helps the model learn better representations and achieve

improved performance on tasks such as classi�cation or regression when compared to

purely supervised methods.

One way to achieve semi-supervised learning is through the use of auxiliary tasks, or

pretext tasks.

Auxiliary tasks1 are secondary tasks that are introduced to aid in the learning of a primary

task, with the goal of improving the model's overall performance. In deep learning, this

is often implemented by jointly training the model to optimise for both the primary

task and the auxiliary task, where the loss isL = L primary + � L auxiliary with � being a

weighting hyperparameter. The underlying intuition is that, given an appropriate choice

of auxiliary task, it will provide meaningful representations to the bene�t of the primary

downstream task.

This approach o�ers several advantages (Caruana et al., 1997):

ˆ Implicit data augmentation: Di�erent tasks often have di�erent noise patterns. A

model that learns multiple tasks simultaneously is able to learn a more general

1In the literature, the term `auxiliary learning' is often used ambiguously, sometimes overlapping
with `multitask learning.' In this context, multitask learning and auxiliary tasks are referred to together,
regardless of whether all tasks are considered for model evaluation.
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representation, e�ectively augmenting the data through diverse task-speci�c

patterns.

ˆ Attention focussing: Auxiliary tasks can help the model focus its attention on

features that truly matter. As di�erent tasks provide additional evidence for the

relevance or irrelevance of certain features, the model becomes better at identifying

crucial information.

ˆ Eavesdropping: In some cases, certain features may be easier to learn for one task

while being more challenging for another. Through multi-task learning, the model

can leverage the easier task to inform the more di�cult one, a phenomenon known

as eavesdropping.

ˆ Representation bias: Multi-task learning biases the model to prefer representations

that are bene�cial across multiple tasks. This bias towards more versatile features

often leads to improved generalisation.

ˆ Regularisation: By learning multiple tasks, the model is less likely to over�t to any

single task, e�ectively serving as a form of regularisation.

Examples of auxiliary learning in literature include a study by Hanna et al., 2023. In

their research, they employed auxiliary tasks to enhance the primary objective of

predicting power plant emissions. Their approach incorporated three interconnected

tasks: Predicting the rate of power generation (treated as a regression problem), the

type of fuel used in the power plant (treated as a classi�cation problem), as well as

delineating the plume footprint (treated as a segmentation problem). Treating the

power generation task as the one of primary interest, and leveraging the auxiliary labels

from the other tasks, the power generation estimation mean absolute error was

improved by 23% compared to a single-task network trained on the same dataset. This

improvement can be attributed to the implicit data augmentation and attention

focusing e�ects of the auxiliary tasks.

Adding physics-based constraints to the loss function, known as physics-informed
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learning, guides the model to learn solutions that are consistent with known physical

principles. This is sometimes referred to as another form of auxiliary task. This

approach is popular in 
uid mechanics research (Sharma et al., 2023), and is often used

in the EO domain for weather and climate modelling (Kashinath et al., 2021).

Physics-informed learning can be seen as a form of representation bias, encouraging the

model to learn features that align with known physical laws.

Pretext tasks are a speci�c type of auxiliary task, often used in unsupervised or semi-

supervised learning. The key distinction is that pretext tasks are designed solely to

learn useful representations from unlabelled data, without direct relevance to the �nal

task. These tasks are \pretext" in the sense that they serve as a proxy for the real

objective. Although these tasks might not be directly related to the ultimate classi�cation

or regression task, they force the model to learn representations that capture important

properties of the data. Pretext tasks often leverage the regularization and representation

bias bene�ts of multi-task learning.

Jean et al., 2019 leveraged the principles of spatial autocorrelation, known as `Tobler's

�rst law of geography': That objects that are spatially closer are likely to be more

semantically similar to objects located further away. They �rst trained a network using

a triplet loss that sought to minimise the Euclidean distance between the embeddings

of the source object and the nearby object, while maximising the distance between the

source and distant embeddings. For a land cover segmentation task, applying logistic

regression on the pre-trained network features beat several supervised CNNs trained on

as many as 50k labelled examples. This approach demonstrates how pretext tasks can

lead to e�ective representation learning through attention focussing and implicit data

augmentation.

Incorporating knowledge, whether through auxiliary or pretext tasks, is a promising

strategy for enhancing model performance. However, the e�ectiveness of this approach

hinges on the selection of appropriate tasks (Alet et al., 2021). Considerable research is

dedicated to understanding the factors that contribute to the success or failure of such
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knowledge incorporation techniques. For instance, the complexity of the auxiliary task

relative to the primary task, the degree of overlap between the two, and the nature of the

data used to train the model are all critical considerations. These factors in
uence how

well the model can leverage the bene�ts of multi-task learning, such as eavesdropping

and representation bias, to improve its performance on the primary task.

Self-supervised learning is a subset of semi-supervised learning that uses structural

domain- and task-agnostic assumptions to automatically leverage the vast amounts of

unlabelled data that is widely available. A self-supervised model is trained on a task

that uses the data itself to generate supervisory signals - it learns meaningful

representations from the underlying structure of unlabelled data. The di�erence with

unsupervised learning is that it requires labels, but these are sourced automatically

from the data itself.

Examples of self supervised tasks in wider computer vision literature include solving a

jigsaw puzzle of a target image (H. Zhang et al., 2022), estimating the rotation angle

(Ohri and Kumar, 2021), or returning colour to a monochrome image (Larsson et al.,

2016).

Self-supervised models that predict part of an individual data sample, given information

about its other parts are often referred to as self-predictive, or autoassociative

self-supervised. Models trained with these methods are typically generative models, as

opposed to discriminative. Using generative models involves better estimating the

underlying data distribution P(x) for input feature x, therefore one can then generate

new samples from this distribution and transfer them on a supervised task onP(yjx)

with class labely.

Discriminative models try to draw decision boundaries in the data space and are able to

ignore many correlations in the data while remaining a good classi�er, simply by honing

in on a few tell-tale patterns. Generative models on the other hand are required to model

how data is placed throughout the space - a much more complex task that is harder to

train.
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Figure 2.9: Illustration of the GAN architecture showing the interaction between the
generator and discriminator. The generator produces synthetic data from latent noise,
while the discriminator attempts to classify the input data as either real or fake.

Generative adversarial networks (GANs) (Goodfellow et al., 2014) are a popular form of

deep generative models. These networks consist of two primary components: a generator

and a discriminator. The generator's objective is to take a random input from a latent

space and from it generate plausible data samples. The discriminator's objective is to

distinguish between the generated (or \fake") data and real data. During the course of

training, the discriminator penalises the generator for producing implausible results. As a

result, the generator gradually improves, producing increasingly realistic synthetic data.

The adversarial nature of the training process, where the generator and discriminator are

pitted against each other, has been highly e�ective, making GANs a popular approach in

tasks such as image-to-image translation (Isola et al., 2017) and super-resolution (Pineda

et al., 2020).

Figure 2.9 illustrates the architecture of a GAN. The generatorG(~z) takes a random

latent vector ~z drawn from a probability distribution p� (~z) and transforms it into a

generated data sample~xfake. Meanwhile, real data samples~xreal are drawn from the true

data distribution pdata (~x). Both the real and fake data are input into the discriminator

D(~x), which is tasked with distinguishing between them. The discriminator then outputs

a probability indicating whether the input data is real or fake.

Overall, generative models in semi-supervised settings help avoid over�tting on the limited

amounts of training data, jointly optimising for both the predictive performance and

accurate modelling of the underlying input data distribution. But their performance as
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a classi�er tends to be much worse than discriminative models (Fetaya et al., 2019).

Generative approaches have been shown to achieve better calibration, and ability to

generalise to unseen and unlabelled data than standard classi�ers. Additionally, by jointly

modelling the input and target distribution, such models are more easily able to detect

out-of-distribution inputs.

2.6.6 Multimodal learning

Multimodality has emerged as a crucial factor in developing machine learning models

with more comprehensive and nuanced understanding (Bommasani et al., 2021). Recent

advancements in deep learning have increasingly focussed on the simultaneous

utilisation of multiple modalities during the training process. This approach, known as

multimodal learning, harnesses diverse data representations to enhance model

performance, robustness, and generalisation capabilities.

Multimodal learning draws inspiration from human cognition, which naturally

integrates information from various sensory inputs to form a holistic understanding of

the world. By emulating this process, machine learning models can leverage more

diverse data representations to enhance model performance and robustness. The

intuition behind multimodal learning is that di�erent modalities provide complementary

representations of the same underlying phenomenon. By integrating these di�erent

perspectives, models can capture a more comprehensive understanding of the data,

leading to improved generalisation and performance across various tasks. This approach

has shown remarkable success across various domains, including in autonomous driving

(Y. Xiao et al., 2022), medical imaging (Yan et al., 2023), and with CV/NLP models

such as CLIP (Contrastive Language-Image Pre-training) (Radford et al., 2021).

During inference, the model can often operate e�ectively using only a subset of the

input modalities. This is particularly useful when certain sensors or data types may be

unavailable or costly to obtain during operational use. The key principle behind this


exibility is that the model learns to extract and internalise information from multiple
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modalities during training, creating more robust and generalise internal representations.

For example, a model trained on both optical and radar satellite imagery might learn to

infer structural information typically provided by radar, even when presented with only

optical data at inference time.

Drawbacks to incorporating additional modalities include increased model complexity

and computational overhead, and pre-processing steps. The increased complexity can

make the model more prone to over�tting, especially when training data is limited.

Increased computational costs can translate to slower prediction times and higher

hardware requirements, potentially limiting deployment options.

In EO, multimodal learning has gained signi�cant traction, particularly in the integration

of data from di�erent satellite sensors. A popular combination is the fusion of optical

and SAR data (Vivien Sainte Fare Garnot et al., 2022). This pairing capitalises on

the strengths of each modality: optical sensors provide rich spectral information, while

radar o�ers observations independent of cloud conditions and sunlight, with sensitivity

to surface structure. Other multimodal approaches in EO include the combination of

sensors with varying spatial and temporal resolutions, such as integrating high-resolution

commercial satellite imagery with lower-resolution but more frequent observations from

public satellites (Patnala et al., 2023).

While di�erent sensors are typically synonymous with di�erent modalities in EO,

approaches such as (Heidler et al., 2023) illustrate the strength of completely new

modalities. By training on aerial imagery as well as corresponding audio from the same

location, the pre-trained models were shown to outperform models trained on purely

visual data.

The incorporation of radar data has proven particularly bene�cial in regions frequently

obscured by cloud cover, where optical sensors are limited. Studies have demonstrated

that radar is especially e�ective for crop classi�cation tasks compared to optical sensors

alone, as radar is adept at detecting structural characteristics of vegetation rather than

relying solely on spectral signatures (Rosberg and Schmitt, 2023).
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Sensor fusion techniques have advanced to tackle the challenges of integrating diverse

data sources. Approaches include early fusion, where inputs from di�erent sensors are

stacked into a single tensor for network input; intermediate (or joint) fusion, where feature

maps from parallel encoders for each sensor are combined; and late fusion, where decoder

outputs are concatenated at the end of the network.

The multimodal approach is especially useful in situations where labelled data is scarce.

By combining complementary information from various sources, models can extract

richer features from the available labelled samples, potentially reducing the need for

extensive annotation. Moreover, multimodal learning facilitates better transfer learning

and domain adaptation, enabling models trained on one set of modalities to generalise

more e�ectively to new domains or sensor types.

Despite the potential bene�ts, some modalities remain underexplored in EO

applications. For instance, the end-to-end learning of polarimetric SAR data has been

relatively neglected. Polarimetric SAR provides rich information about the scattering

properties of Earth's surface, which could signi�cantly enhance the discriminative power

of deep learning models (Kourgli et al., 2012). The limited adoption of end-to-end

learning for polarimetric SAR may be attributed to several factors, including the

complexity of the data, the need for specialised preprocessing, and the lack of

large-scale annotated datasets. However, recent advancements in deep learning

architectures and increasing availability of polarimetric SAR data suggest that this area

is ripe for further exploration and could yield substantial improvements in various EO

tasks (Yang Qu et al., 2020).

2.6.7 Foundation models

The concept of foundation models was �rst introduced by Bommasani et al., 2021.

While the paper primarily focussed on large language models like BERT, GPT-3, it also

recognised the potential for similar approaches in other �elds. Foundation models, as

applied to remote sensing, are large-scale pre-trained models that exhibit three key
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properties:

1. Pre-training on vast amounts of unlabelled data

2. Utilisation of self-supervised learning techniques

3. Ability to be �ne-tuned for multiple downstream tasks with minimal labelled data

These models, typically containing millions of parameters, are designed to learn general

patterns and features from satellite imagery without speci�c task-oriented labels.

The rise of foundation models aligns with what Sutton referred to as the \bitter lesson".

Sutton, 2019 argued that the most e�ective approaches in machine learning have been

those that leverage computation and large amounts of data, rather than

hand-engineered features or domain-speci�c knowledge. The success of foundation

models in various domains seems to support this, demonstrating the power of scale and

generality in machine learning.

In the context of remote sensing and crop classi�cation, the application of foundation

models represents a signi�cant shift from traditional approaches. Historically, crop

classi�cation has relied heavily on domain expertise, carefully crafted features, and

task-speci�c models. The introduction of foundation models to this �eld o�ers the

potential to leverage vast amounts of unlabelled satellite imagery, overcoming

limitations in labelled data availability and improving generalisation across diverse

agricultural landscapes.
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Chapter 3

Mapping Cover Crop Trends and

Assessing their Impacts using Earth

Observation Data

Abstract

With the advent of new machine learning techniques and an abundance of

accessible remote sensing data, mapping cover crop adoption and assessing the

impact is now possible at scale. In this study, machine learning models are trained

to identify cover crop regions across the state of Indiana for 2017-2021. The

results shed light on the extent of cover crop adoption across Indiana, highlighting

regions where regenerative agricultural practices are consistently implemented.

This dataset then allows analysis of cover crop adoption, accounting for climate

data, and the use of double machine learning to estimate the heterogeneous e�ect

on Net Primary Productivity (NPP). The adoption of cover crops is found to have

a small negative but consistent impact on NPP: -3.95% (95% CI [-7.39, -2.71]).

This study provides a foundation for evidence-based decision-making using Earth

Observation data, paving the way for informed policies that promote sustainable

and resilient agricultural practices, enabling policymakers, farmers, and

agricultural organisations to have a holistic view of agricultural systems.
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3.1 Introduction

Agriculture faces unprecedented challenges in the 21st century, including soil degradation,

biodiversity loss, climate change impacts, and the need to sustainably feed a growing

global population. Conventional agricultural practices, while increasing yields in the

short term, have often contributed to environmental degradation through soil erosion,

nutrient run-o�, and decreased carbon sequestration capacity (\Regenerative Agriculture:

A Farmer-Led Initiative to Build Resiliency in Food Systems" 2020). These challenges

necessitate a shift towards more sustainable agricultural practices that can maintain

productivity while preserving environmental health.

Regenerative agriculture has gained signi�cant attention in recent years as a promising

approach to sustainable farming practices. By adopting regenerative techniques,

farmers can improve soil health, enhance biodiversity, mitigate climate change, and

ensure long-term agricultural productivity. One key component of regenerative

agriculture is maintaining soil cover, of which cover crops are a widely adopted example.

Cover crops are crops that are grown between cash crops to provide vegetative cover

during the fallow period. Cover crops can provide a host of bene�ts, such as protecting

the soil from erosion, suppressing weeds, and enhancing nutrient cycling (Jacobs et al.,

2022; Ul�en, 1997).

Despite the promise of cover crop bene�ts, adoption is low. Across the US, around

4.0% of cropland employs winter cover crops (Zulauf and Brown, 2019). However, its

use is increasing. The most recent US Agricultural Census (NASS, 2022) reported that

cover crop acreage has increased by 17% between 2017 to 2022, climbing from 15,390,674

acres to 17,985,831 acres (excluding land counted in the US Department of Agriculture's

(USDA) Conservation Reserve Programme). It is believed that the factors driving this

change lie in recent various �nancial incentives, such as the Risk Management Agency's

Pandemic Cover Crop Programme reducing insurance premiums, and the United States

Department of Agriculture's Environmental Quality Incentives Programme contributing

over $100 million of incentives annually since 2016 (Wallander et al., 2021).
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However, a barrier in advancing cover crop implementation is the disconnect between

localised research and landscape-scale understanding. Most evidence regarding cover

crop bene�ts comes from controlled experimental plots or individual farm studies, which

may not capture the complexity and variability of real-world agricultural systems across

diverse geographies. This scale mismatch creates uncertainty about the broader

applicability of �ndings and the potential heterogeneity of outcomes in di�erent

contexts. Furthermore, the causal relationships between cover crop adoption and

speci�c agricultural or environmental outcomes remain inadequately quanti�ed at larger

scales, complicating e�orts to target interventions e�ectively.

To address these gaps, large-scale studies are needed to understand the extent of cover

crop adoption and its bene�ts at scale. However, accurately assessing the extent and

distribution of cover crops across large agricultural landscapes has been a challenging

task due to the di�culty of detecting cover crops using remote sensing data, especially

in the presence of similar vegetation types and signi�cant cloud cover, as well as the

variability in cropping systems and practices across regions

In recent years, advances in remote sensing technologies, growing computational

capabilities, and machine learning algorithms have provided new opportunities to

classify land cover types with high accuracy and e�ciency (Ru�wurm M and K•orner M,

2018; Turkoglu et al., 2021). Remote sensing, such as satellite imagery and aerial

photography, allows for the acquisition of spatially explicit data, capturing detailed

information about the Earth's surface. Machine learning algorithms can leverage this

rich data to automatically classify cover crop types, enabling large-scale analysis.

This study uses these technological advances to classify cover crops across Indiana,

USA, using remote sensing and machine learning approaches. By applying a �eld-wise

classi�cation approach, we identify spatial patterns in cover crop adoption and

persistence over time. Traditional analyses of cover crops, often constrained by the

absence of large-scale studies, have left questions regarding the direct causal

relationships between cover crop adoption and its purported bene�ts unanswered. To
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address this gap, we employ causal machine learning techniques to quantify the impacts

of cover crop implementation, with attention to potential heterogeneity in these e�ects

across di�erent environmental contexts.

A key focus of this research is on characterising potential heterogeneity in the impacts

of cover cropping on net primary productivity (NPP). It is hypothesised that the

magnitude of cover crop bene�ts may vary signi�cantly based on environmental

conditions, management factors, and other sources of spatial heterogeneity.

Understanding these di�erences is crucial for targeting adoption e�orts and developing

tailored management guidance.

For farmers, this research o�ers valuable information to optimise their practices by

identifying successful strategies and regions where cover cropping has led to improved

outcomes. Policymakers can use these �ndings to target support programmes, direct

incentives, and encourage the adoption of cover crops in areas where they are currently

underutilised but show potential. Agricultural organisations and advisors will be better

equipped to identify areas for potential expansion of regenerative practices, facilitating

collaboration and knowledge sharing to enhance sustainable farming e�orts.

Overall, this study bridges the gap between remote sensing, machine learning, and

regenerative agriculture by not only increasing the understanding of where cover crops

are adopted, but also deciphering how their presence in
uences the agricultural

ecosystem. Through this approach, the aim is to provide a robust foundation for

evidence-based decision-making using EO data, paving the way for informed policies

that promote sustainable and resilient agricultural practices.

3.2 Previous Work

3.2.1 Cover Crop mapping with remote sensing data

Previous attempts at using remote sensing data have used machine learning classi�ers

such as random forests to classify cover-cropped/non-cover-cropped pixels from satellite
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imagery (X. Wang et al., 2023; Thieme et al., 2020). Barnes et al., 2021; Ahmed et al.,

2023 focussed on the US Midwest in particular, where corn-soy crop rotations are

predominant. However, these fully supervised learning approaches struggle to

di�erentiate overwintering crops, natural winter cover, and cover crops. This is because

the labels driving these predictions were not necessarily from cultivated land, meaning

the model outputs are more representative of winter cover in general, and do not

represent actual cover crop adoption across land used to grow cash crops.

While many studies use traditional vegetation indices such as NDVI, alongside other

optical data as input, (Najem et al., 2023) used Sentinel-1 SAR data and a decision tree

approach to produce a European cover crop map. Since radar signals operate at

wavelengths that are not a�ected by cloud cover, an uninterrupted time series of SAR

backscatter coe�cients was used to map cover crops and assess recurrence of cover

cropping in the same �eld across a 4-year time span. The weak vegetation density of

the cover crop was found to be the driver behind a false negative rate of 11.1% (with a

recall of 88.9%). Farming practises such as mulching and crop residue application

meant that the false positive rate was 13.6% of the cases, with a precision of 86.4%.

Fendrich et al., 2023 took cover crop adoption survey statistics across Europe and used a

statistical disaggregation model with Sentinel-1 SAR data as input, to produce a Europe-

wide 100 m GSD cover crop map. The outputs are moderately accurate, especially

in predicting the absence of cover crops, when validated to French Registre Parcellaire

Graphique (RPG) data, and the model is assumed to generalise well to other regions in

Europe.

The most comprehensive attempt at mapping cover crops is the approach by (Zhou et al.,

2022), which uses daily NDVI data and cover crop statistics to identify the signature of

cover crop growth in the late winter months. By using daily NDVI information from a

dataset of fused MODIS, Landsat, and Sentinel-2 data at the 10 m scale (Luo et al., 2020),

the contributions to the NDVI signal due to the soil and cash crop were subtracted, leaving

potential NDVI contributions from a cover crop in the early months of the year. Taking
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the accumulated cover crop signals, thresholds for a pixel-wise cover crop classi�cation

were derived by inverting NASS agricultural statistics for cover crop adoption rates for

available censuses in 2017 and 2022. These thresholds were used directly for 2017 and

2022, and used as labels to train a random forest model in combination with climatic

and soil data in order to predict thresholds for intermediate years. Zhou et al., 2022

scaled this approach to cover the US Midwest from 2000 to 2021, �nding good agreement

with ground truth data and a correlation with government's investments in cover crop

programmes.

3.2.2 Causal machine learning with remote sensing

Causal machine learning is a powerful tool for understanding the relationship between

di�erent variables. It is a sub�eld of machine learning that focusses on understanding and

modelling cause-and-e�ect relationships in data, and often involves integrating techniques

from causal inference, such as counterfactual reasoning, randomised experiments, and

observational data analysis, to uncover the underlying causal structure and quantify the

e�ect of speci�c actions or policies. It has been used in a variety of �elds, including

agriculture, medicine, and economics (Giannarakis et al., 2022; Syrgkanis et al., 2021;

Goldberg, 2022). In this study, causal machine learning is used to identify the causal

e�ects of cover cropping on crop productivity.

In EO, the production of large-scale estimates from satellite data have encouraged a

surge of new approaches to estimate the heterogeneity of these e�ects. Examples have

included using causal random forests to look at the e�ects of conservation tillage (another

form of regenerative agriculture) on crop yield (Friedman et al., 2019), and Yuquan Qu

et al., 2023 used a causal discovery algorithm to investigate the relationship between

global wild�re occurrence, and wild�re precursors such as atmospheric and vegetation

conditions.

While causal inference has been available for environmental analysis for decades (Beyers,

1998; Ali et al., 2024), much of earlier causal inference was conducted on independent
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and identically distributed data using statistical inferential and regression approaches

to estimate causal e�ects. Traditional econometric methods, like linear regression, can

struggle with high-dimensional data due to over�tting and multicollinearity issues.

The EconMLPython package (Keith Battocchi Eleanor Dillon, 2019) is used in this study

to implement the Double Machine Learning (DML) method. DML is speci�cally designed

to handle high-dimensional covariates using machine learning algorithms (e.g., Random

Forest, Neural Networks) that can select and shrink variables e�ectively. This allows for

more accurate estimation without su�ering from the curse of dimensionality.

Our approach allows for consistent estimation of the heterogeneous causal e�ect of cover

crops on crop NPP as a 
exible function of weather conditions and geographic covariates.

The analysis quanti�es how the impact of cover crops varies spatially.

3.3 Materials and Methods

3.3.1 Overview

Fig. 3.1 provides an overview of the methodology employed for assessing the impacts of

cover crops on agricultural �elds. The schematic highlights the integration of data that

serve as input for estimating the Conditional Average Treatment E�ect (CATE), which

quanti�es the causal impact of cover crops on NPP across di�erent �elds. The result

is a comprehensive map of cover crop impacts, detailing how cover cropping practices

in
uence agricultural productivity under varying climatic and �eld conditions.

Cover crop maps: Annual binary raster maps at 30 m pixel scale, indicating the

presence/absence of cover crops in each agricultural �eld, derived from Harmonised

Landsat Sentinel-2 data for 2017-2021. (See Section 3.3.4.)

Crop productivity data: Landsat Net Primary Production (NPP) data (Robinson

et al., 2018) at 30 m pixel scale, that captures the di�erence between carbon

sequestrated by crops during photosynthesis and carbon released during respiration (in

kgC/m 2/year).
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Cover crop maps CLU �elds

Field re�nement

CDL �elds

Consistent cover cropped �elds

Crop yield

ERA5 data

Estimate CATE

Map of cover crop impacts

Figure 3.1: Overview of methodology, with
raw input data as blue boxes, red boxes
as processes, and green boxes as derived
outputs.

Figure 3.2: Indiana overlaid on a Google
satellite imagery basemap. County and
state boundaries are shown in white. The
state capital, Indianapolis is marked for
reference.

Field parcel data: USDA CLU parcels derived from 2008 data, re�ned for each year

using the CDL information across the preceding 3 years. (See Section 3.3.5.)

ERA5 climate data: Gridded monthly surface meteorological data from ERA5

reanalysis at 0.25 degree resolution for the period 2017-2021. Variables include

precipitation, temperature, radiation, windspeed, humidity.

3.3.2 Study Area

Indiana, located in the Midwestern United States, serves as the study area for this research

(see Fig. 3.2). Indiana was selected as the focus area of this study due to its representative

agricultural landscape within the US Midwest, and due to the availability of detailed

transect survey data, which is crucial for the training and validation of machine learning

models.
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