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Abstract

The tracks of motile pathogens can be used as a phenotypic ‘footprint’ that can be used to
predict the species of the pathogen. This has potential uses across many industries including
healthcare, environment and manufacturing. Digital holographic microscopy (DHM) is a
unique, high-throughput tool for obtaining the 3D time-series tracks of microbes for study
and analysis. Here I show that the process of analysis DHM can be sped up to real-time
speeds so that tracks can be obtained rapidly, and that these tracks can be used to predict
the species using machine learning techniques. I also discuss how this work could be applied

to the industries mentioned above.
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Chapter 1

Introduction

Studying the motility of microbes provides an insight into a di erent world to the macroscopic
one we are used to. The unique and wonderful mechanisms microorganisms have evolved to
move around in a world where viscous forces dominate inertial forces are worthy of research
themselves. Motility is an indicator of life, and can act as a biosignature in the search for
life in the solar system [1, 2]. Di erent cells appear to have unique methods of motility, and
these have been suggested as ways to di erentiate the species [3]. The ability to di erentiate
between cell species from something as simple as their swimming behaviours could herald
new diagnostic technologies and new methods of detecting waterborne pathogens.

Here | present the application of arti cial intelligence (Al) methods to the processing of
digital holographic microscopy (DHM). Speci cally, | show how machine learning (ML) and
deep learning (DL) methods can be used to speed up image processing and to predict the
species from the tracks of motile microbes studied using DHM.

1.1 Motivation

Access to clean drinking water is essential to health and a basic human right [4]. With the
changing climate and increasing population size, the number of people experiencing water
stress is increasing, and there is always more that can be done to help combat waterborne
diseases and to help ensure that domestic water supplies are free from pathogenic microbes
[5, 6, 7]. In 2019 itis estimated that an average of 1400 children died of diarrheal diseases every
day, and waterborne diseases a ect people in both the developed and developing countries
[8, 9].

There is also great need for novel rapid, low cost microbial detection methods in healthcare
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settings [10]. In particular, there were estimated approximately 400 million cases of urinary
tract infections (UTIs) and nearly 240,000 deaths worldwide in 2019 [11]. Current detection
methods for UTIs require culturing in some nutrient rich media, to increase cell numbers to
allow isolation of bacterial strains for serological and biochemical tests [12, 13]. While some
development has been made in point-of-care (POC) detection methods, such as lateral ow
and micro uidic devices, that signi cantly reduce detection times, they still lack diagnostic
accuracy [14].

The search for extra-terrestrial life is a fascinating subject that has occupied the minds of
scientists and thinkers for centuries [15]. The next generation of missions looking for life on
Mars or on the icy moons of the solar system need methods for detecting life that are low
cost and low on compute requirements [16].

Though holography was rst invented as a technique for improving image resolution in elec-
tron microscopes [17, 18], through technological advances, it has become an excellent tech-
nique for the study of active matter, including motile cells [19, 20, 21, 22, 23, 24, 25]. Though
DHM is a high-throughput technique, it can require a lot of compute to process holographic
videos.

At the small end of the scale in the spectrum of life, in the domain of microbes, viscous
forces dominate. This has lead to the development of several converging ways to solve the
problem of motility across the domains of life: Bacteria, Archaea and Eukarya [26]. Flagella,
archaealla and cilia ap, wave and rotate to generate forward, backward and random motions
that are coordinated in di erent ways to propel microbes through their environment, towards
food and away from danger. Though the movements are similar, and vary with environmental
factors such as temperature and salinity, it has been suggested that the swimming method
of each species constitutes a unique “footprint' that could be used as an identi er [27, 3, 28].

In the case of waterborne pathogens, of the microbes that cause therfascherichia Citrobac-
ter, Enterobacter, Campylobacter Salmonella Vibrio , Pseudomonagnost Clostridium species
and someBacteroidesare motile [29]. In the case of UTIs, 75% of uncomplicated cases, that
is cases in otherwise healthy individuals, and 65% of complicated cases, where the individual
has risk factors such as pregnancy, a compromised immune system, or an indwelling catheter,
are caused by the motile bacteria uropathogeni&scherichia coli (UPEC) [30], with Proteus
mirabilis and Pseudomonas aeruginosaesponsible for another 3-4% [31].

Al techniques have been applied to solve many classi cation problems using time-series data
in elds including weather prediction, nancial forecasting, trac ow prediction, human
activity estimation, and echocardiography [32, 33, 34, 35, 36]. These are all applications
using time-series inputs, similar to the track data of motile microbes obtained through DHM.

Therefore, it makes sense to apply these techniques to the prediction of species from their
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time-series tracks. | propose using the motility of the microbes, as quanti ed in their 3D time-
series tracks, as an identi er of the species, by training ML models on the time-series data.
This work has applications in microbial identi cation and the search for extra-terrestrial life,
both areas where DHM has been suggested as having applications [2, 28].

1.2 Thesis structure

This thesis is split into ve chapters. After the introduction, the background and methods
chapter, chapter 2, outlines relevant previous research and the optical and machine learning
techniques used. The rst results chapter, chapter 3, explores how computer vision Al meth-
ods can be used to speed up the processing of holographic videos. The second results chapter,
chapter 4, explores how di erent ML methods can be used to predict the track species from
the 3D time-series track data. Finally, in chapter 5 | give some overall discussion of the
results and suggest avenues for future work.



Chapter 2

Background and Methods

This chapter covers the background science, experimental methods and analytical tools used
in this project. First | cover some of the science of cells and motility; then microscopy,
tracking and holography; and nally machine learning and arti cial intelligence.

2.1 Microbial Motility

In water, at the microbial scale, there are fundamentally di erent physical constraints than
those encountered by macroscopic animals such as sh [37]. Firstly, at the length scale of
microbes (L m) viscous forces dominate over inertial forces [38]. Secondly, cells undergo con-
stant bombardment by the random thermal motion of water molecules, resulting in Brownian
motion [39].

2.1.1 Life at Low Reynolds Number

The ratio of inertial and viscous forces is called the Reynolds number, and for a uid is given
by:

Re= —; (2.1)

where a is the characteristic length scale (the length of the microbe)y is the velocity, is
the density of the uid and s the viscosity of the uid [38]. For a small sh, the Reynolds
number might be as low asl(?, but for a microbe of about1 m in diameter, it is about 10 4.
This means that inertial forces are essentially irrelevant for microbes, if they start “swimming'
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and then stop, there is no coasting to a halt, they will instantly stop moving. In order to
overcome this, microbes require some method of asymmetric motion, as reciprocal motion,
such as that of sh swimming, cannot generate displacement in a low-Reynolds environment
[40].

Though not all microbes have evolved appendages to achieve maotility, it is considered vital for
most living organisms, as it enables movement towards resources and supports the dispersal
of progeny [41]. There are many di erent methods of motility, and | discuss some of them
below, but the most common is the rotation of one or more helical agella.

2.1.2 Brownian motion

The random di usion of free particles in aqueous media, is named Brownian motion, after its
rst observer Robert Brown [42, 43]. The initially unexplained phenomena of pollen grains
in water “dancing' randomly was later theorised by Einstein to be due to the exchange of
kinetic energy with the surrounding water particles that constantly collided with them [39].

The motion of particles undergoing Brownian motion is usually modelled as a random walk,
as there are so many water molecules bombarding the particle at a given time it is equally in
a given instant that it will be moved in any direction. Brownian motion is thus responsible
for the di usion of substances in water [44]. The point here is that this motion also needs to
be overcome for microbes to be able to navigate deterministically in response to stimulus.

2.1.3 Dierent Solutions to the Same Problem

Microbes have evolved several di erent strategies of motility. They can swim, swarm, crawl
and form bio Ims over surfaces [37]. Some use external lamentous organelles to propel
themselves. Others, such as spirochetes, use internal agella and a wave-shaped cell body to
generate locomotion [45]. The three domains of life have all evolved super cially similar but
distinct motility appendages [26]. Eukaryotic cilia appear in the lining of the lungs in humans
and enable the unicellular algaeChlamydomonasto swim [46]. Though not all bacteria have
agella, many have either one or many distributed at various locations on the cell surface
(see below) [47]. Originally thought to be agella, archaea have evolved the archaealum,
an organelle similar in appearance to the agellum, but made up of completely dierent
proteins [48]. Additionally, the precise biochemistry that controls growth and movement
di ers between domains resulting in subtly di erent forms of locomotion and response to
stimuli.

Within the prokaryotic domain of bacteria there are di erent distributions of agella around
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Figure 2.1: Peritrichous agellation of a cell, such as Escherichia coli or Salmonella
enterica. Left shows the organisation of the agella as the cell swims in a “run', during anti-
clockwise motion of the agella; the arrow shows the direction of motion. Right shows the
cell in a “tumble' state, randomly changing direction during clockwise rotation of the agella.

the cell body. Atrichous bacteria have no agella, such aslLactobacillus Monotrichous
bacteria, such as theBdellovibrio bacteriovorusused in this project, have a single agellum,
usually at one of the poles of the cell body (see Fig 2.2a). Amphitrichous bacteria, such
as Campylobacter jejuni have a single agellum at each pole (see Fig 2.2b). Peritrichous
bacteria, such asEscherichia colior Salmonella entericahave agella all over their body (see
Fig 2.1) [49].

These di erent distributions of agella result in di erent patterns of motility. Due to the
random Brownian motion, cells cannot simply swim directly in the direction they want.
Instead they have evolved to change their mode of motion to overcome this randomness.
These modes of motion typically involve periods of moving in one direction called “runs' and
periods of changing direction called “tumbles'. Due to Brownian motion, any movement in one
direction will actually have some curvature and directional change in it, but the bacterium
propels itself forwards. By changing the frequency and duration of runs and tumbles, the cell
can bias its random walk and move in a desired direction [50].

E. coli, as shown in Fig2.1, rotate all of their agella anti-clockwise causing them to combine
and drive them forwards in a run. Then they change the direction of rotation, causing the
agella to unbundle as seen in the right of Fig 2.1, causing the cell to randomly reorient in
space, tumbling, until it moves o again. By changing the length of the runs and tumbles,
depending on any detected chemical gradients, these cells are able to bias their random walk
towards nutrient sources or away from danger. This behaviour is typical of peritrichous
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(a) Monotrichous bacteria such as the comma (b) Amphitrichous bacteria such as Campy-
shapedBdellovibrio bacteriovorus lobacter jejuni.
Figure 2.2: Examples of monotrichous and amphitrichous agellation. Arrows indi-

cate direction of swimming.

bacteria. An overview of this is shown in Fig 2.3.

There are other modes of movement than the ‘run and tumble'.Bdellovibrio bacteriovorus
exhibit a ‘run-reverse- ick’ behaviour, originally observed in Vibrio alginolyticus [51, 52].
Campylobacter jejuni exhibit a simple run-reverse [53]. These are shown in Fig 2.3. The
run-reverse behaviour is also seen in archaea [24]. Here when the rotation of the agellum
is reversed the microbe simply moves in the opposite direction, using Brownian motion to
provide some change in angle as it swims to prevent simply moving backwards and forwards
in a straight line. When used by C. jejuni there is some small change in angle as the polar
agella change positions, one unravels from around the cell body while the other now wraps
[54].

The run-reverse- ick behaviour rst involves the reverse in direction, then a small ick of
the agellum induces an angle change that overall allows the bacterium to alter course. All
three of the described methods can be used to bias the motion of microbes toward or away
from stimuli with the right timings. The stimuli are detected by chemoreceptors on the
surface of the cells [55]. Chemical gradients are determined using temporal comparisons of
the chemical concentrations. In the case oE. coli runs are elongated in the presence of
increasingly favourable conditions to enable their ight from adverse stimuli and approach
to positive stimuli [56].
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(a) Run-and-tumble swimming behaviour. (b) Run-reverse swimming behaviour.

(c) Run-reverse- ick swimming behaviour.

Figure 2.3: Examples of di erent swimming behaviours of bacteria.

2.1.4 The swimming behaviours of speci c bacteria

The four bacteria used in this project areEscherichia coli Bdellovibrio bacteriovorus Campy-
lobacter jejuni and Salmonella enterica

While similarly agellated bacteria have similar swimming behaviours, such a<E. coli and S.
enterica, there are still small di erences in the length of runs and tumbles and the average
speeds seen in model lab strains. Within species there is also great variability in strain-to-
strain motility [57]. These di erences provide a unique footprint that, properly utilised, could
enable the di erentiation between species and strains of microbes.
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2.2 Holographic Microscopy and 3D Cell Tracking

This section brie y introduces microscopy and previous methods for tracking cells in 3D.
Then the theory behind holography and its uses are covered along with digital methods for
reconstruction. Finally, | give a brief overview of the speci ¢ work ow used in this project,
with a discussion of its pros and cons, and how machine learning can be applied to the
process.

2.2.1 History

Microscopy was rst pioneered as a scienti ¢ instrument for investigating the microscopic
world in the 17th century by Antoni van Leeuwenhoek and Robert Hooke [58, 59, 60]. Their
simple original microscopes used either a single ground biconvex lens or a compound system
of multiple lenses for magni cations of 20 to 200 times.

Developments in these setups have lead to the modern methods of bright- eld, dark- eld and
phase contrast microscopy, among others. In bright- eld microscopy, light is attenuated by
the sample, leaving a dark outline of the specimen against a light background [61]. One of the
problems with biological samples, such as cells and their organelles, is that they are mostly
transparent, which can be problematic for bright- eld microscopy. In dark- eld microscopy
light is scattered by objects in the sample in the focal plane of oblique illumination [62]. This
gives a light object on a dark background, removing a lot of the background noise, making
this a good tool for the sensitive imaging of specimens with a high scattering e ciency [62].
Phase contrast microscopy is another way of making transparent phase objects visible [63, 64].
While biological specimens may be transparent, when light passes through them they induce
changes to the phase of the light wave, and these phase changes can be converted to amplitude
changes for the viewer.

Since then several advances in light microscopy have enabled the study of live cells and
speci ¢ observations of cells components such as uorescence microscopy. These techniques
take time and are not able to capture high-speed interactions, need labelling that may lead
to photo-bleaching of live cells, lower frame-rate, more preparation needed. One of the issues
with using uorescence to image motile cells is that the uorescent labels can alter motility
appendages or behaviours, and are subjected to photo-bleaching [65].

2.2.2 Cell tracking and 3D microscopy

Using 2D microscopy, cell tracking can be done simply with frame-to-frame algorithms, and
microbial motility has been studied in many cases ignoring the z-axis information by con-
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straining samples to the x-y plane [66, 67]. However, only limited information is available
when limited to the x-y plane, and the swimming behaviours observed are not necessarily
representative of the behaviours of cells swimming in unconstrained 3D space [3, 68, 69, 70].

Tracking cells in 3D therefore is mainly a problem of somehow obtaining 3D coordinates of
cells. Howard Berg pioneered a 3D tracking microscope setup to study the chemotaxis of
motile bacteria [71, 72]. The setup uses optical bres and electro-mechanical actuators to
determine cell movement in any direction and correct for this by moving the optical setup
to keep the cell at the centre of focus. More recently, high-throughput 3D tracking can be
done with phase contrast microscopy [73]. This works by matching intensity patterns from
the phase contrast with z-axis position in the sample. Population level imaging of motile
cells has been performed using images of the defocused rings around the images in dark- eld
images [74].

Tracking cells requires two stages: segmenting individual frames to obtain coordinates of
individual cells, and linking those cell coordinates together into coherent tracks. Cell coor-
dinates can be obtained in 2D or 3D, either by eye or using software to automatically locate
cells in images [75, 76]. Tracks of swimming cells are stitched together using a search radius
from the last known position and some measure of the most likely next step given any pos-
sible multiple candidates for the next step in the track. Clustering algorithms such as the
Density-based spatial clustering of applications with noise algorithm (DBSCAN) are used for
such tasks [77].

Holographic microscopy represents another high-throughput method for tracking cells in 3D
that is used in this project. Many di erent techniques for tracking motile microorganisms
have been developed [78]. Digital holographic microscopy (DHM) is a technique that allows
high throughput imaging with 3D information [42]. It is fast and label free, allowing for
recordings of real-time dynamics and cell locomotion.

2.2.3 Holography

The concept of the interference of light was discovered by Thomas Young in 1801 [79]. For
light waves to interfere, they must be coherent, maintaining the same phase or constant phase
di erence with one another, and they must be monochromatic, that is they must be composed
of a single wavelength of light [80]. Interference is de ned as the interaction of multiple light
waves creating a resultant irradiance that deviates from the sum of the component irradiances
[80].

When light scatters o a physical object, its phase and amplitude can be altered. If this scat-
tered light interferes with light from the same source that remains unscattered, the resulting
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patterns contain phase and amplitude information that can be used to infer 3D information
about the object and its position. This is the principle of holography, which was rst dis-
covered in 1948 by Dennis Gabor, in an attempt to improve the resolution of the electron
microscope [17, 18]. The development of the laser and charge coupled devices (CCDs) en-
abled the recording of high delity holographic images of interference patterns and the use
of numerical algorithms to reconstruct the light eld[19]. The result of these developments

is the eld of digital holography.

Modern setups used to implement digital holography require a coherent light source, most
frequently a laser, to generate planar waves, then two light pathways, one scattered o the
object of interest, the object wave, and the other unscattered, the reference wave [81, 82].
These light pathways can be separated and recombined or could be one and the same path,
with one light source providing both object and reference waves. The two waves interfere
with each other creating interference fringe patterns on the image sensor [83].

Coherent wavefronts can be simply created by passing laser or LED light through a lens and

a pinhole [84]. Using a laser diode with a single-mode bre achieves the same e ect, and
placing the sample far enough from the laser source to assume the wavefronts are locally
planar allows reconstruction over depth ranges of 10 mm or more [85].

In digital holography, interference patterns are generated from interacting object waves and
reference waves, and this can be used to reconstruct the amplitude and phase of the object
wave producing a 3D light eld indistinguishable from the original object [80]. For digital
holographic microscopy, the object waves are produced by the laser beam scattering o the
sample, and the reference waves from the unscattered light from the same beam. The phase
and amplitude information is recorded and used to reconstruct the light eld over a volume
[86].

DHM is used for the study of colloids and cells, usually to get information about objects that
are point sources [20]. Detailed derivations of scattering theory used for point sources are
given elsewhere [86]. An example of a holographic frame Bf coli cells is shown in Fig 2.6a.

2.2.4 Numerical Reconstruction

The original holograms were recorded on photographic plates and required re-illumination
by light of the same frequency as recorded with to create the light eld of the original
object. Modern techniques use CCDs complementary metal-oxide semiconductors (CMOS)
to record a digital image of the interference patterns. These are reconstructed numerically
using a computer and there are a variety of methods that can be used to reconstruct the
volume [86]. When studying colloids or point-like cells, the scattering patterns can be t
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to solutions to Maxwell's equations, such as Mie scattering for spheres or cylinders [87,
23]. These methods require models of the light scattering properties of the objects and are
computationally demanding [88].

A computationally cheaper method for volume reconstruction that makes no assumptions
about the scattering properties of the objects uses Rayleigh-Sommerfeld back-propagation
and the Gouy phase shift to localise the axial position of weakly scattering objects. Objects,
such as cells, whose refractive indices are close to that of the medium they are imaged in, can
be treated as weakly scattering as long as they are in the Rayleigh-Gans approximation
[89, 90]. For objects to be in the weakly scattering regime, the refractive index of the
scattering object relative to its surroundings (m = ny=ny) and its characteristic dimension,

d, should obey:

im 3 1 kdm 13 1 (2.2)

where k is the wavenumber(k =2 n =), and is the wavelength of the light source [89].

The 3D volume is reconstructed from the 2D holographic image by refocusing the image to
any height above the plane of the image using Rayleigh-Sommerfeld back-propagation. The
R-S propagator h can be used to nd the electric eld height, z®

h(x%y%z9 = ;@%Wpf"o“% (2.3)

wherer®= (x®+ y® + z®)1=2 The eld can be reconstructed at any height above the plane
of the image using the convolution:

E(x%y%2z9 = E(x%y%0) h(x%y%z%: (2.9)

This allows the creation of a stack of multiple 2D refocused images a xed distance apart
from each other in the z° direction, that form a 3D voxel volume of the light eld [89]. The
scattering pattern of a single patrticle, for instance one of the ring patterns in Fig 2.6b form
an hourglass shape as seen in Fig 2.4. The position of the object in tiz€ axis can then be
inferred from the Guoy phase shift, where the pixel value transitions from light to dark as it
passes through the centre of the scatterer.

As the reconstruction passes through the centre of the scattering object there is a shift from
light to dark (or dark to light). This can be found by taking slices in the z%axis and calculating
the intensity gradient. Then the point of greatest change is the coordinate of the particle
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Figure 2.4: Example of a single particle reconstruction. All scale bars are2 m. (a) A
vertical slice through the centre of the reconstructed volume of a single scattering particle.
(b) Scattering rings for a particle 9 m above the focal plane. (c) Vertical slice through the
reconstructed volume of (b). (d) Gradient stack of (c) showing the places where the intensity
changes most in thez® axis. (e), (f), (g) are the companion images to (b), (c), (d) for a
particle 9 m below the focal plane. Taken from [89].

or cell. The trade o in using this reconstruction method is that it is faster, but provides
less information, only providing the axial position of the objects, without information about
the size, shape or refractive index. This is perfect for 3D tracking, where only positional
information about cells is required and they can be treated as point-like weak scatterers.

Now, with high frame-rate cameras and video-capture software, DHM is the perfect tech-
nology for studying the behaviour of microbes [21, 22, 23, 24, 25]. The three-dimensional
swimming behaviour of microbes has been suggested as a way to classify species [27, 3, 28].

Developments of lensless holographic microscopy (LHM) have been suggested as ways to
develop cheap, portable microscopes that can be used as point-of-care devices and easily
distributed around the world to help with diagnosis [91, 92, 93].

2.2.5 Experimental Setup and Work ow

The setup used for this project is a simple in-line digital holographic microscope, using
a single-mode bre-coupled laser diode with peak emission at 642nm and 15mwW power
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mounted in the condenser assembly of a Nikon Ti inverted microscope, as seen in Fig 2.5b.
The object wave is produced as the laser light scatters o the cells in the sample, and the
unscattered laser light is the reference wave.

(a) Schematic of the holographic microscope. (b) Image of the holographic microscope.

Figure 2.5: Holographic microscope image and diagrammatic layout.

Videos recorded using this method are normalised by dividing each raw image by a median
intensity pixel image to improve contrast and remove Xxed-pattern noise from the images.
An example of a raw frame is shown in Fig 2.6a and a normalised frame in Fig 2.6b. The
systematic noise in the images can be caused by dust in the optical setup, and the random
noise is from the camera itself.

Following the median division, the 3D volumes are reconstructed using the refocusing method
described above. This gives a set of 4D coordinates (3D and time) that can be stitched
together to form tracks of individual cells as they swim.

The tracks are smoothed to remove some of the noise and to give a more realistic represen-
tation of their path through 3D space. This is piece-wise cubic spline smoothing applied to
each axis independently. Tracks are then split into motile and non-motile using a simple
heuristic of mean-squared-displacement. On a plot of the log of the time step and the log of
the mean squared displacement, non-motile particles and microbes have a slope that tends
towards 1, whereas motile microbes have a slope of 2. For this work, an arbitrary cut-o of
1.4 was used, above which tracks were determined to be of motile microbes.
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(a) Raw holography video frame (b) Median corrected holography video frame

Figure 2.6: Median division of holographic images removes systemic noise from the
image, leaving a clearer image of the scattering rings from the cells of interest.
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2.3 Machine Learning and Arti cial Intelligence

This section introduces the concepts and tools from the eld of machine learning and arti cial
intelligence used in this project. It starts with a broad overview of some of the basic concepts,
then moves on to training and performance metrics before covering the traditional machine
learning and deep learning methods used.

Arti cial intelligence (Al) is a large eld of computer science and philosophy concerned
with building entities capable of solving intellectual tasks from niche problems like chess to
fully general capabilities encompassing all of human thought and more [94]. This project is
concerned with smaller sub elds of Al: machine learning (ML) and a sub eld of ML called
deep learning (DL).

Arthur Samuel rst coined the term “machine learning' in 1959, de ning it as a eld of study
that provides learning capability to computers without being explicitly programmed [95]. It
has since been de ned in various ways:

~ A machine learns with respect to a particular task T, performance metric P, and type
of experience E, if the system reliably improves its performance P at task T, following
experience E[96].

" A sub eld of computer science concerned with building algorithms that use collections
of examples to be useful [97]

~

The capability of systems to acquire knowledge by extracting patterns from raw data
[98]

For now, | will assume the following de nition of machine learning:

Theorem 1. Machine learning algorithms, models or systems are not explicitly programmed
to solve a particular task, but are designed to use large amounts of training data to learn how
to solve that task.

Training data is normally in the form of “features', properties of the data that are directly
input to the model for training. Features have predictive power, that is they correlate some-
how with the output the model is being trained to learn. For instance, if an ML model is
being trained to predict house prices from housing data, the data might be a spreadsheet with
columns such as “square footage', ‘number of bathrooms' or "does it have a garage'. Each of
these columns would be a feature, as each gives some information as to what the price of a
house might be. Features can be combined and manipulated to make them more usable by
the model.
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Problems that ML models are applied to are usually classi cation or regression tasks. Clas-
si cation involves training a model to output one of any number of discrete classes. An
example of a classic classi cation data set is the MNIST handwritten digits data set, in
which each image is a single digit from 0-9, and the classes are therefore the numbers 0-9
[99, 100]. Regression tasks involve training the model to output a real-valued number, such
as the house price prediction model suggested above.

Deep learning (DL) is a subset of ML that uses “deep' networks of arti cial neurons, also
called nodes, which | de ne and explore below. DL uses arti cial neural networks (ANNs or
NNs), loosely modelled on the layout of neurons in the brain, in layers, to build up higher
and higher level features from the base training data features. As the model is trained it
reinforces more and more the most salient high level features, creating complex patterns and
relationships between the input features and the output class or value.

It is not always clear how a trained NN model “solves' the task it has been trained on. A simple
ML model such as a K-nearest neighbours (KNN) model trained for binary classi cation will
simply be the collection of its training data in n-dimensional space (where is the number

of features), each labelled as one of the two possible classes. This is easy to understand
and interpret: for a new point in n-dimensional feature space, its class will be the most
frequent class of thek nearest points in space (with "nearness' being de ned as Euclidean or
some other metric). Compare this to a complex 10-layered neural network, where each layer
contains 100 nodes. Each node will be updated as each batch of training data passes through
the network producing some output value, calculates some measure of the di erence between
this output value and the ground-truth output value associated with that batch of training
data, then propagates this back through the network, updating the nodes. The data used
for training and the order it is used in contribute to the stochastic nature of the training,
meaning that the values of the nodes at the end of the training will each individually be
completely unpredictable. With this many nodes, there will be many di erent combinations

of node values that will solve the same problem.

Interpreting them is technically possible, but practically infeasible, and there is currently no
simple way to understand such a random combination of nodes and their connections. For
this reason, many refer to DL networks and tools as “black box', inputs go in and predictions
of classes or values come out.

In general traditional ML methods are simpler and quicker to train, and relatively easy to
understand once trained, whereas NNs take a lot more compute to train, and are extremely
di cult to understand, though some e orts have been made [101, 102].

Both traditional ML methods and NNs can be described as being supervised or unsupervised
learning methods. Supervised learning uses labelled training data, where the model learns



CHAPTER 2. BACKGROUND AND METHODS 18

to match the input data to the corresponding labels, such as the house price prediction task
mentioned above. Unsupervised learning uses unlabelled data to train the model, which is
used learn something of the structure of the data. This is commonly used in clustering tasks,
nding groups in data without any prior knowledge of how the data might be grouped; or it
can also be used in anomaly detection, such as fraud detection, where outliers in the feature
space may indicate possible fraudulent activity.

2.3.1 Training

In order to train and evaluate an ML model, the training data is normally split into training,
validation and test sets. This splitting is done because it is important to evaluate the model
on data that was not used to create it [103]. This is essentially the problem of over tting:
the aim of creating the model is that it can be used on other data in the same domain, not
just the data used to train it. Over tting is where the model is trained on the training data
for too long, resulting in a model whose performance is excellent at predicting examples from
the training set, at the cost of not being able to generalise to any other data set. The model's
performance on unseen data, such as the validation or test data is worse than if the model
had been trained for less time on the training data.

The training data is used to train the model, the validation data is used to evaluate the
performance of the model periodically during the training and while adjusting and re ning
the model, and the test data is held back until after the model has been re ned to evaluate
its overall performance. Quantitative evaluation of the models is done using the performance
metrics described below. These metrics involve comparing the predictions from the model
with known outputs.

It is important to consider the relative sizes of the sets between classes. Ideally all of the
classes have the same number of data points. One of the problems that this entails is that
the model may nd that always predicting the most likely class minimises the loss function
best. One common way to deal with this is to subsample the data sets down to the size of the
smallest set. For unbalanced test sets, which can occur naturally with problems dealing with
trying to nd rare events such as in anomaly detection, then di erent performance metrics
can be used to give a more balanced view of the performance of the model other than simply
looking at the loss or the accuracy.

ML models work by minimising some ‘loss' function. If the function is simple enough then
this can be solved analytically, by nding a derivative and setting it to zero, for instance.
However, usually this is not the case, and some numerical method is required. The method
used is gradient descent, using the gradient information to direct the search for the minimum
[104]. A full treatment of gradient descent is given in ref. [98], but | give a brief overview
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here. The loss function is minimised by calculating the gradient based on the input training
data. This can be done using all of the training data at once, or only using one input at a
time, or some intermediate between the two, using batches of the training data at a time.
These di erent methods can be used to try and be sure that the minimisation converges
nicely to the global minimum of the loss function. Di erent loss functions are described with

the models that use them below.

ML models have associated parameters and hyperparameters. Parameters are the variables
that change with the training, such as the values of weights and biases of neurons in NNs or

the decision boundaries in feature space in some traditional ML models. Hyperparameters

are values that can be changed to optimise the training for speed of convergence or overall
performance.

One hyperparameter, the learning rate, scales what proportion of the gradient that the values
are updated by. This can be altered during runtime to change the rate at which the vari-
ables are updated. One optimisation method, the adaptive movement estimation algorithm
(Adam), makes use of two enhancements to simple gradient descent: the adaptive gradient
algorithm [105] and root-mean-squared propagation [106]. This calculates a decreasing mov-
ing average of the gradient used to make updates and adapts the learning rate during the
training to help smooth the convergence of the model variables.

2.3.2 Traditional Machine Learning Methods

Traditional machine learning refers to any machine learning methods not associated with
deep learning/neural networks. | cover these techniques rst, then move on to the details of
the neural networks and architectures used in deep learning.

Typically these methods are split into parametric and non-parametric models. Parametric
models have a xed number of parameters relative to the amount of training data, and as
they learn update these parameters to improve the model. Models such as logistic regression
or a simple neural network are parametric. As non-parametric models are trained the number
of parameters can change. Examples of these include K nearest neighbours or decision trees.

There are a set of hyperparameters associated with models that a ect the speed and quality
of training. These are introduced and discussed individually for each of the models below.

2.3.3 Linear and Logistic Regression

The simplest of the ML methods is linear regression. This ts a linear combination of features
to the real valued outputs, by nding the hyperplane that is closest to all of the training
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examples as possible. This is done by nding the function for the hyperplane (or line in 2D)
then nding the parameters of this function that minimise the loss function (by setting the
derivative to zero for instance).

(a) Linear regression example. (b) Logistic regression example.

Figure 2.7: Examples of linear and logistic regression. The red arrow on the left
indicates the distance between an example data point and the line that minimises the square
of the y-di erence between all training data points and the line.

The model is a linear combination of training featuresx:
fwp(x) = wx + b; (2.5)

where the values of interest are the vectow and the real-valued number,b[97]. These values
are found by minimising the mean squared error between the model outputs and the ground
truth outputs:

 Chust) )% (26)

which can be done by taking the derivative of the loss function and setting it to zero. The
resulting function can then be used to predict the new value from an input vector.

Logistic regression is used for classi cation tasks, where the output is not real valued, but a
binary choice. It has a similar formulation to that of linear regression, but it uses a sigmoid

function:
1

1+ e (wx+b) ; (2'7)

fwi(x) =

because it is a continuous function with a domain of (0, 1). So, if the classes are set to 0
and 1, this can be used for binary discrete output data. To nd the optimal values of this
function, the log-likelihood:

[yiln(fwip(x))+ (1 y)In(d  fuwp())]; (2.8)
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is maximised. This is usually done using a numerical optimisation method such as gradient
descent [107, 108, 109].

2.3.4 k-Nearest Neighbours

(a) Equivalent Manhattan distance, shown (b) K-nearest neighbours example. The red
by the solid red arrows, Euclidean distance, circle is an example new point to be classi ed.
shown by the dashed blue line, between two

points, shown by black dots.

Figure 2.8: Dierent distance metrics and an example of k-nearest neighbours.
Both are portrayed in arbitrary 2-dimensional feature space for easy visualisation.

K nearest neighbours (KNN) is one of the simplest learning algorithms. It is non-parametric,
in that there are no parameters to learn unlike the previous two algorithms mentioned. It
works by storing all of the training data in memory and returning the majority class from the
k nearest points to the input. The two key hyperparameters are the number of neighbours
used,k, and the distance metric used to calculate how near they are. There are many di erent
methods of determining the distance of the nearest points. While Euclidean is most familiar
to most people, another commonly used metric is the "Manhattan distance’, the sum of the
absolute di erences in Cartesian coordinates. This is shown diagrammatically in Fig 2.8a.

KNN is a simple enough algorithm that can be used for both supervised and unsupervised
learning. It is di cult to visualise for more than two features, i.e. in more than two dimen-
sions, which can make it hard to represent graphically when training on many features.

The example of KNN on two classes is given in Fig 2.8b. Here the training data comprises of
two classes of orange crosses and blue triangles, with two features (and hence two-dimensional
plot). In this example the red circle is a test point to be classi ed using 3 nearest neighbours,
and as two of the points are orange crosses, that is the class that this test point would be
predicted or classi ed as.



CHAPTER 2. BACKGROUND AND METHODS 22

2.3.5 Gaussian Naive Bayes

Figure 2.9: Gaussian naive Bayes example. The dashed vertical line is an example point
to be classi ed.

Naive Bayes classi ers assume that all of the features are independent of each other and then
uses Bayes' theorem to calculate the probability that a set of input features correspond to
each output and then select the highest probability. Bayes' theorem is given by:

P(BjA)P(A).

P(AjB)= PB) (2.9)

whereP (A j B) is the posterior probability, that A occurs given B; P(B j A) is the likelihood,
the probability that B occurs given A; P(A) is the prior probability, the probability that A
occurs independently, unconditional of any other event occurring; and (B) is the marginal
probability, the probability that B occurs independently.

For a categorical set of discrete features, this is simple and intuitive to calculate. For each
feature in the input it is simple to calculate the likelihood, prior and marginal probabilities
from the number of instances of that feature for each class and use these to calculate the
most likely class.

To extend this to real-valued features, it is assumed that the likelihood of a feature given a
class is a normal distribution. Training is then simply the model tting a normal distribution

to each of the features. This is then used to nd the class with the largest posterior probability
given the input features.

A simple one-dimensional example of this is shown in Fig 2.9, with two ideal Gaussian
distributed classes over a single feature. The dashed vertical line is an example test point
to be classi ed, where it intersects with the distributions is the value of its probability of
coming from that class. Here a point at thisx-value would be more likely to have come from
the distribution on the right.
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2.3.6 Decision Trees and Random Forests

Decision trees (DTs) use collections of binary nodes based on the training data that branch
0 to the output values, which can be either categorical (and either binary or multi-class) or
real-valued. DTs iterate through features and use some criterion to split the feature data in
a way that maximises the average log-likelihood of the data [110]. The average log-likelihood
of the data is given by:

DY ree i)+ (@ I Treo (X)) 210)

wheref yee (X) is the output of the decision tree given inputx [97].

Here the loss function is not optimised using gradient descent, instead the model evaluates
potential splits at each step and choose the one that minimises the entropy or the Gini
impurity, and this results in a model that maximises the log-likelihood [111]. The entropy of
the training data S is given by:

E(S)=  p(Xx)In(p(x)); (2.11)

where p(x) is the probability of randomly choosing an example in clasx, or the sum of all
training examples of classx over the sum of all training examples. The Gini impurity is given
by:

G(S)=1  p(x)* (2.12)

So, for a selection of possible splits, the entropy or Gini impurity is calculated, and the split
that results in the lowest value is chosen. This node will now have a subset of the training
samples, and the process is then iterated until some stopping condition is met, such as the
reduction in entropy from this split being lower than some threshold, a preset maximum leaf
depth is reached, or all training examples are correctly classi ed. The rst split node is the
root node, and nodes at the outer edge, that remain un-split are leaf nodes. If a node results
in a selection of just one class then it is said to be pure, and will automatically be a leaf
node.

The key hyperparameters are the split criterion, the maximum depth of the tree, the minimum
number of samples required to split a node, the minimum samples needed to form a leaf node,
and the maximum number of features to use to split a node.

The split criterion can be either entropy or Gini for classi cation tasks. The depth of a tree
is the longest path from the root node to a leaf node, so setting the maximum length is a
way of ensuring that the tree does not overt. The minimum number of samples required
to be able to split a node is self-explanatory, and if a node has fewer than this number of
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samples then it automatically becomes a leaf node. If a split results in a node with fewer
than the minimum number of samples needed to form a node then the split cannot be chosen.
The maximum number of features for a split is used to prevent over- tting; for datasets with
many features, at each node a random subset of features are selected, and then the split is
chosen from them.

Decision trees are very easy to visualise and intuitive to understand. They are created in a
stochastic process, so they do not guarantee an optimal solution. They tend to overt, so are
not as good at generalising beyond the training data, which can be overcome by using them
as part of a random forest ensemble model.

Random forests (RFs) train multiple DTs on the training data and then takes the outputs
and combines them in a vote for the most likely class. This results overall in more accurate
classi cation than single decision trees alone. The hyperparameters for RFs include those
of the DTs, along with an additional two more. Firstly the "number of estimators' , that is
the number of trees used in the ensemble, and secondly “bootstrapping', whether to use the
entire dataset to create each tree, or whether to use a subset for each tree. If bootstrapping
is used, then each tree is constructed from a random subset of the data, limiting the ability
of the method to overt to the data. RFs are versatile classi cation methods that tend to
generalise far better and produce higher accuracy models than single DTs [112].

2.3.7 Support Vector Machines

The support vector machines (SVM) model attempts to nd the best N-1 dimensional hy-
perplane in N dimensional feature space that maximises the margin between classes. SVM
is normally used for binary systems, but can be extended to multi-class systems using the
one-against-all method. The “support vectors' are the training instances that lie closes to
this hyperplane, and de ne its shape. SVM nds these support vectors by nding planes on
the closest points from each class and maximising the distance between these planes.

The problem is to nd the hyperplane between the closest points that maximises the shortest
distance between the hyperplane and the closest points. The equation for the line/hyperplane
is given by:

wx b=0; (2.13)

wherew is a real-valued vector of the same size as the input feature vector. Outputs, Vi,
are set to 1 for the two classes, so that:

wx; b +1 ify;=+1; (2.14)

wxi b 1 ifyj= L (2.15)
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Figure 2.10: Support vector machines example. The dashed black line is the hyperplane
maximally separating the two classes. The points on the solid lines are the "support vectors'.

To achieve the largest margin we therefore want to minimise the Euclidean norm ofr, kwk.
This optimisation problem can then be solved using the method of Lagrange multipliers [113].

The example shown in Fig 2.10 shows two linearly separable groups of data points in two-
dimensions (i.e. with two features). The dashed line is the hyperplane that maximally
separates the classes.

If the classes are not perfectly linearly separable, then a slack variableis used to penalise
points on the wrong side of the margin. This gives a new function to maximise the margin
width and penalise classi cation errors where points are on the wrong side of the margin:

%kwk+ C max(0;1 y;(wx;+ b): (2.16)

C is the regularisation parameter, a hyperparameter that controls the trade o between
margin size and classi cation error.

For more than one class, the sci-kit learn Python library implementation of SVM uses a one-
vs-one scheme. This trains a separate boundary between each pair of classes. At inference
time, each model predicts its binary outcome and then the democratic vote is taken.

2.3.8 Deep Learning

The quintessential deep learning model is the deep feedforward network, neural network (NN)
or multilayer perceptron (MLP), a collection or array of layers of nodes, each with activation
functions and connections to nodes in other layers, that roughly mimic the function of neurons
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in the brain. These networks approximate some function mapping and input to an output
(class or value). The network de nes the mappingy = f (x; ) and learns the values of the
parameters that result in the best approximation of the function [98].

Figure 2.11: Multi-layer perceptron. An example of a simple neural network or multi-
layer perceptron with three hidden layers.

In the example NN shown in Fig 2.11 there is a single input that is rst passed to three
neurons in the rst hidden layer. Then the outputs of these are passed to the ve neurons
in the second hidden layer, and nally to the two neurons in the third hidden layer of the
network before begin combined in a nal output neuron. A forward propagation through the
network is a combination of all of the weights, biases and activation functions from each layer,
meaning that the entire operation is simply a massive and complex matrix multiplication.

After the inputs to each neuron in an NN are weighted and summed, they pass into an acti-
vation function. Activation functions need to be di erentiable in order for back-propagation
to work and non-linear so that the network is not simply a linear combination of the inputs
[97]. These functions are crucial to the NN, providing the non-linearity needed to allow the
network to learn more complex tasks [114]. Historically the logistic function and tanh func-
tion were used as nodes, to map inputs into the {1, 0} domain, preventing the values of the
nodes from increasing to in nity, allowing the network to propagate forward and backwards
easily. Current best practices are to use the recti ed linear unit (ReLU) for neurons in the
network, and logistic functions for the classi cation output neuron.

An example of a single neuron is shown in Fig 2.12. Here the inputs X, Y and Z come from a
previous layer, are weighted and combined and then passed through an activation function,
f, as output (in Fig 2.12 a small diagram of the ReLU function is shown). The weighting of
each input is learned for each neuron in the training process.
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Figure 2.12: A single neuron from a neural network.

The logistic equation is given by: L

f(x)= m; (2.17)
and lends itself well to the problem as it guarantees outputs between 0 and 1, is non-linear
and is di erentiable. One of the downsides of it is that the gradient becomes extremely small
for very large positive or negative inputs. This can induce the vanishing gradient problem,
where the gradients used to update variables of earlier layer neurons become vanishingly
small, and the network fails to properly update [115].

The recti ed linear unit (ReLU) was rst introduced by Fukishima in 1969 [116, 117], but
was popularised for use in Al by Hinton and Nair in 2010 in a learning algorithm known as
a Boltzmann machine [118]. It is simply the function that returns O if the input is less than
zero and returns the input value otherwise:

f (x) = max(0; x): (2.18)

It was found that the inherent non-linearity of the ReLU function and the sparsity it produced
gave superior results in training neural networks when used as a activation function. The
gradient of a ReLU function is constant for positive input, so helps to mitigate the vanishing
gradient problem. The RelLU function is used as the example in Fig 2.12.

Logistic functions are typically used as the nal activation function of a single neuron at
the output of a binary classi cation NN. This can be generalised to multi-class classi cation
using a softmax function. For a multi-class problem with N classes, the output needs to be a
n element vector where the values of each element are either 1 or 0. The penultimate output
of the NN will be a vector of N real-valued numbers that represent the relative probabilities
of each class. To convert this to a usable output the softmax and argmax functions are used.
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The softmax function is a multi-class sigmoid, taking an input of N real values and outputting
N real values that sum to 1: o

s(xj) = =7 : (2.19)
These outputs are then usable probabilities for each class, and are input to the loss func-
tion to update the weights in back-propagation. The argmax function simply returns the
argument or index of the greatest value of the vector, i.e. the class, that is used for making
predictions. Using both of these functions combined, the predicted class and its probability

can be obtained from the NN.

Deep learning techniques are used when more complex models than those available in the
classic ML toolkit are required. Generally, when trying to use ML to extract trends from
data, any prior information about relationships between the features or the domain the data

is in can be used to manipulate the data in a process called “feature engineering' [119]. This
helps the ML algorithm to learn better. Instead of simply inputting all available data into
training a model, selecting fewer features that are known to be most salient to the problem,
and combining them in sensible ways can increase the accuracy of the model. Sometimes
this information is not known and it is not possible to perform feature engineering, but there
may be really subtle useful information hidden in the data. In this case it might be best to
use a neural network to try to increase performance over classic ML techniques.

It is important to make sure that the use cases for trained NNs are strictly in the same
domain as all of the training data. As mentioned earlier, it is di cult to interpret what the
trained NN will do, so if it is applied to data from outside of its expected domain, it may
produce very unexpected results [120].

Training NNs involves randomly initialising the weights of the network, inputting the training
data, calculating the output, nding the loss between the calculated outputs and the expected
outputs, then updating the weights of the neurons in the network from this loss using back-
propagation [121]. The predicted value is compared to the actual value, as quanti ed through
the loss function. The derivative of each of the previous weights with respect to the loss
gauges how sensitive it is to the output, and thus gives an idea of how much the weights need
updating to minimise the loss. The negative gradient of the cost function then determines
how to update the weights of the neurons in the penultimate layer so as to decrease the value
of the cost. Propagating this back through the network, using the chain rule, the values of
all the parameters can be updated with respect to the loss for each training example.

Training can be done using all of the training examples at once. The changes made to each
of the weights and biases are then the average for the entire training set. This results in
slow but accurate improvement in the loss value. The time taken may be too long and too
computationally intensive, so as an alternative the network can be trained in batches, taking
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small sets of the training data and calculating the update to the weights that may be less
accurate, but allows the updates to happen faster, and over many iterations will converge
on the minimum of the loss. This is the NN version of gradient descent, which is broadly
described above. As with other gradient descent ML methods, variations like Adam can be
used.

The weights are randomly initialised to ensure that each of the nodes learns a di erent value;
if all initial weights are the same then they all face the same update values each time, and
will all learn the same values. The small element of randomness at the beginning contributes
to the overall complexity and ability at the end of the training.

Transfer learning is the ability to use knowledge from an unrelated or only partially related
domain to speed up the learning process [122]. This can be useful if there is limited labelled
data for a speci c task, but a lot of data or a trained model for a related task [123]. Even
with unrelated tasks, having weights from a model trained on a simple task, such as image
identi cation using a set of ten di erent types of images[124], as the starting point for training
could greatly reduce the time needed and compute required for the model to converge.

The loss function used depends on whether the problem is regression or classi cation, and
in the case of classi cation, whether it is binary or multi-class. For classi cation tasks the
most used loss function is the cross-entropy loss, this penalises incorrect labels, providing a
numerical value quantifying this based on the label itself and the predicted probability from
the model. For binary tasks, the outputs will either be 1 or 0 and the binary cross-entropy
loss function is:

o log(py) + (1 y)logl  p(y): (2.20)

This can be extended to multi-class situation using the categorical cross entropy loss function:

eP(yi)

)" (2.21)

log(

This is the general form of the binary equation, but as the outputs are all one-hot encoded
there is no multiplication by y; term as it is just 1 for the predicted class and 0 for all other
classes.

Deep NNs have a problem with so-called exploding or vanishing gradients, where training the
network fails to update the weights or diverges instead of converging. The proposed solution
was to use residual connections [125]. The proposed structure of the network was called
ResNet, where blocks of NN layers were connected with residual or skip connections and
batch normalisation. Adding a connection between block of layers forces the NN to learn the
di erence between the previous block and the current block, a far smaller value to update.
Batch normalisation also improves training stability by centering and scaling the weights of
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each layer, ensuring that they are valued in a way that makes updating faster and easier
[126].

2.3.9 Convolutional Neural Networks

Convolutional neural networks (CNNs) are NNs that are used primarily for image analysis,
and are so-named because they use convolution instead of matrix multiplication in at least
one of their layers [98, 127, 128]. They were originally used most commonly to classify the
content of images, identifying if an image was of a dog or a cat for example.

Convolution is an operation on two functions of a real-valued argument. In CNNs the con-
volution is called the kernel or convolution Iter, and is an N N matrix that is multiplied
element-wise with all overlappingN N blocks of the input to produce an output called a
feature map, where each element is the sum of the element-wise multiplications. The input
for the rst layer is the image that is being analysed, and for subsequent layers is the feature
maps of previous layers. Many of these layers are combined together to build up higher level
features, and then passed into a fully connected layer of neurons, as from an NN described
above, for nal output as a vector for instance in a classi cation problem.

An example of a kernel used in computer vision before the widespread adoption of deep
learning techniques is the edge detection kernel. For instance:

2 3 2 3
+1 +1 +1 +1 0 1

9 0 O Og 2+1 0 1%

1 1 1 +1 0 1

are Prewitt operators, used to detect horizontal and vertical edges respectively when convo-
luted over an image [129].

An example of Prewitt operators applied to an image is shown in Fig 2.13. Here the operators
shown above are applied to the image as described: element-wise multiplication with all of
the pixels of the image, resulting in an image of the edges. Note that the images shown are
Itered to show pixels with the greatest gradient change. A number of di erent operators
exist for edge detection such as the Sobel lter, and for other image processing tasks such as
blurring or sharpening.

CNNs are networks of nodes arranged to perform convolution operations on images, built up
in such a way that many convolutions are applied in sequence to an image, as seen in the
layout of a simple CNN given in Fig 2.14. Instead of having a set of xed kernels, such as the
Prewitt operators seen above, the network learns the best kernels from training. Interestingly,
the kernels learned often include simple edge detection in the rst layer, with more complex
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(a) Black and white image of (b) Horizontal edges found us- (c) Vertical edges found using
a building. ing Prewitt operator. Prewitt operator.

Figure 2.13: Edge detection kernel applied to an image of a building. After Prewitt
operator the images are ltered to show pixels with greatest gradient change in white.

patterned kernels in the later layers [102].

For colour images, the convolution lters are actually three dimensional, having oneN N
block for each RGB image input. At each layer, there are several of these lIters, whose
values are updated as the network is trained. These layers are accompanied by pooling layers,
whose purpose is to give some statistic of nearby values in the output of a convolutional layer.
Typically this statistic is simply the maximum, and most CNNs use max pooling layers, that
take the maximum value within a rectangular neighbourhood [98]. For instance 2 2 max
pooling layer would return a matrix of the largest values in every2 2 chunk of the input.
This serves to reduce the size of the outputs progressing through the CNN from input to
output, reducing the parameters needed to train it, and helps reduce noise from the input
data.

An example of a simple CNN layout is given in Fig 2.14. Here the input on the left is a
3-channel RGB, 128 128 pixel image. The next layer is a convolution layer of eight kernels

Figure 2.14: Example CNN layout with convolution layers, max pooling layers and
dense layers. This was made using the online tool NN-SVG: Publication-Ready Neural
Network Architecture Schematics [130].
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resulting in eight feature maps seen here. Then max pooling reduces the size 64 64
pixels. Then another convolution layer of 24 kernels followed by max pooling. This is fully
connected to a single layer of 256 neurons, then 128 neurons and nally the output vector
of 10 to predict the class output. This could be used on an image training set such as the
CIFAR-10 training set, a set of 10 di erent kinds of images (airplane, automobile, bird, cat,
deer, dog, frog, horse, ship, truck) [131].

Kernels and pooling layers can fully overlap, i.e. & 2 kernel would be applied to every
2 2 block of the input, or they might not depending on the architecture of the NN used.
The amount of overlap is controlled by a hyperparameter called the stride. A stride value of 1
would move the kernel along one pixel, and result in a fully overlapping operation regardless
of the size of the kernel itself. A stride of 2 would move the kernel along 2 pixels each time,
so for a2 2 kernel would result in no overlap.

One can think of a colour image as the original input having three channels, then the number
of channels in the next layer will be the number of kernels used to obtain features from the
rst image. The number of pixels in each channel will then decrease due to the max pooling
layers. Over the course of the network, the number of features increases as the number of
pixels decreases, eventually producing a set of features that are simply numerical values.
These can be connected to fully connected or dense layers of neurons to nally output a
vector of the classes that are being predicted.

CNNs are said to be sparse. This overcomes a problem with using dense neural networks for
computer vision problems, where the number of neurons and connections required would be
infeasibly large. Having many small kernels that learn to detect particular features means
that the number of neurons that are trained is far fewer than the number of input pixels per
image.

This basic architecture is the backbone of the more advanced CNN models. Simple CNNs
struggle if the object of interest is only present in a corner of the image, or if some training

images are big and some are small, then it may not be able to generalise particularly well. One
advancement on simple CNNs is to use them for object detection, that is to identify objects of

interest within an image, and then to classify them. CNNs also employ residual connections
and batch normalisation. More complex CNNs are also employed for image segmentation,
that is highlighting and labelling areas of an image, and locating objects within an image.

2.3.9.1 You Only Look Once

The you only look once (YOLO) algorithm is one of the cutting edge Al methods for object
detection, at time of writing [132]. YOLO is a one-shot algorithm in that the image of interest
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in processed by the network once, outputting the position and classi cation of objects of
interest in the image. Other methods, such as the region-based convolutional neural network
(RCNN) [133, 134] and the region-based fully convolutional network (RFCNN) [135] are two-
shot techniques, where the image is passed over twice, rstly to locate potential objects of
interest, then to classify them. Single-shot methods like YOLO are generally computationally
cheaper, but lower in accuracy.

The backbone of the YOLO architecture is the basic CNN design shown in Fig 2.14, the full
layout is given in the original paper [132]. As with other CNNs, there are multiple layers of
convolution and pooling, but the output layerisa 7 7 30 tensor containing information
about the location and classi cation of objects in the image, instead of a simple 10-valued
vector for classi cation between 10 di erent possible classes of object.

Figure 2.15: YOLO prediction framework. Taken from the original YOLO paper [132].

YOLO uses a grid system, splitting each image into squares that are each responsible for the
identi cation of objects in that square. The large output tensor is essentially each grid square
proposing potential objects that it contains, their centre coordinates, height, width and class
predictions. The grid square that contains the centre of the object is the owner, however
multiple grid squares may propose the same object, and there may be slightly dierent
shaped proposals for the same object within a grid square. This is handled using a technique
called non-max suppression, which uses a metric called the intersection over union (loU), that
measures how much competing boxes overlap. Simply put, any proposed bounding boxes that
overlap by an amount greater than some predetermined threshold are compared and the box
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with the highest con dence level is kept, while the lower is discarded.

As the model has evolved over time, the architecture has changed slightly. In order to
accommodate objects of di erent sizes there are now multiple outputs for grids of di erent
coarseness. The output tensor is a® S grid where each grid square contain® bounding
boxes, each with two centre coordinates, the height, the width and the con dence for each of
those boxes, andC class probabilities. This gives an output predictionsas & S (6B +C)
tensor. This is shown in Fig 2.15.

YOLO and other object detection models are trained on datasets frequently used by the Al
community such as the common objects in context (COCO) dataset [124]. This means that
there are weights from the trained model available for transfer learning.

2.3.10 Recurrent Neural Networks

Recurrent neural networks (RNNs) are NNs specialised to take sequence data as input [136,
121, 137]. These sequences can be sentences, audio recordings, nancial data or any other
time-series data. RNNs have been used for speech recognition, weather forecasting, stock
market prediction, and translation [138, 139, 140].

One of the issues with sequence data is that the inputs can be of di erent lengths, which is
hard for dense neural networks such as those shown in Fig 2.11 to handle. They also require
the NN to share features learned regardless of where they occur in the input data sequence.
Just as CNNs need to be able to identify if an object is a cat regardless of how big the cat
is or where in the image it appears, RNNs need to be able to identify particular words or
patterns in time-series data regardless of its location in the sentence or series.

To deal with these issues, the architecture of RNNSs is that of a simple, dense NN connected by
a loop back on itself, such that the output at each time step is input back to the network along
with the input for the next time step, as shown nin Fig 2.16. This allows the network to learn
not just from data from each time step independently but combined with information from
the previous time step. Further advances in RNN architecture, such as the long short-term
memory (LSTM) network discussed below, allow for longer term information links between
time steps that are further than one step apart.

Fig 2.16 shows the layout of a RNN. The neural network is shown as a blue rectangle,
equivalent to something like the simple perceptron shown in Fig 2.11. The inputx; each
feed into the network that then takes the next input in the sequence and the output of the
network given the previous input in the sequence as inputs to calculate the output at this
step. This way it is theoretically capable of learning a set of weights that predict an output
given the speci ¢ input in the sequence and the previous inputs. The unravelled view on the
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Figure 2.16: Layout of the recurrent neural network. The right side shows the “unrav-
elled' version of the left side. Inputsx; feed into a network with multiple sets of combined
weights (shown here as blue rectangles) and outpuy;.

right of Fig 2.16 shows the same network at each stage in the input sequence. Note that
depending on the objective of the network there may not be an outpuly; at each step in the
input sequence. For instance, for classi cation tasks, there would only be one output at the
nal step that would be the predicted class, such as with sentiment analysis of a sentence,
where the output might be either positive or negative.

The network of nodes shown as blue rectangles in Fig 2.16 is actually comprised of three
distinct networks that are combined for the sake of simple visual display. The connections
of each of these are represented by the arrows in Fig 2.16. The rst connects the input
layer, regardless of time-step, to the network, as shown by the arrows in from; to the blue
rectangle. The second links the network to itself, the horizontal. The third links the hidden
layer to the predicted output, shown by the arrows from the blue rectangle toy;.

Models can have sequences as inputs and outputs and non-sequences such as images or
numbers as inputs or outputs. For instance a many-to-many model may work for sentence
translation, a many-to-one model might do sentiment analysis as mentioned above, and a
one-to-many model might produce music from random input or it might caption an image.
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2.3.10.1 Long Short-Term Memory Networks

One of the major issues with the simple RNNs shown above is the vanishing gradient problem,
where the network fails to update during training. This is speci cally an issue when models
need to learn long-term dependencies, such as in sentences or forecasting data. In some
sequence data, linked points of information may be far apart, such as verb subject agreement
in long sentences or over multiple sentences, or forecasting data where the present situation
is strongly informed by the situation from many time-steps previously. These points may be
too far apart in the sequence for back-propagation to meaningfully update the model to form

a link between them. Though simple RNNs do learn dependencies from previous values in
the sequence, they are usually limited to the most recent few values. To get around this, the
long short-term memory (LSTM) model was created.

Long short-term memory systems were created in 1997 and used to solve a variety of deep
learning problems dealing with time-series data and language data [141, 142]. The core idea to
get around the vanishing gradient problem is that of a ‘memory cell', that has the capability

to store information from each time-step. This allows the network to remember pertinent
information form as long back as is necessary. Now, at each time-step the information fed
into the network contains the new input datum, the previous output data and the memory
cell data. Additionally there are a set of “gates' that control what information is remembered
and what parts of this time-step's input are kept as the output for this layer.

Figure 2.17: Layout of a long short-term memory network. Blue rectangles are neural
networks such as the perceptron from Fig 2.11. White circles indicate simple element-wise
operations multiplying (*), summing (+) or applying the hyperbolic tan function (tanh).
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The layout of a typical LSTM network is given in Fig 2.17. Here the four di erent networks
are split to highlight the di erent weights that are learned in training to perform di erent
actions. This layout allows the network to ‘remember’ di erent input values form any number

of time-steps ago in the sequence, enabling it to build longer term links between inputs in
the sequence. Thea; values are the same as the horizontal arrows in Fig 2.16, combining
with the sequence input value as inputs to the networks. Thec; values are the remembered
values from the sequence. Though the term values is used, in reality these are matrices of
values that store information about multiple values in the sequence.

From LSTMs the notion of attention mechanism and later the transformer were derived
[143, 144]. Though these developments have been transformational and underpin the GPT
models that are now ubiquitous, they are beyond the scope of this background section.

In this work | apply LSTMs to the task of classifying microbial species from track data, the
4D tracks of microbes are processed to give six time-series features as inputs: the change in
X, y and z direction, the euclidean velocity, euclidean acceleration and the change in angle.

2.3.11 Performance Metrics and Feature Selection Statistics

There are several ways to quantify the performance of a trained model. Typically, the test
data deliberately held back from training is input to the model and the outputs are compared
with the expected outputs in some way to determine how the model has performed. There
are di erent metrics for classi cation and regression tasks; rst, the classi cation metrics are
considered.

Accuracy is probably the simplest, used for classi cation tasks, and is simply the fraction of
correct outputs to total outputs. For binary classi cation tasks this is simple, however there

can be complications for multiple classes, particularly if the sizes are imbalanced. Simply
taking the total number of correct predictions might not be accurate if one of the classes is
much larger than the others, if the model is very good at predicting this class then the overall
accuracy will be high even if it is not good at predicting the other classes, and the opposite

is true if it is terrible at predicting the larger class, but excellent at predicting the smaller
classes. A solution to this is to combine the accuracies across classes in a macro-average,
evenly weighting the accuracy for each class regardless of the size of the test set.

Precision is a measure of the type-I error, taking into account the number of false positives
and true positives. It is the ratio of true positives (TP) to the total of the predicted positives,
true positives (TP) and false positives (FP):

TP
P= 7 FpP



CHAPTER 2. BACKGROUND AND METHODS 38

A precision of 1.0 would indicate that there were no false positives and the model did not
incorrectly label any negatives as positives.

Recall , also known as sensitivity, measures the type-Il error, taking false negatives into
account. It is the ratio of true positives (TP) to the total ground truth positives, true
positives (TP) and false negatives (FN):

TP

R= TP+ EN

A recall value of 1.0 indicates that there are no false negatives, the model did not incorrectly
label positives as negatives.

The values of TP, FP, TN and FN can be plotted in a confusion matrix , that can also be
expanded to show the results of predicting more than two classes. And, although precision
and recall are usually used for binary classi cation, they can be simply extended to multiple
classes using the one-vs-rest method to treat each class' predictions as a binary classi cation
problem. In this way each class then has a precision and recall value.

(a) Example confusion matrix for a binary (b) Example confusion matrix for a three-
classi cation system. class classi cation system.

Figure 2.18: Example confusion matrices. These show the number of samples in each
class and what the model predicted the classes to be.

Figure 2.18 shows two examples of confusion matrices. For the binary system in Fig 2.18a,
class 1 was true and class 2 false, then the top-left would be true positives (TP), top-right
false negatives (FN), bottom-left false positives (FP) and bottom-right true negatives (TN).
For multi-class systems like that in Fig 2.18b these values, precision and recall can only be
calculated for each class individually. To nd the precision and recall values for class 1, the
sum of the relevant values is taken to get FP, FN, TN. For example, considering class 1, the
value of FN would be the sum of the values whose true label is class 1, but whose predicted
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label is class 2 or 3.

If the model has a tunable threshold or con dence level, then the precision and recall values
can be calculated at increasing con dence levels and graphically represented inpaecision-
recall curve . This shows the trade-o0 between false positives and negatives that the model
might give, which may be useful in di erent circumstances, for instance if detecting a disease
it might be crucial to reduce false negatives as much as possible, while false positives are
not as much of a problem. For multi-class systems the PR curve is found for each class
individually.

Figure 2.19: Example of a precision-recall curve. The dashed red line at the top is an
example of a theoretically perfect model curve, and the dashed black line at the bottom is
an example of a curve for a skill-less model.

Figure 2.19 shows an example PR curve. The points are generated for each successive increase
in probability threshold, showing the decrease in precision with the increase in recall. This
allows the model to be tuned, selecting the value of probability threshold that gives the best
trade-o between the two values.

The precision and recall can be combined to form arF-score. Though any number of
di erent combinations of weightings of precision and recall can be used, in this work | make
use of F, the harmonic mean of the precision and recall [145]:

PR

F1=2 ;
1"°P+R

This is a good way to combine the precision and recall values and o ers an alternative value
for quantifying and comparing the success of a model to the accuracy. This measure of
predictive performance can be easily confused with the F-test or F-value that is described
below.

For real-values outputs some measure of the di erence between the values is used. Tihean
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absolute error (MAE) and mean squared error (MSE) are the average of the di erences
and squared di erences respectively between predicted and ground truth values. Theot
mean squared error (RMSE) is also widely used and is simply the root of the MSE.

Object detection has its own set of performance metrics speci cally measuring how good the
bounding boxes are. Box and object losses are used for evaluating the performance of object
detection networks. Box loss is a measure of error between the predicted bounding boxes
(center, x and y extent), object loss is a measure of how good the model is at predicting
whether an object (a scattering pattern) is present in a bounding box.

The area under the curve is called the average precision (AP). loU is a measure of the overlap
of predicted and ground truth bounding boxes. Mean average precision (MAP) is the mean
of the average precision (AP), usually calculated for thresholds of loU, hence mAP(0.5) is
the mAP for objects detected with bounding box loU of at least 0.5 and mAP(0.5:0.95) is
the average of mAP calculated at a range of thresholds from 0.5 to 0.95.

In addition to these measures of performance there are two statistical measures | make use
of to estimate feature importance, the analysis of variance (ANOVA) f-test or f-statistic, and
the mutual information statistic.

The ANOVA F-test is a test of whether the means of two data sets might come from the
same distribution. It is simply the ratio of the variance between data sets and the variance
within the data sets [146].

The mutual information statistic is a measure of variable or data set dependence, in units
of bits, it measures how the uncertainty in one variable, here the target data, changes with
knowledge of another variable, here one of the features. The mutual information between
two variables, y and X is given by:

L(y;X) = H(y) H(yjX);

where H (y) is the entropy of y and H (y j X) is the conditional entropy ofy given X [146].

Note that while the F-test can only capture linear dependency between variables, the mutual
information statistic can capture any dependency.

*k%

The following results sections, chapters 3 and 4 apply the ML methods outlined above to the
problems of speeding up holographic image processing and then species identi cation.



Chapter 3

Al Cell Coordinate Prediction

A substantial part of this chapter has been published [147].

3.1 Introduction

This chapter covers the application of convolutional neural networks (CNNs) to predict the
axial depth of cells from their scattering patterns in holographic images. By axial depth, |
refer to the distance of the cell from the focal plane as inferred from the scattering pattern
(see section 2.2.4; axial depth, axial position and z-axis value are used equivalently). As
mentioned in section 2.3, machine learning techniques can be used to approximate functions
provided a large enough training set of high enough quality of inputs and outputs is available,
and the ML technique used is capable of learning from this training set and generalising from
it. In this chapter | utilise a CNN in a completely novel way to rapidly predict the 3D
coordinates of cells from holographic microscope images.

The layout of this chapter is as follows. First, the motivation for the work done and previous
work done in this area are covered in section 3.1.1. Then data preparation methods are
described before the results are given in 3.2. The results are two applications of ML techniques
to estimate the axial depth of cells. The rst was applying simple CNNs to individual
scattering patterns to estimate the axial depth of the cells alone, which is described in section
3.3. The second application used the object detection CNN “you only look once' (YOLO) to
identify cells, localise them in the plane of the image and estimate the axial depth of the cell;
this is described in section 3.4.

41
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3.1.1 Motivation

The algorithms used to process DHM videos, as described in section 2.2.4, are computa-
tionally intensive, and therefore require extended time periods, large compute resources and
power. Using a desktop computer with a 4-core Intel Xeon, 3.07 GHz CPU processor and
12GB RAM (estimated 98 GFLOPS) the processing took an average of 1.66 seconds per
frame, for DHM videos used in this chapter.

This cost in time and compute would make it unfeasible to perform DHM processing in
certain situations that might be of interest, such as in remote environments or exobiological
life detection [2, 148, 149]. In these situations, where there are substantial constraints on
compute resources and available power, a speed up in processing time, with acceptable trade-
0 s elsewhere, would be a major benet. Videos could be processdd situ, on the “edge’,
instead of having to transmit large video les for processing elsewhere.

Other potential applications or rapid or real-time DHM include the real-time monitoring
of uid ow experiments [150], rapid and remote environmental sampling [151, 152] and
detection of infectious cells [153].

3.1.2 Background

Deep learning has been applied to holography in the study of active matter [154, 155], how-
ever, previous applications have typically been limited to nding the plane at which an object
is in focus in a still image. CNNs have been used as a classi cation tool to determine the
axial position of Madin-Darby canine kidney cells [156]. This has also been treated as a
‘regression problem' when the property of interest (e.g. defocus distance) is continuous and
can vary over a wide range [157].

CNNs and object detection networks have also been applied to the problem of detecting,
localising and analysing holograms of colloidal particles. One approach uses synthetic data
to train CNNs to identify the regions of an image where the scattering pattern of a colloidal
particle is likely to be, then it feeds these regions to a second stage of analysis using a t to
Lorenz-Mie scattering theory to obtain the colloid's position, size and refractive index [158]. A
single-stage detection method has been demonstrated, where synthetic images of scattering
patterns were used to train a second CNN [159]. The authors in that work report that
the localization part of their method attained speeds of about 20ms per frame on idealised
synthetic data, with one particle per frame.

Additionally, a method to classify two morphologically di erent bacterial species using holo-
graphic images with CNNs has been presented [160]. Here the holographic images of the
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speciesAzospirillum brasilense and Pseudomonas uorescensare used to di erentiate be-

tween them. The morphological distinction between them,A. brasilenseappearing as round
dots and P. uorescens having elongated shapes is reported to greatly facilitate the classi -
cation.

3.2 Data Preparation

The images used for training in this chapter were obtained fromE. coli cells swimming in
motility bu er (see appendix A). E. coli cells were cultured using the protocols described in
appendix A and videos recorded using the digital holography setup described in section 2.2.
Nineteen videos were recorded in total for training and evaluating the model: fourteen for
training, three for validation and two for testing.

Raw video frames are rst “normalised’, dividing each pixel value by its median pixel value
over the entire video and scaling the average frame pixel value and the standard deviation
to improve the contrast of the scattering patterns with the background and remove noise, as
shown in Fig. 2.6. The videos were then processed using well established methods [89, 161, 24]
to provide ground truth annotations for the images. These annotations provide the regions of
interest i.e. the scattering rings produced by the cells, used to train the CNN to predict axial
position in this section and the bounding boxes for use in the YOLO algorithm in section
3.4.

For this training data the suspension was diluted with additional motility bu er to a nal
concentration of approximately 2000 cells/ |. This gave approximately 40 cells per frame
in these videos, though some frames contained up to 100 cells. This was found to give a
good balance between imaging a suitable number of cells per frame, while ensuring that the
single-scattering regime is maintained. In addition | recorded several videos using samples
that were not diluted. This "concentrated' data contained approximately 240 cells per frame
and were used to test the trained model as discussed in section 3.4.5.

Cells were imaged at relatively low magni cation (approximately 1 pixel per micrometer)
in order to capture the their swimming trajectories, which may extend for hundreds of mi-
crometers. At these magni cations, E. coli cells (which measure aroundl 2 m) can be
approximated as point-like scatterers.
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3.3 Individual Scattering Pattern Classi cation

Here, | used images of individual scattering patterns to train a CNN to predict the axial depth.
Using data recorded as described above, | used the coordinates from the DHM processing
described in section 2.2 to isolate and extract scattering patterns in the holographic images,
examples of these scattering patterns are shown below in Figs 3.1, 3.2 and 3.3. The CNN
was then trained on these isolated scattering patterns.

| initially tried to treat this as a regression problem, directly predicting the depth valued out-
puts from the model. Though CNNs have been used for regression problems before [162, 163],
| was unsuccessful in this approach. Therefore | treated this as a classi cation problem, bin-
ning di erent axial depths into the discrete output classes, which was much more successful.
That is, scattering patterns were assigned classes depending on what their axial depth was;
using class widths of 30m, all scattering patterns from cells with depth values ranging from

0 mto 30 m were in a class together, then cells from 30m to 60 m etc.

In the remainder of this section | describe the process and results of predicting the depth
class of a cell from the isolated scattering pattern, for class widths of 3Gn to 3 m.

3.3.1 Training Data

In order to ensure that there was no overlap in training and test data, the recorded DHM
videos were split into training, validation and test sets. For this chapter, just the training
and test sets were used. Individual scattering patterns for training the CNN were extracted
from videos in the training set, likewise for the testing the CNN test data. Cells further from
the focal plane produce larger scattering patterns, so | used the axial depth to automatically
estimate the size of image to cut from the video frame to extract the full extent of the scat-
tering pattern. Examples of the scattering patterns are shown in Figs 3.1, 3.2 and 3.3. Some
patterns clearly have other patterns overlapping or obscuring them. Others have multiple
di erent patterns in the image. In both cases | hoped that keeping the pattern of interest in
the centre of the training image would help the model focus on it for training.

CNNs require input images to be of uniform shape, with the usual practice being to digitally
resize the image to a square of xed width. This is because the model has xed architecture,
with inputs corresponding to pixel positions in the images, so for the trained weights to work,
the images must all be of the same shape and size. | chose to reshape all image236 256
pixels using the “transforms' function from the “torchvision' Python library (a part of the
PyTorch project). This could prove problematic for scattering patterns cut o by the edge

of frames, where the patterns would be reshaped in a way that would compress them in one
direction, rendering them misshapen and making it di cult for the model to identify and
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classify.

Fig 3.2, shows that some of the scattering patterns from the edges of the frames are partially
cut o. This could be avoided by using only patterns whose radial extent does not go beyond
the edge of the frame. Or they could be included and padded using either black pixels or
mirroring the image from the part of the pattern completely within the frame. | decided to
keep them and compared the results using di erent methods of padding. The two di erent
methods of padding are shown in Fig 3.4.

Fig 3.3 shows four examples of random scattering patterns used in the training. Here again in
each of the examples are other scattering patterns in the image of various sizes and overlapping
smaller and larger patterns.

Fig 3.4 shows the scattering patterns from Fig 3.2 padded with either black pixels or mirrored
from the opposite side of the image.

| imposed an arbitrary restriction on the total amount of data used for this section, this
was mainly because of the time taken for training and for the image manipulation described
above. | chose a subset of scattering patterns with a good distribution of axial depths, and
a training set made up of 28,000 images of isolated scattering patterns. | used class widths
of 28 m, 10 m, 5 m and 3 m. Given the constraint on overall data, this means that the
smaller the resolution of the classes, the less training data per class there was. This may
mean that the performance of the model when trained with smaller bin sizes su ers.

3.3.2 Results

The CNN | used was ResNet 18 [125], a deep learning image classi er maintained in the
PyTorch project library. ResNet 18 is simple to load and use and has pre-trained weights
available from the ImageNet image database [164]. The pre-trained weights enable transfer

(& Small overlapping (b) A small isolated scat-
scattering patterns. tering pattern.

Figure 3.1: Examples of the smallest scattering patterns used to train the CNN.
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(a) Scattering pattern at edge (b) Scattering pattern at edge
of image. of image.

Figure 3.2: Examples of scattering patterns that are cut o at the edge of the
frame.

learning (see section 2.3.8), which should reduce the training time. The model was trained
for 100 epochs on an Nvidia 3060 GT and then evaluated using the test data. The accuracy
was calculated as described in section 2.3.11, providing an estimate of how good the model
is at predicting the depth class of the scatterpoints in the test set. Here the ground truth is
the depth class that the scatterpoint is in. | found a slight increase in test accuracy using
the mirror padded data set. These results are shown in Fig 3.5.
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(@) (b)

(c) (d)

Figure 3.3: Scattering patterns used in training CNN.

a7
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(a) Pattern from Fig 3.2a padded with (b) Pattern from Fig 3.2b padded with
black pixels. black pixels.

(c) Pattern from Fig 3.2a padded with (d) Pattern from Fig 3.2b padded with
mirrored image. mirrored image.

Figure 3.4: Scattering patterns from the edge of images, padded with black pixels
or mirrored part of the image.

48
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Figure 3.5: Test accuracy of the trained model for di erent axial depth resolutions.
Blue is the mirrored padding data set and orange with diagonal lines is the black padded
data set.
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Fig 3.5 shows the accuracy of the trained model when evaluated using the test set data
for each of the di erent resolutions of depth. There is an unexpected drop in the accuracy
of the “black padded' data at 10 m resolution. Considering the performance of the model
at lower depth resolutions, this is likely an anomaly, probably due to the stochastic nature
of training, that has here resulted in an unusually low accuracy value. Training should be
repeated several times to ascertain if this is the case.

| found that the accuracy of the model was remarkably high, even pushing the axial resolu-
tion down to 3 m. It seems that the model has learned to predict the axial depth from the
scattering pattern, though from what exact information in the scattering patterns is impos-
sible to know. There are di erences between scattering patterns from cells at di erent axial
depths, the size of the central ring, the number of rings and the space between them are all
subtly di erent, and the CNN should be capable of learning from this information.

As the images are automatically resized, it is not possible for the model to have learned the
axial depth class from the size of the image. Depending on the initial size of the image, the
resizing may a ect the apparent resolution of the image. For instance, the smaller patterns

shown in Fig 3.1 appear to have a lower resolution than the larger patterns from Fig 3.3, and
this may also provide information for the model to learn from. Regardless, using a consistent
pre-processing method and robust training set, the information should be consistent, and
allows the model to somehow make accurate predictions of the axial depth.

The rst step in further work would be to see how small the axial depth resolution could be
pushed while still obtaining reasonable test accuracy. Secondly, a fast, automated method
of localising the scattering patterns in the plane before predicting their depth would help
develop a pipeline for rapid, automated 3D cell position estimation. It was this notion that
lead to the use of the object detection network for simultaneous prediction of the cells' planar
and depth location, described in the following sections of this chapter.

3.4 YOLO and Holographic Microscopy

In this section | describe how | used the object detection network YOLOV5 [165], to localise
the cells in 3D from the holographic image data. By considering NNs as general function
approximators [98], the trained NN can be thought of as approximating some part of the
reconstruction and localisation processes. After the large upfront compute cost of training,
the resulting model can run this approximation on very little compute resources. This reduc-
tion in compute requirement enables the holographic processing to be run on single-board
computers (SBCs) such as the Raspberry Pi, and decreases the time taken to process images
on other devices such as the Nvidia Jetson Nano to near real-time speeds.
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(@) DHM schematic from sec- (b) An example of a raw (c) A normalised frame in
tion 2.2. frame, showing scattering which the cells can be seen
from dust on the optical as concentric sets of di raction
element. rings.
(d) The normalised frame with (e) Frames and labels are
our generated training labels saved in format required for
overlaid. training.
Figure 3.6: Work ow to generate training data from (a) to (e). After culturing the

bacteria (see section A), videos are recorded on the DHM then background corrected, and
labels are generated using the coordinates obtained from standard DHM routines (see section
2.2).

In the previous section 3.3 | described how a CNN is capable of learning enough information
from images of scattering patterns to determine the axial position of the cell. This can be
developed further, by incorporating more of the DHM processing into Al using YOLO, to
determine the planar and axial position simultaneously.

Initially, 1 planned to use YOLO to locate the scattering rings in the plane, then pass these
rings to the CNN trained in the previous section to estimate the axial depth. This would
require an annotated data set of training images with lists of the positions and radial extent
of all scattering patterns in those images, so that YOLO could learn to predict the bounding
boxes that would encompass the scattering patterns. The simplest way to do this would be
by inspecting each image by eye and making annotations by hand to generate the training
bounding boxes. However, this would be extremely time-consuming, and unfeasible for a
data set of around 15000 images, each containing around 40 scattering patterns that would



CHAPTER 3. Al CELL COORDINATE PREDICTION 52

need annotating.

To automate the labelling of the data, | had the idea of using the axial position of the cells to
scale the size of the bounding boxes as an approximation of the radial extent of the scattering
patterns. This worked because, cells further from the focal plane produce larger scattering
patterns, and there is a roughly linear relationship between the axial position of the cell and
the radial extent of its scattering pattern.

During the investigation into the relationship between the axial position and the height and
width of potential bounding boxes | realised that a simpler overall solution may be available:
mapping the axial depth to the radial extent of the scattering ring. With this | could use the
inverse to infer the axial depth of cells from the bounding boxes. If the YOLO model could
be trained to learn this relationship, this would simultaneously enable the prediction of the
location in the plane and axial depth of the cell in one pass.

An overview of the process used to generate training annotations is shown in Fig 3.6.

3.4.1 Data Annotation

Figure 3.7: Example of ellipses drawn over scattering patterns in holographic mi-
croscope image, drawn in ImageJ.

In order to determine this relationship between axial depth of cell and radial extent of scat-
tering pattern | manually drew ellipses around a sample of scattering patterns. The “elliptical
selections' drawing tool in ImageJ [166] was used to encircle the scattering patterns, and then
the semi-major axis was taken to be the diameter of the patterns as shown in Fig 3.7.

Around 200 points from the training set (see 3.4.2) were randomly selected over a range of
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