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Abstract

This thesis proposes an adaptive bandwidth allocation module (ABAM) for GALS
NoCs that dynamically changes the bandwidth of channels by providing bandwidth
adaptivity over bidirectional channels in multi-synchronous routers. The ABAM
exploits temporal variations in bandwidth requirements by monitoring the state
of the input and output bu ers. The novel approach developed in this thesis is
based on decreasing the frequency of the channels, resulting in a reduction of power
consumption and temperature; this leads to a simpli cation of physical constraints

and an increase in reliability due to reduced electromigration and crosstalk.

To carry out system-level experiments, the authors developed Septimius, a highly
customisable synthesizable NoCs experimentation platform. Initial experiments
were performed utilising two nodes connected via a single channel using RTL
simulation. This focus on a single channel’s behaviour allowed the isolation and
analysis of ABAM parameters and their impact on system performance, indepen-
dently of other factors that could in uence system performance, such as routing,
arbitration, application, task mapping, etc. Proof-of-concept system-level exper-
iments veri ed the agreement between hardware simulation and emulation and

validated the results obtained by single-channel experiments.

The research highlights that adaptively changing the frequency of bandwidth real-
location depending on workload variations can provide better utilisation of chan-
nels in GALS-based NoC. However, the negative impact on network performance
in terms of average packet latency is signi cant. The research also identi es sev-
eral correlations between adaptive bandwidth allocation parameters and resulting

e ects under di erent tra c loads and distributions.
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Chapter 1

Introduction

Today, the number of electronic devices used during our daily lives has increased
and will increase even further with the introduction of IoT. This increased number
of electronic devices and, hence, data has led to a huge demand for computational
power which has been largely met through advancement of silicon implementation
technologies. Moore's law [3] and Dennard's scaling [4] predictions have held true,
and transistor scaling allowed higher transistor densities, faster switching frequen-
cies, and lower power consumption in integrated circuits (ICs) until around 2010.
However, as transistors are scaled down, fundamental physical properties, such as
leakage current and thermal dissipation, have posed more limitations and chal-
lenges in the design of complex VLSI systems. For instance, the threshold voltage
of the transistors cannot be scaled together with the die supply voltage without
increasing the delay or leakage of the transistors [5]. Hence, as the densities in-
creased, the power no longer remained constant and started to increase. This led
to the notion of Dark Silicon, where all parts of the IC cannot be powered at the
same time to meet thermal design power (TDP) constraints as a consequence of
the thermal increase that results from the scaling of the transistor density with
each generation [6]. Furthermore, wires had to be scaled with transistors and, due
to the exponential decrease in the width of interconnects on ICs and the increase in

device density, length scaling has increased as well as current densities. Therefore,
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IC devices are more susceptible to crosstalk and electromigration, and in recent

years, this has become a major concern not only for power and clocking wires.

Due to these issues and other challenges, covered by the International Technology
Roadmap for Semiconductors (ITRS) and International Roadmap For Devices and
Systems (IRDS) reports, that arise from fabrication, such as process variability
and manufacturing defects, as well as those posed by post-manufacturing faults
due to device degradation and ageing, the design of complex digital systems has

to change, taking into account all of these challenges.

1.1 Network-on-Chip

Through transistor scaling, computational demands have been mainly met through
the possibility of increasing the number of processing cores/processing elements
(PEs) on the chip and the possibility of operating them at higher frequencies. This
linear increase in performance due to the increase in core count is limited by the
degree of parallelism in application tasks and by the performance of sequential
cores[7]. This implies that on the one hand, the hardware architecture has to
provide improved computational power, while on the other hand, software devel-
opers need to take the maximum advantage of the new hardware architectures by
developing parallel, distributed algorithms that t the many-core paradigm. The
computational power of traditional multi-core architectures is no longer governed
solely by the performance of the cores, but also their interconnect communication
performance. That is, as the number of PEs increases, the chip interconnect be-
comes the bottleneck of the overall system performance. Traditional bus-based
interconnects lack scalability and predictability and are not capable to keep up
with the increasing requirements of future SoCs in terms of performance, power,
timing closure, scalability, etc.. Furthermore, wiring delays, due to increased ca-
pacitance and resistance, have become predominant in gate delays and cannot be

neglected in circuit design[8]. The wires occupy substantial area of the chip and,
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therefore, interconnects dominate both performance and dynamic power dissipa-
tion, as signal propagation would require several clock cycles to traverse across the
chip. Therefore, a paradigm shift in SoC design is needed, where a scalable low
latency and high-bandwidth communication fabric is critical to between di erent

cores/PEs on the chip [9].

Network-on-Chip (NoC), a communication-centric paradigm, has been proposed
to overcome the limitations of traditional on-chip interconnects, by providing a
separation between the computation and communication of the system by relaxing

the limitations and constraints of physical design [9, 10].

A typical NoC architecture, shown in 1.1, is an interconnection communication
layer consisting of basic network interfaces (NI), routers, and links. Each PE is
connected to a local router through NI. The combination of a PE and a local
router is referred to as a node. Data transmissions in NoCs are parallel and
can occur simultaneously on all links providing low-latency and high-bandwidth

communication.

By partitioning the system into tiles/nodes, the majority of long wires are reduced,
except for the channels that connect routers, leading to an implementation with
low delay and power consumption with acceptable noise levels [11]. NoC archi-
tectures can naturally be adapted to operate in Globally Asynchronous Locally
Synchronous (GALS) mode where nodes can be considered as separate regions
(clock domains), asynchronous or quasi-synchronous to one another. This relaxes
the design constraints of distributing the global clock signal with an acceptable
skew across the chip, since each node/router can be assumed to be clocked with a

di erent clock, the same frequency, but with a di erent phase [11].

Furthermore, existing mechanisms such as Dynamic Voltage and Frequency Scaling
(DVFS) and clock gating can still be used to control the power consumption
of each node individually, managingDark Silicon. Reusability is another main
feature of NoCs as existing third-party intellectual property designs (IPs) can be
integrated with the routers via standard network interfaces, and the same routers

could be used to design di erent network architectures for di erent applications
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Figure 1.1: Typical NoC of 9 Nodes

leading to shorter cycles to market. Furthermore, in a system with high number
of IPs/PEs, NoCs provide more reliability and tolerance to process variability
and manufacturing defects as well as post-manufacturing faults as they provide

alternative routes and resources.

Nonetheless, the bene ts of adapting NoC customisation are not without problems.
To allow re-usability, the router's network interface has to support communication
between sockets of dierent protocols (AXIl, OCP, Wishbone, proprietary,etc.),
each of which is highly parameterized, as existing IPs utilise di erent protocols
and interfaces. Connecting di erent IPs, which might require di erent operat-
ing frequencies and di erent data widths, adds to the complexity and variability
of tra ¢ patterns in the network; hence, guaranteeing performance and meeting
required Quality of Service (QoS) becomes a real challenge. Although the same
router or network design can be used for di erent applications and products, veri-
fying the implementation of the system with di erent IPs integrated with the NoC

is a much more complex problem and requires substantially longer time for a full

veri cation of the system including functional and performance validation, as well
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as the validation of correct transaction between each node and all other nodes.
Even though power can be managed per IP/node in the NoC through clock gating
or DVFS, voltage and power domain crossing becomes challenging, as communi-
cation between IPs and between the IPs and the SoC power controller becomes
of high importance and can have direct consequences the system's performance
as well as the system's reliability. Other back-end challenges due to distributed
power management include the placement of di erent level-shifters and the con-
straints imposed by it [11]. As technology advances and the densities increase
with every generation, IPs/PEs shrink at a level higher than the NoC, which has
to be spread across the die, necessitating longer wires. Therefore, adjusting the
number of wiring in communication bundles locally to meet back-end constraints

and performance requirements is of paramount importance.

As the complexity of software increases exponentially with the increase of the
hardware complexity, any change of the network layer demands a change in the
many di erent software layers, including applications, operating system, middle-
ware, etc.. In order to reap the bene ts of this new paradigm, all of the software
layers need to collaborate and be developed taking into account the new archi-
tecture to ensure the system's reliability and security. The network needs to be
observable to di erent layers with di erent degrees to allow optimal debugging,
scheduling, task mapping, runtime managementgtc.. However, observation col-
lection is expensive for on-chip and real-time observation of the whole tra c on the
NoC is not feasible, and thus new mechanisms for predicting and approximating

the network's statues and real-time tra c ows are needed.

NoC development overlaps the entire lifetime of the SoC design project: from
the early SoC architecture phase to implementation, integration, and veri cation,

to fabrication, validation, and software integration, this communication-centric
paradigm requires vast and complex knowledge from various scienti ¢ elds, from
the top level of application software to the undermost solid-state physical inter-
connection. Therefore, NoC research is usually categorised and resolved into three

di erent layers of abstraction:
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" The Application layer deals with application mapping, task mapping and
communication scheduling. The target applications are broken into a set of
computation and communication tasks in order to optimize performance fac-
tors. The main challenge in this layer is mapping tasks on the network's PEs
topologically while considering complex e ects of the network during task
execution which can potentially change. Examples of such e ects include

congestion of tra c, node temperature increase, and broken link wires.

The Network layer deals with network topology, routing schemes, arbi-
tration, switching modes and ow-control methods. As it focuses on many
aspects of the NoC, the main challenge in this area is the enormous number
of possible options that can be chosen and the e ect of each of these decisions

on performance, power, area, and reliability.

The Physical layer deals with error control schemes, and physical links uti-
lization in order to provide high reliability and bandwidth while decreasing
power consumption, area and latency. The main challenge in this layer is
dealing with all possible unreliability and error sources caused by technolog-

ical advances to ultra-deep sub-micron.

Early research in the NoC area focused mainly otesign-time approaches, which
are typically tailored for a speci c application domain or a speci ¢ application re-
sulting in an application-speci c NoC. The NoC parameters, such as its topology,
routing, and switching scheme, are provisioned at the design time [12]. However,
the focus has been shifting towards general-purpose NoCs andtime approaches
that allow NoCs to recon gure their behaviour/structure autonomously at run-

time.

For instance, the size of the channels in NoCs is traditionally a design-time de-
cision. From the application layer view, the size of the channels should support
the worst-case tra ¢ workload for a specic application/s. However, from the

physical layer view, the implemented link should have low area, low power con-

sumption, and low delay with acceptable reliability. This design time approach
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limits the capability of the NoC; large channels require more area and consume
more power but can support more workloads from di erent application domains,
whereas smaller channels require less area and have lower power consumption, but
cannot support as many applications' workloads. As a consequence, several run-
time adaptive bandwidth allocation approaches have been proposed to allow the
channels to be recon gured dynamically, according to the application to be run or
the network's runtime state (tra ¢ workload and congestion), in order to be able

to provide more bandwidth with the same channel size, hence, minimising delays
to support more workloads from di erent application domains with an acceptable
overhead in terms of power and area. However, these approaches have only been

considered for synchronous architectures and lack hardware validation.

1.2 Hypothesis

The main objective of this thesis is to investigate the potential of adaptive band-
width allocation to improve the utilisation of resources in GALS-NoCs, namely

channels.

The research question: Can adaptive bandwidth allocation be used in GALS NoCs
in order to maximise channel bandwidth utilisation and gain additional desired

features with minimal compromise to the network's performance?

Therefore, in this thesis, we propose and evaluate the rst dynamic runtime chan-
nel bandwidth allocation approach for GALS-based NoC systems considering its

impact on the systems performance based on the following hypothesis:

Hypothesis: Graceful adaptive bandwidth allocation can increase network uti-
lization with minimal compromise in network's performance of GALS-based NoCs,

while reducing power and improving reliability.

With the following supporting subhypotheses:
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" Sub Hypothesis 1. Even taking into consideration the delay introduced by
synchronisation in GALS architectures, which a ects the optimal bandwidth
reallocation frequency, dynamic bandwidth allocation still have potential to

improve channel's utilisation.

Sub Hypothesis 2: Adaptively changing the frequency of bandwidth real-
location depending on the workload variations can provide better utilisation

of channel's bandwidth in GALS-based NoC.

This proposed approach aims to maximise channel bandwidth allocation in GALS-
NoCs while providing additional gains and features due to the reduction in fre-
guency of the channel such as reducing dynamic power consumption and leakage
power, increasing reliability against electromigration and cross-talk, decreasing
heat generation, reducing TDP constraint limitations as well as complementing
techniques which are commonly used in GALS-NoC such as DFS and DVFS.
These additional gains and features, which are not the focus of this thesis, come
at the expense of reduced performance, speci cally throughput and latency, which
are investigated in this thesis. The approach has been implemented in the form of
an Adaptive Bandwidth Allocation Module (ABAM) and has been incorporated

into the Septimius experimentation emulation platform for hardware validation.

1.3 Methodology

The work presented in this thesis explores how GALS based NoCs can be made

more e cient by using self-recon gurable bidirectional channels by analysing:

" The impact of synchronisation latency in GALS on adaptive bandwidth al-
location and resulting system performance compared to typical GALS-NoC

systems.

" The behaviour of the links of a typical GALS-NoC, to gain insights into the
distribution of time where a link could have been utilized across di erent

load injection rates and temporal distributions.
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" The main parameters of the ABAM, namely the number of recon gurations
and the average transmission pause time across di erent load injection rates
and temporal distributions in order to understand the correlation between

both parameters.
~ The impact of channel recon guration time on the performance of ABAM .

" E ects of tra ¢ temporal distribution (burstiness) on the ABAM's perfor-

mance.

This exploration is carried out through a set of experiments, which can be divided

into two categories; single-channel and system level.

Single-Channel Exploration (Chapter 6) . To evaluate and explore the e ec-
tiveness of our runtime adaptive bandwidth allocation implementation, a series
of experiments have been conducted. The experiments carried out are of a com-
parative nature and primarily utilise the AMD-Xilinx Vivado 2022.2 ISIM RTL
cycle accurate simulator. The experiments are performed using two Septimius
GALS-NoC systems, each consisting of two nodes connected via a single channel.
This focus on the channel's behaviour allows for the isolation and analysis of the
impact of the ABAM, independent of other factors that could in uence system

performance, such as routing, arbitration, application and task mapping, etc.

A schematic representation of a two-node NoC con guration is depicted in Fig.1.2,

where all three systems employ an identical internal router micro-architecture.

Two of these systems are conventional GALS-NoCs with full-duplex channels; how-
ever, one systemT-NoC-S) operates at half the frequency of the second system
(T-NoC-F). These two systems serve as baselines for comparison with the third
system (ABAM-NoC ), which incorporates our proposed mechanism, featuring a
router frequency similar to the rst system and a channel frequency comparable

to the second system.

Simulations are run with both nodes generating packets with varying packet injec-
tion rates and burst lengths. Through a statistically-signi cant number of experi-

ments, this setup would allow the exploration of channel's utilisation, the frequency
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Figure 1.2: Single Channel Setup

of bandwidth allocation (direction change), and e ects of synchronisation latency
on the proposed mechanism with two opposite directed tra ¢ ows in the absence

of any contentions (from other tra c ows).

System Level Exploration (Chapter 7) . From a system level perspective,
there are various changing parameters in the network that would have an e ect
on its overall system performance, such as spatial and temporal tra c variations,
task-mapping, routing algorithms, arbitration, bu er-size, etc. The number of
possible options for each of these parameters increases the number of simulation
runs exponentially, and the total time for each simulation run increases with each
additional node. Also, for the validation and generalisation of the results obtained,
the behaviour of the system needs to be observed over hundreds of thousands to
several million clock cycles. Therefore, in order to explore the design space and val-
idate the e ectiveness and scalability of our adaptive bandwidth allocation mech-

anisms on a system level, a hardware emulation platform needs to be used. Since
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no supported emulation tools were available, in order to carry out system-level
experiments, we developed a highly customisable synthesisable NoCs benchmark-
ing and experimentation platform (Chapter 3) that supports synchronous and
multisynchronous architectures and allows scripting to de ne batch experiments
for statistical evaluation and characterisation of performance and communication

workloads.

The platform allows for the generation of di erent synthetic tra ¢ patterns with
varying temporal distribution as well as allowing the user to map task-graphs
manually. The emulation process is fast and accurate and the collected data
and measurements allow for statistical analysis to be performed to derive detailed

insights of di erent behaviours of the system and trac ows.

Two baseline GALS-NoC implementations with two dierent clocking regions
are implemented and compared to their counterpart NoC implementations with
ABAM. To extend the evaluation of ABAM performance to the system level,
three di erent task mappings of aFork-Join task graph are run on three di erent
GALS-NoC systems with three varying temporal tra ¢ distributions. The task
mappings delineate three distinct scenarios concerning the optimality of ABAM's
performance. The initial task map represents an optimal scenario characterised by
acyclic tasks, the second task map includes a partial cycle, whereas the nal task
map is entirely cyclic. To ensure the acquisition of realistic and statistically valid
results, experiments using these task graphs are executed on each implementation
for extended durations. This extended execution period allows for comprehensive

pro ling of the system's behaviour.

The performance of all three systems, obtained by both simulation and emulation,
is compared in terms of throughput and average packet latency to validate the

experimental results of the proposed approach.
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1.4 Research Contributions

1. We propose a novel runtime mechanism for allocating bidirectional channels

bandwidth according to tra ¢ demands in GALS-based NoC system.

" Unlike previously proposed mechanisms [13{18] for synchronous NoC
systems, the proposed mechanism is the rst bidirectional bandwidth
allocation mechanism for multi-synchronous GALS-based NoC systems
and adaptively changes the frequency of bandwidth reallocation. The
novel approach is based on reducing the frequency of the channel and
utilising adaptive bandwidth allocation in order to maximise bandwidth
utilisation and gain additional features with minimal degradation in

performance.

Unlike [13, 15{17], the mechanism proposed is in implemented in the
form of ABAM as a plugin at the router ports and does not require
doubling the crossbar nor VCs. This entails that it can plugged into

any system including those with VC's.

Unlike the mechanism proposed in [18] where the full-duplex channel is
replaced with bi-directional channel of half the total bandwidth (space
reduction) for better area and power utilisation, our mechanism re-
duces the frequency of the bi-direction channel (frequency reduction)

for better thermal (reliability) and power utilisation.
2. Adaptive Bandwidth Allocation Module (ABAM)

" The novel approach has been implemented in the form of an ABAM.

" A new version of the ABAM (ABAM V2) has been designed and im-
plemented based on the ndings from Experiment 1 and the analysis of
ABAM parameters. ABAM V2 does not pause the transmission fully
throughout the period of recon guration. The node relinquishing a link
is allowed to resume its transmission as soon as the receivers FIFOs in

the next nodes become empty.



Introduction 13

" A third version of ABAM, based on ABAM V2, (G-ABAM) which
gracefully adapts the delay between recon gurations according to the
tra c requirements is also designed implemented and its performance

Is benchmarked against typical GALS-NoC.
3. This research is the rst to analyse and identi es:

The impact of synchronisation latency in GALS on adaptive band-
width allocation and resulting system performance compared to typical
GALS-NoC systems.

The links of typical GALS-NoC to gain insights into the distribution of
time where a link could have been utilized across di erent load injection

rates and temporal distributions.

The main parameters of the ABAM, namely the number of recon gu-
rations and the average transmission pause time across di erent load
injection rates and temporal distributions in order to understand the

correlation between both parameters.
The impacts of channel recon guration time on ABAM performance.

The e ects of Tra ¢ Temporal distribution (burstiness) on ABAM per-

formance.

The correlations between the ABAM parameters, the granularity of the
channel, tra c load, and distribution, and their e ects on the perfor-

mance of the ABAM and resulting performance of the system.

4. Septimius emulation platform

" The platform has been implemented in synthesisable VHDL to under-
stand the e ects of the interconnected router's micro-architectural ele-
ments on the channels as well as having full control over the signals at

the lowest level which aids in the development of ABAM.
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" It provides the capability of exploring and evaluating typical NoCs both
with synchronous and multi-synchronous GALS architectures. In ad-
dition, ABAM has been incorporated into its component library allow-
ing the exploration and evaluation of dynamic bandwidth allocation
both synchronous and multi-synchronous architectures. In this thesis,
two typical GALS-based NoC systems are used as the upper and lower
bound baselines to evaluate and benchmark the performance of a third
GALS-based NoC system which incorporates ABAM. All three systems

are produced using the Septimius platform.

The emulation platform is used for system-level experiments in order
to validate the e ectiveness and scalability of our approach, as well as

the experimental results obtained by simulations on hardware.

1.5 Thesis Structure

This thesis consists of seven chapters and is structured as follows:

" Chapter 2is a background chapter that provides an overview of NoCs, fo-
cusing mainly on the network layer. Understanding the network layer and
the routers micro-architectural elements and options is essential as all these
elements are interconnected and any simple change in any one of them would
result in a totally di erent behaviour of the system. Although this chapter
covers the majority of the network layer's background, the background of
channels in NoCs as well as bandwidth allocation will be covered later in

chapter 4 in more detail.

Chapter 3introduces the Septimius emulation platform and describes all its
components and their architectural design, implementation and veri cation.
The development of the platform has enabled to deepen the understanding
of the concepts and various router components, in chapter 2, and their in-
teraction. Also, it enabled low level control of the signals. The platform has

been utilised in the two node NoC setup experiments in RTL simulation.
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" Chapter 4starts with a background on channels in NoCs and explores di er-
ent considerations that must be taken into account when designing channels.
After that, the chapter highlights and reviews prior proposed bidirectional

link-capacity allocation mechanisms and approaches in NoCs.

Chapter 5 starts with a summary of the observations from prior chapters,
highlighting the assumptions which led to the proposed approach. The ap-
proach is presented and the design and implementation of the mechanism
which takes the form of Adaptive Bandwidth Allocation Module (ABAM) is

covered.

Chapter 6 describes a series of experiments that have been conducted in
order to investigate the feasibility of dynamically allocating bandwidth in
GALS and its impact on the systems performance. The experiments are of
a comparative nature and primarily utilize the AMD-Xilinx Vivado 2022.2
ISIM RTL cycle accurate simulator. The experiments are performed using
two or more Septimius GALS-NoC systems, each consisting of two nodes

connected via a single channel.

In Experiment 1 (6.2) the performance of theABAM-NoC system is com-
pared to two typical NoC GALS-based systems. These systems are used
as an upper bound and a lower bound baseline, respectively, in terms of
average bandwidth utilisation, average packet latency, and throughput for
various injection rates across di erent temporal distributions of tra c. This
comparative analysis provides a holistic understanding of how the proposed
approach compares with typical designs. Afterwards, the links of the typi-
cal NoC are analysed to gain insights into the distribution of time where a
link could have been utilised across di erent load injection rates and tem-
poral distributions. Experiment 1 enables the examination of the validity of

subhypothesis 1.

Subsequently, the main parameters of the ABAM, namely the number of re-

con gurations and the average transmission pause time, are analysed across
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di erent load injection rates and temporal distributions in order to under-

stand the correlation between both parameters.

A new version of the ABAM design and implementation (ABAM V2) is
brie y covered, based on the ndings of Experiment 1 and the analysis of the
ABAM parameters. ABAM V2 does not completely stop the transmission
during the recon guration period. The node relinquishing a link is allowed
to resume its transmission as soon as the receiver FIFOs in the next nodes
become empty. Afterwards, experiment 2 is presented, where the impacts of
channel recon guration time on ABAM performance are analysed by com-
paring (ABAM-NoC), (ABAM-NoC V2), and (ABAM-NoC P), where the

latter is designed to increase the recon guration time by 10 clock cycles.

The design and implementation of yet another version of the ABAM, based
on ABAM V2, (G-ABAM), which gracefully adapts the delay between re-
con gurations according to tra c requirements, is brie y described before
presenting Experiment 3, where the e ects of limiting the number of recon-
gurations on system performance are investigated by comparing-ABAM-
NoC to three other systems based on (ABAM-NoC v2) that have a constant
delay between recon gurations. This experiment enables us to examine the

validity of subhypothesis 2,

Finally, in Experiment 4, the G-ABAM-NoC system is compared to the
upper-bound typical NoC system in terms of average bandwidth utilisation,
average packet latency, and throughput for nine di erent temporal tra c
distributions, each across di erent injection rate con gurations. This com-
prehensive analysis seeks to substantiate the proposed hypothesis and as-
certain the speci ¢ temporal distributions in which ABAM exhibits optimal

and sub-optimal performance.

In this chapter, along with the results of the experiments, we included general
guidelines for any future enhancements of ABAM in GALS-NoCs based on

the identi ed correlations between the di erent parameters.
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" Chapter 7presents the empirical work and analysis at the system level using
the Septimius emulation and simulation platform, introduced in Chapter
3, to benchmark and compare several di erent NoC systems using three

di erent task mappings of a Fork-join task graph.

The chapter starts by detailing the experimental setup and the task graph
utilised. After that, the performance of the three systems is compared in
terms of throughput and average packet latency for each task map. The
experiments are run in both simulation and hardware emulation, and the
results of the two are compared. The chapter ends with a comparison of

simulation and emulation in terms of execution time.

Chapter 8 summarises and discusses the conclusions of the experiments
and suggests further work that could be undertaken with the ABAM and

Septimius.






Chapter 2

Background on Network-on-Chip

2.1 Network Topology

The e ciency of interconnection networks stems from sharing the intercommuni-
cation medium (routers, shared-bus). The network's topology de nes how these
routers are connected to each other, as well as to the PEs. [1, p.45] suggests
choosing a topology, based on the available packaging technology, with the mini-
mum cost to achieve the required performance. According to [19, p.14], the most
important design choice that needs to be made is the topology of the network,
as it will determine several physical properties, such as wire length, node degree,
and areas of congestion. The topology would largely dictate the possible routing
protocols and ow-control techniques that could be used. This is due to the fact
that routing schemes and ow-control methods need to make use of and exploit the
properties of the network's structure. Hence, choosing a topology will in uence

performance, power, area, and reliability of the network.

Ultimately, it is desirable for the chosen topology to have a smaller diameter,
lower average distance, smaller degree of nodes, greater number of links, a larger
bisection bandwidth width, and a higher path diversity [1, p.45] . The choice of a
topology could be restricted by its complexity de ned as the number of links and

the ability to layout on-chip.

19



Background on NoCs 20

Bisection width is de ned as the minimum number of edges to be cut in
order to bisect the network into two equal sets of nodes [20, p.361]. Higher
bisection width results in higher throughput [21, p.28]. This metric is usually
associated with o -chip networks and less useful with on-chip networks as

there are abundant global wires [2, p.29].

Network diameter is the maximum shortest path between any pair of

nodes in hop count [19, p.14].

Average distance is the average minimum distance between all pairs of IP
cores in the network[2, p.30]. Latency is proportional to the average distance

of the network in hop count.

Node degree is the number of links at each node connecting it to its neigh-
bours. The number of links is directly proportional to node degree. A higher
node degree equates to a higher number of links. Thus, the bandwidth in-

creases as well as the implementation complexity of the router [21, p.28].

" Path diversity , a topology with greater path diversity, allows multiple
shortest-path between a source node and a destination node. This allows
exibility in designing routing schemes. In topologies with path diversity,
routing schemes can be designed to provide several important features, such
as balancing the load within the network and routing around faults. This
increases the networks' reliability with minimum overhead (in terms of hop

count) [2, p.30].

Maximum channel load is determined by the channel with the largest

tra c fraction for a speci c tra c pattern.

For any given topology, these metrics are utilised to work out minimum and max-
imum bounds for the network's throughput and latency assuming uniform tra c,

with ideal routing and ow-control.

Networks can be classi ed by their structures' regularity to regular and irregular

[11, p.20]. Nodes of a regular network have the same degree. Generally, regular
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Figure 2.1: Classi cation of Networks Based on Their Structure

topologies assume homogeneous networks, whereas irregular topologies assume
heterogeneous networks [11, p.20]. Regular topologies o er lower cost, design
time, and e ort to redesign. On the other hand, irregular topologies, shown in
Fig.2.1, provide optimal area, power consumption, and performance for specic

applications [11, p.21].

Therefore, irregular topologies are more accepted for current commercial products.
Ultimately, the choice of the network's topology regularity boils down to whether

the network in hand is an Application-Speci ¢ NoC [19, p.263]. [1, p.164] discour-
ages choosing irregular topologies due to several possible issues such as dynamic
load imbalance, limitation to the remapping of tasks, routing in exibility, and

poor scalability. It is almost always better to use a general-purpose network than

to design a network with a topology matched to the problem [1, p.46].

Networks can also be classi ed according to their topology:

1. Shared-Medium Networks: These types of networks have been used to
connect a small number of components and are considered the least com-
plex. They are the most widely used and have been the standard in SoC
environments [21, p.24]. For instance; in shared-bus systems, all compo-

nents are connected through a bus sharing a single channel and only one
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component may use the bus at any given time. An arbiter/bus controller

is used to deal with collisions [22, p.22]. Although buses are inherently an
e ective broadcasting medium, they su er from poor scalability, as every
time an IP is added, the saturation of the channel increases [2, p.32]. In
addition, increasing the number of IPs connected to the bus leads to a high
propagation delay, and intrinsic parasitic resistance and capacitance. Thus,
bus systems su er from high latency and low throughput [22, p.22]. Some
examples of commonly used on-chip bus-based networks include OpenCore
Wishbone Bus [23], IBM's CoreConnect [24], and ARM's AXI [25] bus ar-
chitectures. Patil et al. [26] has made a review of these system-on-chip bus

protocols.

2. Direct Networks (Point-to-Point): In these networks, each PE is con-
nected to a router, creating a node. Consequently, there are also known as
router-based networks. Besides routing tra ¢, each node can be a terminal
node (a source or a sink node) [20, p.13]. Each of the network's nodes has
a direct connection to some of its neighboring nodes. This type of network
exhibits several advantages, mainly, simplicity and scalability [11, p.21]. As
the number of PEs increase, the number of routers also increase leading to an
increase in the total bandwidth. There is an obvious trade-o between com-
plexity/area/power and the number of connections between nodes. Some of
the most used direct networks include 2D/3D-Mesh, 2D/3D-Torus, Hyper-
cube, Ring, and Octagon. 2D-Mesh topology, Fig.2.1, is one of the most
used topologies [27, 28]and one of the most assumed topologies in academia
for on-chip networks [29, p.8]. This is due to its simplicity, scalability, and
it maps well to the 2D VLSI planar layout [30, p.98]. The major disadvan-
tage of Mesh topology is its long diameter, which increases latency. Express
Cube topology is proposed to overcome this issue by introducing longer by-
pass links [31]. Due to its long wires linking edge nodes, 2D-Torus topology
[32], shown in Fig.2.2, is mostly used for o -chip networks. Folded 2D-Torus
and Hierarchical-Mesh topology is therefore proposed for on-chip networks

where another connection is used between nodes and is slightly longer, 2
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Figure 2.2: Direct Networks

hop-distance, compared to regular Mesh and Torus topologies. Links are of

a similar length at the expense of asymmetry as shown in Fig.2.2.

3. Indirect Networks (Switch-based): Also known as Multistage Intercon-
nection Networks (MINs). In these networks, not all routers are connected
to PEs and there are two types of nodes in the network: terminal nodes
and switching nodes. Switching nodes are routers connected to other nodes
and only used to traverse tra c. Unlike terminal nodes, they cannot be a
source nor a sink node. Switches are identical and organized in stages with
a sequential connection between them; meaning routers at stage N are only
connected to routers at stages N+1 and N-1. Most indirect topologies are
tree-based or logarithmic providing a shorter hop count. Therefore, they
exhibit lower latency when compared to direct topologies [33, p.94]. On the
other hand, some of these topologies su er from congestion in the nodes near
the root/edge and have a limited path diversity. The former results in lower
bandwidth and the latter results in load imbalance. Indirect Networks are
mostly used o -chip as they do not map well to the 2D VLSI planar layout,
except for attened butter y topology. Fat-tree and Butter y topologies,

shown in Fig.2.3, are the most used indirect network topologies [34].
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Figure 2.3: Indirect Networks (MINS)

4. Re-con gurable Networks: As mentioned, early topology research fo-
cused on either general-purpose or application-speci c NoCs in order to
achieve certain performance requirements. Approaches to deal with NoC
topology design can be classi ed into design-time synthesizing and cus-
tomization approaches [35]. Though, state-of-the-art research of NoC topol-
ogy has shifted focus towards the run-time recon guration of on-chip in-
terconnects to gain higher performance and reliability with smaller power
consumption for the running application. The topology customization ap-
proaches proposed in [36], re-con gures to create long/direct links between
nodes when needed and allow bypassing by combining two di erent ow-
control mechanisms. Most research has been conducted and implemented
using re-con gurable FPGA-like devices/hardware. Despite the exibility
FPGAs o er, they are power-hungry devices. Then again, research is being
conducted to develop power-e cient FPGA or FPGA-like devices, such as

the work proposed in [37].



Background on NoCs

25

Ring Mesh Torus
Metric Formula
16-ary 1-cube  4-ary 2-cube 4-ary 2-cube
Number of nodes Kn 16! 42 42
2-corner, 3-edge,
Degree D=2n 2 4
(4- center)
Average degree Davg 2 3 4
Max hop count src+ dest 8 6 4
(% if K even =3 =4 =3
Average hop count Hmin = nl(K 1) it K odd
i K Hmin =8 Hmin =2:67 Hmin =2
Minimum bisection bisectionyin = #links cut 2 4 8
Channel load,nitorm Bisacion o 8 1 0.5
Channel loadyorst  case e 16 2 1
Pa.th dlverSIty Min path J Rsrc dst J: sre +SerESt 1 20 6

Table 2.1: Various metrics for 16 node Ring, Mesh, and Torus [1, 2]

2.1.1 Examples of NoC Topologies and Their Metrics

In [32, 38] the authors compiled lists of NoCs such as Nostrum [39], SPIN[40],
XPIPES [41], HERMES [42], TeraFLOPS [43], Tile64 [44] and MANGO [45].

They concluded that most used topologies in both academia and industry are of

K-Ary n-Cubes type, namely 2D-Mesh, 2D-Torus, and Ring topologies. Assuming

the same number of nodes in each direction, K is the number of nodes along each

dimension, and n is the number of dimensions. Ring networks are considered a

torus topology of K-ary 1-cubes. Furthermore, the main di erence between torus

and mesh networks is edge symmetry. While torus topology is edge symmetrical,

edge nodes in the mesh have less degree compared to the central nodes. This results

in a better tra c load balance in the torus, as the mesh will su er contention at

the centre. Here we give some comparative metrics for Ring, Mesh, and Torus

topologies:

These calculations give designers some boundaries for selecting a topology. [46]
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has conducted a comparison study between the two topologies, mesh and torus,
using di erent routing algorithms for two tra c types and concluded that torus

has better latency at the expense of complexity and power consumption.

2.2 Routing

Routing refers to determining the path between source and destination for travers-
ing data. After choosing the topology, routing is usually the second design choice
to be made, along with the choice of switching mode [2, p.45]. As explained in the
previous section, routing highly depends on the chosen topology, as it di ers from
one topology to the next. Several aspects need to be considered while choosing a
routing algorithm for it a ects the area, performance, energy consumption, and
reliability of the NoC. Furthermore, routing algorithms have a direct e ect on hop
count, which signi cantly a ects overall message latency and energy consumption
[47, p.35]. Therefore, the chosen routing algorithm needs to keep the length of
the routing paths to a minimum [1, p.159]. Also, the routing scheme needs to
utilise the path diversity of the topology, if it exists, in order to balance tra c dis-
tribution across all available paths, avoiding hotspots and minimising contention.
This would ensure better throughput while maintaining the low implementation
complexity of the routing logic, thus reducing footprint and energy overheads [2,
p.45]. It is desirable for routing schemes to be robust to tra ¢c changes; meaning,
it needs to perform well with both expected and unexpected tra ¢ patterns by

providing adaptation to the change in tra c patterns [21, p.170].

Several other issues related to routing need to be considered [1, chapter 14]. Specif-

ically, NoCs need to be tolerant of the following conditions that cause failure:

" Deadlock happens when packets are cyclically blocked in several adja-
cent routers, due to the full occupancy of the router resources and inter-
dependency between them, as shown in Fig.2.4. Hence, a packet or several
packets do not reach their destinations. This also results in increasing con-

tention, which in turn drastically increases latency, power consumption, and
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Figure 2.4: Deadlock in Adjacent Routers

decreases the throughput of the NoC due to occupying those routers re-

sources.

There are two fundamental technique-classi cations to deal with deadlock:
deadlock avoidanceand deadlock recovery The former refers to techniques
where a resource is only granted to a packet if it never results in a deadlock.
For instance, this can be achieved by pre-allocating resources along the route
prior to transmission or by imposing additional constraints on the routing
algorithm, such as turn-models, to prevent cyclic dependency. Deadlock re-
covery refers to techniques that are used to overcome deadlock conditions
after they occur. Both techniques require a deadlock detection mechanism.
As an example of deadlock recovery, when a deadlock is detected, at least
one of the cyclic dependencies is broken by either regressive or progressive
recovery mechanisms [11, p.59]. In regressive recovery, one or more pack-
ets are dropped to deallocate their resources and grant those resources to
other packets. The dropped packets can be re-transmitted after some delay.
Whereas, in progressive recovery, one or more packets from the dependency
cycle are rerouted onto a deadlock-free path [11, p.59]. Both schemes dras-

tically increase complexity, area, and power consumption. Deadlock can be
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reduced or avoided by using ow-control mechanisms that employ virtual
channels (VCs).

Livelock occurs when a packet never reaches its destination due to the

continuous misrouting of the packet. This also could cause performance

degradation due to unnecessary additional hops and occupancy of resources,
which increases the dynamic power consumption. Livelock can be avoided

by utilising minimal paths, or by imposing either a probabilistic method

or a priority mechanism on the selection process of non-minimal paths [21,

p.178].

Starvation happens when a packet is stuck at a router and not being granted
access to an output, as other packets contentiously take priority over it
and the packet never reaches its destination. Starvation can be avoided by
using a fair arbitration scheme that ensures fairness of link-allocation to all

requesters.

All of these conditions are a consequence of the limited number of shared resources
and the policy for resource access. Notably, bu ers are the most critical resource

because of their severe impact on area and energy consumption [48, p.13]. Since
some packets might be lost and never reach their destination, the NoC needs some

recovery strategies to ensure reliability.

Although dealing with these issues has been extensively researched, most solutions
are expensive in terms of hardware fabric for on-chip NoCs. Therefore, it is pre-
ferred to use routing algorithms that are proven to be deadlock and livelock free.
Also, it is desirable to use arbitration schemes that have been proven to be fair

and starvation-free [21, p.41].

2.2.1 Routing Schemes

Routing Schemes can be classi ed into several classes as follows [48, p.10]:
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1. Deterministic Routing: It refers to when the path selection between any
two nodes in the network is permanent and predetermined, independently
of the network's state. This means data transfers between node A and node
B would always take place on the same pre-determined path/paths. this
type of routing does not make use of the topology's path diversity, leading
to poor load-balancing and throughput [1, p.159]. There is no need for
any packets/messages reordering at the destination, as packets/messages
traverse sequentially using the same path. Deterministic routing may take
advantage of multiple pre-de ned paths to split the tra c, which would
improve the performance, compared to using a single path. Tra c splitting
over multiple paths would require a mechanism to deal with the reordering
of packets/messages [21, p.170]. Designing and implementing deterministic
routing schemes is signi cantly less complex and the area overhead is minimal

compared to adaptive routing schemes.

" Dimension-Ordered Routing (DOR)[1, chapter 8] is the predom-
inant deterministic routing for k-ary n-cube networks such as mesh and
torus. In DOR, the destination address, encoded in the header it/-
packet, is interpreted as a radix-k and used to select the direction of
the next node, at each hop. In DOR, a packet is routed in one di-
mension until a node's local physical address matches the destination
address coordinate in that dimension. Then, the packet / it is routed
in the following dimension until the local and the destination addresses
match. Meaning, packet / it traversing occurs in one dimension at a
time until the destination is reached. Due to its advantages, DOR has
been used extensively with mesh and torus networks, such as X-Y /Y-X
routing algorithms. It prevents inter-dimension cyclic channels depen-
dency, providing cross-dimension deadlock avoidance. It also provides
the ability to partition the router across dimensions. However, within
any single dimension, deadlock can still occur. Also, DOR su ers from
poor load balancing; since it is only logical to only use minimal-DOR

for a reduced hop-count.
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2. Adaptive Routing: It refers to when the algorithm utilises local and/or
global information of the network’s conditions in order to select the next node
in the path dynamically. Some examples of the information used include
tra ¢ conditions, available links at each node, queue occupancy or status of
the neighbouring nodes, and historical load channel information [47, p.35].
Thus, the path between any two nodes is not permanently the same nor
predetermined. Adaptive routing could use any alternative path if some
conditions are faced; for example, congestion in a certain preferred direction,
faulty or busy link within the current node towards the preferred direction,
and faults in the links towards the next node (preferred direction). For
instance, in adaptive X-Y, a packet traverses along with X-Y from node
A to node C in a DOR manner, as previously explained. However, while
traversing in the X-axis towards the destination; if congestion is detected at
an intermediate node B, the path would be changed, and traversing would

take place along the Y-axis instead, as shown in Fig.2.5.B.

Adaptive routing has several advantages. It provides better load balance, in
the presence of congestion, and a better fault-tolerance performance. Also,
it exploits all possible paths, with non-minimal adaptive routing; and it
exploits a large degree of path diversity, with minimal routing [2, p.46].
Adaptive routing is prone to both deadlocks and livelocks. According to [1,
p.195], adaptive routing balances local load but could cause a poor global
load balance if the selection process only considers local state information.
To overcome this issue, adaptive routing needs to be coupled tightly with
an e ective backpressure/link-level ow-control mechanism. Besides local
information about the congestion on local links, conveyed through the state
of the queues at the current node, backpressure would provide an indirect
method of conveying global tra ¢ condition information from one node to
the next [1, p.190]. The backpressure propagates in the opposite direction of
the data ow, telling the preceding node that the queue of the current node is
lled to stop the transmission. This means that all the queues from the point

of congestion to the point of routing decision-making, towards the congestion,
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Figure 2.5:  Minimal and Non-minimal Routing

need to be lled up before any congestion is detected and a decision is made.
This delay could become costly, especially if the congestion is remote. The
node will continue routing packets/messages toward the congestion until

the congestion is detected, at which time all those packets/messages have
already been routed before congestion detection and will experience high
latency because of the congestion. A better responsive adaptation to remote
congestion can be achieved by using a sti backpressure ow control, such

as using shallow queues [1, p.190]. Due to all these issues, adaptive routing
is more complex and has a relatively higher area and power cost compared

to deterministic routing.

Although both deterministic and adaptive routing could be classi ed into
minimal and non-minimal routing, this classi cation mostly refers to adap-
tive schemes. While minimal-routing algorithms only select the shortest pos-
sible paths between the source and the sink, in terms of hops, non-minimal
routing algorithms allow the selection of more paths, including those that

would increase hop count.
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Due to the constraints imposed by only using minimal paths, minimal rout-
ing algorithms ensure livelock-free NoC. In addition, developing a deadlock-
free routing algorithm is signi cantly less complex with minimal routing and
results in a relatively smaller area overhead compared to non-minimal rout-
ing. In some situations, shown in Fig.2.5, non-minimal routing algorithms

perform better than minimal routing schemes.

For instance, in the presence of congestion, non-minimal routing algorithms
could cause lower packet latency as they can route around and avoid areas of
congestion. In the presence of hard faults in the links, they possess the ability
to deliver packets, providing better fault-tolerance performance, as they can
route around faulty links. In the presence of non-uniform tra c patterns,
they are more than a match for minimal routing schemes at balancing the
load over channels. Non-minimal routing algorithms, however, tend to have
higher overall power consumption and implementation overhead, as well as

higher latency, especially in the absence of congestion.

3. Turn-Model (TM) Based Routing: Most strategies for handling dead-
lock for any routing scheme lead to an increased area, power, and perfor-
mance penalties. However, as mentioned, one way to handle deadlock con-
ditions is to impose additional constraints on routing algorithms to prevent
cyclic dependency. The resulting routing algorithms are known as TM-based
routing schemes. When TMs used with adaptive routing algorithms, they
are referred to as Partially Adaptive routing algorithms. TM based schemes
result in signi cantly less area and power consumption compared to using
VC based control ow [47].

TM routing prohibits some turns to break all dependency cycles while main-
taining connectivity between every pair of nodes [21]. To prevent deadlock
in adaptive routing, [49] proposed TM for deterministic DOR, resulting in
DOR X-Y. In DOR X-Y, shown in Fig.2.6.B, four turns are prohibited to
prevent deadlocks. In 2D-mesh and 2D-torus, the most DOR used are DOR
X-Y and DOR Y-X schemes. The di erence between the two is the initial

dimension selected to start the traversing process. In DOR X-Y, a message
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Figure 2.6: All Turns in 2D-mesh Router, Allowed and Prohibited Turns in
some TM Schemes

traverses East or West, along the X-axis rst, and it is only allowed to turn
once when the X-coordinate of the local address matches that of the desti-
nation. Then, it continues traversing towards its destination either South or
North, on the Y-axis. In DOR Y-X, the traversing occurs on the Y-axis rst,
then the X-axis after that, and it is also allowed single-turn only. These two
routing schemes are identical in terms of performance with uniform random
tra c, unless the two dimensions di er in size. The smaller dimension will
experience a higher channel load; hence, one of the two schemes would pro-
vide a relatively better load balance compared to the other. Both schemes
are simple and deadlock-free as they eliminate and do not permit some turns.

However, they su er from all other disadvantages of minimal routing.

[49] also developed several TM-DOR schemes, such as West-First, North-
Last and Negative-Last. All of which prohibit two turns only, as presented
in the table.2.2 and shown in Fig.2.6, allowing a higher degree of adaptivity.
For instance, in the West-First TM, the packet is routed only to the West and
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Routing Algorithm | Turn Model Prohibited Turn

XY N/A NW, SE, NE, SW
West-First West-First NW, SW
North-Last North-Last NW, NE
Negative-First Negative-First NW, ES

NW, SW in Odd Col

ROUTE Odd-Even
EN, ES in Even Col

Table 2.2: Turn-Model Schemes and Prohibited Turns

then it may be routed adaptively in the remaining directions only. Hence,

both turns to the West are prohibited.

There are several TMs for adaptive routing schemes and the most popular
in 2D mesh NoCs is the Odd-even model [47, p.38]. Unlike other models,
this model does not prohibit certain turns all over the network. Instead, it
prohibits turns from the West only in odd-columns and prohibits turns to
the West in even-columns. Thus, the Odd-Even model provides a higher
degree of adaptivity compared to other TMs by interleaving the restriction

of turns.

2.2.2 Routing Mode

Additionally, routing algorithms can also be classi ed according to the number of
destinations receiving copies of the same data from one source concurrently to [33,
p.197]:

" Unicast: also known as one-to-one, a packet is sent from the source to a
single destination. This is the simplest protocol and has always been the
standard [33, p.197].

" Multicast: also known as one-to-many, a packet is sent from a source to

multiple destinations. Multicast is faster and more e cient than multiple
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Figure 2.7: Unicast and Multicast Networks with XY Routing

unicast, as shown in Fig.2.7. However, it is the most complex routing pro-
tocol to implement, as the destinations could be in any two directions or
the same direction. Also, the packets need to include additional informa-
tion identifying the need for multicast distribution. Multicast is utilised in

replication, cache coherency, barrier, and clock synchronisation [48, p.11].

Broadcast: also known as one-to-all, it is a special case of multicast. The
source sends the packet to all other nodes. This is less complex to implement

as the packet will be sent in all directions [50, p.14].

2.3 Switching Modes Flow-Control

Flow-control can be de ned as the network's resource allocation scheme for pack-
ets routed from source to destination within the network. It dictates the NoCs
communication architectures performance [47, p.18]. Switching mode de nes the
relation between data and control, and determines how packets traverse from one
node to the next. As mentioned, along side routing scheme, choosing a switching
mode is the second design choice to be made [21, p.160]. Then, the di erent re-
sources and options for ow-control, such as channel bandwidth, bu er capacity,
control-state, link-level ow-control are selected depending on the required area,

power, performance, reliability, available packaging technology, and cost. From a
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resource allocation point of view, switching modes can be classi ed according to

bu er usage.

2.3.1 Bu erless Switching Modes

These switching modes do not use bu ers, resulting in a NoC with a smaller area.
Traditionally, this refers to the circuit switching mode. However, recently there
has been a new approach to the NoC area where researchers are trying to overcome
the main issue of bu ered switching modes by de ecting its/miss-routing (route
packets/ its randomly) whenever more than one it is contending over the same

resource.

1. Circuit-Switching (CS) Mode: In this mode, all the nodes and links
between source and destination are pre-allocated for an entire message by
the message's header, which traverses the path rst for reservations. At
each node, the header reserves the input-to-output connection and hops to
the next node. If the header is blocked along the path and cannot reserve
resources, it is bu ered at that node and waits until the resource is avail-
able. Once the header reaches the destination, data can traverse, along the
reserved path, continuously until the reserved resources are deallocated by
a message-tail or by acknowledging the message from the destination back
to the source, as shown in Fig.2.8. Although this switching mode does not
require large storage space, it is ine cient due to wasting channel bandwidth
[1, p.225]. This is caused by the large setup latency, especially with smaller
messages, as well as the inability of utilising the reserved links and router
resources by other data ows not only during data transfer but also during
set-up and tear-down phases [51, p.40]. Systems using this type of switching
mode are known as connection-oriented communication systems, as a route
is established and reserved before transmission, and they provide reliable
quality of service (QoS) [52].
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Figure 2.8: Time-Space Diagram Showing Circuit Switching Flow Control
Used to Transmit two 3- it packets over 3 Nodes with no contention

2. De ection Mode:  This mode, also known aslot-potato, was proposed by
[53] for o -chip distributed networks. It was recently proposed [54] to be used
as switching mode for on chip networks to overcome power hungry FIFOs in
bu ered switching modes. Unlike circuit switching, it is a connection-less it
based ow-control, meaning that no path needs to be reserved between source
and destination. In its simplest form, whenever there are more than one it
requesting the same output its are dropped whenever they are blocked, if
the network's topology lacks path diversity [1, p.228], or misrouted, if routing
makes use of the path diversity. Meaning, data is continuously moving in the
network until it reaches its destination. This results in high degradation in
performance and, if misrouted, messages might not reach their destination
[1, p.228]. Hence, a mechanism ensuring the arrival of messages if misrouted
is needed but would increase the complexity and require additional power.
On the other hand, the lack of bu ers means this switching mode is deadlock

free.

Micro-architecture of routers using this mode is di erent to the typical micro-
architecture. For instance, arbitration proposed by [54] uses it-ranking and
port prioritisation as there are no bu ers in this mode and want to guarantee
deadlock and livelock free communication. Additionally, there are several
policies for injection of its into the network that need to be taken into
account. CHIPPER (Cheap-Interconnect Partially Permuting Router) [55]
is a router micro-architecture introduced to overcome complexities that were

found in [54], such as long critical path and large reassembly bu ers. Results
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show a reduction of 36% area and 55% power for low to medium tra c loads
with an increase of 1% in the critical path and a decrease of 2- 17% in
performance compared to bu ered routers. In order to avoid performance
degradation at high loads, [56] proposed the use of small side-bu er in order
to bu er some of the its rather than de ect them, as de ection is the main
cause of performance degradation. The de ection was shown to be reduced
by 40% compared to other bu erless de ection routers and achieves a similar

performance to bu ered routers with 25% bu er space.

2.3.2 Bu ered Switching Modes

These switching modes are proposed to overcome the ine ciency of bu erless
switching modes, speci cally circuit switching, by using bu ers to decouple channel
allocation [1, p.233]. The bu ering is performed in smaller units, packets, or its.
The message is broken down into a variable-sized packet, which in turn could be
broken down into xed-sized its as ner granularity reduces the size of bu ers
needed. A path between source and destination does not need to be pre-allocated
as messages traverse as packets/ its and can be held in the bu er until the required
output port is available. Therefore, no setup or tear-down time is needed. Systems
using these types of switching are known as connection-less communication systems
as no path is reserved before transmission and resources are allocated based on
the tra cs priority [47, p.18]. Several tra c ows might share the same resources
and priority, leading to unpredictable conditions [chapter 5 19, p.30]. Hence, they
can only guarantee tight bounds for several tra c parameters. In other words,
unpredictable delays per message ow [chapter 2 57, p.15]. Nonetheless, they have
better performance in terms of end-to-end packet delay and higher throughput
compared to connection-oriented communication systems [47, p.24]. There are

four main bu ered switching modes classi ed according to granularity:

1. Packet-Based Switching Modes



Background on NoCs 39

Figure 2.9: Time-Space Diagram Showing Transmission of a 5- it Packet Over
a 3-hop Route using Store-And-Forward, with No Contention

"~ Store-and-Forward (SAF): In this switching mode, nodes along the path
receives a packet and store it until it has been fully received. Then, the
required output channel is reserved in order to forward the packet to
the next node. Therefore, the size of bu ers used in the routers needs to
be at least the size of a packet, and packets cannot be of a variable size.
Also channels would not be held idle at any point and the packet its
are always in order and in the one router at a time as the forwarding
of data only occurs after a full packet has been received rst. Fig.2.9
shows a time space diagram of an example of a SAF switching mode.

As can be seen serialisation latency is experinced at each hop.

" Virtual-Cut-Through (VCT): This switching mode is similar to SAF
in that it is packet-based ow-control. However, it overcomes the seri-
alisation latency of SAF by forwarding the packet to the next node as
soon as its header is received. A request to the required output is gener-
ated directly if there is enough space for a packet in the next node. The
packet is forwarded without waiting for the remaining its in the current
node. Although VCT highly reduces the latency experienced in SAF,
as shown in Fig.2.10 , the bu ers still need to be packet-sized[58]. Also,
during transmission the packet might become partitioned across several
routers and in presence of high contention, it would experience similar

latency to SAF. These two schemes use relatively large bu ers and could
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Figure 2.10: Time-Space Diagram Showing Transmission of a 5- it Packet
Over a 5-hop Route using Virtual-Cut-Through, with No Contention (Node O -
Node 2), (Node 3 - Node 4) and with Contention (Node 2 - Node 3)

be unsuitable for on-chip networks, especially with tight power and area
limitations [2, p.63]. The main advantage of choosing packet switching

modes is the simplicity of design, and there is no need to reorder its .

2. Flit-Based Switching Modes

" Wormhole (WH): This switching mode is similar to VCT, in that its
are forwarded to the next node as soon as they are received if the
output channel required is free. However, it di ers in the granularity of
data traversing. Bu er and bandwidth allocation are traversed in its
rather than packets. Hence, the size of the bu ers is smaller compared
to both SAF and VCT. Although the bu ers are e ectively utilised in
WH switching yet, it is ine cient at utilising link bandwidth due to the
possibility of its being stored over several nodes; if a packet is blocked,
all the physical links reserved by this packet are left idle [11, p.55]. This
issue is also known as Head-of-Line (HoL) blocking. As a result, several
other packets might end up queuing behind this packet, resulting in a
huge degradation in performance. Nonetheless, due to its lower area

and power demands, WH is the most adopted switching mode [2, p.64].
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A

Flit-Switching (FS): This mode is similar to WH in that it is it based,
and its are forwarded to the next node as soon as they are received.
Unlike WH, where only the header it of the packet has a destina-
tion address, every it in the packet includes addressing information.
Therefore, each it is routed independently, leading to a higher packet
latency. Packet's latency is determined by the it of the highest delay
[59, p.8]. Although this simpli es the complexity of the design, it is not
energy e cient as redundancy-to-information percentage might become
even worse. Flit-switching networks will need techniques for packet re-
construction, such as time stamping for reordering out-of-order its
upon arrival. Otherwise, the receivers Networks Interface (NI) needs
to reorder and reconstruct the packet, which would increase its design

complexity by using fairly large re-order bu ers.

2.3.3 Switching Mode Bu er Techniques

There are two main techniques used to improve bu ered switching mode ow-

control:

" Virtual Channels (VCs) s atechnique where a physical channel is multi-

plexed over separate logical/virtual channels, each with its own bu er queue

as shown in Fig.10. It was rst proposed in [60] to reduce/avoid deadlocks,

as well as to reduce HoL and links blocking in WH switching, and conse-

guently improve performance. Flits are forwarded over VCs, where each

packet would be bu ered in a di erent queue/channel [1, p.239]. So, if a

it is blocked; other packets its, residing in another VC, can be forwarded

using the physical link. Hence, the channel does not idle [2, p.65]. Although

it can be used with any of the aforementioned switching modes, VCs has

been mostly been considered with it-based switching mode as they have

smaller bu er-size which allows higher bu er-allocation exibility compared

to packet-based switching modes [35]. VCs can be used for prioritising tra ¢
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Figure 2.11: Overview of Regular Bu ered Router and A router with VC
Queues

in order to provide higher QoS to high-priority tra ¢ by allocating band-
width to it. Even though using VCs with WH is shown to increase through-
put by around 40%, design-time VCs structure allocation has low bu er
utilisation due to its in exibility for various tra ¢ conditions [61]. Each ad-
ditional VC increases area, wiring, power and design complexity. Therefore,
dynamic VC allocation has been proposed to tackle this issue. For instance,
[62] proposed a dynamic Virtual Channel Regulator (ViChaR) for dynamic
VC allocation according to tra ¢ conditions. With half the bu er size of
that of a generic router, they claim to have achieved similar performance at
the expense of complicated VC arbitration. The NoC in [63] achieved 35%
less bu er power consumption, resulting in 20% reduction in the router's
overall power consumption when they optimised the router using dynamic

virtual channels allocation (DVCA).

Virtual Circuits  refers to the use of VCs with circuit-switching mode. It
has various advantages over CS, such as increasing exibility, reducing link
blocking, and avoiding deadlocks. This results in a better link-bandwidth
utilisation, hence, better performance [21, p.168]. Virtual circuits require
a single bu er per router and it can be achieved using a single bu er per
link or using multiple bu ers per link. In the former, all virtual circuits

are globally statically scheduled (TDM) to use all the links in the NoC [21,
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p.168]. Since scheduling is global, there is no need for link-level control ow,
and both end-to-end bandwidth and latency can be guaranteed. Whereas in
the latter, the number of required virtual circuits determines the number of
bu ers needed per router. As the number increases, the router's complexity
as well as the NoC's area and power increase. The scheduling is distributed
and requires link-level ow-control at each link/router, resulting in higher
variability in bandwidth and latency, which in turn increases the di culty

to guarantee both.

2.4 Link-Level Flow-Control

Link-Level Flow-Control or Backpressurerefers to bu er management and how
packets traverse the network from one node to the next. It provides the means
to propagate the information about bu ers' availability at the downstream nodes.
This allows the upstream nodes to determine whether to transmit the it/packet.
Link-level ow-control can be categorised according to the implementation level

of error control schemes: End-to-End and Switch-to Switch.

" Credit-based scheme: credits are used to track the availability of bu ers
at the next node. The downstream nodes send a credit to the upstream
nodes indicating bu er vacancy, i.e. a it/packet has been transmitted and
left the router. A counter at the current node increments upon receiving
the credit from the downstream node. The counter is decremented when a
it/packet is sent. A credit-based scheme is a standard End-to-End ow-
control. Furthermore, the round-trip wire delay and processing time at each
node determine the scheme's maximum supported throughput [1, p.245].

Fig.2.12 Shows an example of this scheme.

" STALL/GO scheme: two-bit signals are used. One is used to indicate data
availability, in the current router, to the downstream node. The other is used

as ON (go) signal to the upstream node if there is enough space in the bu ers,
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Figure 2.12: Timeline of Credit-Based Flow Control

or OFF (stall) signal if the buers are full. Upstream signalling can be
minimised by just using the second signal with an adequate number of bu ers
[19, p.44]. Even though this scheme has round-trip wire and ag-signal
processing delay, as shown in Fig.2.13, it is still a smaller delay compared to

credit-based. STALL/GO scheme is also an End-to-End ow-control.

" ACK/NACK scheme [1, p.249]: there is no state stored in the upstream
node. The current node transmits a copy of the packet/ it and waits for an
acknowledgement signal from the next node. If no acknowledgement sig-
nal (NACK) is received, a re-transmission of data is requested; otherwise,
the it/packet is discarded. This scheme is a Switch-to-Switch ow-control
scheme and provides transmission fault-tolerance, especially in the case when
a header packet/ it gets corrupted. In order to ensure the order of packet-
s/ its, re-transmission of a corrupted packet/ it is given a higher priority
than the transmission of the current packet/ it. For instance, if a it (M)
is in the process of being transmitted and a NACK signal is received for
the previously corrupted it (N); then, it (M) is going to be dropped and
re-transmitted after the retransmission of it (N). Otherwise, reordering of

its/packets needs to be performed at the destination. If a it (M) is in
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Figure 2.13: Timeline of STALL/GO Flow Control

the process of being transmitted and a NACK signal is received for the pre-
viously corrupted it (N); then, it (N) is set aside and is resent after the
rest of the its are sent and acknowledged, as shown in Fig.2.14 This de-
creases the delay but will need some form of time-stamping for reordering
the its/packets. It should be noted that ACK/NACK can be implemented

as End-to-End ow-control. The ACK/NACK signal is sent from the desti-
nation node to the source node after receiving a packet/ it. This is found

to have a large impact on power compared to Switch-to-Switch implemen-
tation. A detailed comparison of those schemes in terms of fault-tolerance
performance as well as performance, area, and power overheads of providing

such support in error-free environments is covered in [64].
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2.5 Arbitration

The second major component in the control logic, other than the routing logic, of a
router is the arbitration module. Arbitration refers to servicing con icting requests
from di erent inputs to a common output. It grants access to a single input at

a time according to a certain criterion. Thus, fairness is the main property that
needs to be considered in the design of arbiters. Generally, the complexity of the
arbiter increases with the number of ports as well as having VCs in the router [1,
p.349]. The more complex arbiters that match N requests to M resources, instead
of N requests to 1 resource, are known as allocators or virtual-channel allocators.
Allocators are more complex as there might be several requests to the same output
from di erent inputs and several requests generated by the same input to several
outputs. Therefore, nding an optimal matching is not an easy task and is mostly

achieved heuristically.

Arbitration schemes can be categorised into two main types: static and dynamic.
The former is predetermined at the design time and does not depend on the
router's/network’s state. Thus, it has poor QoS as it does not guarantee access-

fairness [59, p.9]. The latter is dependent on the router's/network's state, and it

Figure 2.14: Timeline of Ack/Nack Flow Control
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provides QoS guarantees as it ensures access-fairness [59, p.9]. Therefore, dynamic

arbitration is predominantly utilised [50, p.15].

Fairness is the key property of the arbiter, and it refers to the ability to grant

an equal service to all requesters. Nonetheless, the de nition of quality diers
from one application to another. An arbiter with weak fairness would ultimately
serve every request. Whereas an arbiter with strong fairness would often serve
requesters equally. Furthermore, an arbiter with FIFO-fairness serves requesters
in the same order that the requests were made. Some examples of arbiter schemes:
" Fixed Priority Scheme is a static arbitration scheme where priorities are
assigned to requesters in a linear order at design time. This scheme is unfair
as the requester, with the highest priority, would always be served and other

requesters would be blocked, which would lead to starvation.

Round-Robin Scheme is a widely used dynamic arbitration scheme where
the lowest priority is assigned to the request that has just been serviced.
Whereas the next request would be assigned the highest priority on the fol-
lowing cycle. Thus, this is a scheme of strong fairness, as all the pending
requests will be serviced as priorities rotate. It is sometimes desirable to have
an arbiter with a controlled degree of unfairness. A modi ed Round-Robin
scheme, known as weighted Round-Robin, demonstrates such behaviour. Re-
guesters are assigned weights which indicates fraction/percentage of the to-
tal grant. Hence, Requesters with larger weights would be granted a larger
fraction of the grants over a set interval. During each interval, each of the
requesters' quotas is monitored. If a requester consumes all its quota, it will
remain idle. When all the requesters consume their quota, the interval pre-
sets and all requesters can compete over access. There is a trade-o between
precision and burstiness when selecting the weights bits. Higher precision
can be achieved by using a larger size of the weights (number of bits). Nev-
ertheless, larger weights result in larger intervals, leading to burstiness [1,
p.358].
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2.6 Evaluation of Network-on-Chip

There is no standard widely used method for NoC evaluation in research, which
makes the evaluation of di erent NoCs and comparing them between them rela-
tively di cult for every NoC property, i.e. performance, area, power and reliability,
there exist many di erent mathematical equations and models to calculate or es-
timate these [20]. This is due to the vast number of design options and aspects
in every layer and the tight interlink between them, each of which in uences the
overall performance, area, power, and reliability of the NoC. However, there are
some broadly accepted methodologies and metrics that can be used to evaluate
NoCs and compare between them. This section will discuss tools for evaluations,
several tra c types used in the evaluation, as well as some of the most accepted

basic metrics.

2.6.1 Tools

There are three main tools used to evaluate the performance of NoC systems:

analysis, simulation, and experiments.

1. Analysis !: is usually used at the beginning of development in order to get
approximate performance measurements with the minimum amount of e ort.
There are two basic analytical tools for high-level behaviour modelling of a

network:

" Queuing Theory: Source queue as well as all input and/or output
bu ers of all routers between source and destination are considered
gueues. Some components of packet latency can be approximated in
order to predict the average time spent at each queue using queuing the-
ory. There are several assumptions that can be made to simplify anal-
ysis, such as in nite queues length, memoryless processes, and inter-

interval times, at input, and service time at output are exponential.

IMain source for most of this section [1, chapter 23]
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Such an assumption allows simpli cation of a system to be modelled

using a Markov chain.

Probabilistic Analysis: It is used to complement queuing theory when
modelling unbu ered networks and network elements. For example, it
can be used to estimate the performance of unbu ered blocking ow
control networks.Probabilities of waiting time at inputs as well as colli-
sions and other factors can be derived to estimate latency and through-

put.

2. Simulation: is used for validating analytical results, as they provide a better
estimation of performance for more complex and large systems. However,
simulations are based on performance models and the accuracy of results is
highly dependent on those models. Accurate models consider all aspects of
the network to give a close approximation of router timing, arbitration, and
channel delays. However, developing accurate simulators and simulations is
a complicated task. There are several layers of detail, and it is signi cantly
important to balance between accuracy and levels of detail needed. [1, p.474]

categorises simulation level of detail into four groups:

Interface levelis the simplest level and models networks interface and
provide means for packet delivery as well as approximates latency based

on distances.

Capacity levelincludes several constraints and bounds on resources,
such as channel bandwidths, as well as contentions over these resources

which may a ect the system's performance.

Flit level is a more detailed level where all resources are monitored on
a it level which means modelling the micro-architecture of the router

is accurate. Hence, performance estimations are more accurate.

Hardware levelis the most detailed and complex level to model as it
adds details of hardware implementations at the physical layer. There-
fore, this level allows most accurate performance, area, and power esti-

mations.
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Also, accurate simulators require a signi cant amount of time to run, espe-
cially for large networks. Therefore, it is preferred to implement and run
experiments on hardware platforms, as results can be obtained relatively

faster and are more accurate.

3. Emulation: Emulation is used to carry out experimentation and evaluate
NoC systems on hardware. It is also used to validate analytical and simula-
tion models. The two main tools for emulation are microprocessor or FPGA
evaluation boards. The former is less expensive but less accurate, as it uses
software routers and some characteristics of the router, hence the system,
might need to be modelled and estimated, such as area and power. On the
other hand, FPGAs provide more accurate emulation and customisability
as all aspects of the network can be implemented in hardware. However,
they are more expensive, development is complex and time consuming, and
some characteristics of the system, such as power and area estimations might
not be accurate. Furthermore, emulation with micro-processors can be per-
formed through direct mapping over multi-boards only. Meaning, each board
represents a node of the system and these broads are connected in order to
build the system. This allows the system to scale well, if needed, but ex-
ternal pin connections are limited and might need to serialise links through
TDM. This limits the channel bandwidth and makes the overall performance

of the system slower.

On the other hand, emulations on FPGAs can be direct-mapped or direct-
mapped over multi-FPGAs. In the former, the entire network is mapped on

a single board, such as [65]. However, in the latter, each board represents
a node or more of the system and these broads are connected to build the
system, such as [66]. Single-board systems are limited in term of resources
and have limited scalability compared to multi-board mapping. Although
the inter-linked FPGAs have slower and less reliable external connections,
experiments run much faster as single board systems have to execute experi-
ments, setup, and data collection sequentially. The mapping and partitioning

of the system depend directly on availability and cost.
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Emulation is typically performed using FPGAs as some FPGAs allow par-
tial recon guration, which would allow exploration of many on-line adaptive
techniques. NoCs for FPGAs, also known as soft-NoCs, have gained a lot of
interest in recent years. It should be noted that there are many drawbacks
when using FPGAs, such as high-cost, development-time, many sources of
error, and lack of some properties that might be of interest such as DVS
[67]. Yet, for space-design exploration where statistically-signi cant num-
ber of experiments needs to be run for various parameters sweep, emulation
platforms provide faster total execution time than simulators with a more
accurate behaviour of the system and more accurate area and power estima-

tions.

2.6.2 Trac Type

In order to analyse NoCs properties, di erent types of workload are run on di er-
ent sizes of the NoC for relatively accurate results and estimations of overhead.
There are three main types of workloads; synthetic tra c, application benchmark
tra ¢, and real application tra c. The choice of workload type for evaluation is

a balance between three factors: development time, application domain coverage,

and accuracy.

1. Synthetic Trac: There are several synthetic tra c patterns that are
used for NoC evaluation as they are relatively fast and simple to imple-
ment and give reasonably accurate best-case and worst-case performance
measurements. For instance, random uniform workload gives a best-case
performance of the NoC as messages are generated with equal probability,
resulting in an almost optimal load balance. Hotspot patterns such as All-
to-One allows evaluating the performance when local tra c is high due to
the congestion being concentrated in a speci c area. Transpose, tornado,
bit-rotate, and centre re ection are other examples of tra ¢ patterns that

are used for performance evaluation. Typically, performance is evaluated
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using several of these tra c patterns because each of which results in signif-
icantly di erent performance and each of these tra c types corresponds to
di erent communication patterns that arise from applications. For instance,
fast Fourier transform (FFT) or sorting applications might cause the shu e

permutation [68].

2. Application Benchmarks Tra c: These are tra c patterns that mimic
the tra c of real applications generated using benchmark programs. There
are several application benchmarks suits that are broadly accepted, such
as SPLASH-2 [69], PARSEC [70], MCSL [71], and NoCBench [72]. These
benchmark suites provide di erent application tra ¢ workload collections
for di erent application domains, such as high-performance computing, sig-
nal processing, graphics, data mining, computer vision, and many more.
They also allow the evaluation of NoCs and provide approximate results for
certain application domains. Besides a high discrepancy in tra ¢ workload
between applications within the same domain, another major drawback of
these benchmark suites is the application domain coverage. Although some
of these benchmark suites are still being developed and more application
domains are being covered, they cannot cover every application in every do-
main. These benchmark suites are invaluable as they can provide a fast
standardised way to evaluate di erent aspects of the network and draw a

comparison of di erent NoCs.

3. Real Application Tra c: Developing real applications to evaluate NoCs
requires a signi cant amount of development time. Applications mapping,
including tasks mapping, for di erent types and sizes of topologies, is chal-
lenging. However, this is the most accurate tra ¢ workload to be used for
evaluation. Yet, most NoCs developed in academia are not evaluated using
real applications. Also, NoCs that are evaluated using real application tra c
workload are only evaluated using a limited number of applications. Thus,
for general purpose NoC, real application tra ¢ workload evaluation does
not provide a real and comprehensive evaluation of the NoC. On the other

hand, this is the main workload used to evaluate application-speci ¢ NoCs.
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Also, usually it is unknown how optimised an application is to use NoCs as
most real applications are optimised for existing architectures and do not

take into account NoCs into consideration.

2.6.3 Metrics

" Performance: the de nition of performance is general and strongly depends
on the measurement setup and how it is measured. The most common quan-
tities used for performance measurements are throughput and latency. The
former refers to the rate at which packets are delivered by the network and
it is tra ¢ pattern dependent. The measurement is taken for each ow by
counting packets arriving at the destination over a certain time. Conse-
quently, it is a measurement of accepted tra ¢ (delivered) as a function of
injected tra c. The maximum throughput is reached at a saturation point
where the maximum o ered tra ¢ and consumed tra c are equal. Any ad-
ditional tra c generated after this point will cause contention, resulting in a
latency increase. Throughput plots also give an indication of the network's
performance stability. A network is said to be stable when it keeps deliv-
ering peak throughput beyond saturation point. According to [1, p.453],
many networks are not stable after the saturation point as throughput drops

signi cantly as shown in Fig.2.15.

Latency is another important measurement of network performance. It refers
to the total required time for a packet to reach its destination. An important
basic measurement is known as the zero-load latency of the network. This is a
simpler form of measuring network latency under the assumption of an ideal
scenario where contention latency due to sharing resources with other packets
is not considered. Zero-load latency can be easily estimated at design time.
However, the total packet latency of the network is measured by modelling
or simulation. The most widely reported overall latency refers to the average
latency over all packets in the network. Latency is also represented by latency

vS. injected tra c graphs, as shown in Fig.2.16. The curve starts at zero-load
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Figure 2.15: Plot of Throughput vs O ered Tra ¢ for an Unstable Network

latency and, normally, slopes upward until it reaches the vertical asymptote

of the throughput saturation point, where latency rapidly increases.

Other graphs used for NoC evaluation include latency distribution, over-
all packets, frequency vs. latency, and throughput vs. latency graphs. In
addition,[1, p.457] reported that several researchers have committed com-
mon errors while taking performance measurements. One common error is
not considering the source queue timing in the measurement setup. By mea-
suring the timing after the source queue, the packets waiting time at the
gueue to enter the network, because of contention, will not be counted for
in the latency measurement, and the results will be lower than the actual

latency.

Reliability and Fault Tolerance: For some applications, NoCs need to
provide reliable guaranteed quality of service (QoS). This means guarantee-
ing that each application gets su cient resources to meet its throughput,
bandwidth, and latency requirements. Therefore, NoC tra c can be cate-

gorised into guaranteed throughput (GT) and best e ort (BE). Latency and
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Figure 2.16: Latency vs O ered Trac

throughput are guaranteed over limited time intervals by NoCs that provide
GT service. Whereas NoCs providing BE service does not provide any per-
formance guarantees and forwards packets as soon as they can. A NoC can
support both tra c types by using priorities and VCs where speci c VCs are
used for high priority GT packets and other VCs can be speci ¢ for BE pack-
ets or shared by both. When priorities are used, performance measurements
should be taken for the overall tra ¢ as well as for each individual priority to
accurately evaluate its QoS support. Generally, the guaranteed performance
of the NoC, especially in real-time applications, is re ected by the results
of the worst-case scenario. To increase the reliability of delivering packets;
node and link failures, deadlock, livelock, and starvation conditions needs to
be considered while designing a NoC. Several approaches to deal with these
conditions and their area and power overheads have been discussed in the

previous sections.

Reliability metrics evaluate the simultaneous number of faults that can be
handled by the network. Although there are no uniform metrics for NoCs re-

liability and fault-tolerance evaluation [50, p.188], some general metrics are
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widely accepted. For instance, the percentage of available routers versus fail-
ure rate and network connectivity, the percentage of delivered packets versus
failure rate, fault coverage and packet delivery, and the average number of

faults versus area overhead of the protection technique.

Area and Power: The two major components that constitute the inter-
connection network area are the router area and the link area. The router
area includes all the complex components that provide routing, arbitration,
and ow-control as well as bu ers. The link area is determined wiring area,
the link width and physical dimensions of wires, and repeaters area (bu ers
for signal integrity in long links). The area and power are tightly linked as
both depend on the size and number of components, as well as the pack-
aging technology. According to [73], the interconnection network consumes
up to 36% of the total chip power. Thus, power has become an important
design constraint. Power consumption comprises static power and dynamic
power. The former refers to power caused by leakage currents and depends
on packaging technology. The latter refers to power consumption caused by
charging capacitive loads, and the transient currents of transistor switching
while the packets are traversing or stored. NoC simulators, such as book-
sim [74], Noxim [75]; and CAD tools, such as Synopsys Design Compiler,
can provide an approximate estimation of power and area. Those tools use a
mathematical model for power and area as well as libraries of IP components
to provide accurate estimations. Power and area are almost always consid-
ered when evaluating any part of the NoC. For instance, when evaluating
or comparing two di erent routing algorithms, the total area and power are

also evaluated along with performance and possibly fault-tolerance.

2.7 Summary

In this chapter, we presented an overview of the NoC area in general with a focus on

the communication layer, the main layer in the communication-centric paradigm,
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and a short survey of some of the key research outputs. As the network layer
is the middle layer that links the physical and application layers, any parameter
change in this layer can have a signi cant impact on the other layers. Therefore,
understanding the di erent aspects of the network layer is essential to carry out
research in the area. The extensive background theoretical knowledge about NoCs
was needed in order to develop the Septimius emulation platform and to devise an
e cient mechanism for adaptive bandwidth allocation with acceptable overheads.

The conclusions we draw from the literature can be summarised as follows:

" The breadth and complexity of Network-on-Chip eld are relatively vast
as it encompasses and addresses issues at all levels, from the physical to
the architectural to the application level. NoC is possibly going to be the
paradigm of choice for future many-core systems because it provides many

necessary desired features, most notably, scalability and re-usability.

A

A balance between all of the NoCs properties, i.e. performance, power, area
and reliability, needs to be achieved and improved to withstand di erent
operating conditions and di erent application-speci ¢ scenarios while main-

taining main features of using NoCs; simplicity, scalability and re-usability.

The performance of the network is inextricably linked to the application. A
general-purpose NoC that will perform acceptably and reliably under di er-
ent operating conditions and di erent application-speci ¢ scenarios requires
techniques that allow the NoC to autonomously adapt its structure and be-
havior. This conclusion is re ected by the signi cant amount of literature

devoted to run-time adaptation in NoCs.






Chapter 3

Septimius Emulation Platform

The two previous chapters have highlighted several challenges in many-core sys-
tems leading to the emergence of NoCs and the need for adaptivity to overcome
current challenges. This chapter describes the high-level design and technical im-

plementation details of Septimius emulation platform.

The platform allows the generation of di erent synthetic tra c patterns with
varying temporal distribution as well as allow the user to supply task-graphs. The
emulation process should be fast, accurate and collected data and measurements
should allow statistical analysis to be performed and get detailed insights of dif-
ferent behaviours of the system and trac ows. Although some FPGA based
emulation tools such as the ATLAS project [76], it was necessary to develop Sep-
timius due to several reasons, mainly the lack of detailed documentation or end of
support of emulation platforms which are needed for full understanding and mod-

i cation of the low-level hardware to carry out this research. Also, some platform
are implemented high level languages such as system-C which hides many details

of the implementation on the low level and limits the control of low level signals.

Also, evaluating and comparing NoCs against one another fairly is quite challeng-
ing, especially as the di erent components are interlinked and information regard-
ing the design of each component and its implementation is crucial. Therefore,

baseline implementations are needed for comparison and evaluation.

59
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From a system level perspective, there are various changing parameters in the
network which would have an e ect on its overall system performance such as the
spatial and temporal tra c variations, task-mapping, routing algorithms, arbitra-
tion, bu er-size .. etc. Although there are some available tools for NoC simulation,
such as Noxim [75] and Bookism [74], the number of possible options for each of
these parameters increases the number of simulation runs exponentially, and the
total time for each simulation run increases with each additional node. Also, for
the validation and generalisation of the results obtained, the behaviour of the sys-
tem needs to be observed over few hundreds of thousands clock cycles. Therefore,
these simulation tools are generally used to explore the design space rst. Af-
terwards, emulation platforms are used to in order to validate and evaluate the

e ectiveness and scalability of any proposed/mechanisms on a system level faster.

This chapter introduces the Septimius platform a highly customisable, pre-synthesis,
and fully synthesisable modular emulation platform for NoCs which enables eval-
uation of the NoC systems, with particular focus on the network layer. Septimius
is enables the execution of large experiments and compare statistically-signi cant
results against other con gurations, techniques and implementations. The main
novelty of Septimius is the fact that it incorporates the ABAM component which
allows experimenting and evaluation of bandwidth allocation in both synchronous

and multi-synchronous NoC architectures.

The chapter starts with an overview of the Septimius platform. Then, a descrip-
tion of the high-level design of the system is given. The Macro-architectural design
is then covered, i.e. looking at the interconnection as a whole. After that, the main
components of the system, namely the system's controller and the Programmable
Virtual Processing Elements (VPE) are detailed. Afterwards, the design choices
and detailed implementation of the di erent Micro-architectural components com-
piled in the NoC components Library is given. Finally, the chapter is completed

with an example run using the platform provides.
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Figure 3.1: Overview of Septimius

3.1 Overview of Septimius

Along with the platform, other components had to be developed to support the

con guration of the platform, experiments' setup, and retrieval/analysis of results.

As shown in Fig.3.1, Septimius consists of three main components:

" The NoC Components Library contains all the di erent components that
can be used to implement the system. A top level packa@eptimius.vhdis
used to con gure all the desired and available options for the system such

as total number of nodes and clock distribution of the NoC, the di erent
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components to be used for the routers' micro-architecture including switching

mode, routing algorithm, arbitration, and bu ers used.

The Septimius API is a collection of high-level functions in C that can be
adapted and used with any softcore or hardcore microprocessor by modi-
fying the low-level functions. A top-level header le is used to specify the
system hardware con guration and the required functions. The API provides
a simple command line interface via UART which allows users to specify dif-
ferent options such as tra c type and distribution, number of runs, number

of warm-up and measurement cycles, dierence in o ered trac load be-
tween each run, type of data to be collected, and which analysis needs to be

performed during run-time.

The API also contains functions which read directed acyclic graph (DAG)
task-maps generated via XL-STaGe[77]. Other functions are developed to
automatically setup the NoC controller and Virtual processing elements
(VPEs). After each run a log le is generated containing the setup in-
formation and the measurements. The internal and external performance
evaluation include average/minimum/maximum packet delivery, through-

put, latency, source queue latency, and routers and channels usage.

The Checker Application is a software application developed to read the out-
put log les from experiment runs to check the collected data correctness and
perform o ine analysis for internal and external performance evaluations.
The application allows implementation of Septimius on FPGA evaluation
boards with limited memory resources by shifting data analysis from the
softcore/hardcore to the host PC by reducing the size of the embedded ap-

plication, therefore less memory is needed.

3.2 Overview of Septimius Platform Hardware

The rst design decision for emulation platforms on FPGAs is mapping [78], i.e.

single or multi-FPGA mapping. Septimius is a NoC emulation platform directly
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mapped into any single FPGA board. Meaning, The NoC is entirely implemented

on any single FPGA board given there are enough resources to implement the
system. We have implemented the system on a Xilinx FPGA Zynq 7000 [79] based
evaluation Zedboard Using a single board means resources are limited, therefore

design decisions take this limitation into account.

Figure 3.2: Septimius Platform Overview

The Zyng devices [79] architecture is composed of two main parts: the process-
ing system (PS) and the programmable logic (PL). The PS is a hard dual-core
ARM Cortex-A9 processor that exists as a dedicated silicon element along with
other processing resources, interconnect, cache memories, memory interfaces, and
peripheral interfaces. It has higher performance compared to soft-core processors,
such as MicroBlaze [80], which can be implemented on other Xilinx family devices,
such as Virtex or Kintex. The PL is composed of a general-purpose FPGA logic
fabric, along with some input-output blocks (IOBs). It allows for user-specic
designs, such as accelerators, to be implemented and recon gured if need be. The
PS and the PL are linked through a set of highly speci ed AXI interconnects and
interfaces. Therefore, they can be used independently or in conjunction to form a

complete integrated system.
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Septimius utilizes both the PS and the PL. The PS is employed as the master
of the platform and is the main means of communication between the host PC
and the NoC through a user interface (Ul). An UART is used for PC-to-board
communication. The NoC, routers and PEs, are implemented in the PL. In order

to conserve resources, a system controller and programmable Virtual Processing
Elements (VPES) are used instead of soft-core processors, such as picoBlaze[81].
Each VPE comprises two components, a packet generator (PG), and a packet
receptor(PR). The PS is used to setup the PGs with the required injection rate
(workload), temporal distribution (burstiness), and spatial distribution (destina-
tions according to available synthetic tra c patterns or task maps). The PGs also
keep track of the total generated measurement packets as well as the total latency
between generated measurement packets. Furthermore, the PS is also responsible
for setting up the PRs by con guring which data are to be collected and frequency
of measurements collection. The PRs check for the correction of received data,
and keep track of total packets received and total packets' latency. Once the ex-
periment is initiated by the controller, PGs generate packets of a certain format,
described in details later in 3.6.1, and PRs would start collecting the speci ed
data (packets/ its) and measurements into Node-Out collection FIFOs, described

in details later in 3.6.2.

The system controller is also setup by the PS with the total measurement run time,

and warm-up cycles time, time intervals to collect measurements (if needed), and
drain-cycle or inactivity time. The controller sequentialises the experiment by

GO-STOP or ON-OFF mechanism. The controller would freeze the network, by
deasserting a global enable signal, to allow the collection of data from the di er-
ent collection FIFOs when one of them becomes full. Essentially, the controller
is an in-between stage, between the PS and the network. It is the master of the
network, initiates the experiment, controls the freezing of operation, reads the col-
lection FIFOs, and de nes the run's phases (warm-up, measurement, and drain).
On the other hand, it communicates with the PS through handshaking mechanism
via GPIOs to initiate the experiment run after the setup, interrupt the PS to sink

data while the network's operation is frozen, wait for the PS signal to unfreeze
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the network's operation and continue the run, and signal the PS when the run is
nished. This sequential process of (run-freeze-collect-run) allows accurate mea-
surements of the network's performance over long runs while keeping the area and
memory footprint to a minimum by not using softcore PEs and data will only be
stored in the VPEs collection FIFOs for short periods before being transferred to
the PS. Basically, the collection FIFOs depths as well as the PRs con guration of
data to be collected de ne the frequency of freezing the network, thus the total

time for each run to nish.

3.2.1 Overview of the Emulation Process:

1. Users can use the Ul select from various available options and parameters.
Otherwise they can add con guration les (header les with task maps) to

the embedded software for an automated con guration.

2. The PS is then responsible for setting up the interconnect and mapping
the tra ¢ workloads by setting up the con guration registers of the VPEs
through GPIOs.

3. Afterwards, the PS signals the system controller to initiate the experiment

via a GPIO handshakesetupdone signal which indicates the setup is done.

4. The controller triggers all the PGs to start generating warm-up packets (un-
tagged). The PRs read any packets which arrive to local channels and ushes

them as they are not tagged. This is the warm-up cycle of the run.

5. Once the timer in the controller reach the warm-up cycle limit, stored in a

con guration register set by the PS, the measurement cycle begins.

6. The controller sets the globaimeasuringsignal high to indicate to all the PGs
to start generating measurement packets(tagged) as well as start collecting

measurements (total generated packets and total latency between packets).

7. During the measurement cycle, the PRs would start collecting data and mea-

surements, once measurement packets are detected. The PRs would collect



Septimius Experimentation Platform 66

10.

11.

12.

13.

14.

15.

16.

data in the collection FIFOs according to the set con guration (packets/

tagged its/ no data its).

. The full ags of the collection FIFOs are all connected to the controller.

When one of the VPEs collection FIFOs becomes full, the controller stops
all the components of the NoC by setting the global enable signals low (stop)

freezing the network's operation as well as all the timers.

. The controller checks and reads all the VPESs' collection FIFOs one by one,

and if data exists, it is transferred to an AXI-Stream FIFO. When all the
collected data has been transferred or when the AXI-Stream FIFO is full,

an interrupt is generated by the controller to the PS.

The PS would then read AXI-Stream FIFO data and logs it into a le on an
SD-card.

Once PS is nished with logging, it sets the handshake_done GPIO signal
high. The controller would then resume the experiment by setting the global

enable signals high again (On/Go) and the network resumes operation.

During measurement cycle, this stop-read-go process is repeated several

times, whenever one of the collection FIFOs is full.

Once the timer in the controller reach the measurment cycle limit, stored in

a con guration register set by the PS, the drain cycle begins.

The controller sets the globaimeasuring signal low to indicate to all the
PGs to stop generating measurement packets(tagged) and collecting mea-

surements. The PGs, however, continue generating un-tagged packets.

During drain cycle, the PRs keep collecting data and measurements for mea-
surement packets (tagged). Therefore, the stop-read-go process might also

occur during drain cycle.

Once the timer in the controller reach the drain cycle limit, stored in a

con guration register set by the PS, the drain cycle nishes.
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17. When the experiment is done, the controller noti es the PS by setting the

handshake nished GPIO signal high indicating the end of the run.

18. Logged data would then be analysed o ine on the host PC. Fig.3.2 shows

the architectural overview of Septimius on Zyng.

It should be noted that :

If prior to the run the user sets a range and interval for the injection rate, the
PS would automatically sets the controller and the VPEs and initiate another
run until the range limit is reached. Each run's data and measurements are

logged in a dierent le.

When the measurement cycle is nished, the controller would always freeze
the network and collect data and measurements as those measurements are

used for the end to end throughput calculation.

When the run/ drain cycle is nished the controller would always freeze the
network and collect data and measurements as those measurements are used

for the end to end latency calculation.

the drain/inactivity timer in the controller is reset every time a freeze and
read process occurs to ensure that the end to end latency measurement is

correct and for all generated measurement packets.

Analysis can be performed by PS instead of the host PC but it would prolong

the total time needed to run the experiment.

3.3 Topology

Chapter 2 covered several di erent topologies and there are many decisions to
be made regarding topology when developing a NoC. Regular vs irregular, direct
vs indirect and then choosing which type of those is to be developed. As we

mentioned, most NoCs presented in literature have a mesh or torus topologies.
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They are the most commonly implemented topologies within the NoC community.
Although other topologies can be implemented and used, we have made a choice

to carry out our research using mesh topology for several reasons; mainly:

Small node degree

~ Short Links

Simple routing (smaller area)
Scalable

Can relate to other implementations

Suitability for homogeneous system

It should be noted that adaptive bandwidth allocation would e ectively change the
topology as links change their direction. Although this change is only temporary,
combining it with certain routing algorithms along with certain application/task
mapping would yield a topology that suits speci c classes of applications. Meaning,
dynamic channel allocation could be in some cases be thought of as dynamic
topology recon guration. For instance, if an application is mapped to a part of
the network as shown in Fig.3.3 and the application mapping does not allow other
tra c through the allocated area. Then the channels bandwidth allocation would

cause a minor topology change for this specic region into a unidirectional ring

topology.

3.4 Clock Distribution and NoC Communication

Many implementations in the literature either assume fully asynchronous NoC
or fully synchronous architectures. The synchronous NoC is not a realistic as-
sumption in the many-core area as the use of a single synchronous skew-free clock
source for all the components over hundreds of nodes is not feasible. In addi-

tion, the majority of power consumption is consumed by the clock tree [11]. This
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Figure 3.3: An Example of Channel Bandwidth Allocation e ect on Topology
When combined with Application and Task Mapping

motivated the research of fully asynchronous implementation of the NoC and elim-
inating clock distribution concerns by using handshake protocols. Asynchronous
implementations of the NoC are found to have faster communication and consume
less power. However, the complexity of the designs, as well as the larger area
footprint, are two main concerns. Also, most already existing IPs assume the exis-
tence of the clock [11]. In addition, techniques such as DVFS are commonly used
to reduce power or temperature for optimal operating conditions for the core or
router. This means that each node would be operating at a di erent frequency.
Therefore, the assumption of globally asynchronous locally synchronous (GALS)
implementation of NoCs is considered the most a ordable solution for the short
term. In the GALS architecture, it is assumed that there are several clock regions,
also known as clock domains. Inter-router communications are performed syn-
chronously, whereas intra-router communications are performed asynchronously.
In addition, the mesochronous approach assumes a single clock distributed across
the chip with arbitrary skew. By eliminating skew constraint, a reduction in power
and an increase in frequency can be achieved. However, a special type of synchro-
nisers are needed in order to correct the phase shift, also known as mesochronous
synchronisers. Furthermore, the temperature and voltage changes would give rise
to another issue as the phase starts to shift, causing the constant phase di erence
to become variable in di erent regions at di erent times. This is also known as

multisynchronous system implementation and the synchronisers need to take the
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Figure 3.4: Di erent Clock Distribution Architectures. Clock Regions Repre-
sented by Colors, and Red Arrows Represent Transfers Crossing Clock Domains.

variability in the phase into account while performing detection and correction
operations. Finally, the system can be implemented as plesochronous or hete-
rochronous. In the former, the source and destination PEs operate at the nominal
frequency, slightly di erent, which eventually leads to a phase drift. Whereas in
the latter, the source and destination have dierent clock frequencies. Fig.3.4
shows examples of dierent clock distribution architectures. Septimius can be

setup as fully synchronous or as any of the multisynchronous implementations.

3.4.1 Synchronisers

In synchronous systems, input signals needs to meet the ip op/register require-
ment in order to prevent metastability. Although the setup and hold times are de-
vice dependent, the designer have some control over propagation delay. Therefore,
techniques such as reducing distances via pipelining by using ip ops/registers or

repeaters along wires is necessary.

tak(miny = tsu + th + tp (3.1)

tek(miny IS the minimum clock period. tg, is the ip op setup time period. t; is

the ip op hold time period, and t, is the propagation delay.
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When a signal traverses across asynchronous clock domains, designers cannot en-
sure input signals to meet the setup and hold time as as the asynchronous input
signal can change at any point relative to the destination ip op clock edge leading

to metastability. Metastability is a condition which occurs when the ip op out-

put is in a state that is neither high nor low due to setup or hold time violations.

It is more likely to occur with systems which use di erent clock sources when a
signal propagates between circuits with unrelated or asynchronous clock domain.
This propagation of signals from one clock domain to another clock domain is
known as Clock Domain Crossing (CDC). "In a multi-clock design, metastability
cannot be avoided but the detrimental e ects of metastability can be neutralized"
[82]. Metastability is a problem as the metastable output would propagate illegal
values and data could become corrupted and unusable and may even cause failures
in the system. The probability of a entering a metastable state and the required
time to resolve to a stable state depends on several aspects such as the processing
technology and operating conditions. Hence, a great care is needed when designing

a system with CDC.

" Brute-Force Synchronisers:  There are two types of synchronisers brute-
force and predictive synchronisers. Brute-force synchronisers are the most
commonly used synchronisers and are essentially a chain of ip ops con-
nected in series as shown in Fig.3.6. The probability of metastability prop-
agating is dependent on the number of ip ops in the chain. Metastability
would only propagate from one ip op to the next. Hence, the probability
of propagating metastability is reduced with each stage added as it would
have a higher probability to be resolved at one of the stages in the chain. Al-
though adding more stages increases reliability, each additional stage would
increase latency, area, and power, which would have an impact on the system
as a whole. The mean time between failuréd TBF is an estimation of the

average time between possible failures due to metastability :

MTBF = -— — (3.2)
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S is the metastability settling time. For a synchronisation chain, it is the sum

of the output timing slacks for each register in the chain. is the evaluation
time constant, whereas,T,, is the sensitive region. Both of these constants
depend on the device process and operating conditionSg and F. are the
frequencies of asynchronous input data and the clock of receiver respectively.
As the frequencies increase, the lower the MTBF becomes. The frequencies
are usually set by the design speci cation and can not be changed. However,
S can be increased by adding more stages which would increase reliability

exponentially.

[82] provides several technical guidelines and techniques, which were followed
when implementing Septimius, when designing a system with CDC using

synchronisers.

Predictive Synchronisers: Predictive synchronisers were introduced to
overcome the latency vs reliability trade o limiting brute-force synchronis-
ers by providing a single clock cycle latency and a relatively high MTBF. The
general principle is to predict the behaviour of the clocks or to predict fail-
ures/con icts by taking advantage of some characteristics which de ne the
relation between them. There are several proposed designs which mainly
focus on a subset of the GALS design where the transmit and receive clocks
are rational clocks, i.e they have a common ratio/s known at design time.
This approach allows for a low latency, high throughput and a relatively
less complex design, such as [83], [84]. However, if the clocks are unrelated
and have di erent phase and frequency, the design of predictive synchro-
nisers becomes quite complex. [85] proposed an adaptive predictive clock
synchroniser which depend on analog delay lines continuously calibrated to
the clock period. It exploits the periodic nature of clocks to predict any
possible conicts and in some conditions a delay to the sampled input is
applied to prevent those con icts. The synchroniser is claimed to be reliable
and prevents missing input data as well as data duplication. However, using
matched delay line have a large area and power overhead [86]. The Even-Odd

synchroniser is a widely used predictive synchroniser for periodic clocks. It
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measures a relative frequency between the two clocks in order to estimate the
relative phase which is then used to predict the safety of sampling and one of
two versions of registered data is selected[86]. Although it is claimed to have
a high MTBF and a one cycle latency, the Even-Odd synchroniser requires a
long time to perform measurements each time the frequencies change. Dur-
ing this time transmission needs to be stopped. [87] proposed to overcome
this issue by adding two techniques to the Even-Odd synchroniser to be used
with DVFS enabled systems. The rst is to continuously generate measure-
ment updates by the frequency ratio and detection interval circuits by using
two measurement circuits which alternate. This would allow transmission
to continue during gradual change in frequency. The second technique is
using brute-force synchronisers to communicate with the DFS controllers,
in both domains, through handshake protocol. They claimed a 20 clock cy-
cle pause in the event of sudden frequency change compared to the 1000+
clock cycles in the Even-Odd synchroniser. They also proposed the locally
controlled synchroniser where two phase estimators are used, one in each
domain, along with a ow management unit. It operates with two di erent
operational modes depending on the which clock is faster. The domain with
the faster clock manages metastability avoidance and ow control via its ow
management unit. Although it was reported to have a single cycle latency
with a high MTBF and small area, the locally controlled synchroniser can
not be used with rationally related clocks and would only be usable with

limited range of frequencies.

3.4.2 Clock Distribution and NoC Communication Design

and Implementation

Septimius assumes GALS implementation of the NoC as it is the most natural
assumption for NoCs especially in the presence of FIFOs. NoCs were introduced
for scalability and overcoming issues of traditional interconnects. So it is assumed

that each router is clocked through its PE. This would also allow the di erent parts
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of the system to operate with separate clock frequencies and clock sources. It would
also mean that techniques such as DFS and DVS can be added/supported. As
aforementioned, in GALS architectures, clock domain interfaces with synchronisers
are need to carry out communication between the di erent frequency domains to
ensure that data would always be aligned with the clock and avoid metastability.
Therefore, there is an area overhead which can be as high as an increase of 25% in
switch area, due to the extra control wires and synchronisers [88]. Yet, a decrease
of up to 21% in power dissipation is reported when the data activity factor is less

than 0.2 and control signals activity factor of 0.003125.

Zynq FPGAs have limited clocking resources, therefore, a choice is made to clock
the di erent adjacent routers using two di erent clock frequencies (48, 52 MHz).
Also, VPEs are all clocked with the same clock source and with the same frequency
as the controller (100MHz). This would ensure that creation and delivery times-
tamps are accurate and synchronised, but keep the clock domain crossing (CDC)

needed for a GALS architecture.

Fig.3.5 shows the di erent default clock regions in Septimius and, as discussed,
some form of synchronisation is needed to cross from one clock domain to another.
Table.3.1 shows a summary of the clock regions and elements within each region.
Before describing the design choice and implementation of the synchronisers, the

signals in the system must be categorised:

" Resets: All sequential elements needs to be reset and the global reset is in

the AXI clock region.

Global Enable: The global enable signal is the (go/stop) signal generated
by the controller. It is set high when the experiment is running and is set
low when the controller starts sending the accumulated received data from
the VPE to the ARM processor through the AXI-stream FIFO. All of the
sequential elements enables are gated with this signal which operates in the

AXI clock region.
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Figure 3.5: Dierent Clock Regions in Septimius

" GPIO Setup Signals: When setting up the experiment, the ARM writes into
con guration registers of the di erent nodes of the NoC. Those registers

within the VPE operate in the AXI clock region as are the GPIO signals.

Flags and Data: Data traverses from one input FIFO to the next input FIFO
between di erent routers and VPEs across di erent channels. FIFO ags
cross those clock domains as well. Eventually the data will be moved to the

AXl-stream FIFO. Therefore Data would cross through all clock domains.
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Clock Domain Freq MHz Component
AXI 100 AXIS FIFO, Controller, VPE
Local 1 24 - 48 Even Routers 0,2,4 ..
Local 2 26 - 52 Odd Routers 1,3,5 ..
Channel 1 24 - 48 Output from Even to Odd
Channel 2 26 - 52 Output from Odd to Even

Table 3.1: Summary of The Clock Domains

3.4.2.1 Enables, Resets and Control Signals

Brute-force synchronisers were the synchronisers of choice to synchronise Flags,
Resets and Control Signals due to its simplicity to design and implement and they
provide an adequate MTBF. Although latency is the major overhead compared to
predictive synchronisers, those signals, which would be synchronised, do not a ect
the system's performance. Global enables, resets and setup control signals are all

part of the setup and measurement side of Septimius.

Fig.3.6 shows a two stage brute-force synchroniser which consists of :

" Two ip ops ( D-FF1 and D-FF2) operating in the receiving clock domain
B. The two ip ops needs to be placed close to each other to minimise the

wire propagation delay.

An optional additional, but recommended, D-FFO0) operating in the trans-
mitting clock domain A prior to the two stage synchroniser. It performs
several functions. It registers the signal to be synchronised and holds it sta-
ble for a clock cycle, reducing propagation delay especially if the signal is

generated or passes through combinational logic.

Another important requirement when it comes to using brute-force synchronisers is
that the input signal must be of at least 1.5 the width of the receiving clock period.
Meaning, the signal should be stable at one level for at least three clock edges for

a reliable CDC using brute-force synchroniser [82].This is especially critical when
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short pulses are used and when transmitting clock is faster than receiving clock.

Also, this requirement does not increase with number of stages.

This CDC synchronisation structure is known as an open-loop solution as there
are no feedback mechanism to validate the receiving of signals. A closed-loop
synchronisation is when the same signal is sent back, from the receiving domain to
the sending domain through synchronisers, to acknowledge its receipt. Although
this is a more reliable than the open-loop solution, it su ers from the additional
feedback latency and uses twice as much components and wires resulting in a

higher area and power consumption.

Due to the aforementioned requirements, all the CDC in Septimius utilises a 3-
stage brute-force synchronisers with an open-loop structure and an input stage.
Additionally, all the signals passing clock domains are longer than three times the
receiving clock period. These design choices ensure the system's reliability, due
to the relatively higher MTBF and shorter propagation delays, while maintaining

design simplicity and a relatively small number of components.

Although synchronisers has been implemented using ip ops, additional constraints
are required for proper implementation. Di erent FPGA providers have di erent
constraint attributes which can be used to specify the placement and other pa-
rameters for the user design. Since the system is implemented for Xilinx Zynq
FPGA, these constraint attributes are de ned in the Xilinx Design Constraint
(XDC) le which would allow the tools to perform area and power estimation

and ensure proper placement of the design to meet the user's speci ed constraints.

Figure 3.6: Two Stage Brute-Force Synchroniser with an Input Optional Stage



Septimius Experimentation Platform 78

Some attributes can be de ned in the design such a&sSYNC_REG for each stage

of synchronisers. Some other important constraints are:

" createclock to de ne primary clock.

create generatedclock to de ne a user de ned generated clock from a prima-

ry/master clock.
setclock groupsto de ne related synchronous and asynchronous clocks.

setmaxdelay and set min_delay to set the minimum and maximum path
delay values which overrides the default setup and hold constraint, respec-

tively.

setbusskew to set a maximum skew requirement between several asyn-

chronous CDC paths.

Xilinx Parameterized Macros EPM ) for CDC are di erent types of synchronisers
optimised by Xilinx for their devices and use the appropriate attributes needed for
the tools to optimise the design during synthesis and implementation. Therefore,

XPM modules were used in Septimius.

1. Reset Synchroniser: Used to synchronise a reset signal. There are two
primary reset signals in Septimius, one generated by the reset module and
the second is a manual reset generated through the GPIOs. Both are in the
AXI clock domain and needs to be synchronised to reset all the elements
in other clock domains. The XPM moduleXPM _CDC_SYNC_RST is used
to synchronise the reset signal. It asserts and deasserts the output to the
receiving clock domain. It is parameterisable and several attributes can be
modi ed to generate the desired module.DEST_SYNC_FF attribute sets
the number of synchronisation stages.INIT sets initial value in simula-
tions. INIT _SYNC_FF enables the initial valueINIT in simulations, and

SIM_ASSERT_CHECK sets simulation message reporting. Table3.2 shows
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Attribute Default | Set Value
DEST_SYNC_FF 4 3
INIT 1 0
INIT _SYNC_FF 0 1
SIM_ASSERT_CHECK 0 1

Table 3.2: Default and Design Values forXPM _CDC_SYNC_RST Attributes

Figure 3.7: 3-Stage Brute-Force Reset Synchroniser Schematic

the di erent attributes, their default and design chosen values. Fig.3.7 shows

implementation schematic of 3-stage reset brute-force synchroniser.

In order to verify the functionality of the module, it was instantiated within

a wrapper then implemented. A test-bench was also created and a behav-
ioral and post-implementation functional and timing simulations were run.
The testing and veri cation can be found in Appendix A.1 along with the

estimated area and power of implementation.

2. Enable Synchroniser: Used to synchronise enable signals. There is a
primary enable signal in Septimius generated by the controller module known
as the global enabled en) which enables all the sequential elements during
the system setup and while the experiment is running. It also enables real-
time counters only during experiment runs. It is generated in the AXI clock
domain and needs to be synchronised to enable/disable all of the sequential
elements in other clock domains. Similar to the reset synchroniser, there is
an XPM module XPM _CDC_SINGLE which is used to synchronise a single
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bit signal from sending clock domain to the receiving clock domain. This
module is also parametrisable and has several attributes which allow simple
and quick instantiating of the desired module. DEST_SYNC FF sets the
number of synchronisation stagesINIT _SYNC_FF enables initial value in
behavioural simulations. SRC_INPUT _REG enables the optional registering

of the input, and SIM_ASSERT CHECK sets simulation message reporting.

Attribute Default | Set Value
DEST_SYNC_FF 4 3
INIT _SYNC_FF 0 1
SRC.NPUT _REG 1 1
SIM_ASSERT_CHECK 0 1

Table 3.3: Default and Design Values forXPM _CDC_SINGLE Attributes

Fig.3.8 shows the implementation schematic of the 3-stage enable brute-force
synchroniser by the tools which is similar to Fig.3.7 except for the additional

input ip op which registers the input.

Figure 3.8: 3-Stage Brute-Force Enable Synchroniser Schematic

In order to verify the functionality of the module, it was instantiated within

a wrapper then implemented. A test-bench was also created and a behav-
ioral and post-implementation functional and timing simulations were run.
The testing and veri cation can be found in Appendix A.2 along with the

estimated area and power of implementation.
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It should be noted that there are other synchronisation modules for CDC pro-
vided by Xilinx. They are all parameterisable modules based on the brute-force

synchronisers, Such as:

" XPM _CDC_ASYNC_RST: For asynchronous resets which results in an out-
put asynchronously asserts with the input and deasserts synchronously with
the destination clock. It is a gatedXPM _CDC_SYNC_RST.

"~ XPM _CDC_ARRAY SINGLE: is an array of XPM_CDC _SINGLE brute-
force synchroniser for multi-bit signals which are unrelated. This is used

to synchronise ags and control signals in Septimius.

" XPM _CDC_GRAY : For binary counters synchronisation. It converts the
binary count into Gray code count and synchronises it to the destination
clock. Using Gray code conversion ensures that only a single bit changes at

time which is then fed intoXPM _CDC_ARRAY _SINGLE to be synchronised.

"~ XPM_CDC_HANDSHAKE : is a closed-loop structure of the brute synchro-
niser where the synchronised signal is sent back to source as an acknowledge

of receiving it.

XPM _CDC_PULSE: is used for synchronising an input of any length longer

than the minimum into a single cycle pulse output in the destination domain.

3.4.2.2 Data Synchronisation

As aforementioned in the background chapter, synchronous FIFOs are used in the
NoC routers as bu ers at the input to save packets whenever there is a contention
due to contention over an output port. The output port might also incorporate a
FIFO when the switch has a speedup to decouple switch scheduling from output
scheduling. Output FIFOs are also used to shorten the length of the link wires

and reduce the use of repeater, hence, increasing throughput.

In multisynchronous GALS architectures, asynchronous FIFOs are the most com-

monly used component for multi-bit data CDC. Asynchronous FIFOs can either
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be a register bu er or a shared memory which allows data insertion in the write
clock domain and data removal in the read clock domain. Data can be written
to the FIFO as long as it is not full and can be read as long as it is not empty.
The design of asynchronous FIFOs is similar to synchronous FIFOs except for the

synchronisation of the full and empty ags, as shown in Fig.3.10.

The full and empty ags are generated through the comparison of write and read
pointers. The pointers keep track of the number of data written/read to/from the
FIFO. The full ag is generated in the write clock domain whereas the empty ag

is generated in read clock domain. Therefore, pointers needs to be synchronised.

In synchronous FIFOs, binary counters are used to implement the pointers and
keep track of data count in the FIFO. One possible implementation of ag gener-
ation is by using pointer counters of one bit wider than needed. The addressing of
the FIFO pointers uses all the counter bits except the most signi cant bit (MSB).
The MSB is used for full and empty ag generation. If the write and read pointers,
including MSBs, are identical, then the FIFO is empty. However, If the write and

read pointers are identical but the MSBs are di erent then the FIFO is full.

Figure 3.9: 4-bit Binary to Gray Code Converter

Binary count pointers can not be used in asynchronous FIFOs as multiple bits

could change each clock cycle which might cause metastability and reliability issue.
Therefore, a binary to Gray code conversion module is used with the binary counter
in each clock region. The binary to Gray code conversion module is can be simply

implemented using a XOR gates as shown in Fig.3.9.
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Using Gray coded pointers ensures that only a single bit of the pointer is changing
each clock cycle. The output of the conversion is then synchronised using an array
of brute-force synchronisers for CDC. The synchronisation stages of the FIFO is

de ned by the synchronisation stages of these brute-force synchronisers.

Figure 3.10: Structural Design of Asynchronous FIFO

After synchronisation, the full and empty ags can then be generated by comparing
the write and read pointers in Gray code. If the write and read pointers, including
the two MSBs, are identical, then the FIFO is empty. However, If the write
and read pointers are identical but the two MSBs are di erent then the FIFO
is full. Otherwise, a Gray code to binary conversion module could be used to
convert the count back to binary in each clock domain. Other optional ags such
as programmable empty/full, almost empty/full can also be implemented using

additional combinational logic.

The FIFO could use a single asynchronous reset or two synchronous resets for each
region. The asynchronous reset needs to be synchronised in each clock domain
when used and should be at least 1.5 times the longer period of the two clocks.
An additional (hidden) register could be used as a fail safe in case of over owing
by one data. Also, a register can be used in the read clock domain to prevent the

rst word to be available at the output before issuing the rst read request.
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Input and Output FIFOs are used in Septimius to decouple the dierent clock
regions. As with the brute-force synchronisers, the system is using Xilinx's IP and
XPM asynchronous FIFO XPM _FIFO _ASYNC as they are optimised for Xilinx
devices. This module is parametrisable and has several attributes which allow sim-
ple and quick instantiating of the desired module when usingPM _FIFO _ASYNC.

However, these parameters need to be changed manually when IP generator is used.

From the schematic ofXPM _FIFO _ASYNC implementation, it is clear that the

design of the FIFO is similar to the design described and shown in Fig.3.10.

For instance, Xilinx usesXPM_CDC_GRAY for synchronising pointers and for
synchronising the reset within a reset moduleXPM _CDC_SYNC_RST is used.
However, there are six up/down counters used. Two are used for the write and
read pointers and data counts. Another two are used for the full and empty ag
generation and also compared to the previous two counts to prevent over ow and
under ow. The nal two counters in the write clock domain are connected to the
reset module used to provide a safe reset state with the reset module. Also, there
several registers which are used to set up the di erent optional functionalities such
as enabling error code correction, threshold values for programmable empty/full
and other con gurations set by the attributes. Table.3.4 lists some of these at-
tributes and their default and values used in the design during simulation and

veri cation.

In order to verify the functionality of the di erent synchronous and asynchronous
FIFO IPs provided by Xilinx, they were instantiated within a wrapper then imple-
mented. A test-bench was also created and a behavioral and post-implementation
functional and timing simulations were run. The testing and veri cation can be
found in Appendix A.3 along with the estimated area and power of implementa-

tion.
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Table 3.4:

Attribute Default | Set Value
FIFO _MEMORY _TYPE auto auto
CDC_SYNC_STAGES 2 3
READ MODE std fwft/std
FIFO WRITE _DEPTH 2048 32
WRITE _DATA WIDTH 32 28
READ _DATA WIDTH 32 28
PROG_FULL -THRESH 10 19
PROG_EMPTY _-THRESH 10 10
FULL _-RESET_VALUE 0 1
USE_ADV _FEATURES 0x0707 Ox1A1A

Default and Design Values forXPM _FIFO _ASYNC Attributes
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3.5 Controller

This is the main interface between the PS and the NoC, and its main purpose is
to control the experiment run through stop-and-go mechanism and manage the
transfer of collected data from the VPEsSNode out collection FIFOs to the AXI-
stream FIFO which is then read by the PS.

As shown in Fig3.11, All the signals are sent and received by the PS via GPIO
controllers in order to allow easy adaptation of the system to be implemented
into other FPGAs with a di erent hardcore/soft-core processing system or with a
di erent GPIO controller IP. There are three 1-bit signals from the PS connected
to the controller and a single bit signal from the controller to the PS for handshake.
In addition, two signals from the PS are used to setup the con guration registers
of the controller as well as the con guration registers of the VPEs. A summary of
all the of the controllers input and output signals and their widths and function

are given in Table.3.5.

Figure 3.11: Overview of the System's Connections
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Signal Dir Width Description
Clk xx IN Number of Regions| Clock of each region
Rst_xx OUT | Number of Regions| Synchronised reset for each region
g-enxx OUT | Number of Regions| Synchronised global enable for each region
rt_en.xx OUT | Number of Regions| Synchronised real-time enable for each region
cfg.address IN 16 Addresses con guration Registers
cfg_data IN 32 Con guration data
man_rst IN 1 Manual reset to hold reset for enough time
setup_.done IN 1 PS signal indicates that setup nished
pc_done IN 1 Indicates that PS has read data
nished ouT 1 To indicate experiment has nished to PS
measuring ouT 1 To indicate measurement cycle to VPE
triggers ouT 1 To VPE to start generating packets
node out_address ouT . X+ Y Address of the node to Check and Read
Physical Addresses
nodeout_fo _rd_en ouT 1 Read enable to addressed node
node out_fo _data_out IN Flit Width = 28 Data out from addressed node
nodeout_fo _empty IN 4 Empty, almost_empty, prog_empty, valid
nodesout_fo _almost_full IN Number of Nodes | All of collection FIFOs' almost Full ags
axis_tready IN 1 AXl-stream FIFO ready ag
axis_tvalid ouT 1 Indicate data valid to AXI-Stream FIFO
axis_tdata ouT 32 Data out to AXI-s FIFO
axis_tlast ouT 1 Indicate the last data word to AXI-Stream FIFO
Table 3.5:  Summary of Controllers Signals Direction, Width, and Description

The Controller, shown in Fig.3.12, comprises of ve con guration registers, seven

counters, comparators to compare between the values of the counters and the val-

ues stored in the con guration registers, an FSM to control the experiment cycle,

and synchronisers for global enables, real-time enables and resets. It operates in

the AXI clock domain, the same region as the VPEs, AXI-s FIFO and the GPIOs.

A short description of con guration registers and a summary the counters are

given in Table.3.6 and Table.3.7 respectively.

Con guration Register Address Description
Operation mode
00 when any form of data are being collected
mode.cfg.reg 0X8001 01 when measurements is to be collected at intervals
10 when measurements is only collected at the end
interval _cfg reg 0X8002 | To set interval limit to stop when operation mode: 01
wu_cfg_reg 0X8003 | To set Warm-up cycle limit in axis clock cycles
exp_r_cfg_reg 0X8004 | To set Measurement cycle limit in axis clock cycles
inactive_cfg_reg 0X8005 | To set Drain cycle or inactivity limit in axis clock cycles

Table 3.6:

Summary of the Controllers Con guration Registers and Their

Address. Max limit for Time limit Registers is De ned and Set in Septimus.vhd
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Figure 3.12: Architectural Overview of the Controller
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Counter Limit Description
total _time_cntr No limit To keep total time of experiment run, enabled during warm-up
and start-state of measurement/drain cycles.
. Set by con g | To keep track of intervals to stop and collect data/measurements,
interval _cntr . : . X
Register enabled during measurement cycle only. if mode is 01
— NoC.COL-1 To genergt(_a X address of nodes to check FIFOs and read them
enabled in inc_fo state only
To generate Y address of nodes to check FIFOs and read them
rry-entr NoC.-ROW-1 enabled in inc_fo state when X address reaches MAX only
: Set by cong | To keep track of inactivity/drain cycle
nish _cntr . :
Register after measurement cycle nished
AXIS-FIFO | To keep track of number of words written to AXIS-FIFO,
rd_fo _cntr
Depth - 4 prevents FIFO over ow
Table 3.7:. Summary of the Controllers Counters and Their Limit.

Figure 3.13:

State Diagram of Controller's FSM
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3.5.1 The Controller's Operation

The controller employs an FSM with sixteen states as shown in the state diagram
of the FSM Fig.3.13. The FSM controls the sequence of operations performed by

the controller as follows:

" Setup and Warm up Cycle: At reset, the FSM starts in IDLE state and
jumps into SETUP state after a clock cycle. The controller waits irSETUP
state until the PS con gures all the con guration registers of the controller
and the VPEs. After the con guration setup, the PS setssetupdone sig-
nal high to indicate the nishing of system setup and the controller starts
running the experiment and jumps intoWARM _UP state. A trigger sig-
nal triggers, connected to all of the packet generators, is set high to start
generating un-tagged packets andbtal_time_cntr counter starts counting.
wu_done signal is set high once the count reaches the value setvinn cfg reg
register indicating the end of the warm up cycle of the experiment. As
aforementioned, in the regular run, packet receptors are not performing any
measurements nor collecting any un-tagged packets unless it is con gured
to do so for debugging. Therefore, the collection FIFOs remain empty and
so the global enable signajen and all synchronised global enables for the
di erent clock regions remain high enabling all the sequential components

to operate.

Measurement Cycle: The measurement cycle starts aftewu done sig-
nal is set high and the controller jumps intoSTART state. The controller
remains in this state andmeasuringsignal, connected to all of the packet gen-
erators, is set high in this state in order to start generating tagged packets.
Packet receptors performing measurements on or collecting tagged packets
according to their con guration. Also, the real-time enable signatt_en and

all synchronised real-time enables for the di erent clock regions remain high
enabling all the real-time counters in each node as well &stal_time_cntr

counter within the controller.
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The packet collectors keep collecting data until one, or more, of the collection
FIFOs is a single word from being full, indicated byrode out_ fos _almost full
signals. Then, the controller jumps intoSTOP state whereg en, and rt_en
signals are set low in order to disable all the sequential elements of the
network and freeze the operations along with the timers. After a clock
cycle, the controller becomes IRTHECK _FIFO state where a single collection
FIFO, addressed by the outputs ofrtr x_cntr and rtr _y_cntr counters, is

checked for stored data indicated byode out_ fo _empty signal.

The FIFOs are checked one by one for each row before moving to the next
row. If the FIFO is empty then the controller jumps into INC_FIFO state to
incrementrtr _x_cntr by one and returns after a clock cycle t€ HECK_FIFO
state to check the newly addressed FIFO. This process repeats if the FIFOs
are empty until all the FIFOs of the rst row is checked, whenrtr _x_cntr
count reaches maximum X address value, therr _y cntr counter is incre-
mented by one inINC_FIFO state and rtr x_cntr rolls back to O to start
addressing the second row FIFOs. The process repeats until all collection

FIFOs of the network is checked for data.

If a FIFO has data stored, then the controller jumps fromCHECK_FIFO
state to RF_FIFO state where rst word is read by settingnode out_fo _rd_en
signal high. After a clock cycle, the controller jumps toRC_FIFO state
where it keeps reading the collection FIFO and writing to the AXI-Stream
FIFO continuously by setting nodeout fos rd_en and axis tvalid signals
high as long as the AXI-Stream FIFO is ready, indicated byxis_tready. The
controller remains in this state until there is a single word left in the FIFO,
indicated by nodeout_fo _almostempty signal, to jump to RL_FIFO state.
During this state the controller writes the last word into the AXI-Stream

FIFO before jumping into INC _FIFO state to address the next FIFO.

This reading process continues until all the last FIFO, indicated bynaxrtr
signal, is checked/read and the controller jumps téNC _FIFO state where

both address counters roll over to 0 andaxis_tlast is set high to write
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OxFFOOOOFF to the AXI-Stream FIFO indicating the nish of reading pro-

cess. When the AXI-Stream FIFO receiveaxis tlast signal, it sends an inter
rupt signal to the PS to read the FIFO. The controller jumps intoWAIT _-PC
state and waits for PC_done from the PS, indicating that the reading/pro-
cessing of data has nished. The controller jumps back t8§TART state and

the network resumes operating.

During the read operation statesrd_fo _cntr counter keeps a count of the
words written to the AXI-Stream FIFO to prevent over ow. Once the
counter reaches a set limitaxis.almostfull is set high and the controller
jumps to RL2_FIFO where the last word is written into the AXI-Stream
FIFO and axis tlast signal is set high. The PS receives an interrupt sig-
nal and reads the FIFO. Meanwhile, the controller jumps toWAIT2 PC
state and waits forPC_done signal. Once set high, the controller jumps into
CHECK_FIFO state to check if there are any more data left in the last read
collection FIFO. This part of the controller's design allows the user to have

relatively small AXIS-FIFO, hence, reduce resource utilisation.

Drain Cycle: The experiment stays in measurement cycle until the set
experiment run time is reached bytotal_time_cntr counter wheremeasuring
signal is set low so the packet generators switch from generating tagged pack-
ets to generating un-tagged packets. Meanwhile, the packet receptors keep
collecting tagged packets only and measurements during the drain cycle and
so the reading process might occur during the drain cycle. Thaish _cntr
counter is incremented duringSTART state to keep track of inactivity of
the network. Inactivity is de ned by no collection FIFO has triggered a read
process operation for a set limit, indicating that all tagged packets has been
read. Once the counter reaches the limit, set during con guratiormax wait
signal is asserted and the controller initiates the read process of the FIFOs.
Once the Controller reache®WAIT _PC state, it transitions to EXP_FINISH
state and assertsnished signal high to indicate the nish of the run to the
PS.
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" Operation Modes: The controller can be setup to one of three di erent
operation modes providing di erent speed and insights of the emulation, as

follows:

1. Collection Mode: is the slowest mode as packets or parts of the packets
are being collected which would lead to many stop-go to read data. This
mode allows internal measurements to be taken as they are embedded
within the packets. Also, the measurements are collected at the end of

the experiment or every time the VPE FIFOs are read(unset interval).

2. Interval Mode: is a faster mode as only system measurements are col-
lected from the VPEs at an interval, set during con guration. This
mode allows extracting system measurements from the VPEs several
times during the run which gives an additional insight of the system
throughout the whole run. In this mode, the total time of each experi-

ment run depends on the interval set.

3. Fast Mode: is the fastest mode, as no data or measurements are col-
lected during the run. Hence, the system would never be stopped until

the end where measurement are collected from VPESs.

In order to verify the functionality of the controller, a test-bench was created and a
behavioral, and post-implementation functional and timing simulations were run.
Although the testing and veri cation of each module is rst completed before any
integration took place, here, we show the veri cation of the NoC controller after
the full system has been integrated for a more accurate behaviour of the other
parts of the system. The testing and veri cation can be found in Appendix A.4

along with the estimated area and power of implementation.
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3.6 Virtual Processing Element (VPE)

In each node in the NoC, a light-weight replacement for processing cores and net-
work interface (NI) has been designed and implemented to generate customised
tra c types with dierent distributions and loads. Due to their smaller area
utilisation, the use of VPEs allows the implementation of a system with more
nodes. The VPE, shown in Fig.3.14, comprises of a packet generator which gener-
ates packets, a packet receptor to receive packets, seven con guration registers to
setup the packet generator, and a single con guration register to setup the packet
receptor. A summary of the VPE signals and con guration registers are given in

Table.3.8 and Table.3.9 respectively.

Figure 3.14: Architectural Overview of the Virtual Processing Element
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Signal Direction Width Description
clk IN 1 Clock
rst IN 1 Reset
g-en IN 1 Global enable
rt_cnt IN Flit Width =28 Real-time
local_address IN Physic>;I+A:; dresses Current node address
cfg.address IN 16 Con guration register adddress
cfg_data IN 32 Con guration register data
trigger IN 1 To start generating packets
measuring IN 1 Enable tagging packets
Input Queue FIFO Signals to Local Channel
out_fo _wr_en ouT 1 Write enable
out_fo _din ouT Flit Width = 28 Data in
out_fo _full IN 1 Full ag
out_fo _almostfull IN 1 Almost full ag
out_fo _prog_full IN 1 Programmable full ag
out_fo _wr_ack IN 1 Write acknowledge ag

Input-FIFO Signals from Local Channel

in_fo _rd_en ouT 1 Read Enable
in_fo _dout IN Flit Width = 28 Data out
in_fo _empty IN 1 Empty ag
in_fo _almost_.empty IN 1 Almost empty ag
in_fo _prog_empty IN 1 Programmable empty ag
in_fo _valid IN 1 Data valid ag
NODE Output-FIFO Signals
nodeout_fo _wr_en ouT 1 Write Enable
nodeout_fo _din ouT Flit Width = 28 Data in
node out_fo _full IN 1 Full ag
nodeout_fo _almost_ full IN 1 Almost full ag
node out_fo _prog_full IN 1 Programmable full ag
node out_fo _wr_ack IN 1 Write acknowledge ag

Table 3.8:

Summary of the Virtual Processing Element Signals

Con gu_ratlon Address Description
Register
pg_cfg_reg 0x0 Packet generators con guration register
max_it _cnt_reg Ox1 Maximum it count for variable packet (WH)
max_packet cnt_reg 0x2 Maximum packet count
max_messagecnt_reg 0x3 Maximum message count
imax_pausecnt_reg Ox4 Maximum wait time between packets
max_m_pausecnt_reg 0x5 Maximum wait time between messages
num_dest.addressreg 0x6 Number of total destinations
dest address 0x7 Addresses RAM write enable
dest addresssel - Addresses the RAM address
pr_cfg_reg 0x8 Packet receptors con guration register
Table 3.9: Virtual Processing Element Con guration Registers
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3.6.1 Packet Generator (PG)

The packet generator generates packets structured as shown in Fig.3.15. It can be
set to generate tra ¢ with various temporal distribution (burstiness) to multiple
destinations with di erent injection rates. The granularity of data is set by spec-
ifying total message count, total packets count per message, and total it count

per packet.

Also, it can generate pseudo random destinations addressing any node in the
network. As the platform supports di erent switching modes, the packet size
can be set to one of the possible packet sizes (number of its per packet) shown.
However, care must be taken with SAF and VCT switching modes as the network's
FIFOs' depth needs to be able to store a full packet. With WH switching any of

the packet sizes can be used regardless of the FIFOs' depth.

Figure 3.15: Septimius Packet Structure

A summary of all input and output signals of the packet generator are given in
Table.3.10 and Fig.3.16 shows The packet generator's architectural overview and

it comprises of:

" Con guration Registers: to con gure the PG as discussed earlier and are
shown in Table.3.9. The output of these con guration registers are inputs

to the PG. The main PG con guration register is organised as follows:
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Figure 3.16: Architectural Overview of the Packet Generator

{ Activator (bit 0): 1 to activate the PG, or 0O to disable it.

{ Limiter (bit 1): 1 to set a limit on number of messages generated, or O

to generate endless messages.

{ Trac-Type (bits 2 and 3): only bit 2 is used and bit 3 is left for
future development. When bit 2 is set to 1, random addresses are
generated. Whereas if it is set to 0, destinations are generated as set in

the destination RAM.

{ Pause-Activator (bit 4): 1 to activate pause between packets, or O to

disable it.

{ Message Pause-Activatofbit 5): 1 to to activate pause between mes-

sages, or 0 to disable it.
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Signal Dir Width Description
clk IN 1 Clock
rst IN 1 Reset
g-en IN 1 Global Enable to freeze
measuring IN 1 Enable tagging packets
local_address IN X +Y Physical Addresses Current node address
rt _cnt IN Flit Width = 28 Real-time
trigger IN 1 Start generating packets
PG Setup Signals
activator IN 1 Activate PG
limiter IN 1 1: Limit messages, 0: Endless messages
trac _type IN 2 1: Random dest, 0: RAM dest
pauseactivator IN 1 Activate pause between packets
m_pauseactivator IN 1 Activate pause between messages
bw IN 4 Required bandwidth of the data sent
max_it _count IN 4 De nes number of its in a packet
max_packet_count IN logz(MAX _MESSAGE _SIZE) Number of packets
max_messagecount IN log,(MAX MESSAGE_NUM) Number of messages
max_pausecount IN logz(MAX _PACKET _PAUSE) | Pause in clk cycle between packets
max_m_pausecount IN log,(MAX _MESSAGE_PAUSE) | Pause in clk cycle between messages
num_dest address IN log,(NUM _DESTS) Number of destinations addressed
Destination RAM Signals
dest addressen IN 1 RAM write enable
destaddresssel IN log(NUM _DESTS) RAM write address
destaddressin IN X +Y Physical Addresses RAM data in (destinations)
Measurement Signals to PR
pg_latency ouT Flit Width = 28 Packet Generator's latency
pg_packet count ouT Flit Width = 28 Packet Generator's packet count
Input Queue FIFO Signals
fo _wr_en ouT 1 Write enable
fo _din ouT Flit Width = 28 Data in
fo _full IN 1 Full ag
fo _almost_full IN 1 Almost full ag
fo _prog_full IN 1 Programmable full ag
fo _wr_ack IN 1 Write acknowledge ag
Table 3.10: Summary of the Packet Generators Signals

{ BW (bits 8 to 11): used to set the required bandwidth or the injection

rate in terms of levels. For instance, O indicates no injection or band-

width information is available, 1 indicates 0 to 6.25% injection rate or

bandwidth required, 2 for 6.25-12.5% and so on.

~ Destination RAM:

dressed when creating packets whera c type

to store the di erent destinations that would be ad-

is set to 0. The destinations

are written into the RAM via con guration address and con guration data
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GPIOs, by the PS. Also, the rst destination address is fed to the random

address generator as a seed to allow randomisation of sequence.

Destination counter:  to generate read address of the destination RAM.
Once it reaches the number of destinations limit, stored in con guration

register 6, it rolls over and selects the rst address in the RAM.

Random Address Generator:  is a pseudo random generator implemented
as linear feedback shift register (LFSR). The seed can be con gured by writ-
ing to the Ox00 address of destinations RAM. The seed would be used to
randomise the sequence of the LFSR of di erent nodes by having a di er-
ent start destination address. The LFSR generates destinations with equal
probability. However, it does not generate address (0,0). So a mux is used
to select (0,0) whenever the LFSR addresses the local address of the node.
Also, it is designed with wrong address prevention to prevent generating
addresses of non-existing nodes. For instance, when the NoC is 3X3, the
physical address is 4-bits wide and the LFSR can randomly generate address
(4,4), b(1111), which does not exist. Therefore, it keeps generating addresses
until the next existing address is generated. It is also used to prevent any
addressing any wrong addressing caused by wrong setup of destinations in

the destination RAM.

Three data-structure counters: to keep track of payload packet and
messagecounts, respectively. These counts are compared to the limits, set

in the con guration registers 1-3, to roll over. Additionally, these counters

are linked so when the rst counter rolls over the second counter increments
and so on. It should be noted that All of the destinations would receive
the same packet size, message size and total messages. Also, data is sent
to destinations per message. Meaning, all packets of a message is sent to
a destination before changing the destination and the same message is sent
again to the new destination and so on. Once the message is sent to all
destinations, the next message is generated. Also if the limiter bit is set to

0, then the PG generates endless messages.
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" Two pause counters: to keep track of pause between generated packets
and generated messages, respectively. The injection rat of the packet gener-
ator is de ned through con guring these counter's limit, using con guration
registers 4 and 5. Also, these counters and limit registers allow di erent
temporal workloads, distributions of trac to be generated; uniform and

bursty tra ¢ with di erent burst lengths.

FSM: to control the process of generating its, packets, and messages to
di erent destinations , as shown in Fig.3.17, according to the tra c type

and distribution, injection rate and limits set during con guration.

Figure 3.17: State Diagram of Packet Generator's FSM

" Measurements Components:  a register is used to capture creation time
when the header it is generated which is then embedded into the fourth
it of the packet. Another register is used to store this creation time as old
creation time when the packet's tail is generated so the rst register can
capture the new/next packet's creation time. A third register, a subtractor,
and an adder are used to store the total latency/delay between generated

packets. Finally, a counter is used to keep track of total generated packets.
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are used to verify that the packet injection rate set for the run has not been
e ected by the networks congestion. Also, the total generated packets of
all PGs can be compared to the total packets received by PRs to verify
the receipt of all packets and correctness of measurements. Furthermore,
the total delay/latency and total generated packets are sent to AXI-Steram
FIFO via the packet receptor at the end of measurement cycle to be used

for throughput measurement.

Figure 3.18: Architectural Overview of Measurement Components

3.6.1.1 Trac Patterns

As aforementioned, Septimius API provides functions used to con gure PGs with
a DAG task-map generated via XL-STaGe and also allows manual task-mapping
via the command line interface. In addition, the API provides functions which
allows choosing and setting up the PGs with one of ten di erent synthetic tra c

patterns:

~ Bit-Complement:

As the name suggests the destination binary address is a complement of the

source binary address. Hence, making a source-destination pair where both
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nodes exchange data. In the example shown in Fig.3.19, node(0,1) with the
binary address (0001) is sending to node(3,2) with the binary address (1110)

and vice versa.

Bit-Reversal:

Another simple and widely used source-destination pair tra ¢ pattern where

the destination binary address is the reverse order of the source address. In
the example shown in Fig.3.19, node(0,1) with the binary address (0001)
is sending to node(2,0) with the binary address (1000) and vice versa. In
this tra ¢ pattern some nodes, in red, are not generating any tra c as they
would be addressing themselves. So instead the user has a choice between
disabling those nodes or set them to generate random trac to all other

nodes.

Buttery:

Similar to the previous tra c patterns, this is source-destination pair tra c
pattern and the destination is generated through manipulating the binary
address of the source by swapping the MSB and LSB bits. In the example
shown in Fig.3.19, node(1,1) with the binary address (0101) is sending to
node(3,0) with the binary address (1100) and vice versa. This tra c pattern
also has some self-addressing nodes, in red, but not along the diagonal.
Again, the user has a choice between disabling those nodes or set them to

generate random tra c to all other nodes.

Transpose:

In this tra c pattern the destination address is also a function of the source
address and forms a source-destination pairs which exchange data. How-
ever, unlike the previous three tra c patterns, the X and Y addresses of
the node is used instead of the binary bits and the destination address is
generated by swapping the X and Y address of the source. In the example
shown in Fig.3.19, node(0,1) is sending to node(1,0) and vice versa. In this
tra c pattern some nodes, in red along the diagonal, are not generating any

tra c as they would be addressing themselves. So instead the user has a
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choice between disabling those nodes or set them to address uniform random

destinations.

Figure 3.19: Synthetic Tra c Patterns, 16 Node with X-Y DOR Routing

" Shue:

Another simple tra c pattern but instead of having source-destination pairs
exchanging data, this tra c pattern has a set of K nodes which form a cy-
cle where each source addresses a single destination and the last destination
addresses the rst source. This addresses of the set is generated by manip-
ulating the binary source address and since each distention is the source of
the next destination, the set can be formed starting from any node. The

destination binary address would be a a single bit rotation to the left of the
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source binary address. In the example shown in Fig.3.19, node(0,1) with the
binary address (0001) addresses node(0,2) with the binary address (0010).
Node(0,2) addresses node(1,0) with the binary address (0100), which ad-
dresses node(2,0) with the binary address (1000). The cycle is then nalised
with the node(2,0) addressing the rst node(0,1). The two corner nodes in
red, (0,0) and (3,3), are self-addressing nodes which can be disabled or set

to address uniform random destinations.

Bit-Rotation:  This tra c pattern is the reverse of shu e tra c pattern
where the set of nodes formed by right rotation of the source address. In the
example shown in Fig.3.19, the set is the reverse of that in shue. Start-
ing with the same node, Node(0,1) addresses (2,0) which addresses (1,0).
Node(1,0) addresses (0,2) which nished the cycle and the set by addressing
node(0,1). Similarly, the two corner nodes in red are self-addressing and not
part of any set and can either be disabled or set to address uniform random

destinations.

Tornado: Another tra c pattern with a set of sources and destinations
which form a cycle. The destination addressed is a function of the source's
position as described by the equation below. For k = 4, the destination is two
columns and one row above the source. In the example shown in Fig.3.19,
node(0,1) addresses node(2,2) which is one row above and two columns away.
Node (2,2) addresses node(0,3), with a similar hop count but in the negative
X direction compared to the previous pair. This continuous until the rst
source is addressed as destination. No self-addressing nodes in this trac

pattern.

Xa=(Xs+(k=2) ( 1)) modk
(3.3)
Yo=(Ys+1) modk
" Neighbor: Itis similar to Tornado, and has sets of sources and destinations
which form cycles and the destination addressed is a function of the source's

position but using a di erent equation to measures a topology's ability of
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exploiting locality. An example of a set which starts from node(0,1) is given

in Fig.3.19.

Xg=(Xs+1) modk
(3.4)
Yo =(Ys+1) mod k
Hotspot: This type of trac is usually used to stress test a network or
certain links of the network where multiple or even all sources address a
singe destination. This tra ¢ pattern is implemented in the API as all-to-
one. However, if partial Hotspot is needed such as the example shown in
Fig.3.19, the user can con gure the NoC manually, or use XL-STaGe 2.0

to generate a task-map which would be used to automatically setup the

network.

Uniform Random: via LSFR The nal tra c pattern available is the uni-

form random which utilises the LFSR to generate pseudo random addresses
making this the only multiple sources to multiple addresses supported tra c
type. Uniform random is possibly the most used tra c type as it represent

best case for most NoCs due to its balanced workload.

In order to verify the functionality of the packet generator, a test-bench was created
and a behavioral, and post-implementation functional and timing simulations were
run. Although the testing and veri cation of each module is rst completed before
any integration took place, here, we show the veri cation after the full system has
been integrated for a more accurate behaviour of the other parts of the system. The
testing and veri cation can be found in Appendix A.5 along with the estimated

area and power of implementation.

3.6.2 Packet Receptor (PR)

The packet receptor is the second main component of the VPE and it ful lls four

main tasks. It reads incoming data received by each node and write selected
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data, set by con guration register, to the node-out collection FIFO. Secondly, it
checks packets correctness by verifying the header, payload, and tail IDs as well
as number of its per packet. In addition, it keeps measurement counts of total
received packets, total end-to-end packet latency, and total errors (misrouted or
corrupted packets). Finally, it writes the node's measurements, the PG's and its
own, when read operation is performed by the controller, according to the set
con guration. The PR supports reading from FIFOs with standard as well as
FWFT read mode. A summary of all input and output signals of the PR are
given in Table.3.11 and Fig.3.20 shows The PR's architectural overview and it

comprises of:

Figure 3.20: Architectural Overview of the Packet Receptor

" Con guration Register: Three bit register, where bits 0 and 1 specify
data collection (11: all packets, 10: measurement packets, 01 tagged its of
measurement packets, 00 no collection), and bit 2 is used to set frequency
of measurement collection (1 on interval/freeze, and 0 end of measurement

cycle and end of experiment run only).
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Signal Dir Width Description
clk IN 1 Clock
rst IN 1 Reset
g-en IN 1 Global Enable to freeze
measuring IN 1 Enable tagging packets
local_address IN Physic);I+A:; dresses Current node address
rt_cnt IN Flit Width = 28 Real-time

PR Setup Signals

PR Con guration:
pr_cong IN 3 2 bits data collection,
LSB for Info writing mode
Measurement Signals from PG

pg_latency IN Flit Width = 28 Packet Generator's latency
pg_packet count IN Flit Width = 28 Packet Generator's packet count
Local-Port Output FIFO Signals (Input to PR)
in_fo rd_en ouT 1 Read enable
in_fo _dout IN Flit Width = 28 Data out
in_fo _empty IN 1 Empty ag
in_fo _almost_.empty IN 1 Almost empty ag
in_fo _prog_empty IN 1 Programmable empty ag
in_fo _valid IN 1 Valid ag
Node-Out FIFO Signals (Output to PR)
nodeout_fo _wr_en ouT 1 Write enable
nodeout_fo _din ouT Flit Width = 28 Data in
nodeout_ fo _full IN 1 Full ag
nodeout_fo _almost full IN 1 Almost full ag
node out_fo _prog_full IN 1 Programmable full ag
node out_fo _wr_ack IN 1 Write acknowledge ag

Table 3.11: Summary of the Packet Receptor's Signals

" Two Flipop: One used to store tag-bit of header it until tail is detected
in order to mark all its of measurement packets. Another is used to store
an error tag to mark that the packet is corrupted so that measurement
components would not consider the packet. A packet would have an error if
any of the header, payload or tail IDs are wrong, or if the destination bits
do not match the local address, or if the payload is longer or shorter than

the packet size info extracted from the header it.

Packet Size Register and Flits counter: The register stores packet size
info from incoming header its to set limit for its counter, which tracks its

count, in order to verify the arrival of all the packet's its.

" Collection FSM: Controls the transfer of data from local-port's output
FIFO to the node-out collection FIFO according to set con guration, as

shown in Fig.3.21.
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Figure 3.21. State Diagram of Packet Receptor's Collection FSM

~ Measurement FSM: Controls the write of PG's and PR's measurements
to the node-out collection FIFO when the controller freezes the network's
operation, caused by interval limit or node-out collection FIFO becoming

full, according to set con guration, as shown in Fig.3.22.

Figure 3.22: State Diagram of Packet Receptor's Measurement FSM

" Measurement Components: In order to measure each packet's end-to-

end latency, Arrival Time and Creation Time registers are used to capture
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the packet's arrival time and the extracted packet's creation time, respec-
tively. Athird Latency SUM register is used to keep the total sum of packets'
latency and Total Packets counter is used to keep count of correct packets
received. Finally, Total Error counter is used to keep count of any corrupted

or misrouted packets.

In order to verify the functionality of the packet receptor, a test-bench was created
and a behavioral, and post-implementation functional and timing simulations were
run. Although the testing and veri cation of each module is rst completed before
any integration took place, here, we show the veri cation after the full system has
been integrated for a more accurate behaviour of the other parts of the system.
The setup is similar to that when testing the PG, node(1,1) is sending packets
of 24 its to node (4,4) and the controller is set to collection mode. Also, the
FIFOs used have standard read mode. The testing and veri cation can be found

in Appendix A.6 along with the estimated area and power of implementation.

3.6.3 VPE FIFOs

The VPE makes use of three di erent FIFO's. Two of these FIFOs are the local-
port's input and output FIFO. The PG generates packets and write them into the
local-port's input FIFO, input queue. Therefore, the input FIFO of the local-port

is implemented with a larger depth compared to other input FIFOs. The main
reason behind this design decision is to provide a pseudo in nite input queue. In
hardware, the decoupling of packet injection rate from the networks congestion
can only be performed by utilising large input queue which should provide enough
space for the network to become stable and measurements to be collected. As
eventually, when the network is congested, the input queues would become full
and the PG would either have to drop packets or stop generation. In both cases
the measurements after this point would be inconsistent and/or incorrect as it
does not represent the actual de ned packets injection rate. Also, reliable delivery

and veri cation is rarely, if at all, mentioned. This inconsistency in reporting the
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results and the measurement setup is common, as aforementioned in Chapter 2
2.6.3, and leads to additional di culty in benchmarking and comparing di erent
setups and mechanisms. Therefore, Septimius VPE was designed with packets

injection rate measurement and packets' delivery veri cation.

Furthermore, the implemented input queue FIFO on the Zyng is implemented
as BRAM. Each Block RAM in Xilinx's series 7 FPGA's can be con gured as a
single 36kb or as two independent 18Kb BRAMs. Meaning, the depth of the input
gueue would not make a di erence as long as it is below 512 it (3 bytes X 512 =
12Kb). Other FPGA vendors have di erent implementations and methodologies
of BRAM implementation in their architectures. Therefore, care must be taken
when implementing Septimius on other vendors FPGAs and input queue depths

should always be maintained as large as possible, if resources are available.

The PR collects packets from the output-FIFO of the local channel and stores it
into the node-out FIFO. All output FIFOs implemented as optional, except for
the local which would be inferred even when no output FIFO is selected for NoC
con guration. In the case when no other output FIFO is inferred, the depth of
this FIFO can be small as the PR would be operating at higher frequency than
the network. The node-out collection FIFOs determine the pause of the system,
when one of them become full. Therefore, their depths should relatively larger
than the networks FIFOs and a balance should be kept between their depths and
the AXI-Stream FIFO depth. This balance is needed as a small AXI-Stream FIFO
would prolong the data read operation to the PS due to increasing the number of

interrupts to the PS.

3.7 Router

In NoCs, the router is the most crucial element in the whole concept and is made

of several elements depending on many factors. Septimius, as already discussed in
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3.4 and 3.3, would support both synchronous and multi-synchronous NoC archi-
tectures with a Mesh topology. Therefore, in this section the design and implemen-
tation of the router's micro-architecture elements does not consider asynchronous

elements.

In addition to the local connection to the PE, routers in a mesh topology would
have 2, 3, or 4 connections to adjacent routers, depending on their location in the
network. On that account, the routers design and implementation should only
infer needed components. The router is designed and implemented to be modular
where each pipeline stage of the router's operation is translated into a separate
module. NoCs routers are pipelined at it level to improve throughput by making
use of all the control units. Fig.3.23 shows the pipeline of a 5-stage router and

it's timing. The stages are:

Figure 3.23: Overview of Typical Router with VCs, Pipeline Stages and Tim-
ing
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Routing Computation (RC): When header it of a packet is received, the
destination embedded into the head it is input to the routing logic module
which selects the output port. Once the output port is determined, all its

of the packet must use the selected output port.

Virtual Channel Allocation (VA): The selected output port is also input
to the virtual-channel allocator to assign a one of the selected output port

virtual-channels.

Switch Allocation (SA): Typical routers using WH switching, switch alloca-
tion is performed it-by-it. Each it of the packet will consecutively bid
for a single- it time slot with other ports/VCs packets' its to traverse the

switch.

Switch Traversal (ST): When the switch is allocated to a it, it takes one

cycle for the it to traverse the switch to the selected output port.

Link Traversal (LT): Depending on the link-level ow control, Another cycle,
or more, is needed for the it to traverse the channel in order to reach next

router.

The current version of Septimius is not using VCs due to area considerations.
Therefore, the design and implementation are simpli ed by removing the VA stage,
hence the VC allocator. This also means that ST is performed on a packet level
rather than it level. Fig.3.24 shows the implementation levels of Septimius. Also,
since Septimius is developed to be a generic tool for NoC benchmarking, each of
these modules would have several options and di erent implementations as will be

discussed in the following subsections.

3.7.1 Crossbar, Input and Output Ports

The Septimius router, shown in Fig.3.25, is a four stage router which can be con-
gured to support synchronous or multi-synchronous architectures. It comprises

of input ports, output ports and a crossbar. Each input port has a con gurable
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Figure 3.24: Overview of Implementation Levels

input FIFO with an optional time-stamper, a con gurable switching mode module

to regulate the transfer of data from input FIFOs to output FIFOs or downstream
input FIFOs, and an optional con gurable routing logic module when distributed
routing logic option is set. Each output port has a con gurable arbiter to regu-
late the switch allocation to the port, and an optional con gurable output FIFO
with an optional time-stamper. All the options and con gurations can be set
from the top-level package. The crossbar which is also the heart of the router is
implemented as a fully connected 5x5 crossbar, with no speed-up as no VCs are
used. For low-speed and low-frequency routers, the crossbar is typically imple-
mented using multiplexers [2]. The other implementation option is to implement
the crossbar as with a crosspoint-based organization. Other implementation op-
tions include dimension slicing the crossbar where two, or more, smaller connected
multiplexers each used for tra c in one dimension (where the tra c turning from
one dimension to the other would need to pass through both multiplexers, as in
[89]). In Septimius, the choice of implementation is left to the FPGA synthesis

tools, which will optimise the logic for the target architecture.



Septimius Experimentation Platform 114

Figure 3.25: Architectural Overview of Septimius Router, Pipeline Stages and
Timing

3.7.2 Time-Stamper

Routers contain an (optional) component which embeds a time-stamp into the
packet by detecting the rst un-tagged body it of a tagged packet and replaces it
with tag-id, node address, port id, a time-stamp, and body-ID. It can be selected
to be implemented at the input/output of any of the FIFOs. Fig.3.26 show the

architectural design of the time-stamper and It comprises of:

" 2-1 Mux: The FSM selects one of two inputs of the mux to pass it to the
output of the output port. The two inputs are the output FIFO data-out

and the time-stamp information.

FSM: athree states FSM which starts indle state selecting the FIFO data-
out. It remains in idle state until a header it with tag-ID is detected, LSBs
are 11 and MSB is 1, which causes a state transition t@ait_untaggedstate.

It remains in this state until a it without a tag-ID is detected which causes a
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Figure 3.26: Architectural Overview of Time-Stamper

state transition to wait_tail state and selecting the time-stamp instead of the
FIFO data-out. Then, it waits until the tail-ID, LSBs = "01", to transition
back to idle.

Time-stamping at ports allows tracing the route of the packet and gives an insight
into the routers' and channels' utilisation and timing/latency. For instance, the
input queue latency for any packet can be calculated by subtracting the time-
stamp, embedded in the 5th it, from the creation time, embedded in 4th it.
Other metrics such as the average, median etc of the input queue latency can
then be obtained for each source, source-destination pair, destination, or for the
network.

In order to verify the functionality of the time-stamper, a test-bench was created
and a behavioral, and post-implementation functional and timing simulations were
run. Although the testing and veri cation of each module is rst completed before
any integration took place, here, we show the veri cation after the full system has
been integrated for a more accurate behaviour of the other parts of the system.

The source node(1,1) is sending packets 24 it packets to node(3,3) and all input
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and output FIFOs are con gured to have a time-stamper, at their outputs. The
testing and veri cation can be found in Appendix A.7 along with the estimated

area and power of implementation.

3.7.3 Switching Mode Module

Two switching mode modules are provided in order to facilitate three di erent
switching modes for the two di erent FIFO read modes. Both modules support
Store-and-Forward Virtual-Cut-Through, and Wormhole switching. Each input
port has its own module and its main task is to initialise the request to output
ports when header is detected. Also, it is responsible for regulating the transfer of
packets from the input FIFO to the requested output port's/downstream FIFO.
When new data is received, it is read and request is passed to the routing logic and
remains asserted until the full packet is transferred. It waits for the grant from
the requested output port arbiter to start the transfer process. Additionally, It
checks for packet's header correctness and drops any packets missing the header-
ID without asserting the request signal. The main implementation di erences are
the missingread headerstate, and the ag dependencies for the di erent switching
modes, as shown in Fig.3.27. The switching mode module implemented depends
on the selected input FIFO read mode, and switching mode con gurations set in

the top-level package.

In order to verify the functionality of the switching modules, a test-bench was
created and a behavioral, and post-implementation functional and timing simula-
tions were run. Basically, an input and an output FIFOs are integrated with the
switching module and 12 it packets are written to the input FIFO. The testing

and veri cation can be found in Appendix A.8 along with the estimated area and

power of implementation.
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Figure 3.27: State Diagram of the Two Switching Modules

3.7.4 Routing Logic Module

The platform provides both centralised and distributed unicast routing logic mod-
ules with six di erent routing algorithms namely XY, YX, West-First, North-Last,
Negative-First and Odd-Even The implemented algorithms provide minimal rout-
ing, to prevent livelocks, using comparators to compare the destination X and Y
addresses with the local node addresses. The request from the switching module
to the routing logic is passed to the required selected output port and a register
is used to capture the request to the output ports. Once the request and grant

signals are released, the register is reset.
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Routing Xd-Xc Yd-Yc o
Priority Comments
Algorithm >,0,<]>,0, <
Always prioritise
Local.
010 010 L
010 100 N
When in the same row,
ALL 010 001 S
go East/West.
100 010 E
001 010 W
When in the same col,
go North/South.
100 100 E
Only go
100 001 E
X-Y North or South when
001 100 W .
Dest in the same col.
001 001 W
100 100 N
Only go
100 001 S
Y-X East or West when
001 100 N _
Dest in the same row.
001 001 S
Always go West
100 100 N,E
when Xd < Xc.
100 001 S.E
W-F
001 100 w _
Adaptive for
001 001 W
NE, SE Dest.
Only go North
100 100 E when Yd > Yc and
NLL 100 001 E,S Dest in the same col.
001 100 W
001 001 W,S Adaptive for
SE, SW Dest.

Continued on next page
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Table 3.12 { Continued from previous page

Routing Xd-xe vd-ve Priority Comments
Algorithm 0,><10,>,<
Only go North
when Yd > Yc and
Dest in the same row,
or is NE.
100 100 E,N
NoF 100 001 S Only go East
001 100 W when Xd > Xc and
001 001 W,S Dest in the same col,
oris NE.
Adaptive for
SW, NE Dest.
100 100 (N, Xc odd or Src),
(E, Xd odd or Yd-Yc I=1)
O-E 100 001 (S, Xc odd or Src),
(E, Xd odd or Yd-Yc I=1)
001 100 W, (N, Xc even)
001 001 W, (S, Xc even)

Table 3.12: Routing Algorithms Implementation, C: current, D: Destination

Table.3.12 lists the di erent routing algorithms implementations. Each input port
can have a single distributed routing logic module. Otherwise, a centralised routing
logic module can be inferred where all input ports share the computation logic but
each would have its own request port register. Additionally, the centralised routing
logic can be con gured to utilise any of the implemented routing algorithms and
an arbiter, con gurable, of the implemented arbiters is used to resolve the requests

contention to the shared central routing logic.

Six routing algorithms are provided in order to facilitate di erent routing models

and in order to test and verify the design and implementation of those algorithms,
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a testbench is created where the local port of node(1,1) is sending 3 packets for 9
di erent destinations within the region.The testing and veri cation can be found

in Appendix A.9 along with the estimated area and power of implementation.

3.7.5 Arbiter

Arbiters are used to resolve multiple requests to a single resource by granting
access to a single requester at a time. Each output port of the router has an
arbiter to control access to the port/output FIFO. The platform can be con gured
with one of ve dierent arbitration schemes to provide di erent fairness levels:
Fixed-priority, Variable-priority, Round-Robin Round-Robin-FSM and Weighted
Round-Robin All the arbiters priority, except for the Round-Robin-FSM provide
allocation of a shared resource for one cycle at a time. These are useful for the
use with the centralised touting module. However, since the output ports only
use a single bu er, the interleaving of packets is not allowed. Thus, the arbiter
used needs to grant for the length of packet transfer uninterruptedly. Grant-Hold
circuit is added to the arbiters circuits to provide this functionality. The design
of the arbiters, shown in Fig.3.28, are common and the implemented design is the

same as described in [1, p.352-358].

In the Fixed-priority arbiter, the LSB requestry has the highest priority and will
always be served, starving all other requests. Th®ariable-priority arbiter, is
similar in structure to the xed priority, however, an additional priority signal pis
ORed with the carry bit to manipulate the priority. The implemented design uses
a a rotate left shift register to shift the priority every clock cycle. Priorities are
cyclic, meaning, any signal is positioned after the asserted priority bit has a higher
priority to signals prior to it. The Round-Robinarbiter is a variable priority arbiter
and instead of random or shift generating the priority, a circuit with a register is
used to store next priority. Next priority is the current grant signal rotated to the
right. This rotation results in assigning the last served requester with the least
priority as it will be directly prior to the set priority bit. Furthermore, A circuit

consisting of a decrement counter, a comparator and a weight register is used to
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Figure 3.28: Di erent Circuits Used for Building the Arbiters

disable requests to the arbiter whenever the preset counter value is decremented
to 0 by the grant signal. Basically, for a set time, each requester would have
a quota of grants, de ned by the weights, and when their quota decrements to
0, no more requests would be allowed to the arbiter until the preset is asserted
and the process is repeated. This circuit can be used with any variable arbiter,
however, we have used it to implement th&Veighted Round-Robinarbiter. The
Round-Robin-FSM arbiter is a di erent implementation of round-robin arbiter
implemented using an FSM, as shown in Fig.3.29, and it grants for the length of

packet transfer uninterruptedly.

In addition to the grant signal, busyport signals (inverse of grants) are sent to the
routing logic modules. Thebusyport signal indicates that another port has been
granted, or when the output FIFO has reached the limit, de ned by the switching

mode. Therefore, requests will be received from all requesting ports after a clock
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Figure 3.29: Dierent Circuits Used for Building the Arbiters

cycle form releasing the resource and the multiple requests will last for a clock
cycle, duration to grant one of the requesters. Also, theVeighted Round-Robin

arbiter have 3 additional inputs, one for the weights registers enable, another for
the weights values(input data to registers), and a preset signal to load the weights

into the counters.

Five arbitration modules are provided in order to facilitate di erent arbitration
schemes and in order to test and verify the design and implementation of those
algorithms, a testbench is created where all the arbiters modules are connected
to the same requesting inputs. Multiple scenarios are used to verify functionality
and prioritisation of the modules. The testing and veri cation can be found in

Appendix A.10 along with the estimated area and power of implementation.
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3.8 FRull System

Several dierent NoC systems with di erent con gurations and modules were
implemented and a behavioral simulation where all nodes are generating uni-
form random trac were run. To verify the functionality and timing of the
system, in addition to the behavioural simulation, both functional and timing

post-implementation simulations were run. A system is con gured as follows:

" NoC controller, 16 node (4x4) Mesh NoC
" 2 interleaving routers' clock regions and 2 di erent channels' clock regions.
" PG with 4 deep destinations RAM

128 deep input and output FIFOs with standard read mode, 3 synchronisa-

tion stages and a time-stamper at the output.
512 deep input queue FIFOs.

" All FIFOs are IP implemented as BRAM

" 5X5 Crossbar

Distributed XY routing modules.

~ Round-Robin-FSM arbiters.

The clock interaction report for the implemented system is shown in Fig.3.30 and
the resource utilisation as well as power estimation of implementing a system with
-are shown in Table.3.13 and Fig.3.31. As seen, the system utilises around 55%
of the LUTs and 50% of the BRAM resources of the Zynq7020, with a reported
105.25 MHz maximum frequency. It should be noted this take the rest of the

platform components such as the GPIO drivers, AXIS-Stream FIFO into account.
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Figure 3.30: Clock Interaction of 4X4 NoC with NoC Controller

Table 3.13: Resource Utilisation of of 4X4 NoC with NoC Controller

3.8.1 Example Run on Septimius

1. The NoC controller and the NoC are integrated with with the PS, AXIS-
FIFO, and GPIOs using the IP integrator, as shown in Fig.3.32.

2. The ZedboardFPGA is programmed with the generated bitstream and then
the embedded software is launched on the PS. The hardware is rstinitialised
and then a command line interface via UART displays options to the user to
choose from, as shown in Fig.3.33. Here, Septimius is going to run uniform
random tra c for injection rates 1% to 20% and each run will be for a million
clock cycle. First the system will run warm-up cycle of 100 thousand clock

cycles then it runs measurement cycle for 900 thousand clock cycles. The
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Figure 3.31: Power Estimation of 4X4 NoC with NoC Controller

Figure 3.32: Full system integration

platform will take care of setting up the experiment runs for the di erent

injection rates.

3. All of this is run in the background without the users interference. Once
all of the experiment runs are nished, the user is noti ed and asked if they
want to run another experiment. A folder is created on the SD card for each
experiment containing les, one for each injection rate (run). Fig.3.34 shows
the organisation of folders and les in the SD card, as well as the contents

of a log le.

4. As this is a system test run, all tagged packets are collected and logged.

Fig.3.35 shows the rst collected packet from node 4. The Packet has 24
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Figure 3.33: Command Line Interface of Septimius Running Uniform Random

its, a header it with the header ID (LSBs 11), 22 body its (LSB 0) with
the body ID, and a tail it with the it ID (LSB 01).

5. The Checker application, Fig.3.36, can be used to go through all of the log
les/folders and organise each log le into several source-destination pair
les and channel les. Also it checks for errors in the packet structure, or

any mismatch between the logged les and expected log.

3.9 Summary

In this chapter we presented Septimius, a highly customisable synthesisable NoCs
benchmarking and experimentation platform in VHDL/Verilog. It supports syn-
chronous and multisynchronous architectures and allows scripting to de ne batch
experiments for statistical evaluation and characterization of performance and
communication workloads. An overview of the framework and the platform were

given. The system's controller coupled with the Programmable Virtual Processing
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Figure 3.34: Organisation of Experiment Run Folders and Files in the SD
card

Elements (VPE) provide a light-weight replacement for processing elements to gen-
erate customised tra c types with di erent distributions and loads, allowing for

quick benchmark results and comparison between alternative NoC architectures
and setups. Also, all the design decisions, design details and available options,
for the main components as well as the libraries of components for the router's
micro-architecture, including switching modes, routing logic, arbitration, bu ers,

and time-stamper were covered, tested and veri ed. The conclusions that we draw
from implementing such a complex experimentation platform can be summarised

as follows:

~ Carrying out research requires tools with veried and accurate measure-
ments. However, many tools lack support, no longer available, or lack ease

of modi cation and adaptation.

" Designing and implementing a full platform for benchmarking NoC requires
deep understanding of the concepts as well as the state-of-the-art mecha-

nisms, di erent designs and implementations.
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Figure 3.35: Logged Data

Maintaining the key features of implementing the platform i.e modularity,
simplicity, scalability and re-usability added a considerable amount of devel-

opment time, especially while keeping good documentation and code writing

style.

Veri cation is also a very essential, yet time-consuming task as each element
had to be veri ed and implemented before several stages of integration and

integration veri cation leading to the full system integration and veri cation.

Supporting the platform with an AP1 and development of the analysis Checker

application also has not been an easy, nor a fast task.
The platform is fully functional.

Comparing NoCs fairly is a complex task, as their components are inter-
linked and require information about the design and implementation of each
component. Therefore, to ensure fair benchmarking and evaluation, it is
essential to have an emulation platform that provides baseline implementa-

tions. Additionally, developing the platform in a low-level language allows
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Figure 3.36: Checker App

for a deeper understanding of every component, which can streamline the
implementation of additional mechanisms and the e ective use of low-level

control signals.






Chapter 4

Adaptive Bandwidth Allocation

This chapter begins with a review of channels and links in NoCs, as well as the
various factors that must be considered when designing them. After that, the
chapter highlights and reviews prior proposed bidirectional link-capacity alloca-
tion mechanisms and approaches in NoCs. This should provide the reader with
su cient knowledge to identify the novel aspects of our proposed approach, which

are described in detail in the following chapter.

4.1 NoC Channels and Links

Previous chapters covered several concepts and trends in the NoC research domain
both theoretically and in practice. However, we have not covered the channels in
detail. Channels are the physical link which connects ports of adjacent routers
as well as the NI to its router and is usually realised by wires. They consist of
wires needed for data transmission as well as the ow control ags and signals
which allow the exchange. Unless there is some form of serialisation, the width of
each link is assumed to be it-sized. The NoC channels are characterised by their

latency, reliability and bandwidth.

Although in conventional NoCs, two simplex links in opposite directions are used
to link between any pair of neighbouring routers, forming a full duplex channel
131
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(one for outgoing tra ¢ and one for incoming tra c), channels in NoCs can also
be simplex (unidirectional) or half-duplex (bidirectional) [11]. Data transfer be-
tween adjacent routers on half-duplex or simplex channels can fully utilise the
available wires between the two routers, except for ow control wires [20]. Clearly,
unidirectional channels can only be used with \wrapped" topology such as ring or

torus to ensure the existence of communication between all pairs of nodes.

Dynamic bandwidth allocation allows the size of channels to vary at run-time,
in opposition to the traditional design that xes it at design time. From the

application layer view, channels should support worst-case tra ¢ workload for
speci ¢ application/s. However, from the physical layer view, the implemented

link should have low power consumption and low delay with acceptable reliability.

4.1.1 Delay in Channels

Many constraints are imposed on physical designers due to the resistance and
capacitance of the wires, which are directly proportional to their length, and to
the wire delay, proportional to the square of the length [11]. To overcome the wire
delay issue, the wire is usually broken down into segments and repeaters are used
in a pipelining form. Repeaters can be in the form of inverters, bu ers, registers,
or even FIFOs. Repeaters are commonly used to solve the wire delay issue, but
they introduce additional area and power consumption, and in the case of registers
and FIFOs might also introduce additional latency. Pipelining with half-duplex
links incurs double the number of repeaters as each wire would require repeaters
in both directions in addition to the control signals for the selection of direction.
Also, additional latency is incurred in half-duplex channels as the pipeline stages
need to be drained of data at each direction switch. Furthermore, the rst it
transmitted in the opposite direction would su er the full latency of the channel.
Another issue with pipelined channels is the synchronisation of ow control signals
as they might not re ect the status of the sender when the signals are received.
This might cause an under ow or over ow issues as well as under utilisation of the

links. For instance, a stop signal is sent to the transmitting side when the receiver
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FIFOs are full, by the time this signal arrives to the transmitter's controller, due to
propagation delay, etc., the pipeline already has several its in transit and would
be dropped on arrival. Also, once there is enough space the receiver sends a go
signal and in the meantime the pipeline would be empty, resulting in unnecessary
delay. Therefore, the control ow needs to be designed carefully for optimal link
and bu er utilisation taking into account the depth of the bu er, the delay of the
wire, and the bandwidth of the channel [90]. In the given example, if a stop signal

is issued early, part of the FIFO might become unutilised. On the other hand, if
the go signal is sent early but the FIFO reading process slows or suddenly halts,
some its might be written and other its would be dropped. Basically, designers

must nd a balance between reliability, bu er space, and link utilisation.

4.1.2 Reliability of Channels

Generally, faults in NoCs can be classi ed into soft faults (transient) and hard
faults (permanent). Soft-faults refer to faults that cause bit-errors in a packet/ it.
This type of faults are caused by several transient phenomena, such as supply
voltage swing, interconnect noise, and alpha particles and neutrons [91, 92]. Elec-
trostatic crosstalk, due to neighbouring wire capacitance, has an impact on non-
switching wires noise level and increases the delay on switching wires. Basically,
neighbouring wires might cause a change in the state of another wire and cause a
bit- ip from O to 1 or from 1 to 0. Crosstalk is becoming one of the predominant

challenges as VLSI scaling continues.

There are several methods to overcome these issues. Switch-to-Switch ow control,
as discussed in 2.4, can be used to ensure the reliability of the data transferred
during each hop. Nonetheless, this comes with double the latency and additional
power consumption due to the area overhead for the extra bu er space needed for
the retransmission of corrupted packets. Another common technique is the use of
error code detection and correction which also impose additional area, power con-

sumption, and latency overheads. Alternatively, designers either have to increase
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horizontal space between wires, shield the wires, or use coding for an increased

data reliability.

Hard-faults refer to irreversible physical changes that cause permanent damage to
the circuitry, such as broken wires, dielectric breakdowns, and electromigration of
conductor. Electromigration is an intrinsic ageing electrothermal phenomenon in
which metal atoms of the conductor drift from its position causing voids and/or
hillocks. It is caused by the momentum between conducting electrons which leads
to diusing and/or accumulating metal ions. The mean time to failure due to

electromigration is given by Black's law [93]:

Q_

MTTE=A J " exT (4.1)

Where A is a constant dependent on technology is a metal-dependent constant,
Q is the activation energy for electromigration,k is Boltzmann's constant, T is

temperature, andj is the current density and given as [93] :

(4.2)

Wheref is the clock frequencyP is switching probability, Vpp is supply voltage,

C is capacitance W and H are the width and height of the wire.

Due to the exponential decrease in the width of interconnects on ICs and the
increase of device density, the length scaling has increased as well as the current
densities. Therefore, IC devices are more susceptible to electromigration and it
has become a major concern not only for power and clocking wires but also for
long wires within the IC especially that the current density is higher in FINFET
and has greater impact on reliability in FInFET devices [94]. Thus, foundries have
imposed further limitations on interconnects, including wire size (width, length,

and spacing), temperature, frequency, and activity of layers [95].

One way to deal with hard faults is adaptive routing, as discussed in 2.2. However,

this increases latency and the complexity of routing decision and, if unaccounted
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for, the broken link might lead to deadlocks or livelocks. Another method of
overcoming hard faults is hardware redundancy, such as using spare wires and
recon gurable circuits [96]. Hardware redundancy is expensive in terms of area and
increases the complexity of the design, as well as the possibility of electromigration.
Electromigration is commonly mitigated by insertion of bu ers, reducing current
density by widening wires, reducing the size of clock bu ers, lowering the supply
voltage, reducing the frequency, reducing the wire length, and/or switching to a
higher layer. However, these methods have performance and area overheads and
possibly cannot be used due to a conict with the limitations set by foundries.
Instead of mitigating electromigration, there are methods to prolong the lifetime
of a device by prolonging the time to failure. Capping layer process and doping

are the two main methods used to improve the lifetime [94].

In typical NoCs, when a single wire in a full-duplex link is broken, the whole link is
deemed faulty. However, when dynamic link-capacity allocation is used with half-
duplex links, the link can still be utilised by avoiding broken wires. This would
certainly introduce a decrease in performance. Yet, the connection between the
nodes is maintained with relatively minor degradation in performance compared to
rerouting or losing the connection all together. Also, unlike full duplex channels,
half duplex channels would bene t from the self-healing e ect which can reverse

the electromigration impact as current ows in both directions [97].

4.1.3 Channel Bandwidth and Utilisation:

When using half-duplex channels, arbiters are needed to regulate between both
sides based on the router information and state. This requires either additional
control wires (out-of-band transmission) or consumes bandwidth due to send-
ing/receiving status and control information (in-band transmission). This arbi-
tration is traditionally performed in the form of all-or-nothing or TDD [20]. On
the other hand, full-duplex channels do not su er from the need for arbitration
and can run faster even with the reduced bandwidth (half the bandwidth in each

direction). This is advantageous at high loads. However, unlike half-duplex, 50%
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of the channel is not used if the transmission is in one direction or when load
is low. Nonetheless, under di erent tra ¢ conditions, various experimental and
simulation results showed that one of the links is mostly idle while the link in the
opposite direction could be ooded with data [98, 99]. [14] has observed very low
bandwidth utilisation in a conventional NoC architecture running uniform trans-
pose and regional synthetic tra c patterns. For the same tra c patterns with

XY and OE routing [16], found that for a large tra c volume, a large volume of
tra c is waiting to be transmitted over a channel in the X direction link, while the

-X direction link is idle for about 15% of time. Furthermore, [17] pro led an 8X8
Mesh NoC and reported that, even at high injection rates, this uneven distribution
of channel utilisation occurs as high as 67.50% of time for most trac. Several
analysis of single-threaded and multi-threaded workloads for CMPs report under
5% average injection rates [100, 101], which means that for real tra ¢ workloads
the channels would not be fully utilised. [18] con rms in their 4x4 mesh pro |-
ing using PARSEC applications that channels are only utilised with an average
of below 7% for any benchmark. Thus, giving both links identical bandwidth,
which in most cases would be larger than required, results in ine cient power
and area utilisation, as well as performance loss in some cases. For those reasons,
many researchers proposed treating the two links as half-duplex links, instead of
as two simplex links. This would allow for double the bandwidth in one direction
and could either increase performance, with speedup, or decrease area and power,

without speedup.

4.2 Related Work

In this section, we will give a highlight the di erent link-capacity allocation mech-
anisms proposed for NoCs. There are two main approaches for link-capacity allo-
cation in NoCs: design-time (static) and run-time (dynamic). These approaches
utilise additional components within the router to control the bandwidth alloca-

tion and direction of transmission, collectively known as Channel-Control module.
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Figure 4.1: Examples of channel links organisation

Compared to static link-capacity allocation, dynamic link capacity allocation gen-
erally requires additional blocks, tra ¢ monitoring infrastructure, to recon gure
links dynamically at runtime [35]. Tra ¢ monitoring infrastructure is used to pro-
vide information on the network's state, such as local and/or global tra c-load
and faults. In static link-capacity allocation, the bandwidth is allocated according
to some communication characteristics that are known at design-time. Although
this can decrease latency in application-speci ¢ NoCs, it would not be suitable for
general-purpose NoCs as it might increase latency for some tra ¢ conditions [35].
One example of design-time link allocation approach is the analytical delay model
for virtual channelled wormhole networks with non-uniform links introduced in
[102]. The link capacities are assigned according to the packet delay required for
each ow. Nonetheless, at runtime, the systems communication characteristics
for applications with di erent tra ¢ patterns change considerably. Therefore, dy-
namic link-capacity allocation approaches are required to deal with such dynamic
environments to reduce latency by increasing/decreasing bandwidth at runtime.
The approaches proposed for dynamic bandwidth allocation either require a design

change of the general router's micro-architecture, or of the links.
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4.2.1 Dynamic Bandwidth Allocation in Routers

1. 2X-Links: [103] proposed the 2X-Links which permit dynamic change of the
channels bandwidth in order to be able to satisfy bandwidth requirements
of tasks during runtime (when task-mapping the application). A monitoring
and control infrastructure at the system level is used to monitor the trac
ow and map the di erent tasks according to availability of nodes, and con-
gurablity of the links. Tri-state bu ers for the bi-directional transmission
support. In this implementation, the channel consists of two bi-directional
links and each channel can provide three levels of bandwidth (0, X, 2X) in
each direction. The channel can transmit in one direction when it is con-
gured with 2X bandwidth. The authors have not discussed how deadlocks
would be prevented; their implementation is prone to deadlocks due to the
missing link especially as the link can not be recon gured, since the direction
decision is centralised and links are individually con gured in advance dur-
ing task-mapping stage. Also, their runtime task-mapping is based on o ine
results of the applications bandwidth requirements. Once a tis found for a
task-graph, the links are con gured accordingly and the tasks are mapped.
The links do not change their bandwidth after the mapping of the tasks. The
2X-Links is evaluated through simulations using using real-time multimedia
and E3S application benchmark suits and is compared to TDD-Links. It is
reported to provide up to 36% higher throughput resulting in an increase of
21.3% in the average throughput compared to regular full-duplex links. It is
also analytically claimed that 2X-Links can recover form partial link failures

(less than three) with an average of 82.2%.

2. OB-Bi-Link:  Motivated by mitigating issues with oblivious routing and
avoiding the complexity of adaptive routing algorithms, [13] proposed a run-
time adaptive bidirectional links mechanism which does not depend on o -
line information, unlike 2X-Link. Meaning, channel direction decisions are
made at each router during runtime instead of relying on centralized external
agent to setup the direction. This is better for scalability as the complexity

of a centralized node controller increases with the number of nodes in the
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system. A channel arbiter is placed between two nodes and the channel di-
rection control depends on the ratio of fressurg from both nodes to set the
ratio of ow in each direction. The pressure is de ned as number of data
waiting to be transmitted over the channel and multiplexed tri-state bu ers
are used to prevent driving a link from both sides simultaneously. The pro-
posed approach requires a larger crossbar and additional multiplexers for an
input and output speedup to support transmission of more than one it per
cycle over the channel, and the arbiter can alter the direction every clock
cycle. The additional resources increase as the granularity of the channel
increases (number of links per channel). Their approach is also prone to
deadlocks and to overcome this issue, the authors suggested leaving some

bandwidth for each direction at all times.

In their experimental work, they have run simulations for di erent router
architectures with di erent combinations of unidirectional and bidirectional
links (u,b) using bursty and uniform synthetic tra c. They observed better
performance with bursty tra c compared to non-bursty tra ¢, and results

are more signi cant with non-multiplexed VCs (input and output speedup)
compared to multiplexed VCs (with only input speedup). Also, in their
exploration of the link arbitration frequency over time, they observed that
no link changes its direction more than once every ten clock cycles, and with
a delayed direction switch every 25 clock cycles, instead of every clock cycle,

the total throughput is still higher than regular full-duplex for bursty tra c.

3. Bi-NoC: [14] proposed another dynamic link bandwidth approach. Un-
like OB-Bi-link, their approach utilises distributed arbitration mechanism
on each port in the form of two FSMs in each port. The traditionally out-
going link is by high priority (HP) FSM and the traditional incoming port
is set as low priority (LP) FSM. Basically, the HP FSM communicates with
the next router's LP FSM to decide the direction of the link. The direction
control decision is acquisition based rather than pressure based. Acquisition
based means when a packet request an output port, the HP FSM receives a

request and takes control of the link after informing next router's LP FSM



Adaptive Bandwidth Allocation in NoCs 140

to stop transmission. Therefore, Bi-NoC has a coarser granularity compared
to OB-Bi-Link and can only support 0, X, and 2X bandwidth for any single
ow direction at any given time. However, This approach is less complex
and more scalable in terms of implementation. Also, due to having an op-
posite high priority FSM controlling each of the links, communication is not
going to be lost if any packets request the output port. Thus, starvation is

avoided, preventing deadlocks.

In their experimental work, they have run simulations of three di erent syn-
thetic patterns on 4 di erent architectures. Those architectures are typical-
NoC a WH router with 32-bit FIFOs and links, double-NoC a WH router
with 64-bit FIFOs and links, Bi-NoC with 16-bit FIFO's and two 16-bit
bidirectional links with double the crossbar, and reduced Bi-NoC with 32-
bit FIFOs and one 32-bit bidirectional link. They found that the reduced
Bi-NoC had the highest average latency for all three tra c patterns, whereas
Bi-NoC had the least average latency. The di erence in performance is higher
with transpose and regional tra ¢ patterns, compared to uniform random,
since direction switching is more frequent in the latter, due to the higher
tra c diversity. It was observed that when simulating using E3S benchmark
applications, the reduced Bi-NoC performed almost similarly to the typical
NoC architectures due to the tra c's regularity compared to synthetic traf-

c. Also, the bandwidth utilisation for both Bi-NoC architectures is higher
than typical NoCs, especially at low injection rates. Nonetheless, similar
to OB-BI-Link, in order to gain higher performance, compared to typical
NoC, this approach requires doubling the crossbar, input and output speed-
up, and utilising tri-state bu ers, to prevent driving a link from both sides

simultaneously, leading to an area overhead of more than 40%.

4. Bi-NoC-QoS: Bi-NoC is the rst and the base of many proposed and imple-
mented architectures which utilise dynamic bandwidth allocation. Motivated
by supporting di erent classes of tra c, in terms of quality of service, [15]
proposed modi cations to the Bi-NoC architecture. The proposed architec-

ture utilises 4 VCs for each port, where two of these VCs are only to be
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used by guaranteed services (GS) tra c, high priority, data and the others
can be used by both the GS and best-e ort (BE) trac ows. The modi -
cations include incorporating the tra cs priority for the VCs management,
the channel's direction control, as well as the routing decision. Basically,
in each stage of the router, BE packets are ignored if GS packets exist, and
while the GS packets are allowed some adaptivity, the BE packets are routed
deterministicly. This prioritisation is also implemented into the HP and LP
FSMs of the links. If a LP FSM has a GS data to transmit and the HP FSM
from the next router receive a output port request for BE data, the HP FSM
releases the link to be used by the GS data. However, in order to realise the
tra c priority/type request from the adjacent router, the handshake control
signals for each of the two FSMs double. In addition, the switch allocation as
well as the routing computation control logic requires additional connections

resulting in a more complex implementation.

In their experimental work, the authors compared their Bi-NoC-QoS to an-
other Bi-NoC architecture with VCs which does not support tra c classes,
Bi-NoC-VC. Simulations were run with 20% GS tra c for three synthetic
tra c patterns; uniform random, transpose and hotspot. The reported re-
sults show a signi cant latency reduction for the GS tra c even for high
injection rates compared to Bi-NoC-VC. However, this reduction in latency
comes at the expense of a higher latency increase for BE tra c. A compari-
son against a typical NoC which supports a similar QoS tra c prioritisation
NoC-QoS was performed running the same synthetic tra ¢ patterns with
the same GS tra c percentage. It was shown that Bi-NoC-QoS signi cantly
outperforms NoC-QoS, even the BE tra c latency for Bi-NoC-QoS is less
than the latency of GS tra c for NoC-QoS at low injection rates. The au-
thors have not reported the area overhead of the proposed architecture, but
since it is based on the architecture of Bi-NoC, it is safe to assume an area

overhead of more than 50% compared to NoC-QoS.

5. Bi-NoC-VC: [16] proposed a VC variation of their original implementation

of Bi-NoC. The only di erence to the original architecture is the addition of
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Figure 4.2: Centralised and Distributed Channel Direction Control

VC bu ers and the larger switch allocator. They have also proposed a modi-

ed Odd-Even routing algorithm which supports bidirectional architectures.

In their experimental work, they have compared di erent typical NoCs with
VC architectures, with several VC-Bi-NoC architectures in terms of per-
formance(latency), area, and power consumption using 3 synthetic trac
patterns as well as 3 di erent applications from the E3S benchmark suite.
One of the typical NoC architectures,T-NoC-4VC32-4L, which has 4 VCs of
32-bit it size with two in-out channels in each direction as well as double the
crossbar (similar to Bi-NoC), is reported to deliver the same performance to
a Bi-NoC architecture with 4 VCs of 32-bit it size with the real applications,
and outperforms the Bi-NoC architecture with synthetic tra ¢ patterns at
high injection rates regardless of the routing algorithms used. Furthermore,
this typical architecture is reported to utilise 2.65% less area (gate-count)
and 1.1% more power than the Bi-NoC variant. However, the bandwidth
utilisation of T-NoC-4VC(32)-4L is always low, under utilised, regardless
of the tra c pattern, and the authors suggest that their approach is better
when taking physical implementation constraints into account, especially for

topologies requiring long inter-router wiring.

6. FS-NoC: [17] proposed another variation of Bi-NoC. In all previously dis-
cussed Bi-NoC based architectures, the switch bandwidth is doubled to sup-
port the doubling of channels bandwidth. However, when a single input VC

is requesting an output, the bandwidth is not doubled. Basically, previously
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mentioned Bi-NoCs do not support it level parallelism and this motivated
the implementation of FS-NoC. The authors combine the pressure based
mechanism from OB-Bi-Link with the distributed modularity in the mecha-
nism of Bi-NoC for their channel direction control mechanism. Th@ressure
(number of packets waiting) is sent to both the local switch allocator as well
as neighbouring router. The local pressure and the received pressure are
used to determine the channel's bandwidth allocation (width). The VCs are
modi ed to support the writing and reading of two its at the same time,

by splitting the VC bu er into two sub-bu ers with half the original depth

but with modi ed uni ed pointers. Basically, two additional muxes and two
registers for each VC are used to keep track of which of the two bu ers con-
tain the header and the tail its of a packet. Two it assemblers are needed

for each port to assemble the packet into the sub bu ers.

In their experimental work, they have compared their proposed mechanism
of 8x8 Mesh network with a typical VC NoC, a typical VC NoC with 2X in-
put speedup, and VC-Bi-NoC by running simulations of 5 di erent synthetic
patterns as well as 7 di erent real applications, including applications from
the E3S benchmark suite. The results reported a performance (through-
put) improvement of 5 - 30% over Bi-NoC for non-uniform synthetic tra c
patterns and an improvement of 2-17% for real tra c. However, the area
overhead is double that of Bi-NoC due to the larger crossbar, and modi ed

bu er organisation.

In a later publication [104], the authors extended their work on channel direc-
tion control and proposed a modi cation on their original scheme to support
architectures with long wires that need pipeline registers, bi-repeaters, or bi-
bu ers. They have also explored the performance of FS-NoC with two obliv-
ious routing schemes and compared it to Bi-NoC, typical NoC, and typical
NoC with input speedup. Experiments were run with six di erent synthetic
patterns, di erent MPSoC real applications including applications from the
E3S benchmark suite, as well as various application traces which model the

memory access patterns in CMP architecture extracted from SPEC-web and
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PARSEC benchmark suites. They claim an improvement of 9.6 { 27.6%
in performance (reduction in latency) over Bi-NoC with real tra c, and an
improvement of 4 - 20.8% in saturation point (accepted tra c) over Bi-NoC
with non-uniform synthetic tra c. These performance metrics are di erent
from the performance metrics used in [17]. However, the reported area and
power overheads over Bi-NoC are di erent in both publications. In [104], it
is claimed that the additional area overhead (n ?) is less than 4% and the
additional power overhead is less than 2% for 50% switching activity, over

Bi-NoC.

7. BAR: All of the previously mentioned runtime dynamic channel allocation
schemes requires a dynamic switch bandwidth allocation along side it, in
order to provide higher throughput and reduced latency at the expense of
area. Basically, their mechanisms consider both intra-router as well as inter-
router communications. This requires changes in the micro-architecture of
the router and complicates the implementation of di erent stages such as
switch-allocation or routing-computation. It also requires additional mul-
tiplexers and tri-state bu ers within the router to control the direction of
intra-router communications. Given that the general observations in NoCs
is that the channels are generally under utilised for the majority of the time,
[18] proposed a runtime dynamic channel allocation where the two unidirec-
tional links of the channel are swapped with a single narrower bidirectional
link, with half the total bandwidth. Their proposed approach aims to provide
the needed bandwidth while minimising the over all area of the router, since
the crossbar area grows quadratically with the port size. Using a serialiser at
the output port and de-serialiser at the input port, they decouple the trans-
mission channel width from the bu er width. Traditionally, the channels'
and bu ers' width is a it-size. However, in their approach the bu ers and
crossbar are the same as typical NoCs, whereas transmission over channels
is serialised and ne-grained into phits rather than its, and the maximum

bandwidth in one direction is it per cycle. The channel is broken down to
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number of links and each link can transfer one phit per cycle. The seriali-
sation and de-serialisation is accomplished by a barrel shifter in conjunction
with an adjustable shift register in order to break and reconstruct its. In
their mechanism, the synchronous NoC is assumed to have input and output
bu ers, and direction control and bandwidth allocation can be con gured
every cycle. The channel direction control unit is distributed and control
signals are used to negotiate the bandwidth allocation based on pressure ra-
tios, number of phits requesting output from each direction. The bandwidth

is set to the closest ratio each cycle guaranteeing fair bandwidth arbitration.
Although claiming to have ner-granularity, phit-sized ( ner than a it),

however, the number of links is to be statically provisioned at design time.

In their experimental work, the proposed architectureBAR is compared to

a typical NoC with 2VC, Bi-NOC, and another undocumented bidirectional
architecture BWADAPTIVE . The architectures compared with normalised
area (BAR uses the same bandwidth as typical) with synthetic tra c pat-
terns and real applications from the PARSEC benchmark suite. With non-
uniform synthetic tra c, the bidirectional architectures perform better than

the proposed architecture, which performs similar to the typical router. How-
ever, with real applications and di erent channel con gurations, the typical
NoC and Bi-NoC are shown to experience loss in performance as the to-
tal bandwidth is reduced due to the serialisation latency and congestion,
compared to original performance of typical NoC. BAR performs relatively
better than the others with the reduced bandwidth, as the mechanism can
support ner bandwidth allocation resulting in reduced serialisation latency.
The authors claim that with half the channel bandwidth and the same area
as a typical NoC, their mechanism provides an average performance (instruc-
tions per cycle across all cores as a metric for application performance) of

99.3% of the typical NoC, less than 1% reduction in performance.

8. MBI-NoC: [105] proposed a multi-synchronous variation of Bi-NOC. They
utilised asynchronous FIFOs and 2-stage brute-force synchronisers to design

a Bi-NoC router which can support GALS architecture. The authors have
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not carried out any experimental work and no results were reported, even in
their PhD dissertation [106]. Although some Bi-NoC performance metrics
were reported in some of the aforementioned work, the synchronisation la-
tency of data as well as control signals in GALS architecture and its e ect on
the mechanism have not been explored. Nonetheless, the work highlighted
the fact that "GALS approach is best suited for the MPSoC and packet
based NoC" and assuming fully synchronous mechanism is only feasible for
relatively small NoC systems where global wiring and clock distribution can

be managed to meet the implementation constraints.

4.2.2 Dynamic Bandwidth Allocation in Links

In parallel computers and o -chip interconnection networks, di erent mechanisms

were proposed to allow simultaneous bidirectional signaling on the channel to the
number of wires between routers yet maintain the same bandwidth [31, 107, 108].
For instance, in [108], each transmitter, in two connected adjacent nodes, uses
reference signals for transmission. Both nodes can transmit at the same time
using the same wire/s. The received signals are the superposition of the two
signals transmitted from both sides of the channel, and receivers use the local

transmitter's reference signal to generate the received signal.

1. SBL: Since applying such approach to on-chip global links may not feasible,
[109] proposed Simultaneous Bidirectional Link (SBL) mechanism a point-
to-point inter-block link design using accelerating repeaters and a midway
latch in order to support the bi-directional transmission on the same wires
simultaneously. The proposed mechanism assumes synchronous architecture
and suggests opposite-polarity transition-encoding to reduce switching ac-
tivity and, thus, power. The proposed mechanism is claimed to be suitable
for long wires and used as an alternative to link repeaters and accelerators
to reduce the number of wires by 50% and the number of repeaters/accel-

erators by 25%. A major drawback is of using this technique is the high
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dependency on the clock distribution accuracy, as well as the limitation on

the bidirectional latch placement.

2. Coded-Bi-Bu er: [110] proposed another bidirectional point-to-point link
for heavily pipelined systems using network coding. In their proposed de-
sign, the link is pipelined with coding units and the directly adjacent coding
units use the inverted clock phase of the other unit. Basically, allowing the
transmission over each section of the link using both phases. Their proposed
mechanism requires memory elements at the endpoints in order to store the
previously transmitted values, values transmitted in previous cycles, in order

to be able to reconstruct the received signals.

3. MSD: [111] proposed bidirectional repeater design which allows simultane-
ous transmission over a single wire segment. The repeater proposed is in the
form of meta-state detector (MSD) circuit which detect if the two ends of
the wire are being driven to opposite logic levels. Instead of reconstructing
at the ends of the wire, signals are broken and reconstructed over each seg-
ment. Therefore, the proposed repeaters double as a storage elements in the
event of congestion. Similar to SBL and coding units, the repeaters need to

utilise both phases of the clock and assume a synchronous architecture.

4. Bi-Link: is a bi-directional link with double data rate design, proposed in
[112], to complement the Bi-NoC architecture. The proposed design utilises
two registers at the input port, one positive edge and another negative edge,
instead of using double edge triggered registers. Also, an additional small
crossbar stage is added to the output port to link the VCs to the output reg-
isters. To allow multiple its to be transmitted and received simultaneously,
the router is modi ed by adding another crossbar, thus increasing the area
and control logic needed. Although this allows twice and even four times
the throughput, an area overhead of almost 30% more than Bi-NoC, which

already has a large area overhead.
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4.3 Summary

In this chapter, we presented an analysis of channels and links in NoCs focusing
on the main characteristics that drive design decisions. We also presented previ-
ously proposed bidirectional link capacity allocation mechanisms and approaches
in NoCs. These approaches can be classi ed into either the architectural level ap-
proach (dynamic bandwidth allocation in routers) or the physical level approach

(dynamic bandwidth allocation in links) and are summarised in table 4.1.

The conclusions that we draw from this chapter are as follows:

1. All approaches of dynamic bandwidth allocation in routers, except for MBi-
NoC, assumed synchronous architecture of the NoC which allows direction

and bandwidth reallocation to take place every clock cycle.

2. Most approaches of dynamic bandwidth allocation in routers, except for OB-
Bi-Links and BAR, are coarse in granularity allowing 0, X or 2X allocation
for any of the directions. Except for BAR, all of the approaches require
doubling of the crossbar as well as speedup at inputs and/or outputs to be

able to send two its per cycle.

3. Most of dynamic bandwidth allocation in links utilise simultaneous bidirec-
tional signalling approaches utilise time (both phases of the clock) and coding
to provide double the bandwidth. These techniques can be used in conjunc-
tion with any of the dynamic bandwidth allocation in routers mechanisms

and approaches.



Channel Direction o Synchron- Flow Granularity Experim- .
NAME Year Motivation Method X-BAR Trac Routing
Control isation Control of Bandwidth entation
Channel Direction Synchron- Flow Granularity Experim-
NAME Year Motivation Method X-BAR Trac Routing
Control isation Control of Bandwidth entation
. Weight based Extra bandwidth to Agent Node Task mapping multimedia applications and
2X-Link[103] 2009 Sync VvC 5x5 0, X, 2X FPGA wXY
centralised enhance mapping of tasks according to w-XY E3S benchmark
o Pressure based Mitigate problems of oblivious routing Ratio of number of packets ready 4 Synthetic tra c patterns (burstiness)
OB-Bi-Link[13] 2009 Sync vC 10x10 | 0, 0.5X, X, 1.5 X, 2X SIM XY
centralised and avoid complexity of adaptive routing on opposite output ports H.264 decoder
. Acquisition based X X 3 Synthetic tra ¢ patterns and
Bi-NoC[14] 2009 Extra bandwidth to reduce congestion Requests of output port Sync WH 10x10 0, 2X SIM XY
distributed E3S benchmark
Trac type and Support di erent classes of trac ows
. Tra c type (priority) and 3 Synthetic tra ¢ patterns and
Bi-NoC-QoS[15] 2010 acquisition based QoS Sync vC 10x10 0, X, 2X SIM OE + XY
requests of output E3S benchmark
distributed Bi-NoC based
. Acquisition based L . 3 Synthetic tra ¢ patterns and
Bi-NoC-VC[16] 2011 Minimizing area overhead of Bi-NoC Number of VCs requests output port Sync vC 10x10 0, X, 2X SIM OE + XY
distributed E3S benchmark
5 Synthetic tra ¢ patterns and
Pressure based Parallel transmission of its Ratio of number of its ready
FS-NOCJ17] 2012 Sync vC 15x10 0, X, 2X SIM E3S benchmark and XY
distributed in the same packet with input speedup
MPSoC benchmark
Pressure based Reduce channel wiring while Ratio of number of phits ready PARSEC benchmark
BARI[18] 2012 Sync vC 5x5 0, 0.25X, 0.5 X, X SIM XY
centralised maintaining performance on opposite output ports application traces
Support topologies with 6 Synthetic tra c patterns and XY+
Pressure based Ratio of number of its ready
LWFS-NOC[104] | 2015 long pipelined wires Sync vC 15x10 0, X, 2X SIM MPSoC benchmark Oblivious +
distributed with input speedup
FSNoC Based and PARSEC traces Adaptive
. Acquisition based Support GALS Architectures Multi-Sync .
MBI-NOCJ105, 106] | 2017 VCs requests of output port VvC 10x10 0, X, 2X - No Experiments XY
distributed Bi-NoC based (GALS)
. . . . o . Meta-state detector (MSD) circuit
MSD-NOCJ[111] 2013 Simultaneous signalling Simultaneous transmission on the wires Sync WH 5x5 0, X, 2X SIM SPLASH-2 benchmark -
and repeaters on the wires
Parallel transmission of its Synthetic tra ¢ patterns and
. Simultaneous signalling with Phase pipelining using link stage
Bi-link[112] 2016 in the same packet and Sync vC 20x20 0, X, 2X, 4X SIM MPSoC benchmark, E3S benchmark XY
pressure based distributed and opposite edge triggered registerg
simultaneous transmission on wires and PARSEC traces
Reduce frequency of channels
Pressure based Monitoring the Il up of input Multi-Sync Di erent injection rates
G-ABAM-NoC 2023 maximise bandwidth utilisation SF 5x5 0, 0.5X%, X, 1.5X, 2X SIM XY
distributed output FIFOs on both ends GALS and temporal distribution

Table 4.1:
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Chapter 5

Dynamic Bandwidth Allocation
IN GALS-NoCs

In this chapter we rst highlight general observations made from previous chapters,

then move into assumptions about typical NoCs.

5.1 General Observations

Before introducing our proposed mechanism, we rst highlight general observations
drawn from the preceding three chapters that lead to the assumptions about the

typical NoC architecture in this thesis:

A

Mesh NoCs based on GALS architecture are likely to become the domi-
nant choice for near-future on-chip interconnects. By partitioning the SoC
into isolated synchronous islands the required wire length is reduced, local
synchronisation is maintained, and existing IPs can still be used. GALS
implementation of NoCs allow the use of other mechanisms such as DVFS
which allow further performance and/or power management to mitigat®ark

Silicon.

151
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Even though the use of output bu ers increase latency, it helps in reducing
wire lengths and number of pipeline stages, if needed, and increases through-
put for high tra c volumes. In GALS implementations, it also can be used

as a synchronisation stage.

In terms of granularity, several main properties needs to be considered for
bidirectional channel's bandwidth allocation, the number of bidirectional
links forming the channel, the number of physical wires per link, the time
required to perform the bandwidth allocation, and the frequency of changing
the bandwidth,

To allow the transmission of multiple its simultaneously a crossbar switch
speedup is needed. This has traditionally been achieved by increasing the
number of connections (wires) for inputs and outputs, leading to additional

control logic, and bu ers as in [13, 14, 17].

The source of simultaneously transmitted multiple its has mostly been dif-
ferent input VCs and, in order to transmit multiple its from the same
packet, bu er reorganisation is needed where the packet would be portioned

and phits would be stored into multiple bu ers as in [112].

The channel's bandwidth in NoCs are under utilised: in a typical NoC,
with synthetic tra ¢ even with high injection rates the best average channel
utilisation is less than 45% and the worst average time for when a link is
free while the other is busy is around 15% [16]. In the reported real-world
multi-core applications, the best average channel utilisation is less than 45%
while the overall observed average channel utilisation is less than 5% as the

average injection rate is less than 5% [18].

Real application tra c depends on the sharing behavior of the application
and the type of coherence protocol utilised as well as cache sizes and hier-
archies [2]. So it is di cult to generalise results from real application tra c

unless all these dependencies are taken into account.
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" Synthetic tra ¢ patterns are commonly used to evaluate the network under
varying constant injection rates but, unlike real application tra c, they ex-
hibit regularity. Historically, the spatial distribution of these patterns are
based on communication patterns that arise from particular applications.
For instance, fast Fourier transform (FFT) and sorting applications could
cause the shu e permutation [68]. However, applications for many-core sys-
tems are moving towards parallelism and reducing sequential dependency
for inter-application and intra-application tasks in order to yield increased

performance from many-core architectures.

The mapping of applications / tasks into the network also plays a role in
the performance of the system. For optimal performance, the placing of
tasks into the nodes need to take into account hop count, workload, network
conditions (power and thermal limitations), and nding the balance between
mapping inter-dependent tasks into the same node and forking the tasks into

two separate nodes.

Approaches which allow simultaneous transmission from both ends of the
wire require careful placement of pipeline stages, which adds complexity to
the back-end design, and double edge triggering, which increases switching
activity. Also, these proposed mechanisms can be used in conjunction with
bidirectional bandwidth allocation to possible provide higher switching for

higher tra ¢ workloads.

5.2 Assumptions about the typical NoC Archi-

tecture

From the aforementioned general observations, we can make the following assump-

tions about the typical NoC architecture in this thesis:

" Multi-synchronous (Mesochronous) GALS-based NoC with mesh topology.

Voltage, frequency and power are also partitioned and controlled per node
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Figure 5.1: Typical GALS-based NoC Link's Organisation

[113]. The global clocks are distributed across the nodes with similar fre-
guencies but might have di erent phases, and the PE, routers as well as the

channels are clocked locally.

No VCs and Store-and-Forward switching ow mechanism to avoid dealing

with head-of-line blocking.
" The router has four stages RC, SA, ST,and LT, refer to 3.7.

The routers have input and output asynchronous FIFOs with 3-stage syn-

chronisation for reliability.

The routers input and output FIFOs sizes are enough to accommodate four

packets since there are 4 di erent directions in Mesh NoC router.
Stop-and-Go link- ow mechanism through FIFOs' ags.

Channels are full-duplex, shown in Fig.5.1, two simplex links, and wires do
not require repeaters as the length of wires for mesh topology is relatively
short, compared to other topologies, and the use of output FIFOs provides

su cient pipelining.
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5.3 The Proposed Dynamic Bandwidth Alloca-

tion Mechanism

In this thesis we investigated the potential of dynamic bandwidth allocation to
improve channel bandwidth utilisation of GALS-NoCs considering its impact on

the system performance.

We proposed novel approach of dynamically allocating bandwidth in NoCs which

entails the following :

Reduction of the channels operating clock frequency. In this thesis, the

frequency is halved.

Use a ner granularity channel. In this thesis the channel is formed of 4

bi-directional links.

Use distributed channel direction controllers which monitor the state of input
and output FIFOs on both ends of the channel and regulate the con guration

of the channel links through handshaking mechanism.

Use serialiser/deserialiser as well as small asynchronous FIFOs at the in-
put/output ports which allow joining and forking its according to the chan-

nel bandwidth con guration while keeping the structure of the packet intact.

This proposed approach aims to maximise channel bandwidth allocation in GALS-
NoCs while providing additional gains and features due to the reduction in fre-
guency of the channel such as reducing dynamic power consumption and leakage
power, increasing reliability against electromigration and cross-talk, decreasing
heat generation, reducing TDP constraint limitations as well as complementing
techniques which are commonly used in GALS-NoC such as DFS and DVFS.
These additional gains are not the focus of this thesis and come at the expense of
reduced performance speci cally throughput and latency, which are investigated

in this thesis.
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The reduction of the channel clock frequency will lead to a reduction in the switch-
ing activity and current densities, and hence, power and thermal reductions, which
in turn relaxes the thermal design power (TDP) constraints. Combining these with
the shorter bidirectional wires would result in a more reliable implementation as
hard-faults on one or more links would not deem the channel unusable (functional
with reduced performance) and it would reduce the susceptibility and probability
of post-manufacturing faults of the channels due to device degradation and ageing

such as cross-talk and electromigration.

Power reduction in channels through the reduction in frequency is achieved by
exploiting the dynamic power consumption characteristics of CMOS circuits. The
dynamic power consumption of a CMOS circuit is proportional to the square of
the operating voltage and the frequency of operation; thus, reducing the frequency
of a NoC channel can signi cantly reduce its power consumption. This can be

calculated using:

Paynamic = C v? f (5.1)

Where : Pdynamic is the dynamic power consumptionC is the capacitance of

the circuit, V is the operating voltage,and is the frequency of operation

The additional gains of increasing reliability against electromigration and cross-
talk are as a result of the reduction in current densities which can be calculated

using the equation 4.2.

In order to enhance link utilisation in GALS-based NoC we propose the following

approach, implemented as the ABAM shown in Fig.5.2:

1. Replace the two simplex links with multiple bidirectional links with tri-state

bu ers. In our research, we use four links each of half a it width.

2. Replace the input and output asynchronous FIFOs with synchronous FI-

FOs and use four small (depth of 4 its) bidirectional asynchronous FIFOs,
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shown in Fig.5.3 at the ports. This adds a clock cycle latency in the switch
traversal stage at the output and another clock cycle at the next input.
Also, the empty and full ags of the input and output FIFOs are used,

post-synchronising, as control signals for the channel direction controller.

3. Use a transmitter and a receiver at each port in order to control the structure
and traversing of its between the synchronous FIFOs and the bidirectional
asynchronous FIFOs according to the bandwidth and channel direction set

by the controller.

Figure 5.2: Proposed GALS-based NoC Link's Organisation

4. A distributed channel direction controller is used at each port with two
additional control signals to negotiate the link's direction and, hence, the

bandwidth for incoming and outgoing communications.

5. Instead of a crossbar switch speedup, we propose reducing the clock fre-

guency of the channels to half the clock frequency of the router. This would
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allow the reading of two its from the synchronous output FIFO to be trans-
mitted simultaneously over the channel, assuming the full channel is allo-
cated to one direction. Thus, the channel can support bandwidths of 0, 0.25,
0.5 and 1 of the typical channels bandwidth, depending on the allocation.
This approach is di erent to the approach proposed in [18] which assumes a
fully synchronous architecture, and proposes the reduction of channel wires
by half.

5.4 Adaptive Bandwidth Allocation Module (ABAM)

In this section, we introduce the implementation and veri cation of the proposed
mechanism, the ABAM. It is the main interface of the router's ports, which would
allow the use of bidirectional links and runtime bandwidth allocation. It is im-
plemented on an FPGA and has been integrated with the Septimius emulation
platform and added to its NoC components library. The ABAM, shown in Fig.5.2,

operates in three di erent clock domains and comprises:

1. Bidirectional asynchronous FIFOs
2. Channel Direction Controller
3. Transmitter

4. Receiver

5.4.1 Bidirectional Asynchronous FIFOs

These are four small asynchronous FIFOs combined with multiplexers, clock mul-
tiplexers, and tri-state bu ers, as shown in Fig.5.3. A single bit control signal from
the channel direction controllerdir is used as a select signal for all multiplexers.

As the ABAM operates in three di erent clock domains, two clock multiplexers
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Figure 5.3. Overview of Bidirectional Asynchronous FIFO Architectural De-
sign
are needed; one to switch the clock for the read side and the other to switch the

clock for the write side.

The data widths are de ned by the number of the links and the FIFOs' depth
are de ned by synchronisation latency. Meaning, when using 4 bidirectional links
instead of the two unidirecional links, the width of the bidirectional link, and hence
the data width of the FIFOs, is half that of the unidirectional link (so half a it).

As the channel's frequency is half that of the router's and as the next input FIFO's
full ag requires three clock cycles to synchronise and stop the transmission, the
depth of the asynchronous FIFOs needs to allow at least two additional phits to
be written in addition to the data that has not traversed the channel (up to two
phits at zero load latency). Therefore, the depth of the asynchronous FIFOs needs

to be at least of depth 4.

As clocks have dierent frequencies and phases, a glitch-free clock multiplexer
proposed in [114] and shown in Fig.5.4, is used. This glitch-free clock multiplexer
enables switching the clock, even if the clock stops running before switching. How-
ever, when implementing this with the full NoC system, it resulted in a large num-

ber of critical warnings and errors, as each channel requires 16 clock multiplexers

and the clocking resources on the FPGA are limited. Therefore, for the system
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level, we have employed time division multiplexing (TDM). The four bidirectional
asynchronous FIFOs, the transmitter and the receiver, have been replaced with
two asynchronous FIFOs with it width, one for input and another for output,
increased the frequency of the channel and used a counter to enable and disable

the transmission across the channel according to the bandwidth allocated.

Figure 5.4. Overview of Glitch-free Clock Multiplexer Architectural Design

In order to reduce the area overhead, the depth of the input and output FIFOs can
be reduced by half the depth of the asynchronous FIFOs, a minimum reduction

of two its in depth.

5.4.2 Channel Direction Controller

The ABAM utilises distributed channel direction control in each port. Each
ABAM takes priority in controlling (their) half of the channel links and nego-
tiates with the downstream ABAM for additional bandwidth according to the

workload de ned by the state of the input and output FIFOs on both routers.



Dynamic Bandwidth Allocation in GALS-NoCs 161

5.4.2.1 Empty-Full Adaptive Bandwidth Allocation Algorithm

This is a simple algorithm for bandwidth allocation that depends on the full and
empty ags of the input and output FIFO ags of two adjacent routers. There
are 16 di erent combination states in which the four FIFOs can be and are used
to de ne the tra c load on the channel, shown in table.5.1. These states can be
reduced to 10 di erent states due to the existence of symmetrical states, which in
turn can be reduced to just three states due to the fact that certain states require
the bandwidth to remain the same or be equal in both directions. These three

states can be grouped into two rule categories.

Table 5.1: The dierent states for the input and output FIFOs of a channel

The reduction results in two rules for sending a request for more bandwidth to
neighbouring ABAMSs:
1. The output FIFO is full and the downstream input FIFO is empty.

2. The full bandwidth is allocated to the incoming trac, and a request is
issued to the arbiter at the output, meaning the input FIFO is about to

become not empty (to prevent deadlocks).

The reduction results in two rules for granting a request to the neighbouring
ABAM:

1. More than half of the bandwidth is allocated to outgoing tra c.
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