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Abstract

This thesis is focussed on machine-learning approaches to de�ning accurate models for

structural dynamics. The work is motivated by the concept of ‘digital twin’ and is an

attempt to build tools that could be included in a modelling campaign for structures or

within the context of a digital twin used for structural health monitoring (or more broadly,

asset management).

In recent years, machine learning has provided solutions to many modelling problems, of-

fering solutions that do not require exact knowledge of the physics of the phenomena that

are modelled. For structural dynamics this approach can be quite useful, since accurate

mathematical representations of the physics of several structures are often not available.

Moreover, for performing structural health monitoring SHM of structures, data should

be used, making machine learning a straightforward way to deal with such problems.

The thesis attempts to exploit powerful machine learning algorithms to perform infer-

ence for structures in situations that traditional methodologies might fail. The attempts

concern several �elds of structural dynamics, such as population-based structural health

monitoring, modelling under uncertainty and with a combination of known and unknown

environmental conditions, performing modal decomposition for structures with nonlinear

elements and de�ning the remaining useful life of a structure within a population of similar

structures. The methodologies presented yield very promising results and reinforce the

idea that machine learning, in some cases combined with physics, can be used as a tool to

de�ne accurate models of structures.
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As described in the �rst chapters of the thesis, an e�cient modelling strategy for struc-

tures is to use various di�erent models in order to model di�erent parts, substructures or

functionalities of a structure. Therefore, an organising technique for all the available data

and models that are used is required. For this reason, an ontological approach is proposed

herein to include all the aforementioned elements and in order to facilitate knowledge

sharing.

After de�ning an organising technique for such a project, some data-driven schemes using

novel machine-learning algorithms are presented. Initially, a method to de�ne nonlinear

normal modes of oscillations of structures is presented. The method is based on the use

of a variation of a generative adversarial network (GAN), and proves to provide quite

e�cient modal decomposition, under speci�c assumptions. The generative adversarial

network algorithm is further explored and an algorithm is developed to de�ne generative

mirror models of structures. The algorithm is developed to perform in an environment

where both known/measured and unknown variables a�ect a structure. The algorithm,

being a generative algorithm, provides a probability distribution of potential outcomes,

rather than single-point predictions, allowing probabilistic assessment and planning about

a structure to be undertaken.

Moreover, population-based structural health monitoring (PBSHM) is addressed using

machine-learning algorithms. Performing inference in heterogeneous populations can be

complicated, because of the big di�erences between structures within such populations. In

the current thesis, a graph neural network (GNN) approach is combined with the trans-

formation of structures into graphs, to perform inference in such a population. The novel

GNN algorithm proves able to learn e�ciently the interaction physics between structural

members and their environment.

Finally, a generative model is used to deal with the problem of estimating the remaining

useful life of structures within a population. This algorithm is also a variation of the

GAN and is built to generate time series. Using this method, a probability density is

de�ned over the remaining lifetime of a structure, exploiting information available from

other structures of the population, for which data are available and which have reached

their total lifetime.
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The new contribution of this research is the use of currently-state-of-the-art machine

learning models for the purposes of structural dynamics. GANs are used for purposes

other than their original purpose (arti�cial data generation), i.e. to perform nonlinear

modal analysis and to de�ne generative digital twins of structures. Such models are also

used with a view to de�ning a generative time-series model, which is exploited to estimate

the remaining useful lifetime of structures within a population. A second novel type of

model that is exploited in the current thesis for the purposes of structural dynamics is

that of graph neural networks, which are used to infer the normal condition characteristics

of structures within a population.



Table of Contents

1 Introduction 1
1.1 Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1
1.2 Brief introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4
1.3 Overview . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7

2 Data-driven modelling 11
2.1 What is a model? . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11
2.2 Digital twins - mirrors . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18

2.2.1 Mirror terminology . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21
2.3 Machine learning . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 24

2.3.1 Neural networks . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32
2.3.2 Generative adversarial networks . . . . . . . . . . . . . . . . . . . . 40

3 Structural health monitoring 45
3.1 Structural health monitoring (SHM) . . . . . . . . . . . . . . . . . . . . . . 45
3.2 Population-based structural health monitoring (PBSHM) . . . . . . . . . . 53

4 Developing an SHM ontology 59
4.1 De�nition of an ontology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 59
4.2 Core SHM ontology classes . . . . . . . . . . . . . . . . . . . . . . . . . . . 61
4.3 Connections . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 64
4.4 Aspects of the ontology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 66
4.5 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 69

5 Generative adversarial networks for modal analysis 70
5.1 Modal analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 70
5.2 Cycle-consistent generative adversarial network (cycleGAN) . . . . . . . . . 75

5.2.1 Problems of GANs . . . . . . . . . . . . . . . . . . . . . . . . . . . . 75
5.2.2 The property of invertibility . . . . . . . . . . . . . . . . . . . . . . . 76
5.2.3 The cycleGAN algorithm . . . . . . . . . . . . . . . . . . . . . . . . 78
5.2.4 Orthogonality inductive bias . . . . . . . . . . . . . . . . . . . . . . 81

5.3 Application of cycleGAN in nonlinear modal analysis . . . . . . . . . . . . . 82
5.3.1 Simulated case studies . . . . . . . . . . . . . . . . . . . . . . . . . . 85

iv



Contents v

5.3.1.1 Two-degree-of-freedom system . . . . . . . . . . . . . . . . 86
5.3.1.2 Three-degree-of-freedom system . . . . . . . . . . . . . . . 89
5.3.1.3 Four-degree-of-freedom system . . . . . . . . . . . . . . . . 90

5.3.2 Experimental case studies . . . . . . . . . . . . . . . . . . . . . . . . 91
5.3.2.1 Experimental case study: State 12 . . . . . . . . . . . . . . 93
5.3.2.2 Experimental case study: State 14 . . . . . . . . . . . . . . 95

5.3.3 Modal correlation study . . . . . . . . . . . . . . . . . . . . . . . . . 98
5.3.3.1 Two-degree-of-freedom simulated system . . . . . . . . . . 99
5.3.3.2 Three-degree-of-freedom simulated system . . . . . . . . . 100
5.3.3.3 Four-degree-of-freedom simulated system . . . . . . . . . . 100
5.3.3.4 Experimental system: State 12 . . . . . . . . . . . . . . . . 101
5.3.3.5 Experimental system: State 14 . . . . . . . . . . . . . . . . 101

5.4 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 102

6 Feature spaces of structures and potential state manifolds 103
6.1 Fibre bundles for PBSHM . . . . . . . . . . . . . . . . . . . . . . . . . . . . 103
6.2 Graph neural networks (GNNs) . . . . . . . . . . . . . . . . . . . . . . . . . 109

6.2.1 Edge update . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 111
6.2.2 Node update . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 112
6.2.3 Global update . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 113
6.2.4 Training of graph neural networks . . . . . . . . . . . . . . . . . . . 114

6.3 Application of graph neural networks in PBSHM . . . . . . . . . . . . . . . 115
6.3.1 Structures as graphs . . . . . . . . . . . . . . . . . . . . . . . . . . . 115
6.3.2 Case studies . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 118

6.3.2.1 Case study One . . . . . . . . . . . . . . . . . . . . . . . . 119
6.3.2.2 Case study Two . . . . . . . . . . . . . . . . . . . . . . . . 125
6.3.2.3 Case study Three . . . . . . . . . . . . . . . . . . . . . . . 126

6.4 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 127

7 Exploring structural-state manifolds 129
7.1 The conditional adversarial network (cGAN) . . . . . . . . . . . . . . . . . 129
7.2 Generating parametrised structural data using cGANs . . . . . . . . . . . . 131

7.2.1 Application example . . . . . . . . . . . . . . . . . . . . . . . . . . . 132
7.3 Generative models as mirrors of structures . . . . . . . . . . . . . . . . . . . 138

7.3.1 Simulated datasets de�nition . . . . . . . . . . . . . . . . . . . . . . 139
7.3.2 SFEM model as mirror . . . . . . . . . . . . . . . . . . . . . . . . . 141
7.3.3 cGAN as mirrors of structures . . . . . . . . . . . . . . . . . . . . . 143
7.3.4 A hybrid mirror model . . . . . . . . . . . . . . . . . . . . . . . . . . 148
7.3.5 Extrapolation capabilities . . . . . . . . . . . . . . . . . . . . . . . . 151

7.4 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 155

8 Generative adversarial networks for damage prognosis 158
8.1 Time-series generative adversarial networks . . . . . . . . . . . . . . . . . . 158
8.2 TimeGANs for damage prognosis . . . . . . . . . . . . . . . . . . . . . . . . 163
8.3 Application of TimeGANs . . . . . . . . . . . . . . . . . . . . . . . . . . . . 168



Contents vi

8.4 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 174

9 Conclusions and next steps 175
9.1 Machine learning methods for digital twins . . . . . . . . . . . . . . . . . . 175
9.2 Further work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 178

Bibliography 191



Acknowledgements

First and foremost I want to thank my supervisor Keith Worden. The current work was

largely made possible by his supervision. I have to thank him for giving me the unlimited

freedom to work on any subject that I wanted throughout the years of my PhD and then

spending time to correct my work and provide suggestions about it. I really thank him

for being a supervisor as well as a friend, for having a pint or a co�ee with me (during the

pandemic this proved absolutely necessary), which helped a lot to moving and adapting

to the UK.

Second, I would like to thank my second supervisor, David Wagg. I want to thank him

for being an excellent manager and helping me a lot with my PhD by introducing me

to the idea of digital twins and how to move in such a vague �eld. Our talks mainly

during the beginning of my research carrier but also later, although he would call them

`hand-waving', have really helped me.

I would also like to thank the PhD students of the DyVirt program. We all started our

PhDs together and we all shared the same anxiety and insecurity and meeting with them

and talking about these issues has really helped.

My special thanks go to Eleni Chatzi, who was my supervisor during my secondment at

ETH Zurich. I want to thank her for having me there and also because essentially she

introduced me to the DyVirt program and an opportunity to pursue a PhD.

I would like to thank everyone in the Dynamics Research Group (too many people to list

their names here). They have been great company, quite accepting and have successfully

vii



Contents viii

helped me develop the feeling of belonging to the same group. And, of course, they are

great people to go to the pub with.

Finally, I want to thank my family. First, I would like to thank Mara for being a great

support, withstanding all my whining, anxiety and pessimism and largely helping me

continue with my work. I would also like to thank my parents and my sister, for giving

me the opportunity and assistance to move to a foreign country, as well as for being very

supportive with my choices, although totally outside their �eld. Last but not least, I want

to mention the pets of the family, which, unknowingly, have helped a lot relieve anxiety.



Chapter 1

Introduction

1.1 Motivation

Infrastructure is an extremely important part of everyday life. In the UK only, for the

decade 2018-2028, it is expected that£600bn [1] will be invested on infrastructure for

energy, transportation, digital infrastructure, social infrastructure, protection from 
ood

and coastal erosion etc. All these assets are expected to be, �rst of all safe for the users,

but are also expected to bene�t society and investors. In order for such structures to yield

pro�t, they should be carefully managed and extensively modelled. Modelling should be

aimed at reducing the risk of failure during design as well as during operation of the

structures.

Structures often fail, and their failure has very high cost for society. A major cost of

structural failure is that of human lives. On the 14th of August 2018, the Morandi Bridge

in Genova Italy collapsed, and as a result 43 lives were lost. A study after the catastrophe,

showed that in France, a third of the 12000 state-maintained bridges needed repair and

that 840 of them were in danger of collapse [2]. In the US it is estimated that maintaining

ageing structures will have an economic impact of$10.3tn between 2020 and 2039 [3].

Another �eld of structures that needs attention is that of wind energy. Electricity genera-

tion using wind has increased by 715% in the UK from 2009 to 2020 [4]. The wind energy

1
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Figure 1.1: Annual o�shore installations by country (left axis) and cumulative
capacity (right axes) [5]

generated in the UK accounted for 24% of the total electricity generation for 2020. In

Europe, in 2019 only, 3623 MW of net o�shore capacity were installed; this corresponds

to 502 o�shore wind turbines [5]. In total, 22 GW of o�shore wind capacity is installed

in Europe. In Figure 1.1, the installed o�shore capacity per year for some countries in

Europe is shown, and in Figure 1.2, the corresponding invested amounts are shown for

years 2010-2019. The inconsistency regarding the installations in 2016 in the later �gure

might be because of reductions of the funding by the EU or the governments of the EU

members.

Taking into account the \Net Zero by 2050" goals of many countries [6], wind turbines

shall be one of the most important aspects of infrastructure in the years to come. Their

role is extremely important as a means to achieve the aforementioned environmental goals,

as well as investments that should yield pro�t to society. They shall need careful design,

and attention should be paid in order to maintain their condition as e�ciently as possible.

However, wind turbines face many challenges. They are exposed to extreme environmental

conditions and complicated materials are used for their construction. Therefore, designing

them and maintaining them becomes a complicated task.

Modelling such structures is necessary in order to make them live up to their expectations;

i.e. to perform as they should throughout the years of their operation. During the design
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Figure 1.2: O�shore wind energy investments and capacity �nanced in Europe
2010-2019 [5]

phase of the structures, as well as during operation, modelling is needed to avoid failure

and to maximise e�ciency. For design, numerous hypothetical scenarios regarding the

in
uence of the environment need to be tested, and how the structure would behave

should be analysed. Consequently, engineers need to select the proper features for wind

turbines so that they do not fail under the projected environmental conditions. During

operation, maintenance should be performed often enough to avoid failure of the wind

turbine. Monitoring the condition of the structure is also a means to avoid failure and to

locate potential damage early enough to reduce the costs of extensive repairs.

All the aforementioned tasks can be performed using traditional structural analysis tools,

such as�nite element models [7]. However, such methods often fail because of the lack

of knowledge one has about the behaviour of the materials and the exact stimuli of the

structures by the environment. To satisfy the need of modelling options in cases where

traditional methods fail, data-driven methods are often deployed. Such methods are based

on observations of the physical phenomena that one wants to model, and look for patterns

in them to de�ne relationships between quantities.

Development of data-driven methods has skyrocketed in recent years for many disciplines.

Data are becoming available more widely and their exploitation is being introduced into

numerous �elds. Major applications include imitating human behaviour and automating
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procedures that would normally be performed by humans. The �elds ofmachine learning

[8{10] and arti�cial intelligence (AI), have o�ered great bene�ts to society and facilitated

many aspects of everyday life. The independence of these methods from extensive knowl-

edge of the entities which they are called to model, makes them extremely convenient, and

provides quick and sometimes very successful solutions to problems, which may have been

really di�cult to solve over the years.

For structural dynamics, such methods can be used to perform analysis of structures,

as well as the functionalities ofstructural health monitoring (SHM) [11], that are much

needed for wind turbines. In the current work, several such methods are developed and

presented. The aim of these methods is to provide new modelling capabilities and to de�ne

SHM methods that can assist in maintaining the healthy condition of structures.

1.2 Brief introduction

Modelling of systems has been a pursuit of researchers for many years. The desire to model

systems is brought out by the need to avoid danger, and to e�ciently manage available

resources. Another reason why modelling of systems is studied is because it costs much less

than performing experiments on the actual systems and that simulations can be repeated

for many di�erent values of the parameters of the systems. If studied more thoroughly, the

need of humans to predict the behaviour of various objects, or the outcome of situations,

is quite primal. Humans have been trying to predict the future in many situations in the

past. Many groups (usually a�liated to some religion), throughout human history have

had the belief that some humans are able, via some clairvoyant procedure, to predict the

future.

Naturally, most of these claims about future-predictive abilities have been proven false.

However, the need to predict the outcome of future situations, or at least to provide some

insight about the outcome, still exists. Everyday life activities have become safer than in

previous years, and this is largely because of e�ciently modelling systems. In almost every

aspect of life, some system is involved, which has been studied and modelled in order to

ensure its e�ciency and safety. A large class of such systems is that of structural systems.
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Structures participate in almost every aspect of modern life. Life in cities includes inter-

action with many di�erent types of structures, including buildings, cars, roads, machinery

etc. Although such structures have existed for a long time, simulation of their behaviour

has not been always feasible. Today, the majority of these structures are modelled in order

to be deployed into the world with maximum safety. Before acquiring the knowledge and

the tools to analyse and predict the behaviour of these structures, humans mostly used

personal intuition and experiences in order to make them as safe as possible.

Years of studying the physics of these structures, their materials and their environment

together with modern technology have created the proper conditions in order to build very

e�cient and accurate models of them. These models are used widely during the design

phase of the structures. Engineers try to model potential situations, in which under-

design structures might be found, and design it in order to avoid failure and to maintain

the quality of the structures' service to the users.

While modelling methods are developed further in order to more accurately simulate

structures, materials which are used in order to build the structures, are becoming more

complicated. As mentioned, an important tool to model structural behaviour is studying

of the physics of the materials and the structures. However, some new materials have

not been studied yet. Furthermore, more complicated structure layout and connectivity

tends to cause problems in the modelling procedure, since interactions between di�erent

structural members might cause alterations in the behaviour of each member.

Because of the lack of physical knowledge and the di�culty in acquiring it, in many

scienti�c �elds, data-driven modelling has emerged. Using data to de�ne models of some

phenomenon is a technique that has, of course, been used in many applications, before it

was considered a discipline of its own. For example, in order to de�ne Young's modulus

of materials, data from experiments were used and some linear or otherwise model was

�tted according to the observations. Although the concept of the scienti�c method is

fundamentally a data-driven process -i.e. observations (data), hypothesise (model), test

(data)- in the current thesis data-driven models refer to models which do not require

development of physical theory in order to de�ne the model (i.e. to hypothesise).

In recent years, the �eld of data science has been developed even further. The discipline
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of machine learning is based on learning relationships between data mainly based on

observations and using no knowledge about the underlying connections. Such methods are

used to replace humans in tasks because of the e�ciency and the accuracy the methods

have in performing their goal, and numerous applications reveal that the algorithms are

indeed able to substitute human involvement in several tasks. Although the algorithms

and methods of the machine learning discipline which get the most promotion are focussed

on performing tasks -such as image recognition or natural language processing- which are

functionalities of humans, such algorithms are also exploited quite successfully for the

purposes of physical sciences and engineering.

As mentioned, the behaviour of some materials is quite complicated and their modelling

solely via physical knowledge is di�cult. In such cases, it its natural to seek solutions via

uninformed data-driven methods. The materials can be tested and studied in a laboratory,

or directly from the �eld of their deployment, and using these data one can build machine

learning models, in order to model their performance. Such methods could be considered

`lazy' in the sense that one does not spend any time or e�ort to de�ne the underlying

physics of the modelled phenomenon. However, building such models requires extensive

study, since in order to deploy it in action, one needs to be completely sure that it will

perform as expected.

Another emerging �eld of study is that of de�ning digital twins of systems. The term

digital twin probably comes from the desire of humans to create exact replicas of physical

systems in the digital world, with emphasis on the word `exact'. The desire comes from

the need to acquire a digital copy of a real-world entity, which humans will be able to

analyse and make inference about the real entity, to monitor the condition of its real

world counterpart, to predict the future of the physical twin and even in hypothetical

scenarios, to see how the physical twin would behave. All these potential uses of such

digital twins might be motivated by science �ction, but they would indeed be very useful

in modern life. By using such simulation tools, engineers would be able to have a holistic

view of a structure and be able to maximise safety and pro�t from it. Therefore, a lot of

e�ort has been spent on de�ning such models or objects.

As expected, the digital twin should be `aware' of the situation of the physical twin,

and therefore the real world structure should be monitored. As a consequence, data
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are acquired form the real-world structure. Data acquisition makes the use of machine

learning, and data-driven modelling in general, indisputably connected to the philosophy of

digital twins. As a matter of fact, data-driven modelling may be even more powerful than

traditional physics-based modelling techniques, when it comes to modelling complicated

systems with many uncertainties and when one has to deal with varying length and time

scales.

A �eld where machine learning has been the major strategy to follow is that ofstructural

health monitoring (SHM). The discipline of SHM is the sub�eld of structural dynamics,

which as its name states, is targeted at observing the condition/health of a structure.

Maintaining the healthy condition of structures is naturally wanted by engineers and

bene�ciaries of the structure. Moreover, SHM is about real-time monitoring of structures,

as well as predicting future states and potential future damage of the structure. Therefore,

SHM can be integrated within the digital twin concept and be an important part of it.

Already, by including SHM into the digital twin, one can understand that it becomes

di�cult for the digital twin to be a single holistic model of the real-world entity. Therefore,

an approach to achieve the creation of a digital twin could be the collection of many models.

As will be discussed further in this thesis, the digital twin can actually be a collection

of models, data, structural members, structures and modelling techniques. Although a

digital twin has no universally agreed de�nition, the goal of such an object is to model

as accurately as possible, the current, future and potential state of a system. The states

may refer to the health condition of the structure, its behaviour under external excitation,

control parameters or even action policies that have to be followed in order to increase

the safety and the economical bene�t from the structure. In the current thesis, several

methods with such an intent are described.

1.3 Overview

In the current work, data-driven models for structural modelling are presented. The aims

are based on the admission that a digital twin is a collection of models, data etc. as

mentioned earlier. The models used herein areneural networks, a type of model that has
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dominated the machine learning discipline in recent years. Variations of classic machine

learning models are used, aiming to match the properties of the algorithms to the physics

of the phenomenon that is studied, and the nature of the data.

In Chapter 2, an introduction is given to data-driven modelling. An introduction to mirror

models is given, together with arguments about the use of generative models as mirrors.

Some basic theory about machine learning is presented and of neural network algorithms,

which has dominated the discipline of machine learning. Some aspects of the algorithm are

discussed, and a new type of neural network, thegenerative adversarial network(GAN)

[12], is presented and explained.

In Chapter 3, structural health monitoring (SHM) is discussed. The various levels at

which SHM is performed on structures are presented and some examples of applications

are discussed. Moreover, the new discipline of population-based SHM (PBSHM) is also

introduced. The reasons, for which this novel discipline is developed and some initial

works on the subject are presented.

In Chapter 4, an ontological scheme is presented for structural health monitoring. The

ontology is considered an appropriate way of organising data and knowledge about a topic.

Therefore, its de�nition including the data and the methods used in an digital twin scheme

or an SHM campaign shall prove useful when one needs to use them. The ontology is built

in a way which can help it include di�erent structures and structural members allowing

potential transfer of knowledge between them, and the extension of knowledge. Such an

ontology can be of great importance for multidisciplinary applications, since it facilitates

knowledge sharing and can be used as a guide for implementation of the methods in terms

of creating software.

In Chapter 5, machine learning methods based on the generative adversarial network

(GAN) are presented. The newly-introduced method of adversarial training for generative

models is exploited for the purposes of structural dynamics. A method based on machine

learning that achieves a `modal' decomposition of the dynamics of structures is presented.

Such a decomposition is very important when modelling structures, because it gives the

users ways of studying independent components of the movement, rather than the whole

movement of the structure, and making inference based on simple quantities.
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In Chapter 6, another variation of neural networks, which considers graphs as inputs

to the inference algorithm, is exploited in order to de�ne the �rst natural frequency of

structures within a population. The natural frequencies of structures are important for the

procedure of monitoring, but also during the design procedure. The proposed algorithm is

data-based and seeks to exploit an algorithm that is able to take into account the layout

of structures. A great advantage of the algorithm is that it is able to perform e�ciently

in a quite diverse population of structures.

In Chapter 7 a GAN is used to generate arti�cial structural data. Taking into account the

original goal of such an algorithm, which was to generate arti�cial images, one can use it

to generate arti�cial data regarding the behaviour of a structure. Rather than generating

data for conditions for which data have already been recorded, it was chosen to use a

variation of the algorithm and learn how to generate data that correspond to conditions

of the environment for which data have not been recorded.

In the same chapter, the same algorithm is also exploited in order to de�negenerative

digital twin models, or mirror models of a structure. Since digital twins might be used

to model structures under uncertainty, it is natural to seek models that can take into

account such uncertainties. The variation of the GAN is able to learn transformations of

probability distributions according to various parameters, and can therefore be used to

de�ne such a generative model. The algorithm is compared with the widely-usedstochastic

�nite element method (SFEM), which does not perform very well when the �nite element

formulation physics do not match the physics of the structure. A combination of the two

algorithms -a hybrid model- is also presented, and is found to slightly outperform both

approaches.

In Chapter 8, the problem of damage prognosis is addressed via the use of another variation

of GAN. The approach is based on a population-based scheme, and the algorithm is used

in order to learn the physics of some type of damage, common in the structures of the

population. The proposed algorithm is a generative model and as a result, it provides

a probability over the remaining useful life of the structures rather than a single point

estimate. The method is tested on a simulated dataset, and the results reveal that it is

able to learn the damage evolution process and to provide estimates of the remaining useful

life, which are more con�dent than using a single probability density function according
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to the total lifetimes of the structures of the population.

Finally, in Chapter 9, conclusions are drawn regarding the presented methods, and future

research is proposed in order to further develop and validate current methods, but also

regarding the de�nition of new methods for digital twins.



Chapter 2

Data-driven modelling

2.1 What is a model?

A model means di�erent things for di�erent disciplines. A model for art or architecture

can be a three-dimensional miniature of an object, or even plans of a building; for some

commercial company, it could mean the di�erent versions of a product; for graphic de-

signers, a model is a mathematical representation of real or imaginary objects via some

software. For engineering, a model is often a mathematical description or a representation

of some phenomenon or some object. Models in engineering are created in order to de-

scribe objects -such as structures- and to share their design with others, but also in order

to formulate the conceptualisation of the physics of how these objects behave and react

under certain situations, even for situations that one might not be able to evaluate with

an experiment.

The latter type of model has been the object of research for many years in many dis-

ciplines including: mechanical and civil engineering, computer science, social sciences,

biology, chemistry, medicine etc. In every discipline, di�erent objects are modelled and

inferences are made about various aspects of these objects. Similarly to creating a model

for architecture or art, a model of the aforementioned disciplines o�ers a way to have su-

pervision over an object or a phenomenon. For example, a three-dimensional miniature of

a larger structure gives the architect the chance to rotate it, examine it, and have a better

11
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opinion about how it would look like after it is `embodied'. Similarly, having plans of a

building reduces the information given by the model, but o�ers the chance to pay attention

to di�erent aspects of the structure than in the case of observing some three-dimensional

miniature. Respectively, models in more technical disciplines o�er an abstraction of the

modelled object and phenomenon, with a view to better understanding them and also to

remove redundant information and focus on aspects of the phenomenon that are of interest

of the user of the model.

A major use of models in technical disciplines is to perform inference in hypothetical (`what

if ') scenarios. Models are created using assumptions, limitations and understanding about

the underlying physicsof the objects and the phenomena that are modelled. The creators

of the models use observations of the phenomena, understanding and intuition, in order

to build mathematical models which describe interactions of objects and predict how the

system behaves, given some stimulus or input. These models are often used during design

of objects in order to test what-if scenarios and avoid unwanted situations. They have

o�ered great capabilities during the design of structures, since one can use them to predict

how a structure (which has not been materialised yet) would behave under the conditions

of the environment in which it will operate. Furthermore, such models are used to model

existing objects and make inferences on how they might behave given di�erent inputs. It

becomes clear that models are an attempt to predict the future, combining understanding

of phenomena and observations.

The performance of the models is based on the creators' understanding of the phenomena

and the objects that are modelled. During the formulation of the mathematical model,

the creator translates his understanding of the underlying physics into mathematical op-

erations. It is common that one does not fully understand the underlying physics or

formulates this understanding mistakenly. This lack of knowledge is a common problem

when one models a phenomenon and is referred to asepistemic uncertainty. Sometimes,

complete knowledge of the underlying physics is not required in order to build accurate

models, since only a subset of the operations of the phenomenon might need modelling

in order to get the desired results. In every case, the predictive capabilities of the model

depend largely on whether one has captured correctly every part of the phenomenon that

one tries to predict via the model. Paradoxically, some models may predict quantities of
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Figure 2.1: Schematic representation of the physics-based modelling procedure
of some phenomenon.

interest quite well even if they have not at all capture the underlying physics, e.g. the

earth-centered solar system model.

The procedure of understanding, formulating and developing models is considered the

physics-basedway of modelling. A schematic representation of the procedure followed to

create a physics-based model of some phenomenon is shown in Figure 2.1. Physics-based

models have been monopolising the model-development discipline for a long time. Most

models are based on physical theories, which in turn are based on understanding of funda-

mental operations of nature, or in general, the mechanisms that dictate the phenomenon

of interest. A major example of such models in structural engineering is thetheory of elas-

ticity [13]. The speci�c theory provides a tool to analyse bodies under external loading

and to de�ne the stresses and strains within their volume. Elasticity theory is the basis

for many methods used in structural engineering to de�ne models and perform analysis or

design of structures. A physics-based method that has been widely and successfully used

in the aforementioned discipline is the�nite element method (FEM) [7]. The �nite element

method essentially allows the reduction an in�nite-dimensional problem of elasticity into

a �nite set of equations that need to be solved in order to de�ne the state of a structure.

Finite elements are widely used in civil and mechanical engineering and provide e�cient

solutions when one wants to study the behaviour of a structure. Of course, linear theory

of materials does not su�ce to explain the behaviour of every structure. It is common

that materials have nonlinear stress-strain or load-deformation relationships, strain-rate
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e�ects, time-dependent e�ects, thermal e�ects, radiation e�ects, and so the �nite element

formulation has been progressed in order to include and explain such behaviours. However,

�nite elements are not always the solution to e�ciently modelling structures. Quite often,

one has no knowledge about the exact behaviour of some materials and, even if experi-

ments are carried out in some laboratory to investigate the behaviour, the environmental

conditions to which the material will be exposed during deployment of the structure may

largely alter its behaviour.

The problem of missing information about the underlying physics of some structure be-

comes evident whencalibration of a physics-based model is attempted. Calibration is the

procedure of de�ning the model parameters of a model of an existing system so that the

predictions match one's observations of the system. The procedure of calibration can vary

from being as simple as an exhaustive search over some parameter space to being more

sophisticated; for example, using gradient descent methods [14{16] or genetic algorithms

[17, 18]. Matching of di�erent quantities is attempted when one tries to calibrate a model

according to observations/acquired data from a system. For example, in the case of struc-

tures, attempts might be made to match some spectra or the maximum acceleration, or

the �rst n natural frequencies of the structure and the model. If such a model is created

using physics that do not correspond to the underlying physics of the structure, calibrating

the model could be possible and the model might predict quite accurately for the calibra-

tion data, but its predictive capabilities for other regimes could be minimal. Epistemic

uncertainty will be discussed further in next sections.

A common strategy to follow when one is concerned that the underlying physics of some

phenomenon are not fully understood, is to usedata-driven models. Such models do not

require understanding of the underlying physics and are based only on the observation of

the phenomenon which is to be modelled. This time, the modelling procedure does not

require conceptualisation of the phenomenon and mathematical formulation of the theory;

a schematic representation, is shown in Figure 2.2. Data-driven models are de�ned based

on data, which are collected from some kind of sensor. The data should be quantities

that are varying during the phenomenon and a�ected by it. These quantities should in

general have some causality relationship. Variation of some of the quantities should also

mean variation of the others; i.e. correlation. Moreover, in order for the techniques to be
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Figure 2.2: Schematic representation of the data-driven modelling procedure
of some phenomenon.

successfully applied, every variable that causes variation of the quantity that one wants

to predict, should be recorded and used to de�ne the data-driven model.

Data-driven models are often referred to asblack-box models. This name comes from

the fact that it is common that one has no knowledge about how the model performs

inference, i.e. the model is not transparent. A common approach to using such models

is to collect every possible variable that is monitored during a phenomenon and use it

as an input to the black-box model. For every set of input variables, the quantity, for

whose prediction the model is created, is also monitored and is considered the output

of the model. Subsequently, the model is�tted to the data. Fitting the model is also

called training , and can be a deterministic procedure; for example, in linear regression, or

a stochastic one, as in the case of neural networks (described in next section). The result

of �tting is a model that has learnt some relationship between the input and the output

quantities. Having �tted the model, one expects that it will be able to generalise, i.e. to

approximate the quantity of interest for \unseen" values of the input variables.

Data-driven methods, and more speci�cally machine learning [8, 9], o�er quite powerful

approaches when knowledge about a phenomenon does not exist. For structural dynamics,

a major example is not knowing details about the behaviour of some material. Given that

a material is nonlinear [19], for example, the exact type of nonlinearity should be de�ned

in order to properly model the behaviour of structures that have members made from the

speci�c material. Even if this result is achieved, temperature or loading variations may
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change the behaviour of the material.

Machine learning o�ers generic models that can be calibrated on almost any dataset, which

is based on some rules and relationships between the input and the output quantities. Us-

ing such models, the demand for understanding the underlying physics of phenomena,

systems and members of the system is bypassed. Models are created only based on data;

it has been proven that machine learning algorithms have great predictive capabilities

(mostly interpolation capabilities), in some cases even outperforming classic modelling

methods or even human performance in tasks which are based on imitating human be-

haviour (image recognition [20], natural language processing [21]).

Modelling methods based on data o�er great capabilities especially whenbig data [22],

are concerned. When vast quantities of data need processing and models need to be

created based on them, classic modelling techniques may be computationally ine�cient

or even intractable. Machine learning also o�ers ways to select the best data in order to

build the models (such techniques are included in theactive learning discipline [23, 24]).

Another advantage of using such methods, when large quantities of data are available, is

the speed of inference. Machine learning methods are able to perform inference on large

quantities of data very fast, since their operations are usually simple matrix addition and

multiplication.

From what has been discussed so far, the impression might have been created that data-

driven methods is some kind of panacea to the problem of modelling systems (of course

this might be a result of the author's preferences and the fact that the current work is a

thesis on data-driven methods for structural dynamics). However, machine learning, and

data-driven modelling in general, are far from being the cure to every problem one might

encounter when trying to model a system.

As mentioned, when using such models, the step of de�ning the physics of the problem, the

conceptualisation, is bypassed and this bypass is accompanied by drawbacks. First and

foremost, in order to de�ne any data-driven model, naturally, data should be available. A

data-driven model is as good as the data used to de�ne it. The quantity of data required

to de�ne such models tends to be larger than the quantity required when a physics-based

model is to be calibrated. Secondly, data-driven models lackextrapolation capabilities
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(something that quite often happens with physics-based models as well). Training a data-

driven model on data coming from a speci�c distribution, can only ensure the ability

of the model to perform inference on data coming from that distribution. In contrast,

physics-based models are based on physics that can be global (although quite often the

assumptions made in order to de�ne the model are restrictive, e.g. small deformations

for various beam models) and can dictate the behaviour of the system in-hand under

every potential input or condition of operation. This di�erence can be thought as the

element that equalises the \energy" one needs to o�er in order to de�ne either a physics-

based or a data-driven model. In the case of data-driven models, there is no requirement of

knowledge of the underlying physics, and in return, the predictive capabilities of the model

outside the distribution of the training data are essentially minimised. Thirdly, one has no

supervision on how a black-box model performs inference. Evaluation of the performance

of such models is performed in terms of percentage of accuracy or some error metric over

a dataset of unseen data. These metrics may often mislead and create the impression that

a model performs very well, when in fact the model may be making elementary mistakes.

Such models may have good accuracy, but may also be quite unstable in their predictions,

and have catastrophic results if used for decision making without any human intervention.

The aforementioned problems of machine learning, and many others, have been the subject

of research of many researchers for many years. Especially in structural dynamics, an

attempt to deal with these problems is to try and combine the advantages of physics-based

models (white-box models) and data-driven models (black-box models). This strategy

leads to the creation of hybrid or grey-box models. Creation of hybrid models can be

attempted by inducing physics in the inference procedure of a data-driven model, by

using black-box models to correct the predictions of a physics-based model which is not

performing as expected, by favouring speci�c solutions of the black-box model according

to one's knowledge of the underlying physics or by using some prior knowledge about some

quantities, in order to a�ect the training procedure. At the same time, these techniques

are preferred by engineers, since they are more interpretable than plain black-box models,

and malfunctions can more easily be addressed and �xed.

Another important aspect of applying data-based models is that offeature engineering.

Selection of appropriate features of some phenomenon before training a machine learning
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algorithm is a very important procedure, and may greatly a�ect the performance of the

model. The most basic requirement of feature selection is to de�ne quantities as inputs

and outputs that have a cause and e�ect relationship. A data-driven model is able to

perform both forward and inverse inference between such quantities if the relationship

exists, otherwise the variables are just random and no model can de�ne a relationship

between them. During feature selection, the user can induce some physical knowledge in

the model by preprocessing the data in a convenient way. For example, instead of trying to

model raw acceleration data coming from a sensor, one might try to model an aggregative

quantity of the data, such as the mean or maximum acceleration or thepower spectral

density of the signal.

Various attempts have been made using many di�erent modelling techniques and algo-

rithms to model structural systems. In some cases, the procedure has been simple, or

some simple model yields accurate results and more sophisticated approaches are not

needed and therefore not attempted. There are cases, however, especially when new ma-

terials are used, or have not been su�ciently studied, where more sophisticated approaches

are needed. In some cases, physics-blind methods, i.e. data-driven methods are needed,

since the physics of the materials are extremely complicated to conceptualise. As mate-

rials evolve and structures become more complicated, more accurate models are needed,

and sometimes the need emerges to model structures in real time to make decisions. To

deal with such issues, the �eld ofdigital twins has emerged. The term could mean many

di�erent things and serve many di�erent expediencies according to the needs and goals

of the users of the model. In the next section, the term `digital twins' is discussed, an

alternative term is presented and some terminology about such models is given.

2.2 Digital twins - mirrors

The need to model systems with the highest possible accuracy, has lead to the creation

of the concept of adigital twin . A digital twin could essentially be de�ned as a digital

copy of some system, which is called thephysical twin. Such a model would, ideally, react

the same way to inputs as the system that it models. The whole procedure of de�ning a

digital twin would naturally include calibration of the model according to data acquired
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from the system for di�erent inputs and for varying parameters a�ecting the behaviour.

A digital twin should be able to yield accurate and trustworthy predictions, even in real

time, about the current and future condition of the structure. The goal of such models

is to operate the system safely and to maximise pro�t. The term `digital twin' has been

used in many scienti�c disciplines and they have been a highly desired object especially

in industry. There have been examples of attempts to de�ne such tools in manufacturing

[25, 26], control systems & the internet of things [27], smart cities [28], social networks,

management [29], structural engineering [30] etc [31, 32].

An initial approach to de�ning a digital twin would be to follow a holistic approach and

try to simulate the whole system via a single model. Such a strategy has been followed

in modelling structures using the �nite element method [7]. Whole structures can be

modelled using FEM models, taking into account interactions between various structural

members as well as between environmental conditions and the parts of the structure.

Although such approaches are able to account for interactions between di�erent elements

of the system, even in a recurrent way, they often fail.

The main reason that causes such models to fail to predict accurately the behaviour of

systems, is that the relationships between the inputs and the outputs of the system are

often quite complicated or the inability to practically model behavior over widely varying

length and time scales. In order for a model of the whole system to be de�ned, extended

knowledge about the mechanisms of the modelled system is required. In the case of struc-

tures, the knowledge refers to the materials of the members, the loading, the degradation

processes of the materials through time, etc. This knowledge is the physics of the structure.

By building models of the whole system, errors -because of insu�cient knowledge of the

physics of members- accumulate and a�ect the �nal predictions. In addition, multi-scale

and multi-physics makes the creation of a single model very di�cult and simulation and

calibration of such models are usually computationally-expensive procedures increasing

the operation cost.

For complex engineering applications, a holistic model of a system may not even be de-

�nable. A simpler modelling solution is to de�ne models that just govern limited envi-

ronmental and operational regimes or to de�ne smaller-scale models for di�erent parts of

the system [33]. A �rst advantage of modelling smaller parts of a structure is that the



Digital twins - mirrors 20

need to model interactions between structural members is reduced. A second advantage

is that more modelling techniques are made available in order to make predictions. Tech-

niques like machine learning [8, 34] anddeep learning[10] can be exploited to increase the

modelling capabilities of the digital twins. Data-driven models are structurally able to

de�ne relationships based on acquired data and their impact in the modelling procedure

of structures is of great importance.

By splitting the modelling procedure into smaller models that perform inference on a spe-

ci�c part or a speci�c functionality of the structure, the digital twin becomes something

more than just a single model. A digital twin can be a collection of submodels, each one

modelling a di�erent aspect of the structure. This strategy allows inclusion of models

performing di�erent functionalities than simply predicting accelerations or displacements

of the structural members. An important functionality that can be included in the mod-

elling process is that of structural health monitoring [11], which will be presented in later

chapters. Di�erent submodels may be directly focussed on maximising the pro�t of the

structure's operation; for example, by modelling the generated energy from a wind-turbine.

The submodel approach appears to be more appealing and applicable than the holistic ap-

proach; however, uncertainty a�ects the modelling procedure even for smaller members of

the system. Uncertainty has two di�erent main forms -aleatory and epistemic uncertainty.

Aleatory uncertainty refers to phenomena that are inherently random. Varying material

parameters because of imperfections during the manufacturing process is a common source

of aleatory uncertainty. Variations of the loading might have some deterministic basis, but

trying to predict them could be really complicated, so they are also often considered as

random. This type of uncertainty cannot be reduced and has to be taken into account

when one models a procedure that is a�ected by such randomness.

The second type of uncertainty -epistemic- refers to lack of knowledge about the mecha-

nisms that are modelled. If one does not completely understand the physics that need to

be included in the model, then errors will be observed in the predictions, in comparison

with the real behaviour of the system. In structural engineering, a common source of

such uncertainty is the exact type ofnonlinearity . Structures are often modelled as linear,

which may yield accurate enough predictions in order to design and perform maintenance,

because structures are often designed to operate in the linear region of their materials,
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for safety reasons. However, nonlinearity is present [19] and a�ects the performance of

models. Another source of such a type of uncertainty is to not know exactly which pa-

rameters a�ect the quantity of interest. In machine learning, these parameters are also

called lurking variables.

In order to deal with issues of uncertainty during prediction, the use ofgenerative modelsas

mirrors is proposed in the current work. Generative models are models that either provide

a probability distribution or are able to generate samples of the quantities of interest.

Generative models, such as generative adversarial networks [12], learn to generate samples

according to acquired data and are able provide predictions taking uncertainties into

account. An approach to the digital twin concept taking into account uncertainty seems

more complete: on the one hand, it o�ers a way to deal with epistemic uncertainty, treating

it as variations in the observations, and on the other hand, takes aleatory uncertainty into

account. In a later chapter, a completely data-driven approach to de�ning such a model

will be presented.

2.2.1 Mirror terminology

In the current work, a di�erent term for the aforementioned type of model is used. The

preferred term is that of a mirror model of a system, and more speci�cally a mirror model

(or just a mirror) of a structure; the term was introduced in [35]. A mirror refers to some

physical structure (physical twin) S, which has N di�erent states s = f s1; s2; :::sN g. At

the same time, the structure exists within an environment E , which has N corresponding

environmental states e = f e1; e2; :::eN g. Di�erent operational conditions may also be

included in e. The environmental states, of course, a�ect the structural states and play a

very important role in de�ning a proper mirror of the structure. Such environmental states

might be the temperature of the environment, the humidity, the wind speed and direction,

the ground conditions of the foundation etc. The corresponding structural states can be

anything that one monitors during the operation of a structure, such as displacements,

accelerations, strains etc.

The approach followed herein is to use models predict some quantities of interest instead

of de�ning a global model for a system. The collection of these quantities comprise the
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context C of the mirror, given by,

C = f sC
j 2 s; eC

i 2 E; i; j g (2.1)

where sC
j are the quantities to be predicted or the response or predictive context and

eC
i are the environmental parameters that a�ect the quantities of interest and therefore

the prediction process or theenvironmental context. The context C de�nes clearly the

capabilities of the mirror that will be de�ned. It clari�es, �rst of all, the quantities that can

be predicted using the speci�c mirror. Such a clari�cation is fundamental when one needs

accurate predictions about some aspect of the structure, since a common phenomenon is

to use models to perform inference about speci�c quantities but are built according to

their performance on di�erent ones. The second important aspect of the context is the

speci�cation of the environment into which the mirror can be used. The environment

de�nes the domain that the model has been tested on and proved to perform e�ciently.

Using such a model for di�erent environmental parameters would be similar to trying to

extrapolate, which models are often not able to perform.

According to the ability of a mirror to predict the behaviour of some structure, they can be

considered either� -mirrors or � -mirrors [35]. The two di�erent types of mirrors refer to

di�erent ways of measuring their performance compared to data acquired from a structure.

An � -mirror needs the de�nition of a proper distance metric dC so that,

dC (pC ; r C ) � � (2.2)

where pC are the predictions of the model within the context C and r C are the measured

data from the structure for the same context. The parameter � is the tolerance of the

mirror and characterises its performance within the contextC. Essentially, the tolerance�

de�nes how close are the mirror's predictions to the observations. For the case of generative

models, which generate distributions of data, the metricdC (pC ) should be a probability

density function metric. The tolerance � in that case describes how close the real and the

generated distributions of data are.

The second type of mirrors, the� -mirrors, refer explicitly to generative models and their

ability to include the observations within a prede�ned interval. More speci�cally, the



Mirror terminology 23

function that describes the functionality of an � -mirror is given by,

P(r C
i 2 [ �mC

M � �� C
M ; �mC

M + �� C
M ]) = f (� ) (2.3)

where M is the generative model used as a mirror,r C is the observation, �mC
M is the mean

value of the distribution of samples generated byM , � C
M is the corresponding standard

deviation, P is the probability of r C to fall into the de�ned interval and � is a parameter

that controls the width of the interval. Clearly, the wider the interval, the more probable

it is for a sample to fall into it and therefore the probability P(� ) becomes larger. An

� -mirror is a simpler way of evaluating a mirror model, since one could use it by adjusting

the parameter � in order to get prediction intervals, so that the probability of exceeding

the bounds �ts one's needs.

As far as the environmental parameters are concerned, they can be separated in two

categories; the �rst is the known or controlled variables (eC
c ). This group includes every

parameter that one has records of and in
uences the behaviour of the structure. They

are the variables that will most de�nitely be used as inputs to the mirrors in order to

predict the behaviour of the structure. The second type of environmental variables are

the unknown or uncontrolled variables (eC
u ). These variables are often present during the

operation of a structure and could refer to uncertain parameters, such as noise or some

stochastic material property, or even environmental parameters that one does not monitor

or does not know, that a�ect the performance of the system.

The unknown variables should also be included in the prediction procedure. To do so, a

generative modelM EC
u should be used in order to provide the best estimate ^eC

u for eC
u , as

far as the stochastic parameters are concerned. Consequently, a mirrorM , which in the

current work is also considered a generative model, provides predictions given by,

Pp = M (eC
c ; êC

u = M EC
u ): (2.4)

where Pp is the probability density function of the quantity of interest.
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Collecting the elements described so far, the term ofvirtualisation can be introduced [35].

A virtualisation V C is de�ned within a context C as,

V C = ( M C
� 1

; M EC
u;� 2

) (2.5)

where M C
� 1

is a generative model, which is considered an� -mirror with tolerance � 1 and

M EC
u;� 2

is the generative model used in order to model the uncontrolled parameters of the

environment and is also considered an� -mirror with tolerance � 2. As described by equation

(2.4), M C
� 1

takes inputs generated byM EC
u;� 2

in order to provide predictions for the quantity

of interest. The variations that M EC
u;� 2

describes, account for a part or all the variations in

the predictions, which may be displacements, accelerations, natural frequencies etc.

A schematic illustration of the modelling strategy described so far is shown in Figure 2.3.

As shown, a generative modelM EC is used in order to provide the best estimates ^eC
u of the

uncontrolled environmental variableseC
u . At the same time, data D are acquired from the

physical twin S. A part of them is considered to be the training data Sc(D tr ) and is used to

calibrate the modelM that will be used as a mirror. The mirror is itself a generative model

and is informed by M EC in order to make predictions regarding quantities of interest.

The predictions are then compared to those of another part of the data, the testing data

(Sc(D t )) in order to de�ne the parameter � 1 and the function P(� ), which characterise the

ability of M to serve as an� -mirror or � -mirror respectively. The two latter elements are

the mirrors identity, as far as its predictive capabilities within the context C are concerned.

Finally, the model can be used to provide predictionspC .

2.3 Machine learning

The discipline of machine learning has been an emerging �eld, and has already dominated

the modelling approaches in many �elds. The convenience of the various methods of the

�eld lies in the automation of the de�nition of models, i.e. without the need of under-

standing the exact underlying mechanisms of the problem. Modelling is based exclusively

on data and on �nding relationships between some input and some output variables, a

procedure calledlearning (as discussed later, this physics-blind approach is not always the
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Figure 2.3: Schematic representation of the proposed framework for a digital
mirror.

case, and approaches that take into account the nature of the data are more appropriate

and perform better). A de�nition of learning is provided in [36]. A simpli�ed version of

the de�nition is considered here.

Let X and Y be two measurable spaces andM (X ; Y) be the set of all measurable functions

(models) from X to Y . Consider a loss function L : M (X ; Y) ! R and pairs of data

si
t = ( x i ; yi ); x i 2 X ; yi 2 Y ; i = 1 ; 2:::n. A training algorithm is a mappingA such that,

A :
n[

i =1

si
t = ( x i ; yi ) ! M (X ; Y) (2.6)

which is built in order to �nd a model f st = A (st ) that performs well on the training data

st according to the loss functionL and is able to perform well on unseen pairs of datasu ,

such that su \ st = ; , according to the same loss functionL or even some di�erent loss

function L 0 : M (X ; Y) ! R.
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The above de�nition of learning is de�nitely not global and, strictly speaking, may not

include some machine learning algorithms (for exampleunsupervised learning[37] or re-

inforcement learning [38]). In any case, it mainly describes the tasks that are performed

in the current thesis and a basic modelling scheme which is, in parallel to classic schemes,

followed by physics-based methods.

References to machine learning tend to be about complicated methods, and are often about

algorithms that are considered arti�cial intelligence algorithms. Arti�cial intelligence

is a wider �eld than machine learning. Even software based on simpleif statements,

that covers a wide range of potential inputs and performs well on some de�ned tasks,

can be considered arti�cial intelligence. Software used in automated customer service is

often of this type. A machine that passes the Turing test is essentially a machine whose

performance is indistinguishable from a human [39], and is considered to be arti�cial

intelligence.

Machine learning algorithms have a wide range and are sometimes far from what is con-

sidered to be arti�cial intelligence. A very simple but useful case of machine learning

algorithms is that of linear regression. The speci�c algorithm is a very trivial type of

model de�nition according to observations of a phenomenon. In practice, it is a simple

linear function, y = ax + b (in the one-dimensional case), �tted on data, which also has

a closed form deterministic solution regarding the trainable parameters of the function.

Although it is a very simple algorithm, it has been very successfully applied in many cases,

such as in structural statics and dynamics, when one wants to de�ne the Young's modulus

of some material by compression or tension tests in a laboratory. An example of a linear

regression problem, which could be considered as the most basic machine learning appli-

cation, is shown in Figure 2.4. In the �gure, the data are the black points and the model,

which is trained according to them, provides the predictions ofy for di�erent values of x

is the blue line. The training algorithm of the method explicitly minimises the sum of the

distances of the predictions from the observations, i.e. the length of the red line segments

[40].

When de�ning a model in such a data-driven manner, it is expected that errors will be

present. This is clear from the error line segments in Figure 2.4, which cannot be zero in

this case for any straight linear model. Di�erent types of models could achieve even lower



Machine learning 27

Figure 2.4: Example of linear regression model (blue line) trained according to
observations (black points); testing data samples (green points), training errors

(red line segments) and testing errors (magenta line segments).

errors.

An obvious model choice, di�erent and more complicated than linear regression, would

be polynomial regression. In a similar way to linear regression, where a linear binomial

is �tted, a polynomial of maximum order n is �tted on the data. An example of such a

machine learning algorithm is shown in Figure 2.5. In this �gure, the observations are

once again the black points and the �tted polynomial regression model is the blue line.

Unseen data are shown as green points in the plot and their corresponding errors with

magenta line segments. It is clear that the errors of the model for the training data and

the unseen/testing data are of the same order of magnitude.

Polynomial regression o�ers a nice way of demonstrating the concept ofover�tting . If one

tries to reduce the error of the training data in the speci�c example shown in Figure 2.5,

higher-order of polynomials could be considered as the model to be �tted on the data. By
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increasing the order of the model, higher accuracy can be achieved (in fact if the order

is one less than the number of points, the model should exactly �t on the training data).

However, this may lead to situations like the one shown in Figure 2.6, where the curve

predicts exactly the training data, but has quite an unstable behaviour and may have large

errors for unseen data. This result is calledover�tting and avoiding it has been a major

objective of research in the machine learning community. A common way to avoid it is to

use as simple models as possible (a lower-order polynomial in this case), an approach also

referred to asOccam's razor.

Figure 2.5: Example of a polynomial regression model (blue line) trained ac-
cording to observations (black points); the errors of the training data are also
shown (red line segments) as well as some unseen data (green points) and their

corresponding errors (magenta line segments).

The two machine learning algorithms discussed so far belong to a wider category of machine

learning algorithms calledsupervised learning. This category refers to algorithms that seek

relationships, having instances of both input and output data. Some supervised machine

learning models that are often used aresupport vector machines(SVM) [41], decision
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Figure 2.6: Example of polynomial regression model of higher order (blue line)
trained according to observations (black points) which appears to be over�tted;
the errors of the training data are also shown (red line segments) as well as
some unseen data (green points) and their corresponding errors (magenta line

segments).

trees [42], Gaussian processes[43] and, of course,neural networks [8, 10]. The supervised

learning approach to de�ning models is the most relevant one for calibrating a physics-

based model according to data. Models can be de�ned both forregression as well as

classi�cation tasks.

Supervised learning requires proper collection of data. As already mentioned, input and

output data should be dictated by some causal relationship in order for the algorithm

to perform proper inference. However, acquiring such data may be expensive. Since the

input and the output should both be measured, more than one sensor is usually needed to

de�ne a proper dataset. Furthermore, when such an algorithm is used in order to imitate

human behaviour, humans should spend time de�ning the inputs and the outputs of the

data instances, which is a time and energy-consuming procedure. Nevertheless, supervised
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models are, arguably, the most common and useful type of machine learning algorithms

for structural dynamics.

A second type of learning often followed by machine learning algorithms is that ofunsu-

pervised learning. According to this scheme, data instances do not have prede�ned target

outputs. Algorithms are called to perform inference (often classi�cation) discovering pat-

terns without any guidance from the user. Some such algorithms arek-means clustering

[44], probability density function �tting [45], etc. The algorithms of the current category

o�er solutions to problems of big data, since they can automatically, or semi-automatically

detect patterns within large datasets and therefore assist humans in managing them and

using them.

A combination of the two aforementioned approaches is a third type of learning, that of

semi-supervised learning. This type of learning often refers to having some labelled and

some unlabelled data, and looking for a way to extract as much information as possible

from both categories. Examples of such applications are presented in [46{48]. Semi-

supervised learning has been mainly focussed on exploiting unlabelled data with a view

to avoiding large labelling costs. In contrast to unsupervised learning, semi-supervised

regression schemes are more often encountered.

Similar to semi-supervised learning,active learning [23] is an attempt to deal with sit-

uations where few labelled data are available for model training. Active learning is the

discipline of selecting the unlabelled data samples whose labelling and inclusion in the

training process would yield the best results, i.e. provide better information during model

training. This training scheme is motivated by the large costs of acquiring and labelling

data, and also from the lack of data needed to properly train some model. In structural

dynamics -and more speci�cally structural health monitoring- active learning has been

e�ectively applied to address the common issue of lack of data in the discipline [49].

Another type of learning worth mentioning is reinforcement learning [38]. Reinforcement

learning is based on the idea of rewarding a trainee when he/she achieves good results

(and maybe penalising them when they achieve the opposite). The method is convenient

because an agent can be trained according to a simulated procedure and a score function

which re
ects how well it is performing the tasks it is needed to perform. Via the simulation
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and a reward and/or penalty system, training of the agent is performed. Such training

schemes are often followed when one wants to train an agent to play some game e�ciently

[50], because games tend to have scores of their own, whose maximisation is sought and

so the reward/penalty scheme is already de�ned for the training procedure.

A type of learning, which is particularly interesting and useful for structural dynamics,

is dimensionality reduction. The algorithms included in this type of learning could also

be considered to be unsupervised learning algorithms. The goal of these approaches is

to �nd a way of reducing the number of features for data samples of a dataset, losing

as little information as possible. A basic dimensionality reduction algorithm is that of

principal component analysis (PCA) [51]. That speci�c algorithm attempts to de�ne

new features of the data as a linear combination of the existing features, so that the

correlation between the new features is minimised. A nonlinear version of the algorithm,

is based on using anautoassociative neural network(an autoencoder) [52], to de�ne a

space with reduced dimensionality than the original data space, which preserves as much

information as possible. For many machine learning disciplines, these algorithms are

extremely useful, as they o�er a way of reducing the input and output dimensionality of

other machine learning algorithms and to achieve faster results and more interpretable

models. For structural dynamics they are also very important, since there are parallels

between them andmodal analysis, which is one of the most powerful and important tools

of the discipline of dynamics, and will be further discussed in Chapter 5. Dimensionality

reduction algorithms also provide convenient ways of visualising data [53].

The types of learning that have been described so far are strategies that can be followed

to �t di�erent types of models. A speci�c type of model that has dominated the machine

learning applications in recent years and can be trained using all of the aforementioned

schemes is that of theneural network [8{10]. The algorithm has proven quite powerful

in performing various tasks, and yields results that are close or even outperform human

performance. In the current thesis, the machine learning algorithms studied are variations

of neural networks and therefore, some discussion should be made about the background

theory of the algorithm.
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2.3.1 Neural networks

Neural networks, as their name indicates, are motivated by the functionality of neurons

or nerve cells. A schematic representation of such a cell is shown in Figure 2.7. Neurons

are responsible for transferring electrical signals within the brain resulting in the various

functionalities of the human body. A common way that neurons function is that they are

considered as gates which allow or block electrical signals according to their power. This

latter functionality inspired the creation of a single neuron model.

Figure 2.7: Schematic representation of a human neuron, sourcehttps://en.
wikipedia.org/wiki/Neuron .

A single neuron function can be used in order to classify samples according to some

threshold value t. The function would then be the Heaviside step function given by,

H (x) =

8
><

>:

0 x � t

1 x > t
(2.7)

This function imitates the reaction of a neuron to an incoming electrical signal. The signal

is allowed to pass and be transmitted to the next neuron if its power is greater than some

threshold value. Equally, the function classi�es inputs of x � t to the class 0 and for every
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other x to the class 1. Such models are quite simple; however, decision trees essentially

use a collection of such functions in order to perform inference. Such a function is called

an activation function of the neuron, because it de�nes whether the neuron is activated

and lets the signal pass through it, or if it blocks the signal.

Although the Heaviside step function is convenient when a threshold is needed, it is not

a smooth and di�erentiable function. The need for the activation function to be dif-

ferentiable will become more clear when the training of the neural networks will be de-

scribed. In order to use a function that is di�erentiable, and at the same time, o�er a

step-like behaviour like the Heaviside function, sigmoid functions are commonly used as

activation functions of neurons. Two of the most common functions used are thelogis-

tic function (or just sigmoid function) f (x) = 1
1+ e� x and the hyperbolic tangent function

f (x) = tanh x = ex � e� x

ex + e� x . The aforementioned functions do not have any trainable pa-

rameters in the form shown. Introducing a coe�cient that multiplies x before passing it

through the activation function, the `slope' of the sigmoid varies. The hyperbolic tangent

function tanh cx is shown in Figure 2.8. It is clear that for higher values ofc, the function

becomes more steep and gets closer to the Heaviside step function.

For classi�cation, a quite steep sigmoid function is an appropriate function to use since it is

close to the Heaviside step function. For regression, neural networks are, in fact, proven to

be global approximators [54], i.e. they are able to approximate any function with arbitrary

accuracy. An intuitive way to illustrate how they achieve such results is now described.

A collection of noisy observations of some underlying function are shown in Figure 2.9. A

single sigmoid function cannot be used in order to approximate such a function as the one

shown with the blue line. However, if the range of input values is divided in segments,

as done by the vertical red lines, the separate curve segments of the underlying function

can be approximated with better accuracy by a sigmoid function. Now, the ability of

the sigmoid functions to act as a threshold, becomes even more valuable. The neural

network can be considered to be a collection of neurons, each one �tted on a di�erent

curve segment and deactivated for every other interval of the input space. Together with

some added quantityb to the sigmoid functions, which is called abias and is also trainable

similar to the coe�cient c, the neural network, considered as a collection of neurons, can

be used to approximate such curves. If the intervals are considered smaller and therefore,
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Figure 2.8: Hyperbolic tangent function tanh cx for di�erent values of the
parameter c.

more neurons are included in the neural network, the approximation capabilities increase

even further, since the curve segments can be closer to straight lines, which can easily be

approximated; as shown in Figure 2.8, for higher values of the coe�cientc, the sigmoid

function is closer to a straight line than a step function.

Neural networks can of course, approximate functions and relationships that include more

than one input and more than one output; their layout is often de�ned as in Figure 2.10.

This speci�c type of neural network is called a feed-forward neural network, since the

information 
ows exclusively from the input nodes to the output nodes. The input nodes

are called the input layer of the network and the output nodes the output layer. The

collection of nodes in the middle are thehidden layers. In Figure 2.10, only one hidden

layer is used. Such a neural network is considered to be ashallow neural network, while

neural networks with more than one hidden layers are considereddeep neural networksand

are the main object of deep learning. Deep learning has interesting properties compared
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Figure 2.9: Noisy samples (black points) taken from some underlying function
(blue line).

to using shallow networks, but since in the current application, mainly shallow networks

are used, the interested reader is encouraged to refer to [10, 36] for further details.

A line connecting two nodes in Figure 2.10 is called aconnection or a synapse. Every

synapse has a weight parameter value assigned to it and it de�nes how the values of

variables are transferred between nodes. The values of the variables of the input nodes

are multiplied by the corresponding weight value of the synapse and transferred to the

nodes of the hidden layer. Afterwards, every variable, multiplied by the corresponding

synapse weight, that ends to a node of the hidden layer, is summed and passed through

the activation function of the corresponding node. The same applies to de�ne the values

of the variables in the output nodes of the network. The output z(k) of the kth neural

network layer is de�ned by,

z(k) (z(k� 1)) = f (W (k)z(k� 1) + b (k) ) (2.8)
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w1
ij

w2
ij

Figure 2.10: Example of a neural network layout.

where W (k) is the weight matrix of the kth layer, whose elementswij are the weights of

the synapses that connect thei th synapse of the previous layer with thej th synapse of

the current layer, z(k� 1) is the output of the previous layer, b (k+1) is the bias vector of the

kth layer and f is the activation function of the nodes applied element-wise on the output

vector. The above equation describes the calculations needed to calculate the output of

the kth layer, given the output of the (k � 1)th layer. The calculation of the wholel-layered

neural network output, also called a forward propagation is given by,

z(l ) = z(l � 1)(z(l � 2)(:::(z(1) (x)))) (2.9)

Each hidden layer has di�erent number of nodes, which is called the size of the hidden

layer. Using more nodes, the predictive capabilities of the neural network are increased,

as well as its trainable parameters. The weights of the synapses and the biases are the

parameters that need training. The neural network is essentially an overparametrised

function, organised in subsequent vector transformations via nonlinear functions, with
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trainable parameters that are trained according to some observations. Training of neural

networks is performed usingbackpropagation

Backpropagation is an optimisation algorithm, similar to gradient descent or steepest

descent [55]. The algorithm is used to minimise (or maximise if convenient) the value of

the loss function L of the neural network. The loss function most commonly used for

regression is the mean squared error, given by,

L =
1
n







X

(ŷ i (x i ) � y i (x i ))







2
(2.10)

where x i is the i th input vector, ŷ i (x i ) is the prediction of the network for the i th input

and y i (x i ) is the target value of the prediction.

The procedure of backpropagation is performed in steps. At every step, the gradient of

the loss function for every trainable parameter is calculated and then the value of each

trainable parameter is updated according to,

� 0
i = � i � �

@L
@�i

(2.11)

where � i is the current value of the trainable parameter that is being updated, � 0
i is the

updated value and � is the learning rate, which controls how fast or slow the value of the

trainable parameter changes according to the derivative of the loss function. The above

updating formula is applied iteratively in many steps, which are called training epochs.

After every update, the output of the neural network gets closer to the target values of

the dataset.

Equation (2.10) is used in regression tasks. For classi�cation tasks, the corresponding loss

function is given by,

L =
ncX

c=1

yi (x i ) log ŷi (x i ) (2.12)

where nc is the number of classes of the classi�cation task, ^yi (x i ) is the output of the

neural network for the i th input-output sample and yi (x i ) is the output value of the i th

sample of the dataset. Using the above loss function, the network classi�es each sample

to the i th class with the higher output yi [8, 9].
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The most general framework for training a neural network, is by de�ning a dataset with

input and corresponding output samples and following the backpropagation procedure to

�t the neural network to the data. It has already become clear that there are parameters,

such as the number of layers and the number of neurons in each hidden layer, which are

not calculated by the training procedure. These parameters are called thehyperparameters

and the user must decide their values before training. A common practice to de�ne the

best value of the hyperparameters is to follow across-validation training scheme to �ne

tune them. Such a scheme involves splitting the available dataset into three subsets -

the training, validation and testing datasets. Subsequently, the training dataset is used

to perform backpropagation for various values of the hyperparameters. Every network

is evaluated on the validation dataset and the model that yields the best results in the

validation dataset is also tested on the testing dataset.

The neural network architecture can also be considered a hyperparameter. The neural net-

work shown in Figure 2.10, and similar networks with more hidden layers, are feedforward

neural networks, since information 
ows only from layer l � 1 to layer l . Moreover, the

way that this information 
ows, following equation (2 :9) is via densely-connected layers;

this is the most general case of neural networks. More types of architectures exist and

serve di�erent functionalities according to the users needs.

A major example of a di�erent architecture is the convolutional neural network [20]. Their

main usage is in image processing. Such neural networks allow the input to the network

to be a whole image, which is processed according to �lters that take into account the

locality of the pixels. A di�erent and crude approach would be to consider every pixel an

input node. However, by considering trainable �lters that perform convolutions locally on

the image to extract its features, the algorithm becomes more versatile and exploits, to

some extent, the \physics" of the image. At the same time inference is made in a more

natural way, since it follows a similar procedure that the human eye follows.

A second type of neural network architecture, is therecurrent neural network [56]. This

type is often used for time-series, since it is able to de�ne relationships and temporal

characteristics of data. Recurrent neural networks allow exchange of information between

di�erent hidden layers and are able to model time-series of di�erent lengths. They are

also used in natural-language processing, since texts are sequences of words connected via
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grammar and semantics.

In every application, the type and architecture of neural network used should be de�ned

properly. As described in [36], considering a learning task, a hypothesis spaceF is de�ned

where the potential solutions to the learning problem live, also a search spaceF � � F

where one shall search for the approximation function, a hypothesisf 2 F � is considered,

and the error of the learning task R (f ) is bounded according to,

R (f ) � inf
f 2 F

R (f ) + � opt + � stat + � appr (2.13)

where � opt is the optimisation error, � stat is the statistical error and � appr is the approxi-

mation error. The term inf f 2 F R (f ) de�nes the approximation capabilities of the hypoth-

esis space that has been selected; for neural networks -which are proven to be universal

approximators- this should be equal to zero. The optimisation error refers to the algo-

rithm used to search for the proper hypothesis. The approximation error is de�ned by

the best possible solutionf � 2 F � , and how well it explains the relationship to be learnt.

Finally, the statistical error relates to the error induced by picking a function from the

hypothesis set according to the available data (since values of the function for every point

in the desired space are in general not available). Proper selection of models essentially

means proper selection of the search spaceF � .

In [57], the idea of symmetry for the hypothesis space is introduced. By creating ma-

chine learning algorithms that respect symmetries in the data, the search space is largely

reduced. If the assumption that the underlying relationship respects the aforementioned

symmetries is correct, the statistical error is reduced, and at the same time, the approxi-

mation error is not increased; because the real underlying relationship of the data indeed

respects the induced symmetries. This whole idea coincides with the idea ofinductive

biases[58], and is a smart and e�cient way of driving the learning procedure faster and

more e�ciently to the proper solutions. In [57], the symmetry of existing neural net-

work architectures is studied (such as convolutional neural networks and graph neural

networks). Symmetry properties may potentially explain why such models are able to

perform so well, even if they have a very high number of trainable parameters.

Many more types of neural networks exist and, according to the application, they have
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certain advantages and disadvantages. Speci�c types of networks, such as the autoencoders

and the graph neural networks are particularly useful in structural health monitoring. A

new type of neural networks, emerging in recent years, is that ofgenerative adversarial

networks (GANs). The novelty of the algorithm lies mainly in the training procedure,

rather than in the architecture of the networks involved.

2.3.2 Generative adversarial networks

A novel approach to training neural networks is via adversarial training [12]. Traditional

schemes of training include using data in a supervised manner, to force the neural network

to learn the underlying relationships between the inputs and the outputs. According to

adversarial training, tuning of the parameters is achieved via acompetition of two neural

networks, which have clashing objectives and, as training progresses, they become more

e�cient at their tasks.

The two neural networks which are used in order to train a GAN are the generator and

the discriminator . Their original purpose was to create images that resemble reality. The

objective of the generatorG is to create samples that look real according to some dataset.

The discriminator D , on the other hand, has the goal of distinguishing between arti�cial

samples and real samples, which are picked from the available dataset. The network which

at the end performs the desired task, is the generator, but bothD and G play an important

role in achieving the task.

Training is performed in two stages. During the �rst stage, samplesx are sampled from

the available dataset and are fed into the discriminator network in order to de�ne the

probability of them being real; i.e. Px � pdata = D(x ). The discriminator therefore is a

binary classi�cation network, which is trained to predict zero if a sample is fake and unity

if the sample is real. Ttraining is performed in a supervised manner, by having zero as

target value, when arti�cial samples are used as inputs, and unity otherwise. During the

second stage of training, the two networks are connected together as shown in Figure

2.11. This time the discriminator is not trained; its trainable parameters are considered

constant. Random noise vectorsz are sampled from a pre-de�ned probability distribution

pz(z), and the generator transforms them into samples, which are subsequently passed
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through the discriminator. This forward pass transforms the latent noise vector z into

samples of the real space and, at the same time, the discriminator is performing inference

about whether the sample is real or not. If trained with a target value of one, i.e. a

\real" label, the trainable parameters of the generator will gradually learn to fool the

discriminator into believing that its samples are real.

Noise, z Generator

Generated
samplesG(z)

Real
samplesx

Discriminator Probability D (G(z))

Figure 2.11: Layout of a generative adversarial network.

The optimisation problem for the competition between the two neural networks is given

by,

min
G

max
D

V(D; G) = Ex � pdata (x ) [logD(x )] + Ez � pz (z ) [log(1 � D (G(z)))] (2.14)

where E[ ] is the mean value of the quantity in the brackets. The optimisation procedure

should reach aNash equilibrium point [59]. Neither of the two networks can be dominant

in the competition, because this will lead to instabilities and phenomena such as mode

collapse, which means that the generator generates a single sample for every value of

the input noise vector. The performance of both networks should gradually and slowly

increase, so that both can reach a certain point, at which, in terms of the generator,

samples/images, which look real to the human eye, are generated.

In the original work [12], the goal of training a GAN was simply to generate arti�cial

data that look real. The experiments were initially performed on the MNIST dataset -a

dataset of images of handwritten digits between zero and nine. The algorithm was able to

e�ciently generate images of handwritten digits that looked real and were not possible to

be distinguished by humans (an example of generated samples next to real ones is shown

in Figure 2.12), whether a sample was picked from the real dataset or it was arti�cial.

The results are impressive and, in later works, the algorithm and its variations are applied

to �gures of human faces [60], animated faces [61], three-dimensional object generation

[62], and generic high-�delity images [63], with equally and even more impressive results.
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Figure 2.12: Arti�cially generated samples of handwritten digits [12].

The power of GANs to generate such realistic �gures has even triggered discussions about

cyber-security, because of the potential creation of arti�cial human faces and images in

general.

Apart from the impressive results in generating images that look real, GANs are able to

learn underlying distributions and manifolds of data. What the discriminator is doing, is

de�ning a boundary around the manifold of real data in the multidimensional space to

which they belong and indicating samples within the boundary as real, and outside it as

fake. At the same time, because the real samples belong to some probability distribution

p(x), it also learns the probability distribution of the data. In fact, in the original work

[12], it is proven that the equilibrium point of training is achieved if the generator gener-

ates samples from the same distribution as the real data. Of course, this functionality is

not new to data-driven modelling. De�ning a probability distribution of data is a com-

mon practice in modelling data; for example when novelty detection is desired. Common

approaches to modelling the probability distribution of data include simply de�ning a

Gaussian distribution with mean and standard deviation calculated from the data. This
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approach obviously lacks versatility, since Gaussian distributions refer to unimodal distri-

butions of data. Another approach would be to �t a kernel density function [64], which

can explain distributions with many modes, but is computationally ine�cient in high

dimensions.

In [65], an attempt is made to de�ne a variation of the GAN algorithm, which is able

to disentangle underlying features of the available dataset. The algorithm is able to

generate samples conditioned on categorical and continuous variables. The generated

samples belong to a prede�ned class, in the case of the categorical variables, or have speci�c

intensity of some feature, in the case of continuous variables. The important aspect of the

algorithm is that the procedure of de�ning the underlying variables is done in an almost

unsupervised manner; the only prior knowledge needed is the number of continuous and

underlying variables. Given the number of the underlying variables, the algorithm searches

for equal numbers of features or classes of the data, which are statistically independent.

An application of the speci�c algorithm on a dynamics problem is presented in [66]. The

infoGAN model is applied on a structural health monitoring dataset and is able to generate

samples according to four di�erent damage cases of a simulated structure. The model also

proves e�cient in encapsulating damage intensity via its continuous variable and is able

to generate data with di�erent damage levels by varying the speci�c input variable.

GANs prove quite e�cient for high-dimensional data, even when they are combined with

convolutional layers in order to extract features from images. A rather interesting char-

acteristic of the algorithm, is that it maps noise into the real space, an operation usually

performed in the reverse direction from decomposition algorithms (data are often mapped

to some latent space [52]). This operation is interesting, since the algorithm, in an un-

supervised manner, looks for a way to map latent variables to features of the data. A

properly-trained GAN can be exploited in order to manipulate such features of the data,

by varying the latent noise vector, to generate new data. Such examples are presented

in [67, 68], where photos of human faces are being processed in the aforementioned way.

Another use of GANs is for translating images and paintings into di�erent styles, from

realistic to famous painters' styles etc. The speci�c variation of the GAN algorithm is

called a cycle-consistent generative adversarial network[69] and an application of it in

nonlinear modal analysis is presented here in Chapter 5.
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Other useful applications of GANs include �lling gaps in images, which for some reason

are damaged [70], and predicting video sequences [71]. Moreover, attempts have been

made to learn underlying characteristics of the data in [65]. For structural dynamics, a

straightforward use of GANs is to generate arti�cial data in order to better train some

data-driven model. GANs can be used to generate as many samples as an algorithm may

need to perform satisfactorily in some task. Lack of data is a common problem in structural

dynamics, and GANs may be a way to deal with it. The rule of thumb for neural networks

is that they need about ten data samples for every trainable parameter [72]. Moreover,

GANs can be used to make use of unlabelled data [48, 73]. In a classi�cation problem, a

dual training scheme can be followed. The �rst is the adversarial training, which forces

the generator to generate data within the manifold of the real data, and the second is a

classic classi�cation training with target values only for the labelled data. In this way,

the generator is also a predictor of the classes of the data, is trained on both labelled and

unlabelled data and is expected to perform better than being trained only on the labelled

samples, since information from the unlabelled samples is also exploited.

In the current work, variations of GANs are used for di�erent modelling approaches to

structures. In Chapter 5, GANs are used to perform nonlinear modal analysis. An at-

tempt to generate data for unseen environmental conditions and a generative scheme for

de�ning a digital twin of a structure are presented in Chapter 7. Finally, in Chapter 8,

an application of GANs for time series is presented, with a view to performing damage

prognosis and remaining useful life estimation for structures with evolving damage. From

such applications, it becomes clear that generative adversarial networks are a versatile

algorithm, based on a new way of training such models, which may unlock new potential

uses of data-driven algorithms. They have many applications in various disciplines and

are de�nitely going to be objects of research and applications for many years to come.



Chapter 3

Structural health monitoring

3.1 Structural health monitoring (SHM)

Structures are an essential part of modern life. Almost every human activity includes using

some structure. From living within a house and driving every day from home to work, to

using special equipment, such as medical equipment, structures are a fundamental part of

human society and civilisation. Just like humans and other living organisms, structures

live within a changing environment and are subject to alterations, ageing and accidents.

The length of their life is not in�nite, and sometimes it is not even the length intended by

the designers. Unexpected events can happen and cause damage to structures that will

reduce their life.

A major way of avoiding such damage is by designing structures that can withstand

the worst-case scenarios of external loading; this has been the practice quite often with

civil structures. Engineers have to de�ne the loading cases with the worst e�ects on the

structure and design it to cope with most of these events. This approach naturally works,

and has o�ered high levels of safety to humans for a long time, but there are de�nitely

some drawbacks.

First and foremost, designing in such a way can lead to wasting resources in materials,

space, human working hours etc. Structures may be able to withstand the worst-case

45
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scenarios, even with weaker members or with proper evaluation and repair techniques

throughout their lifetime. However, such design strategies may not allow engineers to try

new techniques in construction, which could lead to new ways of creating structures and

maybe even safer than before. A characteristic example of the above isrocking seismic

isolation of buildings [74], which is often not allowed in foundation design codes, but could

allow more slender buildings, saving space and economic resources from large and wasteful

foundations.

The second drawback is that, in order to perform such a worst-case-scenario analysis, one

has to have su�cient knowledge about the physics of the structure and its surrounding

environment. Having knowledge about the materials and the structures in general, may

have been the case for structures made of concrete (although even in this case the uncer-

tainties have been huge), but for new materials -for example, composite materials- such

knowledge may not be available. Moreover, from the stage of design to the stage of con-

struction, errors and defects will always be present increasing even further the uncertainty

about the design of the structure. This is aleatory uncertainty and does not allow proper

modelling of structures to de�ne the unfavorable scenarios and design in order for the

structure to survive. If a probabilistic framework is used and the uncertainty is high, then

design might lead to over-dimensionalising the structure, which is costly and also has a

high-energy footprint on the planet.

A third problem is that, even if proper design is achieved, unwanted situations and acci-

dents still happen. There is no way to guarantee that the structure will be subjected only

to the loads which have been taken into account during the design phase. The environ-

ment around the structure constantly changes, and an unexpected situation might cause

problems that might cost human lives. Modelling the environment of the structure is even

more uncertain than the structure itself, because most of the environmental factors are

completely out of the control of humans. Materials are also subjected to degradation and

fatigue because of the environment, procedures which are largely stochastic phenomena

and might lead to sudden collapse of the structure. Such an example, probably in com-

bination with engineers not completely understanding the physics of the structure, is the

Tacoma Narrow bridge (Figure 3.1), which arguably collapsed because of wind vortexes

which caused the bridge to resonate and, eventually, collapse.
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Figure 3.1: Tacoma Narrows bridge after having collapsed; sourcehttps://
www.britannica.com/technology/bridge-engineering/Tacoma-Narrows .

Although such problems exist, structures still have to be created, exploited and have to

be safe. Thousands of people every day use airplanes or cars, drive over bridges and use

equipment for their work. Therefore, structural condition has to be maintained to such a

level that they are safe for people to use them. Because of this need and the problems that

arise in the design process, the �eld ofstructural health monitoring (SHM) has emerged

[11].

SHM is based on detecting damage in structures, but has evolved into an engineering

discipline with many more objectives than simply this. A �rst step to discussing what

SHM is, what damage is should be de�ned. In [11], damage is de�ned as intentional or

unintentional changes in a system, which adversely a�ect the current or future performance

of the system. As will be discussed later, `adversely' is a key-word of the de�nition.

Systems change behaviour, but what is important for SHM, is to detect changes that

might cause problems. In general, the various methodologies and procedures that are

included in the SHM discipline can be categorised according to Rytter [75], and extended

in [11], in the hierarchical structure:

1. Is there damage (existence)?
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2. Where is the damage in the system (location)?

3. What kind of damage is present (type/classi�cation )?

4. How severe is the damage (extent/severity)?

5. How much useful (safe) life remains (prognosis)?

As one might expect, SHM is indissolubly connected to data. In order to perform any

of the tasks of SHM, the most important part is to be able to acquire data from the

structure which needs monitoring. The next step is to process the data in order to extract

informative features. For centuries, engineers would try to understand whether a structure

is damaged. The main di�erence between these procedures and SHM, is that the former

has been performed for many years via maintenance and o�ine inspections. SHM is an

attempt to perform the whole task online and by minimising the human intervention

needed. Similarly to how the human neural system works, a structure with an integrated

SHM system would ideally be constantly monitored and only if something is wrong would

a maintenance or repair procedure be initiated. Consequently, the �nal step is to create

models based on the data. These models can be physics-based and calibrated according to

data, but it is arguably more convenient to use data-driven methods in order to perform

inference about the damage state of a structure. Structures have been monitored for many

years by engineers.

The above hierarchy, apart from indicating �ve di�erent types of tasks that one might

encounter in an SHM campaign, also gives a context about the complexity of the tasks.

The �rst step, that of detecting the existence of damage, can be considered the most basic.

Models, which perform such detection, are often based on the idea of novelty detection

[76, 77]. In order to perform novelty detection, a baseline healthy condition of the structure

has to be de�ned and data need to be acquired from it. Afterwards, the procedure is

as simple as trying to identify whether new data, which are acquired from the structure

during monitoring, are similar to the data of the healthy condition. Methods that perform

this objective might be as simple conceptually as de�ning a probability density function

according to the healthy data, and calculating the probability density of the data during

the monitoring period. More complicated methods include decomposition algorithms that

describe the manifold of the healthy data using autoassociative neural networks [78].
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Figure 3.2: Photo of the Z24 bridge.

In most cases, novelty detection is performed in a completely data-based manner. What

is important for such methods is the availability of data that represent the healthy state

of some structure and a way or a metric to de�ne how di�erent newly-recorded data are.

A major problem with such approaches, is that the structure may be behaving di�erently

because of benign changes. Such behaviour is often detected because of nonlinearity or

changes in the loads or the environmental conditions. False alarms caused by benign

changes can initiate maintenance procedures and lead to unnecessary costs - false alarms.

A characteristic example of such behaviour in the discipline of SHM is the Z24 bridge

[79, 80]. In the case of the Z24 bridge (Figure 3.2), which is considered a benchmark for

many methods, environmental conditions a�ected the acquired data from the structure

more than damage did. To avoid such situations, it might be useful to use physical

knowledge about the behaviour of the structure to prevent unnecessary procedures. Again

though, because of epistemic uncertainties and deviations between the construction and

the design of the structure, most novelty-detection tasks are performed in a data-driven

manner.

The second level of the hierarchy is about localisation of damage. In some cases, it is very

important to know which part of the structure has been damaged. Speci�c members of a

structure might be of higher importance regarding safety, and being able to localise damage

to them could be crucial to avoide collapse. Moreover, localisation reduces maintenance
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and repair costs even more, since by knowing before starting the procedures, where the

damage is, targeted operations are performed and the procedure costs less and is faster.

As far as the methods used for this task, again data-driven methods are dominant. Using

local characteristics, such astransmissibilities, from a structure, can help identify the area

in which damage is present. Understanding the physics of the structure may assist, and

provide some prior knowledge about where damage might be present.

Completely data-driven ways of localising damage are also available and quite e�cient. An

approach that has been successfully followed to localise damage is by training a classi�er

model with data of a structure damaged in di�erent locations [81]. One structure that

has been studied is a Gnat aircraft wing with several sensors placed on it (Figure 3.3).

The approach, is completely data-driven and requires no previous knowledge about how

damage in di�erent locations of some structure will a�ect the quantities that are being

monitored. An interesting fact from the work presented in [81], is that, although local

features (transmissibilities between sensors shown in Figure 3.3) are used to locate the

damage, for localisation to be performed e�ciently, the combined features have to be

taken into account. This may largely be because of the nonlinearity of the materials of

the structure and how damage a�ects the data that are monitored. Such a failure also

indicates that data-driven methods might need more information than the amount that is

available, and in some cases sensor placement might cost a lot or might even be impossible

to be placed at some points of the structure.

The next step of Rytter's hierarchy is about de�ning the type of damage that has been

detected. Di�erent types of damage require di�erent treatment. Some structural member

might have been damaged because of failure of the material, corrosion, displacement of a

component and many other reasons. Each type of damage a�ects the performance of the

structure, and the required action to repair it, in a di�erent way. In some cases, a simple

maintenance procedure might be required, or it might be that the member needs complete

replacement, which might be costly in terms of time and resources. SHM methods must

be able to inform the people responsible for the structure, about the reason and the result

of the damage that the structure has been subjected to.

The data-driven approach to deal with such problems is quite similar to the one followed for

localising damage. Di�erent types of damage a�ect the structure in di�erent ways and, if it



Structural health monitoring (SHM) 51

Figure 3.3: Con�guration of sensors placed on the GNAT wing [81].

is properly monitored, they also a�ect the data features that are acquired di�erently. Using

data, classi�cation algorithms about di�erent types of damage can be trained and provide

quite accurate predictions about the type of damage that has infected the structure. Again,

proper monitoring of the structure is essential for this procedure, since if some part of

the structure (or some quantity that might crucial for some type of damage), is not being

monitored, some classes of damage may be undetectable by data-driven techniques. Again

physics knowledge might increase one's con�dence about the type of damage, if one's

knowledge about the damage mechanism is su�cient.

The �nal two stages of Rytter's hierarchy are the most di�cult tasks to address. Step Four

-de�ning the damage extent- requires knowledge about the mechanism and the evolution of
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speci�c types of damage. Di�erent types of damage have di�erent mechanical or chemical

rules of evolution through time and, in order to be able to de�ne the current status of

damage on a structure, detailed knowledge about these mechanisms is required. Data-

driven approaches can be followed, but they would have many disadvantages. As in every

case, in order to build data-driven models, data are required from di�erent stages of the

damage evolution. For a single structure, this may not be possible since, once damage is

located, it usually gets treated immediately. Moreover, once repaired, the structure might

behave di�erently in terms of the data that are recorded, and exactly the same behaviour

is not expected to be observed [82]. Attempts to follow data-driven methods in this case

are considered within the population-based SHM domain, which will be discussed later.

The most di�cult stage of the hierarchy is that of damage prognosis. Damage prognosis

is naturally the next step after de�ning the current level of damage of a structure. It

is arguably the most di�cult task of SHM and arguably the most uncertain procedure.

Damage evolution and the remaining useful life of a structure are the result of many

di�erent factors, including environmental conditions, loading conditions, exact material

properties etc. Some models that su�ciently predict the evolution of speci�c damage

cases exist; one example is the Paris-Erdogan law for the propagation of cracks [83]. That

speci�c model is based on observations and empirical de�nition of a formula that describes

the propagation. Damage mechanisms are often quite complicated and cannot be trivially

modelled in a similar manner.

For many SHM applications, the use of physics-based methods is not rare [84]. A common

example is in the monitoring of bearings, which may develop cracks on their outer or inner

ring. Such cracks have quite speci�c e�ects on the monitored quantities of the bearing.

These e�ects have been studied and formulae which de�ne the expected observations exist,

based on the understanding of engineers of the phenomenon. As a result, locating cracks

in such members is a standardised procedure and can be globally applied to almost any

bearing in almost any structure. This is a quite important example, which emphasises

the importance of including physics in the procedure of monitoring. The use of physical

understanding makes models robust, and in some cases, universally applicable to speci�c

types of structures.

In order to use a data-driven approach, data should be available for various stages of the
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damage evolution, which, as discussed previously, does not happen very often. Autore-

gressive models [85], can be used to predict future states of the structure according to

recorded states. However, there is no guarantee that damage will continue evolving in the

same way until failure, and that such models will be e�cient in predicting future states.

Population-based structural health monitoring may be able to solve such problems. Such

an application of prediction of potential future damage states of a structure according

to data coming from a population of structures is presented in Chapter 8. Transferring

knowledge from similar structures, which have had damage evolving in them, may be the

only way of building trustworthy models of damage evolution for some structure which has

never been damaged before, and some speci�c types of damage which have been observed

and studied in similar structures. Otherwise, the task seems as if one is trying to predict

largely stochastic quantities, without any knowledge about them, which is intractable.

3.2 Population-based structural health monitoring (PBSHM)

It is clear that, as acquiring data is fundamental for SHM, data-driven methods are a

straightforward way of performing the various tasks described in the previous section.

However a problem, that quite often appears to discourage the use of data-driven methods

or SHM techniques in general, is a lack of data. In order to skip the step of understand-

ing and conceptualising the problem into a mathematical model, su�cient data acquired

from a phenomenon must be available. Data-driven methods are methods that perform

well when interpolating, but when one tries to predict the outcome of some phenomenon

without observing any similar phenomenon before, such models might fail. However, the

approaches remain powerful and their application is desired by many.

Motivated by how medicine is practiced on humans (and animals), a novel branch of SHM,

population-based structural health monitoring(PBSHM), has emerged. Medicine is largely

based on statistical facts from large populations of humans. A major example is how

the \normal" condition of humans is de�ned. Homeostasisis the function that maintains

some elements of the human organisms in certain levels, such as the temperature and

blood pressure. Variations exist, but the healthy intervals are overwhelmingly similar

for healthy humans. Based on this observation, novelty detection on humans is often
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performed by monitoring such values. It would have been impossible to try and de�ne the

healthy values for every human separately and by de�ning some intervals in which every

human's features should be, has proven quite successful and has triggered appropriate

investigations to people whose values did not fall into these intervals.

For medical diagnoses, approaches based on data are also preferred. Certain diseases

a�ect di�erent health indices in humans and di�erent parts of the body. Studies are

performed in order to de�ne such relationships, in order to facilitate diagnosis of certain

health problems. Many of these relationships may have been de�ned in a physiology-based

way of thinking, but others are de�ned solely on data from patients and observations of

medical tests. Oftentimes, the observation of such phenomena leads to investigation and

explanation of the relationships between problems and how they a�ect blood test etc.

It is certain that, if one is able to understand why some health problems cause speci�c

indications in medical tests, the relationship between the two is more robust for diagnostic

purposes, thus doctors can trust such approaches more. Similarly, diagnosis of problems

and damage in structures can be both physics-based and data-driven. The data-driven

approach is more simple and easily applied, but the physics-based one is more robust,

since it is based on the mechanism of the damage.

Finally, the more macabre �eld of estimating remaining life of patients, is almost exclu-

sively based on data from other deceased patients with similar issues. The mechanisms

that cause death of patients with terminal diseases may be extremely complicated and

random, and largely based on the life of patients so far, which has not been monitored

by doctors. To be able to provide some estimate of remaining life, doctors need to match

each case with similar cases in the literature or some database and maybe make slight

adjustments according to what seems to di�er from these cases. These adjustments may

be made according to characteristics of patients that clearly a�ect the progress of the dis-

ease. The doctor's understanding of the disease mechanisms naturally guide them towards

better estimations but the most part of the estimates is often based on data.

One might argue that such approaches may not be appropriate, since data-driven methods

sometimes do not take into account di�erent characteristics of humans and may have bad

results. However, no one can argue that these approaches do not work. Following such

methods, human life expectancy has been steadily increasing [86]. Further understanding
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of diseases is constantly an object of research, and it is expected that better understanding

will lead to better diagnosis and treatment; but, until that is achieved, data-driven methods

o�er an excellent and e�cient alternative.

Parallels between structural health monitoring and medical diagnosis are abundantly clear.

Although both procedures include detection, localisation, diagnosis and remaining life cal-

culation, SHM can be considered to be a more di�cult task, because structures are much

more diverse than humans (as far as their organism is concerned). A global equivalent

to homeostasis for structures may not exist. Every structure has its own normal condi-

tion characteristics which may vary signi�cantly according to environmental and loading

conditions. In some cases, they may vary evenmore because of the environment than

because of damage (Z24 bridge). Even structures of similar characteristics may have quite

di�erent normal-condition characteristics, such as �rst natural frequency. Geometry of

structures varies a lot, something that does not happen that much with human bodies.

However, trying to be optimistic, one can think that mechanical mechanisms of struc-

tures are not as complicated as those of the human body, structures can be cut, repaired,

damaged on purpose without any ethical or humanitarian dilemmas. Studying them is a

matter of human safety, but leaving economic issues aside, one can almost always provide

relatively-safe solutions for avoiding loss of human life.

Having spotted the connection between the application of medicine based on human pop-

ulations, an initial attempt to de�ne methods for population based SHM was performed

[47, 87{89]. The applications ranged from homogeneous to heterogeneous populations of

structures. Di�erent methods were developed with a view to exploiting knowledge about

some of the structures of the population to build SHM systems for structures for which

knowledge may not be available.

In its most basic case, PBSHM forhomogeneouspopulations is performed by de�ning

a form for the population. In [90], a `form' is de�ned as a rule that the whole popula-

tion should follow. This rule may refer to the �rst natural frequency of the structures

or some frequency response function, which should be similar for all structures within

the population, since the structures are quite alike. It is common that the rule will have

some margins, within which the structures are allowed to move, similar to the margins

of human medicine for blood test results etc. The approach performs quite well, and is
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Figure 3.4: Graph representations of two structures following [91]: a wind
turbine (left), and an airplane (right).

useful especially in cases of populations of structural members. Such members might be

rolling bearings that are produced and used in many di�erent structures; their monitor-

ing can be performed following such a framework, which de�nes their normal condition

characteristics.

For more diverse structures, di�erent approaches are followed [91, 92]. Structures are

converted into graphs, which represent the connectivity of their members. The graphs

are created by considering every node to be anirreducible element (IE), and the edges to

be the connections between the IEs. As described in [91], the philosophy of decomposing

the structure into IEs is by considering the small parts of the structure, which have well-

de�ned dynamics and might be common within di�erent structures; for example, beams,

plates etc. The connections between the IEs of a structure de�ne the edges of the graph

and describe the connectivity of the structure. A schematic example of transforming a

wind turbine and an airplaine into graphs, presented in [91], is shown in Figure 3.4.

By performing such a transformation of the structures into graphs, one can detect common

subgraphs or similarities between the structures. The similarities allow a clustering of the
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structures with a view to de�ning subsets of the population, in between which knowledge

transfer is more applicable, since structures within the subset are closer, according to

some graph-distance metric. Moreover, one can detect common subgraphs within the

population and try to focus on transferring knowledge only between the subgraph areas of

the structures. For example, in Figure 3.4, nodes 7, 8, 9, 10 in both graphs form a similar

subgraph, unlocking potentially local transfer of knowledge capabilities.

For a more detailed description of the structure,attributed graphs were used. It would be

a very unlikely coincidence that every fundamental part or IE of every structure within

the population is identical. The IEs are most probably made of di�erent materials and

have di�erent dimensions. The same applies for the connections. IEs are connected by

di�erent types of connections, and with connections that have di�erent attributes, e.g.

bolted connections, welding connections etc. To make the graphs more informative, the

di�erent materials or their structural properties can be encoded as attribute vectors of the

nodes and the edges of the graph; such an example is presented in the current thesis in

Chapter 6. The properties allow better inferences when one tries to use the graphs within

an algorithm. Furthermore, attributes allow a more detailed calculation of some distance

metric between graphs. Structures with similar materials and similar connection types are

more likely to be closer when their nodes and edges are attributed.

In [92], an application of knowledge transfer for heterogeneous populations is presented.

The methods presented are motivated by transfer learning [93{96], and aim at developing

classi�cation models for some target domainD t and task Tt that are based on models

trained for a source domainDs and task Ts. The work in [92] exploits domain adaptation

techniques [97{99]. The results of the applications reveal that the methods are able to

e�ciently transfer the distributions of the data and the labels from the source domain to

the target domain, allowing to develop models with very good accuracy. Such techniques

solve great issues with data-driven SHM and data-driven methods in general, since they

provide data in cases where one has no available, or insu�cient, data from a structure.

Similar methods have been applied to solve the problem of repairing a structure. By

repairing a structure, the structural parameters change, thus making models which were

used before the repair, inaccurate. In [82], similar transfer learning methods were used to

overcome such a problem. The repaired structure is considered a di�erent structure, and
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transfer learning is employed in order to make existing models able to predict accurately

after the repair procedure.

Population-based structural health monitoring is introduced as a way of addressing the

problem of lack of data when one needs to monitor the behaviour of structures within a

population. Essentially, it is motivated by the way that modern medicine is performed and

more speci�cally syndromic surveillance, which is the discipline of epidemiology, of moni-

toring common health trends in populations. By identifying such trends of damage within

structures, the proposed methods can be used to anticipate and prevent similar prob-

lems in new and undamaged structures. The framework is also able to exploit databases

and knowledge bases, like the one that will be described in Chapter 4. PBHSM can be

considered as a natural step forwards for the discipline of SHM but also for data-driven

structural modelling in general, since it deals with the major issue of lack of data.



Chapter 4

Developing an SHM ontology

4.1 De�nition of an ontology

There are many de�nitions for ontologies, but the one that best describes the funtional-

ity of an ontology, as de�ned here, is given in [100]: \An ontology is a speci�cation of

a conceptualisation". The de�nition implies that the ontology is a way to make more

clear the de�nition of a concept. The speci�cation is achieved by de�nition of di�erent

elements/classes of the concept and introduction of connections between these classes that

de�ne the semantics of their interaction.

Ontologies are often developed in programming languages such as OWL [101]. However,

it is easier to develop an ontology using software with a user interface, such as Protege

[102] and GATE [103]. Using the software, one can easily de�ne di�erent elements of

the ontology and also their interactions. Moreover, objects that belong to classes can be

created and even be automatically clustered into classes according to their characteristics

and axioms/rules de�ned by the user. A snapshot of the Protege software is shown in

Figure 4.1.

An ontology is essentially created by de�ning its various components. The basic types of

components that make an ontology are:

59



De�nition of an ontology 60

Figure 4.1: Protege ontology editor.

1. Individuals : the members of the ontology. Individuals are objects that belong to

the classes. They inherit characteristics from the classes that they belong to and

they constitute the population of objects that the ontology explains.

2. Classes: clusters of individuals which share some characteristics. Classes are created

by collecting individuals with similar attributes and properties. Subclasses can also

be created. Individuals of the subclasses inherit characteristics from the superclass

as well.

3. Connections : are relationships between classes. The connections de�ne how classes

interact with each other. The de�ne the exact semantics of the link of two classes.

The connection relationship between classes can potentially be inherited to individ-

uals of the classes.

4. Attributes : are the features of the individuals. They are qualitative or quantitative

characteristics that an individual may have. Often they refer to values of some

feature that varies across the total population of individuals. Speci�c values of these

characteristics may be the way to de�ne a class of individuals, e.g. some classA
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might be de�ned by collecting all individuals whose value of the attribute a is equal

to n.

5. Properties : are the connections which de�ne the relationships between individuals

and their attributes. A property is similar to a connection, but instead of the

semantics of the link between classes, it de�nes the semantics of the link between

individuals and their attributes.

6. Annotations : are pieces of text that give further information about objects of

the ontology. Essentially, annotations are notes, including de�nitions and further

instructions on how parts of the ontology work.

The elements above are the main objects used in order to de�ne an ontology about SHM

here. The ontology is focussed on organising the knowledge that might be needed in order

to implement an SHM project. Its construction begins by simply de�ning a hierarchy of

classes, resulting in ataxonomy or a tree graph of them. Subsequently, more connections

between the classes will be de�ned, resulting in a more complex construct, but at the same

time more informative about the functionality of the objects of the ontology.

4.2 Core SHM ontology classes

The creation of the ontology essentially begins with the reasons of beginning an SHM

project. The reasons are often based on the the maximisation of the economic bene�t of

a structure, but might also be the preservation of a structure of historical signi�cance.

Another important aspect that needs to be taken into account before creating such an

ontology, is the restrictions that are set by the environment. Quite often one is not able to

attach any sensor on a structure, because of the environmental conditions. An example of

restrictions might be that the structure is in space and therefore special sensors have to be

placed on it in order to perform in extreme conditions or that the structure is a structure

of great historical signi�cance and people visit it quite often, so sensors placement on the

structure might be restricted. Therefore, before the creation of the ontology, the goal of

the SHM project and the restrictions have to be de�ned.
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Having de�ned the reason of the SHM project and identi�ed the restrictions, the �rst

step needed in order to de�ne the ontology is to de�ne its core classes. The ontology

aims at explaining the relationships between elements that take part in an SHM project.

Therefore, the superclasses, which are chosen as the core of the ontology should be able

to include every element or class that is further used in SHM. These are,

1. analysis models;

2. data;

3. data processing;

4. physical parts;

5. SHM methods.

The �rst four classes include distinct elements, such as methods, and structures that are

monitored. The �fth class is the one that combines all of the above in a way to de�ne

the di�erent SHM methods that one might essentially use to perform inference about

structures. This latter class essentially combines elements from other classes in order to

de�ne algorithms to perform SHM. The top classes and some of their subclasses are shown

in Figure 4.2.
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Figure 4.2: The �ve superclasses and some of their subclasses.

The �rst superclass contains di�erent types of models that might be used in order to

perform the desired monitoring. A major separation of such models is between physics-

based models and data-driven models. These are also the two subclasses of the superclass
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`analysis models'. The physics-based models include algorithms that are based on making

predictions according to knowledge of the underlying phenomena that they model, e.g. the

�nite element method [7]. The second subclass, the data-driven models include models

that rely exclusively on data. Machine learning [8] models are included in this class.

Common types of such models are neural networks [9], K-means clustering [104], support

vector machines [105], autoassociative neural networks [52] etc. Data-driven models are

further split into classi�cation and regression models. Both types are useful when one is

monitoring a structure. Of course, combinations of the two methods exist - the hybrid

models. Such models shall be individuals within the ontology that belong to both classes

of `data-driven models' and `physics-based models'.

The second superclass, `Data', contains any type of data that one might acquire from a

structure. For SHM, data are really important, since they are the way to make contact

with the structure and make inference about its condition. Data are required for both

data-driven and physics-based models. For the �rst case, data are the way of de�ning the

model and making inference. For the second case, data are needed in order to calibrate

the models or to quantify uncertainty in the prediction, as well as to use them on acquired

data to evaluate the condition of the structure. The class includes subclasses such as

\raw data", which are the data in the form acquired from the structure, \simulation

data", which may come from a model and \processed data", which are the product of the

application of some signal processing method on raw data. A further subclustering could

be to de�ne the type of data such as \accelerograms", \contour plots", \mode shapes",

\displacement simulation data", \displacement sensor data", etc.

The next superclass, \Data processing", contains methods that are traditionally used in

order to process raw data coming from sensors. These methods include fundamental sta-

tistical analysis methods and transformations such as normalisation and standardisation

schemes, envelope calculation, averaging, the Fourier transform [106], etc. More sophis-

ticated methods such as the wavelet decomposition [107] are included as classes. Some

examples, of subclasses within this superclass are \signal smoothing algorithms", \Hilbert

transform", \principal component analysis", etc.

The fourth superclass includes tangible elements. Every monitoring scheme is focused on

some structure, from which the data are acquired and whose condition is evaluated. The
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sensors used are also included in this class in order to have a clear de�nition of the type

of data that is acquired from each one, and also the models that rely on each sensor to

make inference. Within population-based schemes [90{92], the di�erent structures of the

population should be included in the ontology in order to have a clear distinction of the

data acquired from each one. At the same time, the di�erent models that are available

are connected to the structure that they refer to and provide a more clear image of the

connectivity between models, data, sensors and structures.

The �nal superclass is the one containing all the SHM methods that are used in an SHM

project. The various methods combine models and data in order to evaluate if a structure

is damaged or not and what type of damage might exist. Almost every method refers to

a structure or a part of it and uses data from the data class. Moreover they exploit the

available models from the \model" class. Some types of SHM methods that are included,

are \acoustic emission monitoring" [108], and \guided wave approaches" [109], whose data

come from receivers trying to \hear" cracks in materials and ultrasound receivers corre-

spondingly. Similar methods are \novelty detection methods", which are unsupervised

damage detection methods [110]. The list of the developed ontology is not exhaustive and

can of course be extended according to the needs of the users or some particular project.

4.3 Connections

The ontology, as de�ned so far is a simple taxonomy of classes that are connected only via

the class-subclass connection. In order for the ontology to become more comprehensive,

more connections should be de�ned between various classes and their individuals. Some

of these connections are straightforward, such as that raw data are acquired from some

sensor. Therefore, instances of raw data should be connected with instances of sensors via

the `is acquired from" type of connection.

By adding connections, the functionality of various components of the ontology are better

described. Various models exploit data in order to make inferences and so have to be

connected with the data using a connection called \uses data of type". The same model,
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or an SHM method, might exploit a speci�c data processing method and as a consequence

be connected to it via a connection called \processes data using".

Similar connections are de�ned between classes of the ontology, and the class whose ele-

ments create the most connections within the ontology is the \SHM methods" class. The

class, as mentioned, includes various algorithms used in the SHM discipline. Such algo-

rithms often combine many elements from di�erent disciplines into one algorithm. An

example of a novelty detection method is shown in Figure 4.3, where di�erent connections

are shown between various other classes of the ontology. The method is a simple autoen-

coder novelty detection method, like the one described in [111]. The class of the method is

connected with various other classes, such as the class of the standardisation method that

will be used for preprocessing of the data, the class of structure sensors that will provide

the data in order to apply the method, the class of the AANN model that is used as part

of the method, etc. Instances of the method are also connected to an attribute value, the

novelty index that they yield. This whole connectivity explains the functionality of the

class and its interaction with other classes of the ontology.
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Figure 4.3: Example of a novelty detection method as it is represented in the
ontology.
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Equally important to de�ning connections, inverse connectionshave to be de�ned. Inverse

connections fully de�ne the interaction between a class and the rest of the classes of the

ontology. A �rst important aspect of inverse connections, is the extensive explanation

of the functionality of every instance of every class of the ontology. The existence of a

class a�ects other classes, but is also a�ected by them, and inverse connections explain

the latter e�ect. A second important property of these connections is that they de�ne

which classes are a�ected by the introduction of a new class or individual and how exactly

are they a�ected. They can be thought of as a guide pointing towards what needs to be

adapted when the ontology is extended by the addition of a new class. Therefore, they

assist in keeping every class of the ontology up-to-date with the latest additions to it. In

the example shown in Figure 4.3, the autoencoder novelty detection method uses some

data from sensors, but the class of sensors should also be updated in order to be able to

provide data to the method, as the inverse property dictates.

4.4 Aspects of the ontology

An ontology de�ned for SHM is a versatile diverse object and can be exploited in many

di�erent ways. The �rst and most straightforward way is to use it for the purpose that

ontologies are originally built, to share knowledge. The various classes and methods that

are included in the ontology describe how an SHM project might function, which quite

often shall be a multidisciplinary project. Moreover, via the connections between the

classes, one can further understand their interactions and their role in the project. The

annotations and the descriptions of the classes provide further explanation of exactly how

each part of the ontology takes part in the SHM campaign. It is expected that by using

such a tool to share knowledge between people from di�erent scienti�c backgrounds, the

total time needed in order to coordinate such a diverse group, shall be much lower than if

done in absence of the ontology.

A second aspect of the ontology might be the assistance in extending the existing knowl-

edge and to de�ne more e�cient methods to perform SHM. The modularity of graphs such

as the ontology can be exploited for this purpose. As shown in Figures 4.4 and 4.5, some

SHM method might use algorithms that belong to some wider category of algorithms. By
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Figure 4.4: Initial method of supervised damage localisation.

exchanging one method (from a neural network to support vector machines in this case)

for another from the same superset of algorithms might lead to more e�cient SHM meth-

ods; this might be because of the nature of the data and the fact that some algorithms

might be able to perform better in some datasets. Following such an approach might allow

automation of the application of an SHM scheme, simply by trying di�erent algorithms

and considering the one that performs best. The same applies for the data or the sensors

from which the data come from. One can exploit di�erent sources of data or di�erent

datasets from a structure by shu�ing the nodes of the ontology according to the rules of

connectivity; i.e., exchange some sensor of a speci�c structure for a sensor of the same

structure and not a di�erent structure.

It also becomes clear that the concept of ontologies is quite close to the philosophy of

object-oriented programming. The speci�c programming strategy has been a convenient

way of structuring large software projects, because of the reusability and modularity of

its elements. The ontology can provide a map of how to structure such a software project

for SHM. An advantage of such an approach shall be that the various coded methods can



Aspects of the ontology 68

Supervised damage

localisation

exactly 1

Standardisation

exactly 1

Novelty index

some

StructureSensor Data
SHM

methods

SHM

StructureSensors

exactly 1

Suport vector

machine instance

preprocessTheDataUsing

canBePreprocessingMethod

us
es

Dat
a

ca
nB

eU
se

dA
sD

at
aF

or

trainsM
odelcanBeBuiltFor

isBasedOnDataFrom

feedsDataTo

is
S

ub
cl

as
sO

f

hasS
up

erclass

Calculates

isCalculatedBy

Figure 4.5: Alternative method of damage localisation created by switching
inference algorithm.

be reused, as well as the self-explainability of the code. The ontology, apart from a guide

in order to build such software, is also an explanation of how it works, and provides the

software developers with the knowledge they may need to implement the various methods.

Finally, the ontology can serve as a database. The layout of the SHM ontology allows

inclusion of various structures, parts of the structure, sensors and types of data. This,

together with the characterisation of instances via attributes, might consist of a proper

way to organise data for an SHM project. Especially by including di�erent structures,

the ontology can be very useful for a population-based SHM campaign. The attributes of

the di�erent sets of data can assist in navigating through the dataset and also through

the various available models. For example, one might be interested speci�cally on �nite

element models that have a certain number of degrees of freedom and so, they can look

for individuals of the ontology of the class `Finite element models' that have attribute

`degrees of freedom' greater than a speci�c number.

The ontology seems an appropriate way of organising the data, the knowledge and the
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models that are available for an SHM project. It can moreover be expanded in order to

serve the same purpose for digital twins. Digital twins can be much more than a simple

model. They might include many di�erent models, lots of data and methods and even

more than one structures. Having such a variety of objects that need coordinating and

sharing, the ontology might prove quite useful by clearly de�ning interactions and sets of

similar objects that can be used for similar purposes.

4.5 Summary

Concluding, the ontology appears to be a useful tool with which to organise a project

of monitoring structures. The presented framework allows a comprehensive inclusion of

data, models, and methods, which are often used in such a framework. A schematic

representation, which describes the functionality of di�erent entities that are used during

the project, is also created via the use of the ontology. The various entities and their

interactions are explained and knowledge can more easily be shared between members

which participate in the project. The methods that are described in following sections

can be included in the ontology; in this way, their role in the project and their interaction

with physical objects (such as sensors and structures), as well as with existing methods

and data is explained.

The framework could also include various structures and their corresponding data and

models. This approach could assist in identifying similarities between structures and in

applying population-based SHM. Organising knowledge and data in an ontological manner,

could be a way to motivate and promote smart structures. The ontological approach

facilitates knowledge exchange between projects, making it easier to apply similar methods

across di�erent projects. The ontology could as well facilitate generation of methods by

some arti�cial intelligence agent, since the methods and the components that are used by

the methods are presented as graphs, which can be processed by such agents.



Chapter 5

Generative adversarial

networks for modal analysis

5.1 Modal analysis

As mentioned, the a project (and as a consequence an ontology referring to the speci�c

project) might include di�erent types of models. Models that perform predictions, models

that monitor some structure, etc. A great part of modelling systems is often focused on

decompositions. The process of decomposition is aimed at extracting components of the

quantities of interest which have certain properties. Decomposition might be as important

as predicting future values of quantities of interest. By decomposing data acquired from

a system, one can study and understand further the behaviour of the system. A great

deal of e�ort has been spent on developing decomposition methods, and some of them

can be considered as important as the inference algorithms described before; e.g. principal

component analysis (PCA) [51]. A digital twin, being a collection of data and models

which describe the behaviour of a system, may also include such models. Enriching a

digital twin with decomposition models o�ers the opportunity to the users to have a more

comprehensive view of its behaviour, and the ability to make decisions according to an

augmented set of features of the system.

70
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A property that one often seeks when decomposition is applied isdimensionality reduction

of the data. Multidimensional data often live in subspaces of the full multidimensional

feature space. By decomposing the data one can describe them, with minimal loss of

information, using less variables than the ones needed for the whole space. This reduction

facilitates storing the data, studying them and applying machine learning methods, since

data of large dimensions make model �tting harder and create the need for acquisition

of large quantities of data (the curse of dimensionality). Two widely-used methods for

dimensionality reduction are PCA [51], and the use of autoencoders [52]. The �rst method

calculates components of the data so that each captures variance of the data in decreasing

order. The decomposition is linear and its calculation has a closed form. The second

decomposition method is based on using neural networks with a bottleneck layer in order

to decompose the data and then reconstruct them, maintaining as much information as

possible. This practice forces the algorithm to project the data on a space of smaller

dimension than their original feature space. The advantage of the algorithm is that it can

provide nonlinear projections, but the calculation of the decomposition is based on an

iterative process, therefore does not have a closed form.

Another desired property of the decomposed data is the independence of the components.

In the case of multidimensional data, a break down into components, which function sep-

arately would allow for studying them independently. Humans have di�culties studying

data with many components which interact all together. The decomposition into inde-

pendent components would make the solution of the equations more tractable and the

understanding of the engineer more thorough.

For structural dynamics, the method that has dominated the analysis of the vibration of

structures is modal analysis [19, 112, 113]. The speci�c type of analysis o�ers a decom-

position of the movement of structures into modes- meaning ways of motion. The modes

have several properties, which, in the case of linear structures are time-invariance and

reciprocity and allow one to study them almost separately and to make inference about

the structure according to them. In order to extract the modes for linear structures and

following notation from [19], the equation of motion of an unforced linear system is given

by,

[m]f •yg + [ k]f yg = 0 (5.1)
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wheref yg is the n-dimensional displacement vector of the structure,f •yg is the correspond-

ing acceleration vector, [m] is the n � n mass matrix and [k] is the n � n sti�ness matrix

of the structure. Assuming the excitation to be harmonic, the solution to the di�erential

equation above is,

f y(t)g = f  gei!t (5.2)

where f  g is a constant vector. Substituting equation (5.2) into equation (5.1) yields,

� ! 2[m]f  g + [ k]f  g = 0 (5.3)

which is a standard linear eigenvalue problem and, assuming that the mass matrix is

invertible (which usually it is), yields,

[m]� 1[k]f  i g �
1

! 2
i

f  i g = 0 (5.4)

where ! i and f  i g are the i th solutions to the eigenvalue problem.

The eigenvalues! i of the problem of the equation above are actually the eigenfrequen-

cies/natural frequencies of the structure which is studied. The corresponding vectorsf  i g

are the modeshapes which, as shown in [19], are orthogonal with respect to the mass and

sti�ness matrix; this means that,

f  i gT [m]f  j g = 0 i 6= j (5.5)

f  i gT [k]f  j g = 0 i 6= j (5.6)

This latter property of the modeshapes allows the decomposition of the system of equations

of motion. Consider the system of equations of motion given by,

[m]f •yg(t) + [ c]f _yg(t) + [ k]f yg(t) = f F g(t) (5.7)

where [m] is the mass matrix of the system, [c] is the damping matrix, [k] is the sti�ness

matrix and f F g is the external load vector at time t. By substituting the displacement
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vector f yg by the calculated modal decomposition given by,

[	] f ug = f yg (5.8)

where [	] = [ f  1g; f  2g:::f  ng] is the modal matrix and left-multiplying by [	] T , equation

(5.7) becomes,

[	] T [m][	] f •ug(t) + [	] T [c][	] f _ug(t) + [	] T [k][	] f ug(t) = [	] T f F g(t) (5.9)

Because of the orthogonality condition in equation (5.5), the matrices [M ] = [	] T [m][	]

and [K ] = [	] T [k][	] are diagonal. The damping matrix is often assumed to be a linear

combination of the mass and sti�ness matrices (e.g. Rayleigh or proportional damping)

and therefore, the matrix [C] = [	] T [c][	] is also diagonal. Taking into account the

aforementioned orthogonality conditions, the equations of motion yield,

[M ]f • g(t) + [ C]f _ g(t) + [ K ]f  g(t) = f f g(t) (5.10)

where [M ], [C], [K ] are all diagonal andf f g(t) = [	] T f F g(t). The fact that the matrices

are diagonal means that the solution of then-degree-of-freedom system of equation (5.7)

is reduced to the solution ofn di�erential equations given by,

M ii f • i g(t) + Cii f _ i g(t) + K ii f  i g(t) = f i (t) i = 1 ; 2:::; n (5.11)

where M ii , Cii , K ii are the i th diagonal element of the corresponding matrices andf i is

the i th element of the vector [	] T f F g.

Solving the n equations (5.11), and combining the solutions according to equation (5.8), is

obviously a much easier task than solving the global equation of motion (5.7). Moreover,

the components f  i g of the total motion of the structure oscillate with corresponding

frequencies! i ; a realisation that allows determining which modes will be a�ected by some

external forcing with speci�c frequency content.

Modal analysis, apart from a proper decomposition of the movement of linear systems,

o�ers a way of reducing the number of degrees of freedom of a system. Modern �nite
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element [7] models have thousands or even millions of degrees of freedom and the solution

of equation (5.7) is not computationally e�cient. By calculating the modal matrix [	]

for a number of modes, which explain a su�cient percentage of the structure's motion,

one can reduce the system of equations of motion to independent equations equal to the

number of modes considered. This strategy can also be followed when only a subset of the

modes of a structure are of interest.

Another way of exploiting the decomposition, is by isolating the modes that are a�ected

by some speci�c excitation. As mentioned, each mode refers to oscillations of some speci�c

frequency. Therefore, excitations with speci�ed power spectral densities would a�ect only

speci�c modes. During the design phase of a structure, a common tactic would be to

design the structure so that no major modes are a�ected by the frequencies of the forcing

which contain the most energy.

It might seem that modal analysis is a perfect tool for analysis for structure, and it

might be, but only for linear structures. For structures with members which exhibit

nonlinear behaviour, modal analysis fails to provide the properties of orthogonality and

independence. Even the calculation of the modes would not be so straightforward. The

failure of modal analysis for nonlinear structures is also expected, since the decomposition

of equation (5.8), is based on the linear superposition of ways of motion, which stands only

for linear structures; i.e., the sum of the motions corresponding to two distinct external

excitations is equal to the motion corresponding to the sum of the excitations.

In order to decompose the motion of nonlinear structures, in the current work, machine

learning is employed. Since modal analysis is often applied on existing structures exploiting

acquired data, machine learning methods seem like a natural way to process the data and

extract decompositions that serve the purposes of modal analysis. In the following sections,

the machine learning algorithm which was selected for the purposes of the current work,

as well as the reasons and the goals of its application are described. Subsequently, results

of its application using simulated and experimental data coming from a structure with

harsh nonlinearity are presented. In a digital-twin framework, such a tool would be very

useful, allowing a completely data-driven decomposition of the motion of a structure into

independent components. These components can then be exploited by other parts of the

digital twin in order to perform inference.
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5.2 Cycle-consistent generative adversarial network (cycle-

GAN)

5.2.1 Problems of GANs

Generative adversarial networks, as described, are used to map some random noise vector

onto the manifold of the real data. However, this mapping is not subjected to any restric-

tions, and therefore there is no control over how the noise will be mapped onto samples

of the target feature space. A common problem with this approach is theentanglement

of features. Since there is no restriction on how the noise might be transformed into data

samples, it is quite possible that noise variables will not encode any meaningful features of

the data, and even that many di�erent noise samples will correspond to the same generated

sample.

In order to illustrate the problem of entanglement of features, an SHM example is pre-

sented. The problem refers to the simulated three-degree-of-freedom system shown in

Figure 5.1. The system is subjected to a white noise excitation on its �rst mass. More-

over, damage is simulated via sti�ness reduction of its springs. Two damage cases are

considered. The �rst damage case refers to sti�ness reduction ofk2 and the second of

sti�ness reduction of k3. The sti�ness reductions considered for each spring are within

the interval [0%; 20%] and according to the Cartesian product [0%; 20%]� [0%; 20%]. Col-

lecting samples of concatenated transmissibilities between the �rst and the second and

the second and the third masses for every combination of sti�ness reduction, a dataset is

created.

m1 m2 m3

F

k1 k2 k3

Figure 5.1: Three-degree-of-freedom mass spring system.

In order to visualise the dataset,principal component analysis (PCA) [51] was performed

on the data. The resulting dataset can be seen as the blue points in Figure 5.2a. The
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manifold shown in the aforementioned �gure is parametrised exclusively by the two sti�ness

reduction parameters. The contour curves shown in red and green represent points that

have a constant value for one of the two parameters, while the other varies.

In the speci�c example, the problem of entanglement becomes clear if one tries to �t

a GAN on the created dataset. The underlying parameters of the dataset are the two

sti�ness-reduction percentages. Therefore, the noise vector of the GAN is selected to

be a two-dimensional Gaussian noise vector. Ideally, after training, each noise variable

should approximately correspond to one of the damage parameters. However, this does not

happen. A potential result of training is shown in Figure 5.2b. The green and red curves

in the latter �gure represent points with one of the two noise variables being constant and

the other one varying. The entanglement of the features is clear and expected, since there

is no restriction targeting avoiding such situations.

5.2.2 The property of invertibility

In the current work, the property of invertibility is studied as a way to assist avoiding

entanglement situations like the one shown before. Apart from noise variables not cor-

responding to explicit underlying features of the data, the entanglement also refers to

di�erent noise samples generating the same arti�cial sample. In order to solve this issue

and move a step closer to the desired disentanglement, the invertibility of the mapping,

which GANs provide, is proposed.

Given a bijection � : M ! N , where M and N are manifolds, it is straightforward to

show that if c1, c2 are curves inN , then � � 1 � c1 and � � 1 � c2 are curves inM with the

same number of points of intersection. Considering� : M ! N and two curvesc1; c2 2 N

then � � 1 � c1 = c0
1 and � � 1 � c2 = c0

2 are curves inM . For every point of intersection t i of

the two curves c1, c2, it stands that c1(t i ) = c2(t i ), which leads to c0
1(t i ) = c0

2(t i ) because

� is a bijection. Therefore, c1 and c2 have the same points of intersection asc0
1 and c0

2.

Consequently, by introducing the inductive bias of invertibility in a GAN, helps to avoid

mappings like the one shown in Figure 5.2b, where two orthonormal axes from the latent

variable space are mapped onto the entangled green and red lines. Enforcing invertibility
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