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Abstract

Arti cial Intelligence research aims to bridge the gap between humans and computers. While
humans are quite good at understanding images and text, machines still have a long way
to go. Over the years, researchers have made signi cant progress in improving computers
at ‘processing’ and ‘understanding’ images (Computer Vision) and text (Natural Language
Processing). However, these advancements have remained mostly independent of each other.
Only recently, researchers are beginning to merge the two disjointed elds of research by
creating tasks like Image Captioning, Multimodal Machine Translation, Visual Question An-
swering, etcetera.

Multimodal Machine Translation is the task of translating text from one language to
another given additional contextual information in other modalities like an image associated
with the text. This thesis aims to study a speci ¢ problem encountered in Multimodal
Machine Translation, which is the translation of ambiguous words. Translating an ambiguous
word, which has multiple di erent meanings, is a challenge because depending on the context,
its meaning (sense) could be di erent, and hence the translation could be di erent too. To
study this speci ¢ problem of translating an ambiguous word given its multimodal contextual
information, we propose a new task which we call Multimodal Word Sense Translation.

We created the dataset for the proposed task of Multimodal Word Sense Translation
comprising of samples consisting an ambiguous word, its textual context (a sentence), its
visual context (an image), and its correct translations conforming both the textual context
and the visual context. Our dataset was created from Multi30K, an existing dataset for
Multimodal Machine Translation, using word aligners to extract the words in the source
language that get aligned to multiple di erent words in the target language followed by human

Itering to clean the dataset further. Analysis of our dataset reveals the ambiguity of words
can be of di erent types (textual ambiguity and visual ambiguity) and varying degree (some
words are more ambiguous than others). One important use of our dataset is to evaluate
Machine Translation models, both text-only and multimodal, at translating ambiguous words.
So we also used our dataset to evaluate this particular aspect of the systems submitted to the
Second and the Third Shared Task on Multimodal Machine Translation in the Conference
on Machine Translation (WMT).

We developed several Machine Learning and Deep Learning models for the task of Mul-
timodal Word Sense Translation. These include Bidirectional Long Short-Term Memory
network that reads the textual context and the visual context as inputs and tags every am-
biguous word in the sentence to its correct sense translation. We used our Multimodal Word
Sense Translation models to re-rank the n-best translation outputs of a standard Seq2Seq
Machine Translation model where we promote a lower-ranked translation output if it con-
tains the correct sense translation of ambiguous words. This pipeline system was submitted



to the Third Shared Task on Multimodal Machine Translation in the Conference on Machine
Translation (WMT18). Our system was found to perform better than most other submissions
in generating translation outputs with the correct sense translation of ambiguous words.

More experiments on Multimodal Word Sense Translation models were conducted with
di erent data settings and di erent ways of integrating the textual context and the visual
context to study their complementarities and their di erences. Our ndings reveal that the
textual context is often more useful than the visual context for translating ambiguous words;
however, for some cases, textual context alone is not su cient, and the visual context is
necessary. We also found the image representation commonly used by the research com-
munity for the visual context derived from an object detection model like ResNet may not
be conducive for the task of Multimodal Word Sense Translation. So we propose a way to
transform image representation to make it more favourable for our task using triplet loss.
Another image representation that we found useful for our task is to use the objects detected
in the image by an object detection system as word tokens and prepend or append them to
the textual context. In addition to the Multimodal Word Sense Translation experiments, we
used our model architectures in another similar task of Fill-in-the-blanks given multimodal
contextual information.

Finally, we explored transfer learning for our task of Multimodal Word Sense Translation.
More speci cally, we studied the utility of pre-trained embeddings for our task. We found
contextualised word embeddings like Bidirectional Encoder Representations from Transform-
ers (BERT) and Embedding from Language Models (ELMo) to improve the performance
of our models. However, contextualised joint vision and language embeddings like Visual-
Linguistic Bidirectional Encoder Representation from Transformer (VL-BERT) do not seem
to improve the performance further. We end the thesis with multimodal and multilingual
transformer models for Multimodal Word Sense Translation.

In conclusion, in this thesis, we show Multimodal Word Sense Translation could bene t
Multimodal Machine Translation and could potentially be useful in more tasks. We also
found the visual context to improve the translation of ambiguous words but the improvements
gained are minute mainly because visual ambiguities are fewer in our dataset.
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Chapter 1

Introduction

Machine Translation, which refers to the translation of text from one language to another by

a computer, is one of the rst problems of Arti cial Intelligence pioneered in the 1940s and
the 1950s. It was publicly demonstrated for the rst time in 1954 in the Georgetown-IBM
experiment (Hutchins 1997) where more than sixty sentences in Russian were translated into
English using a rule-based Machine Translation model comprising six ‘grammar’ rules. Since
then, Machine Translation has grown in scale and has progressed away from rule-based ap-
proaches to corpus-based approaches to take advantage of existing corpora of translations.
These approaches include Statistical Machine Translation (Koehn 2009) and Neural Machine
Translation (Sutskever et al. 2014, Bahdanau et al. 2015, Vaswani et al. 2017) which learn
translation patterns from a corpus of existing translations and use these to generate a trans-
lation of an unseen text.

In the early days of Machine Translation research, translation of words with multiple
di erent meanings was identi ed as an important problem. Warren Weaver?, in his memo-
randum on translation (Weaver 1949), looked at this problem of multiple meanings and for-
mulated it as a separate task where the objective is to identify the correct meaning (sendp
of a given word in a given context from a list of pre-de ned possible meanings (senses) of
that word. Today this task is called Word Sense Disambiguation.

Weaver (1949) acknowledged the importance and the di culty of Word Sense Disam-
biguation for Machine Translation. Bar-Hillel (1964) argued that Word Sense Disambigua-
tion requires real-world knowledge making it extremely di cult for computers to solve. This
inherent di culty was the central point in Bar-Hillel's treatise on Machine Translation (Bar-
Hillel 1964) in which he asserted that he saw no means by which the sense of the wopen in
the sentence \The box is in the pen" could be determined automatically. This led to the Au-
tomatic Language Processing Advisory Committee report (ALPAC 1966), which is generally
regarded as the direct cause for the abandonment of most research on machine translation

1An American scientist and mathematician who is widely recognized as one of the pioneers of Machine
Translation.

2The notion of “sense' was introduced in Frege (1892) referring to the speci ¢ meaning of a word in a given
context. A word can have multiple senses depending on its context and usage like the word “second' could
refer to the unit of time or the number 2 position. Multiple di erent words referring to the same object may
also have di erent senses like the words “cat’, “kitty', ‘mouser’, “feline' which refer to the same animal but may
have di erent senses. “Kitty' may refer to a baby cat and "'mouser' may refer to a fully grown wild cat that
catches a mouse. In this thesis, we use ‘'meaning' of a word and its “sense' interchangeably.
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in the early 1960s. So, over time, researchers began working on Word Sense Disambiguation
separately and largely independently from Machine Translation as a monolingual (one lan-
guage only, mostly English) and a monomodal (text-only) task. Many approaches for Word
Sense Disambiguation ranging from rule-based to supervised learning have been developed
and explored over the years (Agirre & Edmonds 2007, Navigli 2009, Raganato et al. 2017).
These systems are trained on large sense-tagged corpora annotated by humans with sense
tags from a pre-de ned sense inventory such as WordNet (Fellbaum 2012).

While signi cant progress has been made over the years in both Machine Translation and
Word Sense Disambiguation separately, these have primarily remained monomodal (text-
only) tasks where contextual information in other modalities like images have largely been
ignored. This changed with Barnard & Johnson (2005), who used images as contextual
information for Word Sense Disambiguation, and Calixto et al. (2012), who explored the
creation of a dataset of images for Machine Translation. For translation, a new task called
Multimodal Machine Translation was invented, which refers to translating text from one
language to another by a computer using the information in other modalities as auxiliary
cues. It has been recently framed as a shared task as part of the last three editions of
the Conference on Machine Translation (WMT16, WMT17, WMT18) (Specia et al. 2016,
Elliott et al. 2017, Barrault et al. 2018). Within the Conference on Machine Translation, the
Multimodal Machine Translation task is de ned as - given an image and its description in the
source language, the objective is to translate the description into a target language, where
this process can be supported by the information from the image, as depicted in Figure 1.1.

Figure 1.1: Multimodal Machine Translation Shared Task

One of the main motivations to introduce multimodality in Machine Translation is Word
Sense Disambiguation. More speci cally, it is the intuition that information from other
modalities could help nd the correct meaning (sense) of ambiguou$ words in the source
sentence, which could potentially lead to more accurate lexical choices of those words in
the translation. For example, the English sentence \A man is holding a seal" could have
at least two di erent translations in German depending on the meaning (sense) of the word

3Words with multiple di erent meanings or senses.
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seal These could be (1) \Ein Mann halt ein Siegel" where “Siegel' refers to a “stamp' seal in
German, or (2) \Ein Mann halt einen Seehund" where "Seehund' refers to the "animal' seal
in German. The images (Figures 1.2 and 1.3) could help a Multimodal Machine Translation
system disambiguate the correct sense of the wordeal and translate accordingly.

Figure 1.2: \A man is holding a seal" ! \Ein Mann halt ein Siegel".
Translation depending on the “stamp' sense of the word “seal' from the image.

Figure 1.3: \A man is holding a seal" ! \Ein Mann halt einen Seehund".
Translation depending on the “animal' sense of the word “seal' from the image.

In standard monomodal Word Sense Disambiguation, words are disambiguated based only
on their textual context. However, in a multimodal setting, we could also disambiguate words
using visual context. This modi ed version of Word Sense Disambiguation that uses visual
context instead of textual context is called Visual Sense Disambiguation. In monolingual
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work, Visual Sense Disambiguation has previously been attempted for ambiguous nouns like
the word “bank' which could refer to a nancial institution or a bank of a river (Barnard &
Johnson 2005, Loe et al. 2006, Saenko & Darrell 2009, Chen et al. 2015). Recently, Visual
Sense Disambiguation has also been attempted for ambiguous verbs like the word “play' which
could refer to playing a musical instrument or playing a sport (Gella et al. 2016).

In Machine Translation, including Multimodal Machine Translation, Word Sense Disam-
biguation happens implicitly. For instance, in the same example, \A man is holding a seal",
we would come to know whether a Machine Translation system disambiguated the correct
sense of the wordseal only indirectly from the translation produced by the system. The cor-
responding translation of the word seal in the target language (Siegelor Seehundin German)
acts as a \sense label". This is the same as the cross-lingual form of Word Sense Disam-
biguation which was introduced in Resnik & Yarowsky (1999) and explored in the Semantic
Evaluation (SemEval) shared tasks (Lefever & Hoste 2010, 2013). In this task, the objective
is to identify the correct sense label of an ambiguous word given its textual context where the
sense label is derived from the translation of the ambiguous word into a di erent language.

Cross-lingual Word Sense Disambiguation is a monomodal task where only textual context
is available for disambiguating the word sense. It had not been explored in a multimodal
setting where contextual information in multiple modalities can be used to disambiguate
ambiguous words. Also, the emphasis of this task has been Word Sense Disambiguation and
not Translation of ambiguous words or evaluation and improvement of Machine Translation
systems at translating ambiguous words. Further, in Multimodal Machine Translation, we
would like to know which modality (visual or textual) contributed to the correct or incorrect
translation of ambiguous words and to what extent. After all, one of the motivations to
introduce multimodality in Machine Translation is additional modality will help translate
ambiguous words correctly. Therefore, the focus of this PhD is to study this speci ¢ property
of translating ambiguous words and preserving their meanings (senses) in the translation
given multimodal contextual information. We call it Multimodal Word Sense Translation.

1.1 Aims and Objectives

The aims and objectives of this thesis are the following:
1. Create a dataset to study Multimodal Word Sense Translation. More speci cally,

(&) The dataset should have ambiguous words, each of which have multiple di erent
lexical translations with di erent meanings (senses).

(b) Each sample of an ambiguous word must be accompanied by contextual informa-
tion in multiple modalities, a text and an image.

(c) The lexical translation of the ambiguous word in a sample should conform to the
multimodal contextual information, both text and image, preserving the meaning
(sense) of the ambiguous word.

2. Evaluate Multimodal Machine Translation systems at translating ambiguous words.
More speci cally,

(a) Evaluate the systems submitted to the Multimodal Machine Translation shared
task in the Conference on Machine Translation (WMT).
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(b) Compare with human evaluation and other automatic metrics to evaluate Machine
Translation systems.

(c) Investigate the utility of additional modality in Multimodal Machine Translation
systems for translating ambiguous words.

3. Develop and explore models for Multimodal Word Sense Translation. More speci cally,

(@) Develop models for Monomodal Word Sense Translation and Multimodal Word
Sense Translation to study the utility and e ectiveness of contextual information
in di erent modalities for translating ambiguous words.

(b) Utilize these models to improve a standard Machine Translation system. In other
words, incorporate a Multimodal Word Sense Translation model into a Machine
Translation system.

4. Investigate pre-trained embeddings for Multimodal Word Sense Translation. More
speci cally, explore the utility of the following pre-trained representations:

(&) Pre-trained word embeddings like Word2Vec (Mikolov, Sutskever, Chen, Corrado
& Dean 2013) and Global Vectors for word representation (GloVe) (Pennington
et al. 2014)

(b) Pre-trained contextualised word embeddings like Embeddings from Language Mod-
els (ELMo) (Peters et al. 2018) and Bidirectional Encoder Representations from
Transformers (BERT) (Devlin et al. 2018)

(c) Pre-trained Multimodal contextualised word embedding like Visual-Linguistic Bidi-
rectional Encoder Representation from Transformer (VL-BERT) (Su et al. 2020)

(d) Visual features extracted from the pre-trained 50-layer Residual Network (ResNet-
50) object recognition model (He et al. 2016).

1.2 Contributions

The main contributions of this thesis are the following:

1. We introduce an exhaustivé’ approach to create a dataset for Multimodal Word Sense
Translation from a dataset for Multimodal Machine Transaltion using word aligners.
With our approach we created the Multimodal Word Sense Translation DataseP (Lala
& Specia 2018) from the Multi30K dataset (Elliott et al. 2016). Our dataset consists
of more than 1,100 unique ambiguous words in English with multiple di erent lexical
translations of di erent senses in German or French or Czech. For these ambiguous
words, we extracted more than 100,000 samples in total consisting of an ambiguous
word and its word sense translation together with contextual information in multiple
modalities, which is a sentence and an image, to identify the sense translation.

4Our approach begins with all possible words in the source language that have multiple di erent lexical
translations in the target language in a given parallel corpus as candidates to be ambiguous words. We then
lter out the unambiguous instances. This is a top-down “exhaustive' approach where we start with more
candidate words and then Iter out unambiguous ones as against a bottom-up approach where we start with
an empty list and add samples of ambiguous words to it.

SPreviously known as Multimodal Lexical Translation Dataset: https:/github.com/sheffieldnlp/mit
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2. We evaluated systems submitted to the Multimodal Machine Translation shared task
of 2017 and 2018 in the Conference on Machine Translation (WMT17, WMT18). We
checked if these systems translated ambiguous words correctly using our dataset. It
was called the "Lexical Translation Accuracy' (LTA) metric in Barrault et al. (2018).
We also evaluated various other systems in Specia et al. (2020). The Lexical Transla-
tion Accuracy metric was also used in several other research works in the Multimodal
Machine Translation domain.

3. We developed and experimented with several Machine Learning and Deep Learning
models for the task of Multimodal Word Sense Translation. This includes developing
and experimenting with Bidirectional Long Short-Term Memory (BLSTM) network ©
(Hochreiter & Schmidhuber 1997, Graves & Schmidhuber 2005) that reads the textual
context and the visual context as inputs and tags every ambiguous word in the sentence
to its correct sense translation (Lala et al. 2019).

4. We developed a Multimodal Machine Translation pipeline system which uses a Multi-
modal Word Sense Translation model (Lala et al. 2018). In our approach, the Multi-
modal Word Sense Translation model is used to re-rank the n-best translation outputs
of a standard Seq2Seq Machine Translation model where we promote a lower-ranked
translation output if it contains the correct sense translation of ambiguous words in
the input text given the image. Our re-ranking approach was inspired by our experi-
ments in Lala et al. (2017) where we studied the potential scope of re-ranking n-best
translation outputs via an "Oracle' experiment. This pipeline system was submitted
to the Third Shared Task on Multimodal Machine Translation in the Conference on
Machine Translation (WMT18) (Barrault et al. 2018). It performed better than most
other submissions in generating translation outputs with the correct sense translation
of ambiguous words as measured by the Lexical Translation Accuracy metric.

5. We carried out a detailed analysis of our dataset which includes a human annotation
experiment to investigate the nature of ambiguous words and the utility of the vi-
sual context and the textual context for Word Sense Translation. We also conducted
several experiments with di erent model architectures, data settings, and pre-trained
representations to probe the utility of contextual information in di erent modalities for
Multimodal Word Sense Translation. Our ndings for Multimodal Word Sense Trans-
lation are similar to those for Multimodal Machine Translation as found in Caglayan
et al. (2019).

1.3 Published Work

During my PhD tenure, | contributed to the following list of papers which were published in
reputed international conferences and scienti ¢ journals.

1. Lalaetal. (2017): Lala, Chiraag, Pranava Madhyastha, Josiah Wang, and Lucia Specia.
\Unraveling the Contribution of Image Captioning and Neural Machine Translation for
Multimodal Machine Translation." The Prague Bulletin of Mathematical Linguistics
108, no. 1 (EAMT). 2017.

Shttps://github.com/ImperialNLP/mltcode
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2.

1.4

Lala & Specia (2018): Lala, Chiraag, and Lucia Specia. \Multimodal lexical transla-
tion." In Proceedings of the Eleventh International Conference on Language Resources
and Evaluation (LREC). 2018.

Lala et al. (2018): Lala, Chiraag, Pranava Swaroop Madhyastha, Carolina Scarton,
and Lucia Specia. \She eld Submissions for WMT18 Multimodal Translation Shared
Task." In Proceedings of the Third Conference on Machine Translation (WMT): Shared
Task Papers. 2018.

Lala et al. (2019): Lala, Chiraag, Pranava Swaroop Madhyastha, and Lucia Specia.
\Grounded Word Sense Translation.” In Proceedings of the Second Workshop on Short-
comings in Vision and Language (NAACL). 2019.

Overview of the thesis

In Chapter 2 we present the relevant background and literature review which
sets up the foundation for the task of Multimodal Word Sense Translation. We begin
with de nitions of Machine Translation and Words Sense Disambiguation covering the
seminal works in the two elds of research. Then we explore works which integrate the
two elds. Until now, only monomodal works on Machine Translation and Word Sense
Disambiguation are explored. Next, we review the various language and vision tasks
which gained popularity, especially in the last decade promoting multimodal machine
learning. We then review research papers in multimodal versions of Machine Translation
and Word Sense Disambiguation which are Multimodal Machine Translation and Visual
Sense Disambiguation respectively.

In Chapter 3 we present our approach of creating theDataset for Multimodal Word

Sense Translation . We begin with a literature review of datasets for Multimodal Ma-
chine Translation, Visual Sense Disambiguation, and evaluation metrics for these tasks.
Then we present the methodology we adopted to create our dataset. Exploratory data
analysis and a human annotation experiment to investigate the nature of ambiguous
words in our dataset and the utility of the visual context and the textual context for
Word Sense Translation by a human are also presented. Use of our dataset to evaluate
Multimodal Machine Translation systems at translating ambiguous words and compar-
ing it with other evaluation metrics is also discussed.

In Chapter 4 we develop and exploreModels for Multimodal Word Sense Trans-

lation . We begin with a literature review on di erent models for relevant tasks like
Word Sense Disambiguation and describe the model architectures we develop for our
task of Multimodal Word Sense Translation. Experiments with di erent data settings
are also explored followed by an analysis of the results. Use of our models to re-rank
the n-best translation outputs of a standard Machine Translation system is presented.
Use of our model architecture for other similar tasks like “Fill-in-the-blanks using mul-
timodal contextual information' is also mentioned.

In Chapter 5 we explorelmage Features and Word Embeddings for Multimodal
Word Sense Translation . We begin with a literature review of relevant research
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work on pre-trained word embeddings, image representations, and joint vision and
language (multimodal) representations. Then we present our experiments with some
of these pre-trained word embeddings and image representations and evaluate their
usefulness for our task of Multimodal Word Sense Translation. A way to transform
image representations to be more conducive for Multimodal Word Sense Translation
via triplet loss is also described.

Finally, in Chapter 6 we summarise all our ndings from the previous chapters and
conclude the thesis. We also discuss the future directions of Multimodal Word Sense
Translation research.



Chapter 2

Background and Literature Review

This PhD thesis on Multimodal Word Sense Translation is inspired by the tasks of (a) Ma-
chine Translation, (b) Word Sense Disambiguation and their multimodal extensions, (c) Mul-
timodal Machine Translation, and, (d) Visual Sense Disambiguation respectively. Extension
of monomodal (text-only) Natural Language Processing tasks to their multimodal (text and
vision) versions is a recent trend driven by advances in Computer Vision and Multimodal
Machine Learning in an e ort to emulate humans who can process, integrate and use informa-
tion in multiple modalities to solve various complex tasks. In this chapter, we will elaborate
on these topics and cover the relevant background and literature to set the foundation for
Multimodal Word Sense Translation.

We begin by de ning and formalising Machine Translation in section 2.1. We will
cover the two prominent paradigms of Machine Translation which are Statistical Machine
Translation and Neural Machine Translation. We will also look at the major errors in Ma-
chine Translation which include “inaccurate lexical choice' in the translation due to “lexical
ambiguities' like “category ambiguity’, Shomography and polysemy', and “transfer ambiguity'.

In section 2.2, we de ne and formaliseWord Sense Disambiguation  and explore the
di erent approaches adopted for this task. We will also look at Cross-lingual Word Sense
Disambiguation, where the sense labels are lexical translations of the ambiguous words, which
is most relevant to Multimodal Word Sense Translation.

Next, we explore Word Sense Disambiguation in Machine Translation in section
2.3. We explore how Word Sense Disambiguation was incorporated into Statistical Machine
Translation systems and also the approaches which incorporate it in Neural Machine Trans-
lation. We will also cover how Word Sense Disambiguation capabilities of Neural Machine
Translation were evaluated.

In section 2.4, we discuss some of theanguage and Vision Tasks that have been
recently introduced. These multimodal extensions of Natural Language Processing tasks in-
clude Multimodal Machine Translation and Visual Sense Disambiguation which are explored
in extensive detail in sections 2.4.2 and 2.4.3 respectively. The success of Deep Convolutional
Neural Networks for Image Classi cation which lead to the success of Image Captioning have
set the stage for more interest in Language and Vision tasks. This is reviewed in section

YIn general, ‘'multimodal' could refer to combination of many di erent modalities like textual, visual,
auditory, tactile, etcetera. However, in this PhD thesis, we only consider the combination of textual and
visual modalities as multimodal.
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2.4.1 alongwith a discussion on image features extracted from Deep Convolutional Neural
Networks for Language and Vision tasks.

2.1 Machine Translation

Machine Translation refers to automated translation of text carried out by a computer from
one human language (for example English) to another (for example German). The rst
language is called thesource languageand the second language is called th&arget language
A sentence in the source language that needs to be translated is called tls@urce sentenceand
its correct translation in the target language, usually decided by an expert human translator,
is called the reference translation. We shall call a pair of a source sentence and its reference
translation a parallel pair. A collection of parallel pairs is called aparallel corpus

Early approaches to Machine Translation were largely inspired by the study of linguistics
and made use of morphological, syntactic and semantic regularities of the source language and
the target language. The regularities and patterns were retrieved from monolingual dictio-
naries, bilingual dictionaries, and, grammars of the languages that were prepared by linguists
to devise rules for automatic translation. Detailed descriptions of many such rule-based
Machine Translation approaches can be found in Hutchins & Somers (1992). As rule-based
approaches were being tried out, vast amounts of human translated parallel corpora were
also being generated that were becoming available like the Canadian Hansards parliamentary
proceedings in English and French (Roukos et al. 1995). It was realized that such datasets of
example translations could be used to train Machine Translation systems without explicitly
programming the rules for translation (Brown et al. 1988, Och 2002).

A Machine Translation task is often posed and approached at the level of sentences and
can be then extended to the level of documents. At the level of sentences, the objective of
a Machine Translation system is to generate a translation of the source sentence which is
either identical or semantically similar? to the reference translation. Formally, at the level
of sentences, ifx is a source sentence an® is the set of all possible sentences in the target
language, then a probability distribution p(yjx), wherey 2 Y, could be used to nd the
best translation ¢ by selecting the translation hypothesis that has the highest conditional
probability in the distribution.

¢ = arg max p(yjx) (2.2)
y2Y

However, modelling the probability distribution p(yjx) of translations for a given source
sentence is a challenge because of several reasons like theXsaif all translations is in nitely
large and there is no known function that can measure semantic similarity of two sentences.
And we have to also contend with the ambiguities and complexities of human languages. To
model the probability distribution p(yjx), two distinct strategies have emerged. These are
Statistical Machine Translation and Neural Machine Translation.

2Two sentences are said to be semantically similar if they have the same meaning even if they are lexically'
di erent (words are di erent) or “syntactically’ di erent (word order is di erent) or both.
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2.1.1 Statistical Machine Translation

In Statistical Machine Translation, the problem of modeling the probability distribution
p(yjx) of translations for a given source sentence (Equation 2.1) is approached using “noisy
channel' (Shannon et al. 1949) by applying Bayes' Theorem (Appendix A.1) as follows:

9 = argmax p(yjx) = argmax PPV g may pixjy)piy) 22)
y2Y y2Y p(x) y2Y

The probability distribution p(y) of observing a sentence in the target language is called
the language modelof the target language. The probability distribution p(xjy) of observing
a sentencex in the source language givery as its translation in the target language is called
the translation model. The probability p(x) of observing a sentence in the source language,
which is the language model of the source language, is same for &ll2 Y. Mathematically,
this does not change the most probable translationy”of the source sentencex, so we don't
need to compute it in equation 2.2.

The language modelp(y) and the translation model p(xjy) are estimated further by mak-
ing an assumption that occurrence of words in a sentence are random events and then using
the chain rule (Appendix A.3) on these random events. If sentence in the target language
is a sequence ofy words (y1;Y2; :3; ¥n,) and the source sentencex is a sequence ofy words
(X1;X2; 115 Xp, ) then the language model and the translation model are estimated as follows:

Yy
p(Y) = P(Yn,i¥n, 1:¥n, 2::5Y1) = p(y1) P(YkiYk 1Yk 2555 Y1) (2.3)
k=2
. - - vx -
P(XjY) = P(Xn. i Xn, 1:Xn, 2::05Xajy) = p(Xajy) P(XkjXk 1) Xk 25 X1Y) (2.4)
k=2

More assumptions can be made to simplify the conditional probabilities further and then
computed from the statistics of the datasets. For example, then-gram language model
assumes the occurrence of a word depends only on time 1 previous words. So we compute
the conditional probability terms as follows,

count(yi; Yk 1;:5 Yk n+t)

2.5
count(Yk 1;5:5 Yk n+1) 23)

P(YkiYk 1::5Y1)  P(YkiYk 1555 Yk n+1)

where count(z) refers to counting the occurrence ofz in the dataset. In general, the language

model and the translation model can be estimated and computed from the statistics of par-

allel corpora and monolingual datasets. Also, by making certain assumptions, more models
covering di erent aspects of translation can be computed independently and added to the

equation 2.2 as follows,

9=argy2nYaX pa(xy) b op2AXiy) 2 pm(Xiy) " (2.6)

wherem di erent models weighted by ; parameters are being multiplied. This is referred to
as the "noisy channel'. The parameters; are learned via Minimum Error Rate Training (Och
2003). The mathematics of the noisy channel modelling of Statistical Machine Translation is
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described in Brown et al. (1993). Most of the research in Statistical Machine Translation has
been about feature engineering and adding new models to the noisy channel (equation 2.6).
The early Statistical Machine Translation methods were primarily word-basedwhere in-

dividual words are treated as atomic units of translation. Koehn et al. (2003) proposed
a phrase-basedapproach to Statistical Machine Translation where phraseg are treated as
atomic units of translation. This resulted in impressive improvements. First, the source sen-
tence is segmented into phrase units. Each of the units is translated into a target language
unit and then reordered as depicted in gure 2.1.

Figure 2.1: An Example of Phrase-based Translation. Figure taken from Koehn
(2009).

At the core of a phrase-based Statistical Machine Translation system is thé’hrase Trans-
lation Table which is a lexicon of phrases in the source and the target languages that translate
into each other, with a probability distribution. More formally, let X, and Y, be the sets of
all phrases in the source and the target languages respectively, then a database of conditional
probabilities p(XpjYp), 8(Xp;Yp) 2 Xp  Yp, is called the phrase translation table. These con-
ditional probabilities p(Xpjyp) from the phrase translation table are then used in estimating
the translation model p(xjy) in equation 2.4.

The mathematical formulation of the noisy channel in equation 2.6 and the Phrase Trans-
lation Table are the basic ideas of the current state-of-the-art Statistical Machine Translation
systems like Moses (Koehn et al. 2007). More details on other aspects of Statistical Machine
Translation like word alignments, decoding algorithm with beam search, etcetera can be
found in Koehn (2009). Recently, the noisy channel approach of modellingp(yjx) has been
challenged by a more direct approach using Neural Networks.

2.1.2 Neural Machine Translation

Neural Machine Translation is a new paradigm of Machine Translation where translations are
obtained using a Neural Network* whose weights / parameters are derived from the parallel
corpus using the backpropagation algorithm (Rumelhart et al. 1986, Werbos 1990). It is a
radical departure from Statistical Machine Translation because Statistical Machine Trans-
lation consists of subcomponents like language model, translation model, distortion model,
etcetera as shown in equation 2.6 that are separately engineered, while in Neural Machine
Translation the probability distribution p(yjx) in equation 2.1 is modelled directly using novel
neural network architectures like Recurrent Neural Network Encoder-Decoder(Sutskever et al.

3Not to be confused as the linguistic de nition of a phrase. Here, any contiguous sequence of words is
called a phrase.

“Neural Network is an information processing paradigm that is loosely inspired by the way biological
nervous system processes information. A basic introduction to Neural Networks is given in Chapter 6 in
Goodfellow et al. (2016)
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2014), Attention-based Recurrent Neural Network Encoder-Decoder(Bahdanau et al. 2015)
and Transformer (Vaswani et al. 2017), where all parts of the model are trained jointly
(end-to-end).

The concept of Recurrent Neural Network in its simplest form was introduced in EIman
(1990) where the network maintains a hidden state vectoh; at every time stept. This hidden
state vector h; is computed from the previous hidden state vectorh; 1 of the previous time
step and the input vector x; of the current time step. It is formulated as follows:

ht = n(WhxXt + Wpphy 1+ by) (2.7)

where 1 is some activation function (Appendix A.4), Wy and Wy, are matrices which are
the weights / parameters of the network, andh, is the bias vector which is another parameter
of the network. The output vectors y; can be obtained from the hidden state vectorsh; as
follows:

yi = y(Wyhy + by) (2.8)

where  is some activation function (Appendix A.4), Wy is a matrix of weights / parameter,
and by is a bias vector parameter. The Recurrent Neural Network can be seen as a lan-
guage model where hidden state vectoh; is modelling p(x1; X2; :::; X¢) of the input sequence
of t words and output vector y; is modelling the conditional probability p(y:jx1;X2;:::; Xt).
More sophisticated Recurrent Neural Networks with complex formulations that are able to
model the input sequence better were developed later like Long Short-Term Memory networks
(Hochreiter & Schmidhuber 1997) and Gated Recurrent Unit (Chung et al. 2014).

Sutskever et al. (2014) demonstrated the use of Recurrent Neural Networks for Machine
Translation. More speci cally, two Long Short-Term Memory networks called the Encoder
and the Decoder were used. The Encoder learns to encode the input sentence and the Decoder
learns to decode the encoder representation to generate a translation as depicted in gure 2.2.
From a probabilistic perspective, the Decoder part of these architectures at time steg can
be seen as modellingp(y:jX;y1;¥2; 5 Y: 1). When seen as a whole, it ts well to modelling
the Machine Translation problem in equation 2.1.

Figure 2.2: Encoder-Decoder Architecture using two Recurrent Neural Networks.

The Recurrent Neural Network Encoder-Decoder model shown above in Figure 2.2 is
trained jointly (end-to-end) using the backpropagation through timealgorithm (Werbos 1990).
It performs very well for short sentences but the performance degrades for longer sentences
(Cho et al. 2014, Toral & Sanchez-Cartagena 2017) suggesting the encoder representation
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used in the decoder by such models, just the nal hidden state vectotht of the Encoder,
lacks representational power. To address this, Bahdanau et al. (2015) proposed using all
the hidden states of the Encoder at every time step of the Decoder with what is called the
“attention mechanism'.

Formally the attention mechanism is described as follows: IelhjenC be the hidden state
vector of the Encoder for the j! input time-step corresponding to xj and let hﬂec be the
hidden state vector of the Decoder for thek™ output time step corresponding to the output
word Y. In attention mechanism, a context vector ¢ is computed as a weighted sum of all
Encoder hidden states as follows:

Ck = kJ hjenC (2. 9)
=1

where attention weights ; are computed from an alignment modela which computes align-
ments between Encoder hidden states and Decoder hidden states as follows:

_ exp(a(h‘k‘ecl;hjenc
; -1 exp(a(hges; hee)

ki (2.10)

Finally, the Decoder uses this context vectorc in addition to previous decoder hidden state
hdec and previous output yx 1 to compute the current hidden state h{® as follows:

hEeC: hdec (W]_ hgecl + W» Ye 1t Wiz o+ bndec) (211)

After Bahdanau et al. (2015), more improvements happened when many layers of Recur-
rent Neural Network units were stacked to form deeper Attention-based Recurrent Neural
Network Encoder-Decoder models (Luong et al. 2015, Wu, Schuster, Chen, Le, Norouzi,
Macherey, Krikun, Cao, Gao, Macherey, Klingner, Shah, Johnson, Liu, Kaiser, Gouws, Kato,
Kudo, Kazawa, Stevens, Kurian, Patil, Wang, Young, Smith, Riesa, Rudnick, Vinyals, Cor-
rado, Hughes & Dean 2016). Later, Vaswani et al. (2017) proposed replacing Recurrent
Neural Network units with self-attention which is a further generalization of the attention
mechanism described above in equations 2.9, 2.10 and 2.11. A neural network Encoder-
Decoder architecture with many stacked layers of self-attention is called aransformer®.
The transformer relies only on attention mechanism and unlike a Recurrent Neural Network
which computes hidden states sequentiall§, the transformer computes all the hidden states
in parallel, getting rid of the need of recurrence in processing the input source sentence.
Transformer-based translation models have gained massive popularity in recent times which
is evident in the Conference on Machine Translation (WMT18) shared task on News (Bojar
et al. 2018). Most submissions to the shared task employ Transformer architecture (Raganato
& Tiedemann 2018).

SFor a more detailed description of transformer, besides Vaswani et al. (2017), please read http:
/ljalammar.github.io/illustrated-transformer/

5A Recurrent Neural Network computes the hidden states sequentially. Therefore, it reads the input
sequence sequentially and generates the output sequence sequentially.
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2.1.3 Lexical errors in Machine Translation

Translations generated by a Machine Translation system are usually evaluated for the overall
performance using an automated metric or a human evaluation. Common automatic metrics
include BiLingual Evaluation Understudy (BLEU) (Papineni et al. 2002), Metric for Eval-
uation of Translation with Explicit ORdering (METEOR) (Denkowski & Lavie 2014), and
Translation Edit Rate (TER) (Snover et al. 2006). Common human evaluations include man-
ually ranking the translations by human annotators (Federmann 2012) and monolingual di-
rect assessment of semantic similarity between Machine Translation output and the reference
translation or bilingual direct assessment of semantic similarity between Machine Translation
output and the source sentence (Graham et al. 2017). All these evaluation methods, both
automatic and manual, give an overall score to a Machine Translation system which gives an
indication of the general performance of the system but these do not provide any additional
information. Going beyond general performance of Machine Translation systems, Bentivogli
et al. (2016), Toral & Sanchez-Cartagena (2017) and Specia et al. (2017) carried out a de-
tailed analysis of errors made by phrase based Statistical Machine Translation systems and
Neural Machine Translation systems. These specifc errors includauency, reordering and
lexical errors among others.

Fluency refers to how \human-like" is the translation generated by a system. There is no
direct way of measuring uency except, perhaps, manually by direct assessment of uency by
humans. In practice, it is measured indirectly in terms of perplexity (Appendix A.5) of the
Machine Translation outputs on a Neural Language model. Formally, ifw is a translation
generated by a Machine Translation system consistingh words and p(w) is the language
model of the target language, then uency (perplexity) is p(w) .

Lexical translations of the words in a source sentence are often reordered in the translation
because the syntax and grammar rules of a target language are usually di erent from those
of a source language. Reordering error refers to the incorrect positioning of words in the
translation. It is measured by checking for words in a Machine Translation output which are
also found in the reference translation but get marked as a Word Error Rate (Popovt & Ney
2011, Popovt 2011) because they are in incorrect positions.

Other lexical errors include in ectional error, missing word error, extra word error, and
lexical choice error. In ectional error refers to words in the Machine Translation output
which are not found in the reference translation but the base form of that word (its lemma
or its stem)’ is found in the base forms of the words in the reference translation. In other
words, these are errors due to incorrect choice of the in ectiond form in the translation.
Missing word error and extra word error, as the names suggest, are errors in the translation
where a word is missing or an extra word is added. Lexical choice error refers to incorrect
choice of words used in the Machine Translation output. For example, as mentioned in the
introduction, if the source sentence is \A man is holding a seal" and if the reference translation
is \Ein Mann halt einen Seehund" and then a Machine Translation system generates the

"Stemming and Lemmatization are methods to generate the base form, stem and lemma respectively, of
in ected words. These di er because a stem may not be an actual word while lemma is a proper word. For
example, given the word studies (and its other in ectional forms study studying, etcetera), its stem is studi
which is not a proper word while its lemma is study which is a proper word.

8In ection refers to di erent forms of a word which express a grammatical function or attribute such as
tense, mood, person, number, case, and gender. For example, in terms of tense, the di erent in ections of the
word play are plays, playedand playing.
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translation as \Ein Mann halt ein Siegel" then the word “Siegel' being chosen instead of
"Seehund' is considered a lexical choice error.

Fluency, reordering and lexical errors mentioned above are some of the main problems
of Statistical Machine Translation. Neural Machine Translation systems have been shown
to be more uent with better reordering and more accurate generation of in ectional forms
in the translation as compared to phrase-based Statistical Machine Translation; however,
no improvements have been seen as far lexical choice errors are concerned (Bentivogli et al.
2016, Toral & Sanchez-Cartagena 2017). A similar result has been observed in Specia et al.
(2017) where human annotators evaluated the quality of outputs from phrase-based Statis-
tical Machine Translation and Neural Machine Translation systems. They actually observed
an increase in lexical choice errors, which they callednistranslation, in Neural Machine
Translation for English-Latvian language pair. Also, lexical choice errors (mistranslations)
in Machine Translation comprise around 15% of all the di erent errors evaluated in Specia
et al. (2017) and 47% of all the di erent errors evaluated in Vardaro et al. (2019) which is
the most frequent of any error category. This suggests, the latest developments in Machine
Translation have made little inroads in addressing inaccurate lexical choice (mistranslations)
problem which is one of the biggest problems of Machine Translation. The main source of
lexical choice errors (mistranslations) is the lexical ambiguities and is regarded as a \key
bottleneck for progress in machine translation" (Dale et al. 2000, Tokowicz & Degani 2010,
Djiako 2019).

Lexical ambiguities are of three kinds (Hutchins & Somers 1992) - (1) Category ambiguity,
(2) Homography and Polysemy, and (3) Translation ambiguity. Category ambiguities are
words which can have di erent grammatical or syntactic categories like the wordlight which
can be a noun or a verb or an adjective depending on its usage in a sentence. Homographs
and polysemes are words with multiple di erent meanings. Linguists identify homographs as
those words which have multiple di erent meanings not related to each other. For example,
the noun bank has two di erent unrelated meanings ( nancial institution or a side of a river).
Polysemes are words which have multiple meanings but these are related in some way to each
other like branch of a bank andbranch of a tree are two di erent meanings of the wordbranch
but related because one is a metaphorical extension of the other. Translation ambiguity refers
to words which are not really ambiguous in the source language or not perceived as ambiguous
by the native speakers of the source language but seen ambiguous from the perspective of the
target language because it can be translated to multiple target language words or expressions
like word sportspersonwhich does not have a gender in English but gets assigned a gender
in the translation into French leading to di erent possible translations sportive (feminine) or
sportif (masculine).

Resolving these lexical ambiguities is a task in itself, separate from Machine Translation,
which is explored in section 2.2 below.

2.2 Word Sense Disambiguation

Resolving lexical ambiguities, also known as Word Sense Disambiguation, is the task of
identifying the meaning of words using contextual information. It is an Al-complete® problem

9The most di cult problems of Arti cial Intelligence are referred to as Al-complete problems. This termi-
nology is inspired by NP-complete problems in Computational Complexity Theory.
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(Mallery 1988) and has been historically conceived as the main task to be solved for e ective
machine translation. This is because of the the common intuition that disambiguation of
ambiguous words in the source sentence should help translation systems make better lexical
choices in the translation (Weaver 1949, Navigli 2009). A detailed account of the early history
of Word Sense Disambiguation can be referred in Ide & \eronis (1998) and an introduction
to modern approaches to the problem can be found in Navigli (2009).

In a standard Word Sense Disambiguation task, words are disambiguated based on their
textual context. Formally, given a word w and its textual context T which is often the
sentence in whichw occurs, the objective of the task is to assign an appropriate sense to the
word w. In other words, the objective is to learn a mappingf that maps a word (and its
context) to a set of sensesS(w) of that word, such that f (w;T) 2 S(w). The set of senses
S(w) of a word w is encoded in a sense inventory, which is essentially a nite discrete set
of meanings/senses for each word, or some discrete knowledge source kerdNet (Miller
et al. 1990, Fellbaum 2012) andBabelNet (Navigli & Ponzetto 2012). Besides sense inventory,
there are also sense-tagged corpora like SemCor corpus (Miller et al. 1994, Petrolito & Bond
2014) where samples of text are annotated with senses from WordNet. In practice, Word
Sense Disambiguation is a classi cation task and evaluation of systems is usually performed
in terms of classi cation Accuracy, Precision, Recall, and balance F-scoré8 (Appendix A.6).

2.2.1 Lesk and Supervised Approaches to Word Sense Disambiguation

A seminal approach to Word Sense Disambiguation is the Lesk algorithm (Lesk 1986) which
compares the dictionary de nition of the di erent senses of the ambiguous word with the
textual context of the ambiguous word. In its simplest version, this comparison is measured
by simply counting the number of common words. Formally, let w be an ambiguous word
with a textual context T. Let S(w) = fsy;s%; :::;sj"gjg be the set of di erent senses ofw.
Let D(s{") be the dictionary de nition of sense s which is a text de ning or explaining the
sense. The key idea of the Lesk algorithm is to then de ne a relatedness function which
measures similarity (relatedness) between the textual contexts and the sense de nitions. In
the simplest version of the Lesk algorithm, r(T;D(s!")) is total number of common words
found in both T and D(s}¥) (More common words means they are more related or similar).
Then the algorithm is to simply return the sense g with the highest similarity (relatedness)
with the textual context T as follows:

f(w;T)="=argmax r(T;D(s)) (2.12)
s2S(w)

Over the years, there have been several modi cations and extensions of the Lesk algorithm
which have either modi ed the relatedness functionr or modi ed the dictionary de nitions
of sensedD. One such extension is the adapted Lesk algorithm (Banerjee & Pedersen 2002)
inspired by the distributional hypothesis!! (Harris 1968). In the adapted Lesk algorithm, rst
the dictionary de nition of senses are obtained from WordNet (Fellbaum 2012) and then word
vectors are created for every word in the WordNet corpus using word co-occurence counts.
The word vectors of all words in a sense de nition are added to obtain a vector representation

10 A weighted harmonic mean of Precision and Recall.
" wWords which are semantically similar are also distributionally similar, i.e. they have similar context or
neighbouring words. In other words, \you shall know a word by the company it keeps" (Firth 1957).
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of that sense. Similarly, word vectors of all words in the textual context are added to obtain a
vector representation of the textual context. Finally, similarity (relatedness) r between sense
de nitions and the textual context is computed using cosine similarity (Appendix A.7) of
their vector representations and this is used to obtain the correct sense of the ambiguos word
using the formulation in equation 2.12. More variants of the Lesk algorithm are discussed
and evaluated in Vasilescu et al. (2004), Agirre & Edmonds (2007). Several di erent vector
representations of the senses and the textual context, and complex formulations of relatedness
function have been explored over the years (Basile et al. 2014). The dictionary de nitions or
the sense inventories have also improved like the BabelNet (Navigli & Ponzetto 2012) which
merges WordNet and Wikipedia.

The Lesk algorithm relies on sense de nitionsD (s) which may not always be available.
In some versions of Word Sense Disambiguation, sense inventory consists of only sense labels
and no de nitions or text related to that sense. In such cases, the training set consists of
triples of the form (w; T;s) where w is an ambiguous word, T is its textual context and s
is its sense label. Here, we can identify the correct sensedf w given T using a probability
distribution p(sjw; T) as follows:

f(w;T)="=argmax p(sjw; T) (2.13)
$2S(w)

Similar to Statistical Machine Translation, modelling of the conditional probability p(sjw; T)
can be done using the noisy channel approach (Shannon et al. 1949) using Bayes' Theo-
rem (Appendix A.1). The noisy channel approach, similar to equation 2.6, to Word Sense
Disambiguation is formulated as follows,

f(w;T)=s=argmax p1(w;T;s) * p2(w;T;s) 2 Pm(w;T;s) ™ (2.14)
s2S(w)

where m di erent component models are engineered separately. The simplest form of the
noisy channel approach is the Naive Bayes classi er (Webb 2010) which has been shown to
perform very well for Word Sense Disambiguation (Brown et al. 1991, Mooney 1996, Escudero
et al. 2000, Le & Shimazu 2004). Another classi cation algorithm that has been shown to
perform very well for Word Sense Disambiguation is Support Vector Machine¥ (Lee & Ng
2002, Lee et al. 2004).

2.2.2 Neural Approaches to Word Sense Disambiguation

In recent times, there is a rising trend to use Neural Networks for Word Sense Disambiguation
which allows a direct modelling of conditional probability p(sjw; T) in equation 2.13. There
have been several works which have demonstrated use of Recurrent Neural Networks for dis-
ambiguation (Yuan et al. 2016, lkgeback & Salomonsson 2016, Raganato et al. 2017, Popov
2017). These approaches are nearly identical and di er mainly in how the Recurrent Neural
Network reads the textual context T and whether it is disambiguating just one ambiguous
word in T, which needs to be speci ed, or all the ambiguous words ifT .

2support Vector Machine is a supervised learning classi cation algorithm which seeks to create a hyper-
plane or a set of hyper-planes in a high dimensional space. These hyper-plane(s) separate the di erent classes
maximizing the margin between the hyperplane and the nearest data point of any class. For more detailed
description of Support Vector Machines, refer Zhang (2010).
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In lgeback & Salomonsson (2016), the textual context T which is a sentence containing
the ambiguous word w is divided into two parts T, and Tr. T, (textual context to the
left) is the sequence of words to the left of the ambiguous word inl. Tr (textual context
to the right) is the sequence of words to the right of the ambiguous word inT. Two Long
Short-Term Memory (LSTM) networks, one for T and one forTgr are trained to get semantic
representations of the left and the right contexts respectively. These representations are then
concatenated and used to obtain the sense label. A shortcoming of this approach is that we
need to specify which word in the sentence needs disambiguation. Using it to disambiguate
all words in the sentence will require us to iteratel number of times, wherel is the sentence
length.

Yuan et al. (2016) is a semi-supervised approach which uses one Long Short-Term Memory
network. First, the ambiguous word w in the textual context T is replaced by a placeholder to
get a modi ed textual context TC Then, inspired by the Continuous Bag of Words (CBOW)
Model (Mikolov, Chen, Corrado & Dean 2013), the network is trained to predict the ambigu-
ous word w from the modi ed textual context T® This unsupervised approach allows the
model to learn a representation of the context of an ambiguous word. Then, in a supervised
learning step, the same network is ne tuned to predict the sense label given the unmodi ed
textual context T.

Figure 2.3: Bidirectional LSTM network as a “tagger' for Word Sense Disam-
biguation. Each input word which is ambiguous (later', “checked', ‘report’) is
tagged to its corresponding sense label. Each input word which is unambiguous
(Che', “the") is tagged to itself.

Raganato et al. (2017) and Popov (2017) explore disambiguating all words in a sentence
in a single pass. These use Bidirectional Long Short-Term Memory networks Graves et al.
(2005), Graves & Schmidhuber (2005) as a ‘tagger' where each word of an input sentence is
being tagged to its sense as depicted in Figure 2.3. If the word is unambiguous then it is
tagged to itself. If jVj is the vocabulary size, andjSj is the size of all senses of all words,
then as a tagger the softmax is overjVj + |Sj classes/labels. Despite having more labels
than the vocabulary, the tagger is shown to perform better than the previous state-of-the-art
(lacobacci et al. 2016). Raganato et al. (2017) also explores the use of attention mechanism
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over the hidden states and Recurrent Neural Network Encoder-Decoder - Neural Machine
Translation architecture (Section 2.1.2, Figure 2.2) for Word Sense Disambiguation which
are not found to be e ective.

More recently, besides Recurrent Neural Networks, researchers are exploring transformer
architecture for Word Sense Disambiguation. More speci cally, contextualised representa-
tions from pre-trained Bidirectional Encoder Representations from Transformer (BERT) have
been used to improve disambiguation (Hadiwinoto et al. 2019, Wiedemann et al. 2019, Scarlini
et al. 2020).

2.2.3 Cross Lingual Word Sense Disambiguation

There are many di erent variants of the Word Sense Disambiguation task which have been
explored in the Sense Evaluation (SensEval) (Edmonds 2002) and Semantic Evaluation (Se-
mEval)!? series of shared tasks like the classical monolingual Word Sense Disambiguation,
multilingual Word Sense Disambiguation (Navigli et al. 2013), Word Sense Induction and
Disambiguation (Agirre & Soroa 2007), etcetera. One important variant which has inspired
our work is cross lingual Word Sense Disambiguation (Lefever & Hoste 2010, 2013).

In cross lingual Word Sense Disambiguation, the sense labels of an ambiguous word given
its textual context is its translations in other languages. In the SemEval shared task, these
translations are obtained from the Europarl parallel corpus (Koehn 2005) using the GIZA++
word alignment model (Och & Ney 2003). The word in the reference translation that gets
aligned to the ambiguous word in the source sentence is considered as its sense label. Cross
lingual Word Sense Disambiguation task was hosted when Neural Networks were not yet
popular and hence neural approaches to this task have not been explored. The work presented
in this thesis is among the rst to explore that.

The best performing systems (Gompel & van den Bosch 2013, Rudnick et al. 2013) in
cross lingual Word Sense Disambiguation shared tasks were found to be the ones using simple
classi cation algorithms on simple Bag-of-Words'# features/representation of the context.
Gompel & van den Bosch (2013) useck-Nearest Neighbours® classi cation algorithm on
bag-of-words representation of the textual context of the ambiguous word. Rudnick et al.
(2013) rst obtains the parallel pair in the training set which is most similar to the test sample
as additional multilingual context and then used L2 Kernel Classi cation (Kim & Scott 2009)
using bag-of-word representation of the textual context and the parallel pair. Bag-of-word
representation is a very simple representation of text which ignores word order. The success of
this representation over other representations shows word order is not important for resolving
ambiguity in cross lingual Word Sense Disambiguation.

Another interesting approach is to use a Machine Translation system for Word Sense Dis-
ambiguation. Carpuat (2013) used a Phrase Based Statistical Machine Translation for cross
lingual Word Sense Disambiguation because the sense labels are lexical translations of the

Bhttps://www.aclweb.org/anthology/venues/semeval/

14 Bag-of-Words is a simple representation of text. Let V = (vi;v2;:::;vn) be a vocabulary of unique words.
For a text t, its bag-of-words representation in its simplest form is a vector (t1;t2;:::;tn) where t; = 1 if the
word v; is found in t or else it is 0. This is a sparse representation since most of components of the vector will
be zero.

%1n k-Nearest Neighbour classi cation algorithm, given a vector v, we rst obtain a set of k vectors from
the training set which are closest to v (nearest neighbours) as measured using some distance metric. Then
the class which is most common in this set of k nearest neighbouring vectors is assigned to the vectorv.
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ambiguous words. However, this Machine Translation system performed poorly as compared
to dedicated classi ers. In the next section 2.3 we will look at more works integrating Word
Sense Disambiguation and Machine Translation.

2.3 Word Sense Disambiguation in Machine Translation

Word Sense Disambiguation was originally intended to bene t Machine Translation but that
has not been the case because of di culty in integrating the two and also because of con-
trasting evidence that one bene ts the other.

Experiments to evaluate the utility of Word Sense Disambiguation for Statistical Machine
Translation was rst introduced in Carpuat & Wu (2005). They used a Word Sense Disam-
biguation system for Chinese which predicted the correct sense of 20 Chinese words. The
predicted sense was mapped to a corresponding lexical translation in English which was used
by a Chinese to English word based Statistical Machine Translation system to generate an
English translation of a Chinese source sentence. The disambiguation system was an ensem-
ble of four di erent classi ers which used neighbouring words of the ambiguous word and
their position as features. Carpuat & Wu (2005) observed a drop in Machine Translation
performance after integrating Word Sense Disambiguation which suggests sense disambigua-
tion may not be bene cial for Machine Translation. On the other hand some positive results
were also seen in other e orts to integrate the two.

Vickrey et al. (2005) developed a cross lingual Word Sense Disambiguation system for
French to English word-level translation task and showed positive results. Their system
was a simple Logistic regression classi éf which used bag-of-words and position as input
features. The positive result shown was for word translation and not sentence translation.
Cabezas & Resnik (2005) showed marginal improvements to their Spanish to English phrase-
based Statistical Machine Translation systems after integrating a cross lingual Word Sense
Disambiguation system for the same language pair. Their disambiguation system used Sup-
port Vector Machines (Zhang 2010) for classi cation using bag-of-word input features which
predicted word translations. These word translations were used for lexical selection in the de-
coder of their Statistical Machine Translation system. Other similar approaches have shown
signi cant improvements to their Statistical Machine Translation systems after integrating
Word Sense Disambigutaion (Carpuat & Wu 2007, Chan et al. 2007).

Both Carpuat & Wu (2007) and Chan et al. (2007) used a phrase based Word Sense
Disambiguation system (or we may call it a Phrase Sense Disambiguation system) where input
is an ambiguous phrase and senses are its translation (also phrases) as determined by phrase
alignment information. In Chan et al. (2007), ambiguous phrase size was restricted to 2 words
or less while in Carpuat & Wu (2007) the phrases could be of any size. The disambiguation
system used Support Vector Machines for classi cation using bag-of-words, part-of-speech of
each word and collocation/position of words as input features. A model (feature) estimating
the probability of a translation containing the prediction of the disambiguation system was

16| ogistic Regression classi er uses the sigmoid function (Appendix A.4) to estimate a probability of a
class given input features. Let x be a vector of input features and W be the model weights / parameters.
Then, the probability p(cjx) of a classc given input features x is estimated as (W, x). Weigths / parameters
are learned by maximizing p(c: jx) for the correct classesc. and minimizing p(c jx) for the incorrect classes
C .
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added to the noisy channel (equation 2.6) of the phrase based Statistical Machine Translation
system. Minimum Error Rate Training (Och 2003) was used to learn the weights of the model.
A simpler and e cient integration was shown in Specia et al. (2008) using an-best re-ranking
technique (Och et al. 2004) wheren-best translations generated by a Machine Translation
system are re-ranked by adding a new feature from the Word Sense Disambiguation system
to the pre-trained baseline Statistical Machine Translation model.

Unlike Statistical Machine Translation, there have been fewer attempts to integrate Word
Sense Disambiguation and Neural Machine Translation. This is because, while Word Sense
Disambiguation could be integrated as a sub-component of the noisy channel formulation of
Statistical Machine Translation, such an integration is not possible in Neural Machine Trans-
lation. Neural Machine Translation models are expected to learn di erent senses of words as
part of their end-to-end training of the translation task. Their Word Sense Disambiguation
capabilities have been explored in Gonzales et al. (2017), Liu et al. (2018) and Marvin &
Koehn (2018).

Gonzales et al. (2017) evaluate Neural Machine Translation systems on a cross lingual
Word Sense Disambiguation task. They observed 70% of test samples of ambiguous words
were correctly disambiguated by the translation systems. The correct sense of these samples
were mostly the most frequent sens¥ of the ambiguous word. The systems mostly struggled
to disambiguate samples where the correct sense of the ambiguous word was rare. Gonza-
les et al. (2017) proposed improving cross lingual Word Sense Disambiguation ability of a
Neural Machine Translation system by passingsense embedding®r embeddings oflexical
chain of the ambiguous word as an additional input feature to the encoder of the system.
Sense embeddings are vector representation of senses extracted using SenseGram (Pelevina
et al. 2017). Lexical chain of a word is a chain of semantically similar words within a given
document which were detected using Mascarell (2017) method. Word Sense Disambigua-
tion improvements gained were marginal and no improvements were gained in translation as
measured using BLEU Papineni et al. (2002).

Marvin & Koehn (2018) proposed a methodology of exploring the Word Sense Disam-
biguation capabilities of the hidden representations within the encoder of a Neural Machine
Translation system. To demonstrate their methodology, they considered four ambiguous
words (right, like, last and cas€) and extracted sentences containing these words in their
di erent senses. These sentences were then manually annotated with the correct sense of the
ambiguous word and then translated into French using a English to French Neural Machine
Translation system. The internal hidden activations of the di erent layers in the encoder of
the system were extracted and the correct sense of the ambiguous word was labelled to these
extracted hidden activations. The hidden activations were reduced to two dimensions using
Principal Component Analysis*® and clustered according to their sense label. These clusters
were then analysed using the Dunn Index (Dunn 1973, 1974) and the Davies{Bouldin index

17 Given an ambiguous word with multiple di erent senses, the most frequent sense of the ambiguous word
refers to that sense which occurs most number of times in the training set.

8 principal Component Analysis is a transformation of a collection of points in a high-dimensional vec-
tor space to a new coordinate system such that greatest variance of the collection of points is on the rst
coordinate/principal component, the second greatest variance of the collection of points is on the second
coordinate/principal component, etcetera. This transformation can be used for dimension reduction to k di-
mensions by selecting the rst k coordinates/principal components which will preserve as much variance of
the collection of points in the original space as possible.
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(Davies & Bouldin 1979). Another way of evaluating the disambiguation capabilities of the
hidden activations of the encoders was also demonstrated where they were feeded as inputs
to a dedicated Word Sense Disambiguation system that used Support Vector Machines classi-
er. The performance of this system was then seen as a measure of the sense disambiguation
capabilities of the hidden activations. The ndings in Marvin & Koehn (2018), according to
both the methodologies, varied because of the small sample size of sentences and ambiguous
words.

Liu et al. (2018) trained an unsupervised system identical to Yuan et al. (2016) (See
section 2.2.2) which maps context to an ambiguous word using a Long Short-Term Memory
network. This system can be seen as learning a contextualised representation of an ambiguous
word. This contextualised representation was concatenated to the embedding of every word
of the source sentence which was then given as input to a Neural Machine Translation system.
Liu et al. (2018) showed their Neural Machine Translation system improved at Word Sense
Disambiguation and also at translation as measured using BLEU metric (Papineni et al.
2002) after adding the contextualised representations. In general, it is observed that adding
more contextual information to the source sentence tends to improve the performance of a
Neural Machine Translation system like adding linguistic information such as morphological
features, part-of-speech tags, and syntactic dependency labels (Sennrich & Haddow 2016).
One way of adding more contextual information is to look for it in other modalities like vision
which we explore in the next section.

2.4 Language and Vision

Natural Language Processing tasks have traditionally been monomodal focusing only on text
and textual representations while ignoring other modalities like vision and visual represen-
tations. This has changed in recent times due to (a) availability of multimodal datasets
consisting both text and images (or videos) for research, and (b) advances in computer vi-
sion, more speci cally in Image Classi cation and Object Detection, that allowed for more
accurate depiction of contextual information from image (or videos) which can be used in
Natural Language Processing tasks. Several multimodal Language and Vision tasks have
emerged like,

Image Captioning (Karpathy & Fei-Fei 2015, Bernardi et al. 2016), where the objective
is to generate a caption (description) of an input image.

Visual Question Answering (Antol et al. 2015), which is a multimodal extension of the
text-only Question Answering task, where the objective is to give a natural language
answer given an image and a natural language question about the image.

Multimodal Machine Translation (Specia et al. 2016, Elliott et al. 2017, Barrault et al.
2018), which is a multimodal extension of the text-only Machine Translation task, where
the objective is to translate a source sentence given an image as an auxiliary cue.

Visual Sense Disambiguation (Barnard & Johnson 2005, Gella et al. 2016), which is
similar to Word Sense Disambiguation except that the contextual information is from
the vision modality too. In other words, given an ambiguous word and an image (and
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text if available), the objective is to assign the correct sense to the ambiguous word
which conforms to the image.

2.4.1 From Image Classi cation to Image Captioning

Image Classi cation is the task of classifying an image into an object category depending
on the presence of that object in the image. Object detection is an extension of this task
where the objective is to detect multiple objects and identify their locations as determined by
tight bounding boxes!® in the image. These tasks have bene ted from the ImageNet Large
Scale Visual Recognition Challenge (Russakovsky et al. 2015) which consists of more than 1.2
Million images in which objects have been annotated with 1000 object classes using crowd-
sourcing to collect annotations at a large scale (Deng et al. 2009, Su et al. 2012, Russakovsky
et al. 2013, Deng et al. 2014).

Previously, a two step approach was adopted to solve the Image Classi cation problem.
First, handcrafted features were extracted from images, and then these were given as input
to a trainable classi er. In this two step approach, the accuracy of the classi cation task was
largely dependent on the design of the feature extraction method which invariably proved to
be very di cult. This changed with the rise of Deep Convolutional Neural Networks which
is a one step process in which feature extraction is also learnt by the network. Krizhevsky
et al. (2012), Hinton et al. (2012) developed an Image Classi cation system using Deep Con-
volutional Neural Networks and won both the Image Classi cation and the Object Detection
tasks in the 2012 ImageNet Large Scale Visual Recognition Challenge. Since then, most
of the submissions to the ImageNet challenge, all its winners and popular state-of-the-art
systems are all based on Deep Convolutional Neural Networks (Zeiler & Fergus 2013, 2014,
Simonyan & Zisserman 2015, Szegedy et al. 2015, He et al. 2016, Girshick et al. 2014). He
et al. (2015) was the rst to outperform humans at the Image Classi cation task as set out
in the ImageNet challenge and several more subsequent systems have surpassed human-level
performance. Hence, to the extent of the ImageNet challenge, the Image Classi cation and
Object detection tasks are considered to be solved.

Central to Convolutional Neural Networks is the concept of convolution Iters which
extract features from the image. We now provide a formal de nition of a convolution lter:

An image, in its simplest form ignoring colours, is a matrix of pixels. Letl be an image,
then | (x;y) which is (x;y)! element of the of the Image matrix represents the brightness of
the pixel located at coordinates ;y). Let | be anm n matrix. A convolution lter K,
also known as “kernel', is a matrix of weights or parameters. It is a smaller matrix than the
image, usually a 3 3 matrix in practice which is what we have assumed in our de nition
too. We then de ne a simple convolution product . between the Image and the convolution
Iter that results inanew (m 2) (n 2) matrix, which we will denote as C, as follows:

| K=C

where

XXX
C(xy) = [(x+D)+ i;(y+D+ j) KQ+i;2+]) (2.15)
i= 1j= 1

19 An imaginary rectangle that engulfs the object within it.
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Depending on the weights of the convolution lter, it is possible to detect di erent features,
like say a vertical edge or a horizontal edge, in a 3 3 portion of the image. Convolution
product can be thought of transforming them nimagel toa(m 2) (n 2)convolution
matrix C which consists only that feature which the convolution Iter K detects in the image.
For example, if the convolution Iter K has weights which enables it to detect horizontal edges
in the image |, then the convolution matrix C (I ¢K) will consist of all the horizontal edges
in the image as depicted in Figure 2.4.

Figure 2.4: A Convolution Filter which detects horizontal edges transforms an
image (left) to a Convolution Matrix or Feature Map (right) consisting the hori-
zontal edges of the image.

The weights of the convolution lters are learnt when training the Convolutional Neural
Network using the backpropagation algorithm. Usually, many di erent convolution Iters
(K1; Ko; i Kg) exist to extract di erent features from the image generating many di erent
convolution matrices (Cyq; Cp;::1; Cq). Usually, a non-linear activation function (Appendix
A.4) is then applied to the convolution matrices to get what are known as feature maps
which we are also denoting a<Cs. The feature mapsCs can be regarded as another image
and more convolution lters can be then applied on these forming subsequent layers of convo-
lutions. Proceeding this way, in "Deep' Convolutional Neural Network, we have many layers
of convolutions stacked one over the other. In an extreme case, ResNet-1202 (He et al. 2016)
has 1201 layers of convolutions stacked one above each other.

In a fully trained Deep Convolutional Neural Network, the rst layers of convolutions
detect low level features like edges. The next layers of convolutions detect higher level
features like shapes (circle, rectangle, etc). Going deeper, the next layers of convolutions
detect parts of an object like eyes or wheels. Finally, the deepest layers of convolutions are
able to detect faces and other objects in the image like cars, elephants, etcetera (see Figure
2.5). In addition to convolution lters, state-of-the-art Deep Convolutional Neural Networks
also consist other important engineering aspects like Pooling (Zeiler & Fergus 2013), Residual
connections (He et al. 2016), etcetera.

In my personal opinion, | perceive the dierent layers of a Deep Convolutional Neural
Network in terms of capturing contextual image information at di erent “levels of abstraction’,
from pixels to edges to geometric shapes to parts of an object to full objects and their location
in the image, in the form of feature maps. According to me, lower levels of abstraction
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Figure 2.5: Dierent layers of convolution in a Deep Convolutional Neural Net-
work detect di erent features. First layers of convolution detect low level features
like edges. Deeper layers of convolutions detect certain shapes like an eye or a
wheel. Deepest layers of convolution detect high level features like faces or cars.

like pixels or edges or even geometric shapes to some extent are not particularly useful for
Natural Language Processing because Human languages tend to operate at higher levels of
abstraction, usually starting from parts of objects (eyes) to full objects (face), which are
nouns, and beyond like action (smiling) which are verbs and characteristics of the object
(Cbeautiful' face) which are adjectives, so on. In recent times the feature maps from the deeper
layers of Image Classi cation models are capturing contextual information from the images
at the levels of abstraction which is overlapping with the levels of abstraction where human
languages operate, we are beginning to see the two disjointed elds of research “Computer
Vision' and “Natural Language Processing' as merging (see Figure 2.6). | also believe that for
a more meaningful and useful integration of the two elds, we need models which can capture
contextual information from the images at even higher levels of abstraction venturing further
into the range where human languages actually operate.

The rst e ective merger between Computer Vision and Natural Language Processing was
demonstrated in Image Captioning in Vinyals et al. (2015), Xu et al. (2015). Their systems
extracted features from an imagel in the form of feature maps from the deeper convolution
layers, usually the penultimate layer, of a Deep Convolutional Neural Network trained on
the ImageNet challenge. These extracted feature€, which are feature maps representing
contextual information from the image at higher levels of abstraction, were then fed to a
Recurrent Neural Network decoder which generated a caption (description) of the image.
Formally, let 1 be the raw image in its pixel form, C be the contextual information from the
image like feature maps capturing objects and their location, andS be a sentence describing
the image, then the Convolution Neural Network encoder can be viewed as modelling the
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Figure 2.6: Spectrum of Abstraction with di erent Levels. Deep Convolutional
Neural Networks trained on ImageNet dataset capture contextual information from
the image at di erent levels of abstraction from pixel-level to object-level. Human
languages tend to operate from level of objects or parts of object onwards to higher
levels of abstraction. The overlapping levels of abstraction has allowed for the two
disjointed elds of research - Computer Vision and Natural Language Processing

- to merge in recent times.

context given the image asp(Cjl ) and the Recurrent Neural Network decoder can be viewed
as modelling the description given the contextp(SjC).

Vinyals et al. (2015) used GoogLeNet or Inception v1 (Szegedy et al. 2015) and Xu et al.
(2015) used the Oxford VGGnet (Simonyan & Zisserman 2015) as image encoders which were
trained on the ImageNet challenge. Their decoder is a single Long Short-Term Memory unit.
Xu et al. (2015), in addition, used attention mechanism as described in equations 2.9,2.10
and 2.11 (see Section 2.1.2). The attention is over image representation from convolution
layers in VGGnet. These models were trained and tested on the Pascal VOC (Farhadi et al.
2010), Flickr8k (Rashtchian et al. 2010), Flickr30k (Young et al. 2014), MSCOCO (Lin et al.
2014) and SBU (Ordonez et al. 2011) datasets consisting of paird;(S) of images and its
descriptions. These systems defeated previous state-of-the-art (SOTA) Image Captioning
systems and achieved near human like performance of generating captions (see Table 2.1) as
measured using BiLingual Evaluation Understudy (BLEU) which compared the generated
description with a reference description. The descriptions generated by these systems were
also found to be uent. Further analysis reveals 27% of the descriptions generated by Vinyals
et al. (2015) are better than or equal to humans, and 32% of the generated descriptions pass
the Turing Test?? (Vinyals et al. 2016). The success of Vinyals et al. (2015), Xu et al. (2015)
and other Image Captioning systems can be attributed as one of the reasons leading to the
rising interest of the research community in joint Language and Vision tasks. For a more
detailed description of di erent Image Captioning approaches, please refer Bernardi et al.
(2016).

It is important to note at this stage that one major problem faced in many Language
and Vision tasks is the evaluation of multimodal systems. For instance, in Image Captioning,

201n other words, humans were unable to decide if these captions (descriptions) were generated by a computer
or a human.
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Image Captioning Approach PASCAL Flickr30k Flickr8k SBU MSCOCO

Previous SOTA 25 56 58 19 -
Vinyals et al. (2015) 59 66 63 28 67
Xu et al. (2015) - 67 67 - 72
Human 69 68 70 - -

Table 2.1: Performance of Image Captioning approaches as measured using
BLEU-1 across di erent Image Captioning test sets.

systems were evaluated using Machine Translation metrics like BLEU, METEOR, TER or
other Image Captioning speci ¢ metrics like CIDEr (Vedantam et al. 2015), SPICE (Anderson
et al. 2016) or ROUGE (Lin 2004). These may not be completely relevant because such
metrics disregard the actual image information. One solution is to develop and use new
image-aware evaluation metrics for Language and Vision tasks like VIFIDEL (Madhyastha
et al. 2019) for Image Captioning which measures similarity between the objects in the image
and the words in the generated descriptions using Word Mover's Distance (Kusner et al.
2015).

Secondly, another important research question is to probe the utility of images and image
representations for Language and Vision tasks. A standard practice in many Language and
Vision tasks, like in Image Captioning, is to extract features from the state-of-the-art Deep
Convolutional Neural Networks like Simonyan & Zisserman (2015), Szegedy et al. (2015) and
He et al. (2016) which are trained for the ImageNet's Image Classi cation challenge where the
output of the network is a distribution over 1000 object categories. The features commonly
used can be of three types (a) Spatial features which are the feature maps extracted from
speci ¢ convolutional layers, (b) Pooled features which is what we get when a pooling layer
or a fully connected layer is applied to the feature maps which vectorizes the matrices and in
the process looses spatial information, and (c) Posterior distribution over object classes which
is extracted from the output layer (See gure 2.7). These can be viewed as an ascending level
of abstractions from dense representation to compact vector representation to objects in the
image. In addition to these, we can also obtain pooled feature vectors from di erent regions
of a given image, with regions predicted by an Object Detection systems like Girshick et al.
(2014), Ren et al. (2015).

In Image Captioning, Madhyastha et al. (2018) explored the usefulness of di erent image
representations like (1) Pooled image features from the penultimate layer of a Deep Convo-
lution Neural Network trained on ImageNet challenge, (2) Posterior distribution over object
classes from the nal layer of a Deep Convolutional Neural Network, (3) Bag-of-Objects which
are the di erent objects found in the image. They found Bag-of-Objects representation of
the image, which is a higher-level of abstraction, bene ts Image Captioning. Wu, Shen, Liu,
Dick & Van Den Hengel (2016) and You et al. (2016) also found a similar result where they
show a posterior distribution over object classes bene ts Image Captioning more than using
feature maps from lower layers of a Deep Convolutional Neural Network. Wang et al. (2018)
show that more high-level abstractions like the frequency, size and position of objects in the
image can also play a role in forming a good image representation which is useful for Image
Captioning. In general, these results suggest contextual information from images capturing
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Figure 2.7: Image Features from a Deep Convolutional Neural Network trained
on Image Classi cation. Spatial features preserve spatial information while pooled
features and posterior distribution over object classes lose spatial information.

higher levels of abstraction are useful, which is something we also found in our experiments
on Multimodal Word Sense Translation.

2.4.2 Multimodal Machine Translation

The success of Image Captioning encouraged researchers to extend monomodal text-only
Natural Language Processing tasks to incorporate Vision modality. One such extension is
Multimodal Machine Translation. Formally, if | is an image, x is its description in the
source language andy is all possible translations in the target language, then a probability
distribution p(yjx;|) could be used to get the correct translationy*as follows:

¥ = arg max p(yjx; 1) (2.16)
y2Y

To enable modelling p(yjx; 1), we need a corpus of triples of the form X;y;1). There have
been a few such datasets like IAPR TC-12 (Grubinger et al. 2006, Clough et al. 2006), ex-
tension of Flickr8k to Chinese (Li et al. 2016), extension of Flickr8k to Turkish (Unal et al.
2016), and Multi30k dataset®’® (Elliott et al. 2016, Specia et al. 2016, Elliott et al. 2017,
Barrault et al. 2018). This PhD research is based on Multi30K which was created from the
Flickr30k dataset (Young et al. 2014).

Multi30K dataset:  The Multi30K dataset originally contained 31,014 images described
in English with translations in German (Elliott et al. 2016). The images were sampled
from Flickr30K dataset (Plummer et al. 2015). The English descriptions were collected from
Amazon Mechanical Turk?? and the German translations were collected from professional
English-German translators contracted via an established language service company in Ger-
many. To ensure an even distribution over description length, the English descriptions were
chosen based on their relative length, with an equal number of longest, shortest, and median
length source descriptions. The translators were shown an English language sentence and
asked to produce a correct and uent translation for it in German, without seeing the image
which can be regarded as a caveat of this dataset. The original creators of the dataset had

2 hitps://github.com/multi30k/dataset
22 http://www.mturk.com
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decided against showing the images to translators to make this process as close as possible to
a standard translation task. In Specia et al. (2016), this dataset was split into 29,000 Train
samples, 1014 Validation samples and 1000 Test samples (which we will refer to Test 2016).

Figure 2.8: A Multi30K sample consisting an image and its description in English
with translations in German, French and Czech.

Dataset Statistic English German French Czech
Train (29000 samples) Number of words 377534 360706 409845 297212
P Words per sentence 13.0 12.4 14.1 10.2
S Number of words 13308 12828 14381 10342
Validation (1014 samples) Words per sentence  13.1 12.7 14.2 10.2
Number of words 12968 12103 13988 10497
Test 2016 (1000 samples) Words per sentence  13.0 121 140 105
: Number of words 11376 10758 12596 9078
Test 2017 Flickr (1000 samples) \yo ¢ per sentence 114 108 126 9.1

Number of words 5239 5158 5710 4115
Words per sentence 11.4 11.2 12.4 8.9

Number of words 13774 12325 15564 10684
Words per sentence 12.8 11.5 14.5 10.0

Test 2017 MSCOCO (461 samples)

Test 2018 (1071 samples)

Table 2.2: Statistics of the Multi30K dataset which consists 5-tuples consisting
an image, its description in English, and its translations in German, French and
Czech.

Later, in Elliott et al. (2017), the dataset was extended to include (1) crowdsourced French
translations, and (2) two additional test sets - Test 2017 Flickr and Test 2017 MSCOCO. The
crowdsourced translations were collected from 12 workers using an internal platform where
the translators had access to the source English description, the image and an automatic
translation created with a standard phrase-based Statistical Machine Translation system
(Koehn et al. 2007) trained on WMT15 parallel text (Bojar et al. 2015). The automatic
translations were presented to the crowdworkers to further simplify the crowdsourcing task.
A caveat for these translations is that the crowdworkers were not professional translators.

The Test 2017 Flickr has 1000 images sampled from the Flickr dataset with crowdsourced
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English descriptions using crowd ower® and professional German translations via profes-
sional English-German translators and crowdsourced French translations by the same 12
workers who extended the Train, Validation and Test 2016 versions of Multi30K. The Test
2017 MSCOCO has 461 images sampled from the VerSe dataset (Gella et al. 2016) which
comes from the MSCOCO dataset (Lin et al. 2014) and TUHOI dataset (Le et al. 2014).
These come with English descriptions which consist ambigous verbs (action words with mul-
tiple senses). Its German and French translations were created using the same procedure as
Test 2017 Flickr dataset.

Finally, in Barrault et al. (2018), the Multi30K dataset was extended further with (1)
translations of the image descriptions into Czech and (2) A new test dataset - Test 2018.
The Czech translations were produced by 15 workers who were university and high school
students and teachers. The translators used the same internal platform that was used to
collect the French translations for the Multi30K dataset. The Czech translators had access
to the source description in English and the image only (no automatic translation into Czech
was presented). The Test 2018 contains images sampled from Flickr dataset and then crowd-
sourced English description and professional German translation and crowdsourced French
and Czhech translations consistent to the earlier versions of the dataset.

Today, the Multi30k dataset consists of 5-tuples of the form €n; de;fr;cs;1) where |l is
an image,en is a description of the image andde; fr; cs are the translations of the description
in German, French and Czech respectively (see Figure 2.8). The dataset is divided into train-
ing, validation and di erent test sets (see Table 2.2) for the di erent years the Multimodal
Machine Translation shared task was conducted.

A standard practice in Multimodal Machine Translation, inspired from Image Captioning,
is to extract image features of an image using a Deep Convolutional Neural Network trained
on ImageNet challenge (spatial features or pooled features or posterior distribution over ob-
ject classes) and then use it in a standard Recurrent Neural Network based Encoder-Decoder.
Some of the approaches of using the image features are described below:

Use Image Features to initialise the Encoder and Decoder: This is a very easy
and straightforward incorporation of image features in the Neural Machine Translation archi-
tecture employed in several works (Elliott et al. 2015, Huang et al. 2016, Hokamp & Calixto
2016, Libovicky et al. 2016, Calixto, Dutta Chowdhury & Liu 2017, Madhyastha et al. 2017,
Caglayan, Aransa, Bardet, Garcia-Martinez, Bougares, Barrault, Masana, Herranz & van de
Weijer 2017). The only care that needs to be taken is that the hidden state dimension of the
encoder or decoder and the dimension of image features is equal. Formally\ifis the image
feature of dimensiond,, and the Recurrent Neural Network Encoder or Decoder takes a hid-
den state h of dimensiond, then some transformation (linear or non-linear)f : R% 1 R%js
learned which is then followed by initializing the start state hg of Recurrent Neural Network
simply as:

Hidden State of Encoder or Decoder at time step 0 =hg = f (v): (2.17)

The rest of the Neural Machine Translation architecture remains the same. More often than
not, dimension of image featuresd, is much larger than the dimensiond of hidden state

B hitp:/www.crowdflower.com
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of Encoder or Decoder . This means the transformationf is shrinking the image features
further which is essentially dimension reduction. A potential weakness could therefore be
that some valuable information from the image is being lost in this dimension reduction step.

Add or Multiply of Concatenate the Image Feature to Word Embeddings:
This is another simple strategy of using image features in Neural Machine Translation. Mad-
hyastha et al. (2017) added image features to word embeddings of the words in the source
sentence. Caglayan, Aransa, Bardet, Garcia-Martinez, Bougares, Barrault, Masana, Herranz
& van de Weijer (2017) did element-wise multiplication of image features to word embedding
of words in the source sentence and target sentence. There is a possibility of concatenat-
ing too. Basically, if w is a word-embedding being used in the Neural Machine Translation
system (at any stage), then we can combinev and v in some way like adding, multiply-
ing and concatenating. A generalization would be to have some transformation$; and f,
such that f1(w) and f,(v) are compatible for a combination like addition or multiplication.
Again, dimensions of the word embeddings and the visual features need to be equal (except
in concatenation case) or at least compatible to the operation to be tried. In practice, there
is always a dimension reduction of the visual features which takes us back to the loss of
information mentioned earlier. A big advantage though is that some form of multimodal
embedding for each word given image is being learned like in addition

f1(w) + fa(v) = f (w;v) = Multimodal Embedding (2.18)

This, in theory, has the potential of disambiguating the senses of ambiguous word# using
imagev.

Use Image Feature as a word in the source sentence: This strategy treats image
feature as a word. Calixto, Dutta Chowdhury & Liu (2017) adds image features as words
at the beginning and end of the source sentence. Basically, if the sentence is a sequence of
word embeddings (v1;w2;  ;wy), then we feed the following sequence of embeddings to the
Neural Machine Translation system as inputs:

Input to Recurrent Neural Network Encoder = ( f (v);wy;Wa;  ;wq;f (V) (2.19)

This is, theoretically, no di erent from initializing the Encoder recurrent neural network, ex-
cept that it is also ending with the image features. In general, we can place the image feature
at any position in the source sentence. This approach also requires image features to be of
the same dimension as the word embeddings which usually involved dimension reduction of
the image, like in previous approaches. So, this approach is also likely to have loss of visual
information. One interesting possibility could be to look at strategically placing the visual
features in the sentence. By strategically, it means to place the image features only at places
where we may need them like around ambiguous words only.

Multitask Learning - Use Image Features in a separate task: Elliott & Kadar
(2017) introduced the idea of multitask learning for Multimodal Machine Translation. In this
approach we have a single Neural Network performing two tasks, one of which is the standard
translation task and the other uses the image feature. The network is trained end-to-end.
In Elliott & Kadar (2017), the other task is the reverse of Image Captioning which is to
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Figure 2.9: Multi-task Learning (Imagination) for Multimodal Machine Transla-

tion. One Encoder encodes the source sentence to H and two decoders, one decodes
H into the translation and ohter decodes H into the image feature which has been
derived from a Deep Convolutional Neural Network trained on Image Classi ca-
tion.

predict image features from the source sentence description as depicted in Figure 2.9. This
architecture has one Recurrent Neural Network Encoder which encodes the source sentence
and two Decoders, a Recurrent Neural Network Decoder for translation and a Decoder with
just a softmax layer for predicting the image feature. It is an interesting strategy with the ob-
jective of using visual features in regularizing the Encoder weights. Unlike other Multimodal
Machine Translation approaches where the number of model parameters increase due to the
inclusion of image features, here the number of parameters that go into the standard Machine
Translation task remain the same. The additional parameters due to image features are only
for the other task. The big disadvantage of this approach, however, is that images have no
role to play at test time. Consider the hypothetical situation where the source sentence is
\a man is holding a seal" (The same example in the introduction. See Figures 1.2 and 1.3).
Since image will not be used as an input by such a model at test time, it will therefore be,
theoretically, incapable of resolving the ambiguity of “seal'.

Separate Attention Mechanism and Gating over Image Features: The idea of
separate attention mechanism over image features for Multimodal Machine Translation was
rst introduced in Calixto, Liu & Campbell (2017). In a text-only Neural Machine Transla-
tion, attention mechanism is over the hidden states of the Encoder (see equations 2.9, 2.10
and 2.11). Here the attention mechanism is over the spatial features of the image. The two
attention mechanisms, one over Encoder hidden states and one over visual spatial features,
result in two context vectors - textual context ¢/ and visual context ¢y - at each time step
t for the Decoder Recurrent Neural Network. The two context vectors can be combined in
many di erent ways like concatenating or adding. One interesting approach is to have a sec-
ond attention mechanism over the two context vectors (Helcl & Libovicky 2017), to get one
combined context vector. Such a model architecture allows the Decoder to peek at di erent
areas in the image depending on what words it has generated so far. A big positive of this
approach is that it seems to be doing what a human translator does, i.e. when generating the
next word in the translation look at the image and the source sentence to verify. A potential
future idea could be to have three attention mechanisms - (a) Attention over source text, (a)
Attention over image, and (a) Attention over translation/target sentence generated so far.
The engineering practicality of this idea needs to be looked into, but the analogy is that a
human translator would look at all three - the source sentence, the image, the translation
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made so far - to generate the next word. An important feature of attention mechanisms
worth mentioning is the concept of "Gating', i.e. a sigmoid function that decides to allow the
signal to pass or not. The analogy is that a human translator has the freedom to disregard
the image when not needed in generating the next word. More discussion on the importance
of gating in such attention based multimodal machine translation approaches can be found
in Delbrouck & Dupont (2017).

We will now take a closer look at how Multimodal Machine Translation systems are
evaluated. Currently, Multimodal Machine Translation systems are evaluated using the same
automatic metrics which are used in evaluating text-only machine translation systems.The
closer a machine translation output is to a professional human translation, the better it is.
This is the central idea underlying most metrics. The popular ones are BLEU (Papineni
et al. 2002), METEOR (Denkowski & Lavie 2014) and TER (Snover et al. 2006).

BLEU: To measure the “closeness', BLEU relies on computing-gram precisionp, which
is essentially the proportion of n-grams in machine translation output found in the reference
(without repetition). Consider the following example:

Candidate: The cat is on the mat

Reference:There is a cat on the mat

Here Unigram precision isp; = 5=6, bigram precision isp, = 2=5, and so on. The nal
formulation of BLEU metric is some form of parametrized geometric mean of di erent n-
gram precisions as follows:

X
BLEU = BP exp( (wnlog(pn)) (2.20)

n=1

Where BP is the penalty term to penalize the score of shorter candidate translations, N is
the number of n-gram precisions to be considered andv, are weights that sum to 1. If cis
length of candidate sentence and is the length of reference, then typically,

1; ifc r

N =4 whp=1=N=1=+4 BP = 2.21
" el (9 ifc r (2.:21)

The advantage of the above formulation is that it is easy, quick and inexpensive to compute.
The disadvantage, however, is that BLEU metric completely disregards use of synonyms and
only measures direct word-by-word similarity, looking to match and measure the extent to
which word clusters in candidate and reference are identical. Accurate translations that use
di erent words score poorly since there is no match in the reference. Callison-Burch et al.
(2006) showed improvements in BLEU do not necessarily indicate achieving actual improve-
ments in translation quality. Over the years, many have argued and criticized using BLEU
to evaluate machine translation systems and thus new metrics have emerged like Meteor.

METEOR: METEOR evaluates candidate translations by aligning them to reference
translations and calculating sentence-level similarity scores. For a candidate-reference pair,
the space of possible alignments is constructed by exhaustively identifying all possible matches
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between the sentences according to the following matchers - (lxact: Match words if
they are identical. (2) Stem: Stem words using a language appropriate Snowball Stemmer
(Porter 2001, Willett 2006) and match if the stems are identical. (3) Synonym: Match
words if they are found to be in the same synonym set according to WordNet database
(Fellbaum 1998) or other language specic databases. (4)Paraphrase: Match phrases
if they are listed as paraphrases in a language appropriate paraphrase table. Paraphrases
are automatically extracted from the training parallel sentence using the translation pivot
approach (Bannard & Callison-Burch 2005). After aligning candidate sentence to reference,
the METEOR score is calculated as follows. First, content and function words are identi ed
in the candidate/hypothesis denoted ashg; h; respectively and also in the reference denoted
asr; r¢ respectively. For a list of matchers being used (in this case four matchers are used),
let m; denote the i matcher, and mj(h;) be the counts of the number of content words
covered by matches of this type in the hypothesis. Similarlym;(h;); m;i(rc); and m;(r¢) are
counted. Following this a weighted precisionP and recall R are computed as follows:

Pow(mihg+ @ ymi(h)
jhef + (@ )jhgj

P= (2.22)
P
iwi(mi(re)+ (1 )mi(re))
jrd+ @ i}
where w; is the weightage of thei™™ matcher and is the weightage given to content words.

Finally, Meteor is calculated as a parametrized harmonic mean of precision and recall together
with a penalty term pen as follows,

R =

(2.23)

(1 pen P R
METEOR = P+ R (2.24)

The penalty term accounts for gaps and di erences in word order and it is described in detail

in Denkowski & Lavie (2014). The advantage of METEOR is that it directly addresses many
weaknesses of BLEU like (a) lack of recall, (b) disregarding synonyms, (c) geometric mean
of n-gram precisions can be 0 and hence BLEU is meaningless at sentence level. The disad-
vantage, however, is that computing METEOR is complicated with many hyperparameters

(; ; matcher weights w;; etc.) and that it uses external resources like WordNet for synonym.

It cannot be used for languages that do not have WordNet like databases like Persian for
instance. Also, the overall computation is slower than BLEU.

TER: Translation Edit Rate (TER) has a post-editing approach to evaluate Machine
Translation. It measures the amount of editing that a human would have to perform to
change a system output so that it matches a reference translation. Its formulation is rather
simple:

Number of edits

TER = . 2.25
Length of reference translation ( )

The kind of edits include insertion, deletion, and substitution of single words as well as shifts
of word sequences. Punctuation changes and capitalization are also considered as edits.
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BLEU, METEOR and TER rely on gold standard reference translation and could su er
from “reference bias' (Fomicheva & Specia 2016) as these metrics only look at the monolin-
gual reference translation and not the input sentence or the image. Besides, my personal
observation is that the in uence of image on the translation is generally subtle but never-
theless quite valuable. In the sense, if a human translator was asked to translate a source
sentence rst and only then is allowed to look at the corresponding image and make changes,
then the changes or edits that will be made are too few, albeit quite valuable because the
meaning of the whole sentence changes radically. Often no change is needed, but whenever
it is needed then changing one or two words is usually more than enough. A proper survey
study is needed to provide evidence for this observation, but in a toy experiment with just 50
examples we saw as low as 0.4% of words changed (a generous upper bound). This amounts
to atmost 0.4% improvement in unigram precision, 0.8% improvement in bi-gram precision,
1.2% in 3-gram and 1.6% in 4-gram. Now from Mathematics, we know geometric mean is
smaller than arithmetic mean which essentially means, improvements in BLEU-4 that an
image can contribute will have an upperbound of 1% (a generous upperbound). In practice,
the improvements we observe will be much lower and often not statistically signi cant. This
essentially highlights the limitation of automatic machine translation metrics being incapable
to capture the improvements in translation due to images. Since the impact of images on
Machine Translation is subtle according to our toy experiment, hence more sensitive metrics
are needed. Metrics which, perhaps, focused on speci ¢ improvements an image can bring to
translation like disambiguating ambiguous word correctly and then translating it accordingly.

2.4.3 Visual Sense Disambiguation

Visual Sense Disambiguation is the task of disambiguating the sense of a word from an image.
Formally, given an imagel , an ambiguous wordw, its textual context T and a set of its senses
S(w) = fsy;s¥; :::;stSjg, the objective is to learn a mappingf such that f (w;1) 2 S(w) is
the most appropriate sense of the wordv. We can use a probability distribution p(sjw; T;1)

to identify the correct sense just like in equation 2.13 as follows:

f(w;l;T)=%=argmax p(sjw;1;T) (2.26)
s2S(w)

Modelling p(sjw; I; T ) remains an important challenge because there have been very few at-
tempts and fewer datasets for solving this task.

The rst approach to Visual Sense Disambiguation was done for nouns using web images
in Loe et al. (2006). The images were extracted from Yahoo! image query API using the
ambiguous words as keywords to query. The extracted images were then labeled with the
correct sense by human annotators via crowdsourcing. It is important to note, Alm et al.
(2006) observed that annotating sense labels to images is more di cult, subjective and vague
as compared to annotating sense labels to text. Next, multimodal features from the image
and text on the webpage containing the image were extracted. For text features, bags-of-
words weighted with TFIDF (Appendix A.9) was used. For image features, they identi ed
key regions in the image using keypoint detection algorithm Kadir & Brady (2001) and then
identi ed the keypoint to be a class from a collection of 300 classes using a Gaussian Mixture
model (Reynolds 2009). Then bag-of-keypoints was used as the image feature. Next, they
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used spectral clustering (Ng et al. 2002) over the multimodal features to cluster the images
and identify the senses. The most common sense in a cluster was identi ed as the sense of
that cluster.

In other approaches, Saenko & Darrell (2009) employ a Lesk-based approach (see equation
2.12) where sense de nitionD (s) is obtained from a dictionary and words surrounding the
image on the webpage containing it is used as the context. One may argue that this does not
count as Visual Sense Disambiguation. Barnard & Johnson (2005) and Chen et al. (2015) use
Object Detection models to extract the image features. Barnard & Johnson (2005) then uses a
statistical noisy-channel formulation like in equation 2.14 and the Expectation Maximization
algorithm (Dempster et al. 1977). Chen et al. (2015), in addition to image features, extracts
textual features of the text surrounding the image from the webpage containing it. Both the
text features and image features are taken as pairs and then co-clustered using Expectation-
Maximisation algorithm (Dempster et al. 1977).

Finally, the most recent work in Visual Sense Disambiguation (Gella et al. 2016) focused
on Visual Sense Disambiguation of verbs and created a dedicated dataset VerSdor the task.
Their approach is also a Lesk-based algorithm (see equation 2.12) which measures relatedness
between image features or multimodal features and text features of the dictionary de nition
of senses. The image features are obtained from VGGnet (Simonyan & Zisserman 2015). All
the approaches in Visual Sense Disambiguation, mentioned above, have been unsupervised
approaches; either a Lesk-based approach or Clustering. Our approaches to Multimodal
Word Sense Translation, which can be regarded as a version of Visual Sense Disambiguation,
are supervised approaches.

% hitps://github.com/spandanagella/verse



Chapter 3

Dataset for Multimodal Word
Sense Translation

Inspired by the tasks of Multimodal Machine Translation and Visual Sense Disambiguation
we introduced a new task called Multimodal Word Sense Translation. The aim of this new
task is to correctly translate an ambiguous word given its context - an image and a sentence
in the source language - while preserving its sense. Formally, i is an ambiguous word, v
is the visual context which is an image pertaining to a particular sense ok, t is the textual
context which is a source sentence describing the image in the source language, avidis a
collection of all possible lexical translations, then a probability distribution p(yjx;v;t) could
be used to get the most probable translationy”of x which preserves its sense:

§ = arg max p(yjx; v;t) (3.1)
y2Y

For modelling p(yjx;v;t), we need a labelled dataset of 4-tuples of the form:
f(xi;yiiti;vi)gity (3.2)

wheren is the size of the dataset andx;; yi;ti; v; are the ambiguous word, its sense preserving
lexical translation, source sentence and image respectively. We created such a dataset and it
is available for use and analysis agithub.com/sheffieldnlp/mit . Our language resource
has several potential uses including evaluation of Word Sense Disambiguation capabilities of
both, text-only and multimodal Machine Translation systems which we present towards the
end of this chapter.

3.1 Creating the Dataset

To create our dataset, we made use of the already existing Multi30K dataset (Elliott et al.
2016, Specia et al. 2016, Elliott et al. 2017, Barrault et al. 2018) (see Table 2.2), an extension
of the Flickr30K dataset (Young et al. 2014), which consists samples of the form\;t;;r;)

1We use the term “ambiguous' for those words in the source language that have multiple lexical translations
in the target language in a given parallel corpus, loosely representing di erent “senses' of the word in that
corpus.

38
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where v; is a visual context (an image), t; is a textual context (description of the image in
the source language English) and; is a reference translation of the description in the target
language (German or French or Czech) by human translatorsi(is an integer index represent-
ing a particular sample in the dataset). From this sentence-level dataset, we extracted the
ambiguous words and their lexical translations using the following steps:

Pre-processing ! Word Alignment ! Automatic Filtering ' Human Filtering

3.1.1 Pre-processing

Sentences in all languages were lowercased and tokenized using scripts from the Moses todlkit
(Koehn et al. 2007). German sentences, which may contain compound words like “sonnen-
blumenkerne' (sun ower seeds), were split or decompounded using a pre-trained model of
SEmantic COmpound Splitter (SECOS)® (Riedl & Biemann 2016). In the above example,
“sonnenblumenkerne’ was decompounded to “sonne blume kerne' corresponding to “sun ower
seed'. Even ‘sonnenblume' corresponding to “sun ower' is splitted to "sonne blume™ (sun
ower). This is one caveat where decompounding may split a German word many times.

Also, since we are not interested in distinguishing morphological variants of the words,
we lemmatized all sentences in the respective languages, which reduced the vocabulary size
and led to better word alignment in the later step. For English, German and French, we
used Ahmet Aker's Part Of Speech Tagger and Lemmatizer toolkif which is based on the
Helsinki Finite-State Transducer Technology (HFST) (Linden et al. 2013) and “word-lemma’
dictionaries. For Czech, we used the MorphoDiTa toolki® (Strakowa et al. 2014). It was
later observed that many words in all the languages did not get lemmatized because the
Finite-State Transducer had not returned any lemma suggestions and these words were not
found in the “word-lemma dictionary' used by the Lemmatizers.

3.1.2 Word Alignment

In a parallel corpus, word alignment refers to aligning words in the source sentence to the
words in the target sentence which may mean the same or play the same role as depicted in
Figure 3.1. In Statistical Machine Translation, word alignment models are commonly used
as important sub-components in the noisy channel formulation (see Equation 2.6).

After the pre-processing step, we aligned the word tokens in the Multi30K parallel corpus
using Fast Align® (Dyer et al. 2013). We used Fast Align as compared to Giza++ (Och &
Ney 2003) because it is more recent, faster and also because phrase based Statistical Machine
Translation systems trained on Fast Align were found to perform better compared to those
trained on Giza++ alignment model (Dyer et al. 2013). Fast Align generates asymmetric
word alignments on a parallel corpus depending on which language in the parallel corpus is
treated as the source language. For instance, in English-Czech parallel corpus, if English is
treated as the source language (and Czech is the target language) then we get an alignment

Zhttps:/github.com/moses-smt/mosesdecoder
3https://github.com/riedima/SECOS
“http://staffwww.dcs.shef.ac.uk/people/A.Aker/activityNLPProjects.html
®http://ufal.mff.cuni.cz/morphodita

Shttps://github.com/clab/fast_align
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Figure 3.1: An example of word alignment. The words in the English sentence
\if you were there you would know it now" and those in the Czech sentence \kdy-
bys tam byl, ted' bys to \edl" are aligned represented by the black squares. For
example, both \you" and \would" in English are aligned to \bys" in Czech.

which is di erent from the alignment obtained when Czech is treated as the source language.
In the example in gure 3.1, when English is the source language then the English word \it"

is aligned to the Czech word \to", but when Czech is the source language then the Czech
word \to" is aligned to the English word \would". In our case, we generated both alignments
which we call - “forward alignment' where English is treated as the source language, and
‘reverse alignment' where German or French or Czech is treated as the source language. To
learn better word alignments, we trained Fast Align models on a larger corpus comprising
of the Europarl parallel corpus’ Koehn (2005) in addition to the Multi30K parallel corpus

for the English-German, English-French and English-Czech language pairs separately. The
Europarl corpus was also pre-processed using the same pre-processing steps as indicated in
Section 3.1.1 before word alignment.

3.1.3 Automatic Filtering

In this step we removed all the word alignments which have stop word$in either the source
language or the target language. For English, French and German, we used the stop words
list from Natural Language ToolKit (NLTK) (Loper & Bird 2002). For Czech, we used the
Google stop-words dataset. Next, we selected only those word alignments which were found
in both the “forward alignment' and the ‘reverse alignment' directions. All other alignments
were removed. In addition, we Itered out the alignments between words with di erent Part-
Of-Speech?® (POS) tags. For English, German and French we used Ahmet Aker's POS Tagger

"http://www.statmt.org/europarl/

8Stop words refer to words or tokens which can be removed from a dataset for a particular task because
these do not add any signi cant value in solving that task. Most commonly, words in English like “the', "a',
‘is', etcetera are not useful for many tasks so we remove them.

®https://code.google.com/p/stop-words/

0part Of Speech tags refer to syntactic category of a word like Noun, Adjective, Verb, etcetera for English.
We aligned Part Of Speech tags across languages.
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(see footnote 4) and for Czech we used MorphoDiTa (see footnote 5). Next, we removed all
those English words that were aligned to a single word in the target language across the entire
Multi30K corpus because these are considered to be unambiguous words in English. This way
we retained in our dataset only the potentially ambiguous English words, i.e. those aligned
to multiple words in the target language. These retained alignments were converted into a
dictionary format where “Keys' are the potentially ambiguous English words and “Values' are
all the words in the target language that got aligned to it by the Fast Align model. For
instance, in English-French language pair we have examples like:

four ! quart, quartequatre

woods! forét, bois

western! occidental, western

hat ! casque, casquette, chapeau, haut, bonnet, couvre, lepi, keret

A dictionary for each target language (German, French and Czech) from the word alignments
of each language pair was built independently, i.e. one for English-German, one for English-
French and one for English-Czech.

3.1.4 Human Filtering of Dictionaries

Finally, each dictionary (English-German, English-French and English-Czech) obtained from
the Automatic Filtering step were given to human annotators for a nal inspection and
Itering. Human annotators were native speakers of the target languages (French or German
or Czech) who were also uent in English. They were asked to,

1. Filter out instances which they believed did not have multiple senses.
For example, "western! occidental, westerr

2. Filter out target words (Values) which they believed are not translations of the source
word (Key) in any context.
For example, in "hat! casque, casquette, chapeau, haut, bonnet, couvre, lepi, leret
the French word haut is not a translation of the English word hat in any context so we
removed it from the dictionary.

The annotators were given the freedom to use any other resource, such as bilingual dictionar-
ies, existing translation tools, etcetera that may help them Iter the dictionaries. We would
like to point out, while several annotators worked on cleaning the dictionaries, each entry in
the dictionary was cleaned by a lone annotator. Hence, we could not measure inter-annotator
agreement. Also, it is important to note that ambiguity is a subjective concept and di er-
ent annotators may disagree as to which words they consider are ambiguous. For example,
some consider the English word “white' is unambiguous while many others consider it to be
ambiguous where one sense refers to white as the colour and the other sense refers to white
as the race. We gave our annotators the freedom to decide which words they thought were
ambiguous and which they thought were not.

After the nal ltering and inspection of the dictionaries, for each (Key, Value) pair in the
dictionaries we retrieved the visual and textual contexts (imagev and its English description
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t respectively) from the Multi30K dataset by searching for samples which have the Key in the
English description t and the Value in the reference translationr. This way, we got 5-tuples
of the form (x;y;v;t;r) where x is the Key which is the ambiguous word,y is the Value which

is the sense-preserving translation ok. For our task of Multimodal Word Sense Translation,

we do not need the reference translation so we can ignone from the dataset. A couple of
examples are shown below in Figure 3.2.

Figure 3.2: Samples from the dataset for Multimodal Word Sense Transla-
tion. The ambiguous word “subway' has two di erent sense translations - “subway"
(brand) and “bahnstation’ (metro train station) - according to the textual and visual
contexts.

3.1.5 Additional Human Filtering for the 2018 Test Set

The above procedure from pre-processing (section 3.1.1) to human Itering of dictionaries
(section 3.1.4) was performed on the Train, Validation, Test 2016, Test 2017 Flickr and Test
2017 MSCOCO datasets of the Multi30K dataset taken as a whole (see Table 2.2). The Test
2018 dataset of Multi30K, which consists 1071 ;t;r) parallel samples, was not available at
the time when we created our dictionaries. So, for Test 2018, we retrieved the test instances,
5-tuples of the form (x;y;v;t;r), using the existing dictionaries created from the earlier
datasets. We used the same string matching approach, i.e., for every (Key, Value) paix{y)

in our dictionary we extracted samples {;t;r) from Test 2018 Multi30K such that t contains
the Key x and r contains the Valuey.

Next, from these test samples, the English descriptiont together with the ambiguous
word x and the sety* of all possible Word Sense Translation candidates of the ambiguous
word x were provided to human annotators who were bilingual speakers of both English and
the target language under consideration (German or French or Czech). The corresponding
image v was also provided but not explicitly shown to the annotators. They had the option
to look at the image if they have to and specify that they used the image. Annotators for
Czech, however, did not see the image at all when ltering the Test 2018 set.

The objective for the annotators was to select those sense-preserving translation candi-
dates from y* which they thought conform to both the English description and the corre-
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sponding image. In other words, they had to lter out those translation candidates that do
not conform to either the English description or the image while having the options (a) to
look at the image (if they think the visual context is needed to make a decision) or (b) ignore
it completely (if they think the visual context is not needed to decide). If they selected all
available translation candidates (i.e. did not lIter out any single translation candidate) then
those examples were removed. Also, the other extreme where they ltered out every trans-
lation candidate were also removed. They had the option to add their own sense-preserving
translations conforming to the context if they wished to do so. We demonstrate the addi-
tional human Itering process with the following example,

We showed our annotator, who was a native speaker of German and also uent in English,
the following,

Ambiguous word:  hat

Textual context:  a cute boy with his hat looking out of a window.

Sense Translation Candidates: kappe, matze, haten, kopf, kopfbedeckung, kopfbedeckun-
gen, hut, helm, hate, helmen, matzen

Then the annotator was asked\Do you need the corresponding image to know the context
better in order to decide the correct sense-preserving translations of the ambiguous word®y
this instance the annotator answered “yes' and proceeded to look at the image in Figure 3.3.

Ambiguous word : hat

Textual context : a cute boy with his hat looking out of a window.

Translation candidates : fkappe, matze, haten, kopf, kopfbedeckung, kopfbedeckungen, hut, helm,
hate, helmen, matzeng

Figure 3.3: Example of Additional Human Filtering for the 2018 test set where
image was used. Human annotator opted to look at the image to decide the set of
correct sense-preserving translations of the ambiguous wortiat. The annotator
selectedf kappe, mutze, mutzeng as the set of correct sense-preserving translations
from the set of translation candidates.

After looking at the image, the annotator selectedkappe, msatze, matzen as the correct
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sense-preserving translations ohat in the given context. We noted down that the image
was seen to make a decision in this case. Next, we also checked if the reference translation
r of the source sentence contained any of the selected sense-preserving translations. In this
case, the reference translation idein s1 jung mit mutze blicken aus einem fenster" which
contains mutze.

In many other instances, like in Figure 3.4, the annotator answered "no' and did the
Itering without looking at the image because the annotator did not think the image was
needed.

Ambiguous word : shot

Textual context : a soccer player in gray making a successfighot on goal in a soccer game.
Translation candidates : faufnahme, bild, foto, schuss, schmapse, schnaps, schiet, schie en,
bowlingwurf, wurf g

Figure 3.4: Example of Additional human ltering for the 2018 test set where
image was not used. Human annotator did not opt to look at the image to decide
the set of correct sense-preserving translations of the ambiguous woshot. The
annotator selectedf schusg as the set of correct sense-preserving translations from
the set of translation candidates.

3.2 Analysis of the Dataset

The statistics of the dataset we created, excluding the 2018 Test set which underwent addi-
tional human ltering, is summarized in Table 3.1. Among several statistics mentioned in the
table, we have something called the Averaged Skewness Ratio (ASR) which we will de ne in
Section 3.2.1. The rest of the statistics are self-explanatory. We observe the various statistics
of the English-Czech version of our dataset are much higher than the English-German and
the English-French versions of the dataset. This is because the annotation was much more
lenient in the "Human Filtering of Dictionaries' step for English-Czech. The Czech anno-
tators did not Iter out instances which do not have multiple senses (see step 1 in Section
3.1.4). They only focused on ensuring the Values in the dictionary are valid translations of
their corresponding Key. Therefore, unambiguous English words which have multiple dif-
ferent translations but with the same sense remained in the English-Czech dictionary and
this resulted in a larger dictionary of ambiguous words and its sense translation. As a result
of a larger dictionary, more samples were retrieved from the Multi30K dataset. We regard
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Statistic EnDe EnFr EnCz
Total number of samples 53868 44779 82096
Number of uniqgue ambiguous words 745 661 1067
Average number of samples per unique ambiguous word 72.3 67.7 76.9
Average # of samples per sense translation 17.6 22.6 15.1
Average # of ambiguous words per sentence 1.6 1.3 2.5
Average # of ambiguous words per hundred words 15 12 24
Average # of Translation Candidates Per Ambiguous word (TCPA) 4.1 3.0 5.1
Averaged Skewness Ratio (ASR) (see Section 3.2.1) 1.8 1.6 1.9

Table 3.1: Statistics of the Dataset for Multimodal Word Sense Translation
excluding the 2018 Test set which went through additional human Itering. There
are three versions of the dataset for each language pair. For each language pair,
we have samples which are 5-tuples consisting an ambiguous word in English, its
sense-preserving lexical translations in the target language, its textual context, its
visual context and the reference translation of the textual context in the target
language.

English-Czech version of our dataset noisier than the other language pairs.

We can split our dataset further into Train, Validation, Test 2016, Test 2017 Flickr and
Test 2017 MSCOCO versions using the same splits of the original Multi30K dataset. All
we have to do is check from which version of the Multi30K dataset was the contextual
information (v;t;r) retrieved for the given Key-Value pair (x;y) of ambiguous word and its
lexical translation. The Test 2018 version of our dataset is di erent from the rest of the
dataset because:

1. The Test 2018 version of Multi30K dataset was not used in creating the dictionaries of
ambiguous words and its sense-preserving translations. However, we used (Key, Value)
pairs from those dictionaries to retrieve contextual information (v;t;r) from the Test
2018 version of Multi30K.

2. The Test 2018 version of our dataset underwent additional human lItering.

3. Multiple lexical translations are considered to be correct unlike in the rest of the dataset
where only one lexical translation is considered to be correct. In other wordsy is a set
of several labels and not just one label unlike before.

The statistics of the Test 2018 version of our dataset for Multimodal Word Sense Translation
is summarized in Table 3.2. We observed that the number of English-Czech samples is
signi cantly lower compared to other language pairs, unlike in Table 3.1. This is because
the annotators tried to compensate for the noisier English-Czech version of our dataset and
ended up aggresively Itering out samples in the Test 2018. Average number of acceptable
sense translations per sample is the average size of the sebf labels. Two interesting new
statistics we have in Test 2018 version of our dataset are (a) Number of samples where image
was opted for and (b) Average number of visually ambiguous words per hundred words which
is de ned in Section 3.2.2.
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We will now analyse our datasets, especially the additional human Itering which involved
annotators looking at images, in further detail in the following subsections.

Statistic EnDe EnFr EnCz
Total number of samples 358 438 140
Number of unique ambiguous words 38 70 29
Average number of samples per unique ambiguous word 9.4 6.3 4.8
Average # of translations candidates per ambiguous word (TCPA) 4.1 3.0 5.1
Average # of acceptable sense translations per sample 2.6 15 3.3
Average # of ambiguous words per hundred words 2.6 2.9 1.4
Number of samples where image was opted 111 (31%) 72 (16%) -
Average # of visually ambiguous words per hundred words 0.8 0.5 -

Table 3.2:  Statistics of the Test 2018 Dataset for Multimodal Word Sense Trans-
lation which went through additional human Itering. There are three versions of
the dataset for each language pair. For each language pair, we have samples which
are 5-tuples consisting an ambiguous word in English, its sense-preserving lexical
translations in the target language, its textual context, its visual context and the
reference translation of the textual context in the target language.

3.2.1 Skewed Distributions of Lexical Translations

A key aspect of our dataset worth noting is the skewed distribution over the lexical translation
candidates for a given ambiguous word. For instance, the English worevoodshas two possible
lexical translations in French in our dataset, forét (forest) and bois (wood). Ideally, we would
want both these lexical translations to occur equal number of times (uniform distribution)
but in reality the distribution is skewed - bois occurs 79 times (we call it the Most Frequent
Word Sense Translation) while forét occurs only 16 times. Another example is the English
word lean which has the following translations in German in our dataset - lehnen (to be
leaning), schlank (slim), statzen (support), and beugen(bend). In our dataset, lehnen is
the Most Frequent Word Sense Translation oflean which occurs 137 times while the rest
of the translation candidates combined occur only 16 times. Such a skewed distribution
over translation candidates makes words likewoods and lean virtually unambiguous (or less
ambiguous) compared to the cases when the distribution is more uniform over the translations
like the word pack The English word pack has the following translations in German in our
dataset - gruppe (group), rudel (herd), packen (to pack) and packung (box or packet). In
our dataset, we have four samples ogruppe and three each ofrudel, packen and packung
This is a much more uniform distribution over translation candidates which makes it di cult

to disambiguate. We would like to further quantify this aspect of Word Sense Translation
below.

For a better understanding of the skewness of the distributions over translation cadidates,
we de ne a simple heuristic called Skewness Ratio (SR) of a word as the ratio of count of
the word to the count of its most frequent translation. Formally, let x be an ambiguous
word with n di erent translation candidates yi;Y»;:::;yn. Let freq(yijx) denote the number
of times the word y; occurs as a translation ofx in the training set. Also, without loss of
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generality, arrange the translations in the decreasing order of frequency, i.efreq(yjx) >
freq(yzjx) > 2 > freq (ynjx). Then we de ne the Skewness Ration ofx as,

P -
L, freq (vijx) _ freq (x)
freq (yajx) freq (yjx)

SR(x) = (3.3)
We note, our de nition of Skewness Ratio is similar to the inverse of "Average Time-anchored
Relative Frequency of Usage' metric de ned in llievski et al. (2016) which is used to assess
potential bias of meaning dominance. We have formulated Skewness Ratio this way because
we want higher value to re ect a more uniform distribution over translation candidates.

For the examples ofwood lean and pack mentioned earlier, we compute the Skewness
Ratios as follows:

freq(woods) _ 16+79

SR(woods) = freq(boiwoods) . 79 1:20 (3.4)
_ freq (lean) _1l6+137 _ .
SR(lean) = freq(lehnenjlean) 137 1:11 (3-5)
: freq (pack) _4+3+3+3
SR(pack) = freq (gruppejpack) 1 =3:25 (3.6)

The skewness ratio of bothlean and woods is close to 1 which suggests both have an
extremely skewed distribution over their lexical translations. Out of the two, woods has less
skewed distribution over lexical translations than lean and hence, would appear slightly more
di cult to disambiguate. On the other hand, the skewness ratio of packis 3.25 which is closer
to 4 - its total number of lexical translation candidates. This suggests, it is far more uniformly
distributed across its Word Sense Translations and hence most di cult to disambiguate. To
guantify the skewness over distributions of translations for the entire dataset, we can compute
the Average of all the Skewness Ratios (ASR) averaged over all the ambiguous words in our
dataset. Formally, if our dataset D has a total of n unique ambiguous wordsxz; X2; :::; Xn,
then P,

i=1 SR(Xi)
n

ASR(D) = (3.7)

ASR will be a number between 1 and the average number of sense Translation Condidates
Per Ambiguous word (TCPA). If it is closer to 1 then it means that, in the dataset, the
distribution over lexical translations is highly skewed. If it is closer to TCPA, then the
distribution over lexical translation is more uniform. The ASR and TCPA for our dataset
has been mentioned in Table 3.1. For English-German, ASR of 1.8 is closer to 1 as compared
to 4.1 which is the TCPA. Similar numbers are seen for English-French and English-Czech
versions. This suggests that our dataset is highly skewed and that the Most Frequent Word
Sense Translation appears far too often compared to other translation candidates. This
makes our dataset challenging because, as noted in Postma et al. (2016) for Word Sense
Disambiguation, any model for Multimodal Word Sense Translation will nd it di cult to
beat the simple baseline model which just returns the Most Frequent Word Sense Translation.
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3.2.2 When Humans Find Images Useful

The additional human Itering for the 2018 Test set (see Section 3.1.5) allowed human an-
notators to consider the visual context when deciding which sense-preserving translation to
select. This forms an interesting experiment to see when and how often humans feel the need
to look at images when translating ambiguous words.

For English-German, the Test 2018 dataset consists of 358 instances of ambiguous words.
In 111 (or 31%) of these instances, the annotators opted to look at the image. This is a
promising result because it shows images could potentially be very useful for Multimodal
Word Sense Transaltion in 31% of the samples. We shall call the ambiguous words in these
111 samples \visually ambiguous" because human annotator felt the need to look at the visual
context in order to decide how to disambiguate it. Despite being a promising observation, it
is important to note that from the perspective of Machine Translation this is actually a very
small number because these 111 ambiguous words are spread in 1071 sentences consisting of
13,774 words in total. This means, we have found only 0.8% words which may directly bene t
from the image. For English-French these numbers are even lower (see Table 3.1). Although
the sample size is small, these numbers help us understand the scope of using images for
Multimodal Word Sense Translation and Multimodal Machine Translation. Next we look at
the visually ambiguous words qualitatively.

Ambiguous words for which human annotators opted to look at the image includeyoung,
pool, hat, coat, eld, wall, suggesting textual context is not su cient for such words and
visual context is essential to make a correct lexical choice in the translation. Consider the
word wall. It has two lexical translations in German mauer and wand. Mauer refers to the
wall from the outside, while wand refers to the wall from the inside (see Figure 3.5). A simple

Figure 3.5: Dierent sense-preserving lexical translation of the ambiguous En-
glish word "Wall' into German words "Wand' or "Mauer'. Textual context is often
not su cient to determine the correct sense translation of “wall' and visual context

is often necessary. Therefore, we call it “visually ambiguous'. Also, ‘wall' is not
considered ambiguous in English while it is seen ambiguous when translating into
German. Therefore, we may consider it to be an example of “transfer ambiguity'.
The di erent sense translations of wall are closely related to each other. Therefore,
we may also consider it to be an example of polysemy.

sentence like \We saw a gra ti on a wall" does not have any evidence that the grati is on
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