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Abstract
This thesis presents new quantitative methods for the exploration of spelling variation in early printed texts, and applies these methods to the books published by William Caxton (c. 1421-1492). Combining the study of historical spelling variation with methods from computer science and mathematics, this work presents the first use of spellings as data for the exploration of Caxton’s editorial approach to his texts and the early printing processes used in his printing house. I examine the use of orthographic variation at the level of idiolect for researching fifteenth-century print, and focus on the spellings of the individuals involved in the printing process. 
This research takes a bottom-up quantitative approach to Caxton’s texts, and the methods developed in this thesis are designed to simultaneously analyse all the spellings contained in any given text. In Section One I establish through quantitative analysis that the printing process has no influence over the orthography of the printed text, and from that point onwards this thesis focuses on the spellings used by the individuals whose language can be found in the printed texts—the compositor who set the type and the scribes who wrote the copy text. Building on this argument, Section Two develops and tests methods for the exploration of the orthographic idiolects that are used in printed texts. In Section Three I apply these methods to spelling data drawn from a selection of Caxton’s texts, and in doing so explore the layers of spellings present in the texts to develop our understanding of Caxton’s practices as an editor and translator. 
This thesis demonstrates the value of focusing on idiolects when researching orthography in early printed texts, and expands our knowledge of the extent to which spelling variation operates at the level of the individual in the fifteenth century. The innovative methods I have developed for use with spelling data in this thesis—cluster analysis and similarity measurements—demonstrate the value of quantitative methods in exploring historical texts and historical spelling variation, and provide avenues of research into historical spelling variation using quantitative methods. Through exploring the use of data-driven quantitative approaches to analysing spelling variation in early print, this thesis provides new insights into our knowledge of historical spelling variation, the quantitative study of spelling in early print, and the history of the early printed book.
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This thesis explores the spelling variation in the texts printed by William Caxton (c. 1422-1491), against the background of claims of Caxton’s prominence as a printer and of his subsequent impact on the English language. I take a novel approach to the study of spellings in Caxton’s texts; this research presents new quantitative methods for the exploration of spelling variation, which I designed and optimised for use on early printed books. The quantitative methods used in this study are data-driven and take all the spellings in Caxton’s texts into account. These methods enable us to see where in a text a change of spellings takes place, and the extent to which the spellings differ between sections of text. It is well known that scribes transmit their own spellings through the manuscript texts that they copied (Benskin & Laing 1981). Through the application of these quantitative methods I show that, like manuscripts, Caxton’s texts are not made up of the spellings of just one person, but that they contain spellings from a number of other people who were involved in the creation of these texts—specifically the compositors who set the type and the scribes who wrote the copy text. By linking the spellings in Caxton’s texts to these individual people, I explore spelling variation at the level of idiolect and I argue that all spellings are of equal importance when establishing whether a change in idiolect takes place within a text. In doing so, this thesis reassesses the state and significance of fifteenth-century spelling variation as evidenced by English incunabula.
Through the use of spelling data, this research also explores the processes used in Caxton’s printing house, and expands our knowledge of Caxton’s approach to editing and translation. In this study, the output from the quantitative methods is complemented by existing bibliographical knowledge for each text undergoing examination. Because Caxton’s texts include spellings from a number of people, in some cases the spellings—or idiolects—change partway through the text. The quantitative methods used in this study are designed to determine how many people were involved in the creation of a text, where in the text each of their work begins, and to what extent their spellings differ from one another. Bibliographical information (such as blank pages or differences in the use of type) is then used to suggest whether the change in spellings is because the text was typeset by more than one compositor, or because the compositor(s) used more than one copy text. By using spelling data in this way, this study explores the nature of the copy texts used in Caxton’s printing house, and the way in which the copy texts were divided for use by compositors. 
This thesis is guided by three research questions: (i) how does spelling variation operate at the level of the individual in fifteenth-century English? (ii) what were Caxton’s practices as an editor and a translator? and (iii) what quantitative methods are most suitable for investigating (i) and (ii)? The rest of this introduction provides a review and discussion of the previous research into Caxton’s language and fifteenth-century spelling variation, and situates the present study in its bibliographical and theoretical context before providing an outline for this thesis. 

Caxton’s language 
Caxton’s influence has been linked to a multitude of roles. He is known as an editor of the texts that he printed (Shaklee 1980), and a translator of texts (Scragg 1974); attention has also been drawn to Caxton’s role as a publisher through reference to his position as “a preserver of the canon of Middle English writers” (Hotchkiss & Robinson 2008: 5–6); finally, Upward and Davidson (2011: 84) consider Caxton’s role as being one of a codifier, stating that “Caxton’s role . . . was crucial” in the confirmation of Standard English. Each of these roles gives Caxton active agency in creating the texts that come from his printing house, though the precise nature of Caxton’s role in the printing process and his practices regarding translation and editing are not known.
Previous studies into Caxton’s involvement with the texts that he produced are wide-ranging in their scope, including research into the extent that Caxton’s work adheres to earlier manuscript editions of the same text, the quality of Caxton’s translations, and Caxton’s use of style and spellings. Studies have focused on the extent to which printed editions of text mimic the manuscript editions on which they were based, finding that Caxton adheres to the visual appearance of the manuscripts that he based his prints on (Hotchkiss & Robinson 2008, Driver & Orr 2011, Partridge 2011, Boffey 2014), and that Caxton also tends to retain the style and intent of the books that he translated (Blake 1976, Matheson 1985, Kindrick 1997, Matthews 1997a, Waldron 1999, Wakelin 2011, Bordalejo 2014). The results of these studies tend to show that Caxton was conscientious in making sure that his prints looked like the manuscripts that they were based on. However while the appearance of Caxton’s texts has been praised for their visual likeness to manuscripts, in contrast the quality of Caxton’s translations has been criticised as being hurried and careless (Matthews 1997b).
Studies that relate to Caxton’s language in his printed texts often include broad discussions of Caxton’s style of language. Caxton’s use of “curial style” has been a focus for many of these discussions; curial style is a style of writing used in technical and legal documents in the fourteenth century. The style was used, for example, by Chaucer in his Treatise on the Astrolabe (Bornstien 1978, Eisner 1985, Burnley 1989), and in statutes produced within the same time period (Rissanen 2000). By the fifteenth century, Caxton’s use of curial style was considered ceremonial and pretentious (Bornstien 1978, Burnley 1986, Dodd 2011). 
There have been some studies into the spellings used in Caxton’s texts already. Fifteenth-century English spelling was variable, that is, words were often represented in writing by more than one spelling. However, spellings were more variable in the previous century; by the fifteenth century the variability of English spelling was in decline. Regarding Caxton’s own spellings, discussion tends to focus on the extent to which Caxton conforms to a set of spellings known as Chancery Standard, the fourth of four medieval spelling standards introduced by Michael Samuels (1963). Most studies into Caxton’s use of Chancery Standard conclude that Caxton’s texts include some Chancery spellings but not always the full set (Shaklee 1980, Burnley 1989, Fisher 1996, Horobin 2011). However, a study into Caxton’s spellings by Samuels himself moves the focus away from standardisation and towards dialect. Samuels attempts to find evidence of Caxton’s Kentish background by searching for Kentish spellings in the texts that Caxton produced. Samuels has some success, stating that Caxton “maintained throughout certain forms which derive from his Kentish upbringing” (1988: 88).
All these studies into Caxton’s language have one thing in common: they discuss Caxton’s spellings on the common assumption that Caxton is known to have a defined set of spellings, and that these spellings are used throughout all the texts that he printed. However, like manuscripts, printed texts were created through copying a copy text (known as an exemplar in manuscript studies), which itself was created from a copy text, and so on. The successive processes of copying mean that Caxton’s printed texts include layers of spellings that are introduced in each iteration of copying. 

Spellings from different people in Caxton’s texts 
In this thesis I explore the spellings introduced into Caxton’s texts by the numerous people involved in the production of each book. I argue that there are two ways in which the spellings of different people are introduced into Caxton’s texts: first, the layers of spellings that are introduced into the text through successive copying, and second, the discrete sections of different spellings that are introduced into the text through more than one person working on a text at the same time. 
Caxton’s texts include spellings that the compositor copied from the copy text and some of the compositor’s own spellings. In their survey of scribal behaviour in medieval manuscripts, Michael Benskin and Margaret Laing (1981: 56) discuss three ways in which a scribe can copy out a manuscript: a) the scribe copies the text exactly as it appears in the exemplar (described as copying the text literatim by Benskin and Laing), b) the scribe can convert the text entirely into their own form of language, or c) the scribe does some combination of a) and b). The conversion of the text into the language (or in this case, the spellings) of the copyist is associated with reproductions of texts that were undertaken quickly (Benskin & Laing 1981: 90), where the copyist holds the next words for copying in what McIntosh, Samuels, and Benskin termed the “mind’s ear” and the copyist subsequently writes to their own dictation (McIntosh, Samuels & Benskin 1986: 15). 
Benskin and Laing (1981: 88) state that scribes were more likely to translate texts from one dialect into another during the later medieval period, tending towards b) in their typology of scribal habits. However, evidence suggests that compositors working on early print instead tended towards c) introducing their own spellings into the text but retaining some of the spellings in their exemplar (Gaskell 1972). According to Gaskell, printed texts include a layer of spellings that the compositor copied from the copy text and a layer of spellings comprised of the compositors’ own spellings. 
Like the work undertaken by Benskin and Laing, other previous research into the layers of spellings introduced through creating successive copies of the same text have focused on manuscripts. McIntosh, Samuels, and Benskin (1986) explore the language of different scribes involved in the creation of the text by creating a linguistic profile for each scribe and comparing them against one another. Peter Orton (2000) uses a similar method on Old English poetry to separate the work of individual scribes, and Margaret Laing (1992) applies the same method to explore texts that exist in more than one version. There is little empirical research into the transmission of spellings in early print, though one notable exception is Norman Blake’s study of successive copies of early print editions of Reynard the Fox (1991b). Blake’s research investigated Dutch influence on the spellings used within the different versions of the text. By focusing on a set of orthographical features such as the <gh> grapheme found in ghost, he traced the orthography of these words through printed copies of Reynard the Fox and found the <gh> spellings in many later texts. Additionally, Lotte Hellinga (1997) has shown that in early prints of Nicholas Love’s Mirror of the Blessed Life of Jesus Christ older, regional spellings are sometimes retained in the text after apparent modernisation. For example, Hellinga lists clepe for CALL and mykel for MUCH as having been retained in Caxton’s two editions of the text.
The second way in which spellings are introduced into Caxton’s texts is when more than one person was involved in the creation of a book at one time, whether that was more than one compositor concurrently typesetting the new text or more than one scribe having written the copy text. Many extant manuscripts include the work of more than one scribe. Studies into the scribes of the Auchinleck manuscript have shown that six scribes were involved in its creation (Shonk 1985, Wiggins 2004), and Doyle and Parkes (1978) in their landmark study of the Confessio Amantis in Trinity College, Cambridge MS R.3.2 showed that five different scribes each worked remotely on their own section of text before the sections were put together to form a whole. It has since been found that some of the scribes who worked on MS R.3.2 worked as scriveners during the day and copied literary texts in their spare time, such as Adam Pinkhurst, Thomas Hoccleve, and the scribe known as Scribe D (Kerby-Fulton & Justice 2001, Stubbs 2007, Horobin 2010, Horobin 2013). 
The collaboration between scribes on one larger text does not appear to have been an infrequent occurrence (Parkes 1995), and the collaboration between scribes has implications for the spellings in the text. According to Benskin and Laing’s account of scribal behaviour, each scribe working on the creation of a new text would have introduced some of their own spellings into the text whilst retaining some spellings from the copy text. In the case of a text that was written by six scribes, each scribe introduces some of their own spellings into the text. The completed manuscript then contains six discrete sections, where each section includes spellings from the scribe that copied that part of the text and the spellings that the scribe copied from the copy text. Of course, in the event that the copy text used by the scribes was itself created by more than one scribe then the layers of spellings are complicated further. 
Many of Caxton’s texts may have used a manuscript copy text that was created by multiple scribes. Because the compositor also includes some of their own spellings in the text as well as those from the copy text, if the compositors used a copy text that was written by six scribes, the layer of spellings from the copy text will include the same six discrete sections of spellings from the manuscript. The spellings in this layer will change at each point in the text where a change in the scribe took place. 
The spellings in printed texts are complicated further when more than one compositor typeset a new text (see Section 2.4 for further discussion on the compositors of Caxton’s texts). While a change in the scribe who wrote a text can usually be detected by a change in handwriting, a change in the compositor is often obscured by the typeface. In his research into the spellings of Cambridge University Library, MS Gg.4.27, part 1, a manuscript of the Canterbury Tales, Jacob Thaisen (2012a) concluded that the change in spellings that took place part way through the manuscript was a result of a change in the copy text and not a change in scribe. He drew this conclusion because a change in scribe would have been detectable by a change in the handwriting used in the manuscript, and as he found no such change, the change in spellings must be due to a change at the level of the copy text. Such an argument is not possible in the case of early print, where a change in compositors cannot be detected visibly through a change in the appearance of the text, though in the event of an unskilful join between sections typeset by different compositors, other tell-tale features sometimes emerge (these features are discussed in detail in Section 2.4.1). 
Of the two ways in which the spellings from different people are introduced into Caxton’s texts, the layers introduced into the text through successive copying are present in all of Caxton’s texts, because compositors always worked from a copy text. In this case the text includes spellings from the compositor and the copy text, and both layers of spellings are intermingled throughout the whole text. In contrast, not all of Caxton’s texts include discrete sections of different spellings from multiple people concurrently working on the text. These sections are not present in texts where the copy text was written by one scribe and the text was then typeset by one compositor. This thesis focuses on Caxton’s texts that include sections of different spellings where multiple people worked on the text simultaneously. In focusing on this particular subset of Caxton’s texts, I present new methods to determine how many people were involved in creating a text, to pin point where in the text the work of different people begins, and to quantify the extent to which spellings differ when changes in compositor or scribe occur. In order to explore the changes in spellings caused by changes in the individuals working on the text, it is necessary to focus on the spellings that differentiate these individuals from one another. 

[bookmark: _Ref497481545][bookmark: _Toc497899849]Fifteenth-century spelling variation 
The spelling variation in the late fifteenth century is rarely explored because it is considered too late for the dialect variation that has been noted in books (McIntosh, Samuels & Benskin 1986), but too early to evidence the spelling variation that takes place in early modern English private writing (Nevalainen 2006). Most of the existing research into fifteenth-century spelling focuses on dialect spellings that are used in manuscripts rather than print. Perhaps the most notable study into historical spelling variation is the Linguistic Atlas of Late Mediaeval English (McIntosh, Samuels & Benskin 1986), which looked at combinations of spelling variants as an indicator of provenance. The Linguistic Atlas of Late Mediaeval English (or LALME) is the end result of a decades-long project to map hundreds of manuscripts from 1350 to 1450 based on their provenance. For each manuscript in the Atlas, the compilers filled out what they describe as a questionnaire, documenting the spelling variants that appeared in the text; the manuscripts were located geographically within a series of ever-narrowing isoglosses—or perhaps more accurately orthoglosses—based on the spellings that were used in the manuscript. Through mapping manuscripts based on their spellings, the LALME project identified the spelling variants that were most commonly used in different geographic regions in the period c. 1350 to 1450. 
LALME is not the only research to have looked at combinations of spellings as a marker for provenance or dialect. Michael Samuels’ four medieval orthographic incipient standards are defined by the presence (or absence) of a number of specific spellings (1963). Of particular prominence is Samuels’ Type IV, known otherwise as “Chancery Standard”, which was characterised by the presence of particular spellings, several of which are found in Present Day English—such as not, such, and any. Of Samuels’ four standards, Chancery Standard occurs the latest, characterised as “that flood of government documents that starts in the years following 1430” (1963: 71). Samuels’ discussion of Chancery Standard has since been extended. Of note is John Fisher’s (1996) attempt to expand Samuels’ original typology of spellings to encompass a wider range of spellings, which was subsequently strongly refuted by Michael Benskin (2004: 50), on the grounds that the standard language used in the Chancery and Signet offices was Latin. 
Both LALME and Samuels’ medieval types created a typology of spellings that can be used to identify a written dialect (or an incipient standard, in the case of Chancery Standard). By matching spellings in a manuscript to the questionnaire of spellings in LALME or the eight spellings linked to Chancery Standard, anyone can find out where LALME localises their manuscript or whether their manuscript contains Chancery Standard spellings. Other studies into late medieval spelling practices have also focused on the retention of dialect features in the text: Michael Samuels (1985) discusses the preservation of written Suffolk dialect features in successive copies of Piers Plowman, and Smith and Samuels (1981) investigate the retention of the Kentish dialect in the Confessio Amantis. Further notable studies into the language of manuscript copies include those undertaken by Benskin and Laing (1981), Samuels (1988), Smith (1988), and Gillespie (1989). 
While the majority of studies into spelling variation in fifteenth-century texts focus on dialect spellings, the use of dialect spellings as data will not work for the present study. By the time that Caxton was printing, dialect spellings had begun to decline in use, and were replaced instead by spellings that are often described as being dialectally colourless (Smith 1988, Blake 1996, Horobin 2007, Lange 2012), that is, the spellings are not linked to any geographical area. Some dialect spellings do remain in Caxton’s texts but these spellings are infrequent and limited in number. 
Dialect spellings are also unsuitable for this study, because dialect spellings are by definition used by more than one person. More precisely, dialect spellings are spellings that have been linked to a specific geographic area. One of the aims of this study is to differentiate between parts of a text that were created by different people, but it is possible that the people working for Caxton may have used the same dialect spellings. Circumstantial evidence suggests that Caxton may have brought the Flemish compositor Wynkyn de Worde to Westminster with him when he set up his printing house (Blake 2004c). Over the next twenty years Caxton had to hire more staff; we know that by the time he printed his first edition of the Canterbury Tales in 1477 that his printing house contained enough staff and enough machinery for two compositors and two presses to work concurrently (Hellinga & Painter 2007). It is likely that Caxton recruited more compositors locally, and these local compositors may have used the same dialect spellings as one another. For this reason, focusing on dialect spellings is too broad an approach for this study: I aim to distinguish between individuals who worked on a printed edition of the text (or its copy text) based on spellings alone, and if Caxton’s compositors did use the same dialect spellings it would be difficult to distinguish between them. In order to focus this research on isolating the spellings used by individuals it is necessary to look at spelling variation at the level of idiolect. 

Orthographic idiolects
This thesis focuses on the use of spellings at the level of idiolect, where an individual uses a set of spellings that is specific to that individual, as opposed to the members of a language community using the same set of spellings. The concept of an orthographic idiolect in historical writing is not new. In the letters of the Corpus of Early English Correspondence (CEEC), Kaislaniemi, Evans, Juvonen, and Sairio (2017) show that idiolectal variation dominates in fifteenth-century letters, and Norman Davis (1983) undertook an exploration of the development of the idiolects of the two Paston brothers, John II and John III. The spelling systems of professional scribes have also been described as orthographic idiolects (Nevalainen & Raumolin-Brunberg 1989, Machan 1997, Horobin 2000, Horobin 2016). In this study I use idiolect spellings to differentiate between individuals working on Caxton’s texts. In doing so I demonstrate that the idiolectal variation present in these texts is sufficiently varied to distinguish between individual writers and compositors based on spelling alone. 
For the purposes of this study I define orthographic idiolect as the spellings used by one individual, which includes all the spellings for every word that person has ever written and the extent to which each spelling is used relative to the other spellings used to represent the same word. The number of spellings represents a key difference between the study of idiolect and dialect spellings, because while idiolect spellings include all the spellings used by an individual, not all spellings can be linked to a dialect. For example, neither the i/y variation in spellings such as which/whych nor the use of final –e (e.g. in all/alle) is linked to a dialect. Instead, these variations have been viewed as unimportant, presumably because they are not associated with a wider dialectal tendency and because use of these variables differs between writers: John Fisher (1996: 50) describes such variations in spelling as “non-distinctive”, and Donald Scragg (1974: 21) dismisses the variations as being interchangeable throughout Middle English. As such, orthographic idiolects are not incompatible with spelling practices used by a larger language community, such as dialect or early medieval standards. For example, it is possible for a scribe to adhere to the Chancery Standard spellings, whilst also using their own preferred spellings for other words that do not have a Chancery spelling. 
The value of including idiolect spellings as well as dialect spellings lies in the greater number of spellings that are subsequently available for analysis. Idiolect spellings include all the spellings in any given text, whereas not all words are represented by a dialect spelling and so dialect spellings form a subset of the total. Using as many spellings in the analysis as possible gives us a greater chance of locating where a change in the individual undertaking the work takes place while exploring the layers of spellings in the text. While there is likely to be a great deal of overlap between individuals’ orthographic representations for the word WHICH, for example, the overlap is likely to diminish as more and more words are considered: a high proportion of writers in the fifteenth century might use the same spellings for WHICH, but the number of writers that use exactly the same spellings will decrease with each additional word incorporated into the analysis. Fewer writers will use the same spellings for all function words because there are more combinations of acceptable spellings for all the function words than there are for just the word WHICH. When we consider all the words used in Caxton’s texts and all the spelling variants used to represent these words, the likelihood that any two people will use the same spellings for every word is small. 
Compositors and scribes also use more than one spelling to represent many words, and the rate that each spelling is used relative to other spellings used for the same words differs by individual. For example, where Compositor 1 of one of Caxton’s texts may prefer to represent WHICH by which ninety per cent of the time and whych the remaining ten per cent of the time, Compositor 2 may tend to write which forty per cent of the time and whych sixty per cent of the time. As such, a total overlap of idiolects between two writers is extremely unlikely, because each of Caxton’s texts contains thousands of words, and in the late fifteenth century a high proportion of words permitted a variable spelling. The probability that two scribes/compositors/writers used exactly the same spellings for the same words and those spellings were used an equal proportion of the time is minute, because there are innumerable combinations of spellings (and ratios of spellings) possible in the fifteenth century. Therefore by including the rates at which spellings are used by individuals in the definition of orthographic idiolect used by this study, the likelihood that any one person writing in the fifteenth century had the same idiolect as another is further reduced. Only through the use of quantitative methods is it possible to analyse all the spellings used by the people involved in printing at once.
It is beyond the scope of this thesis to create spelling profiles for all the individuals involved in the printing process. The layers of spellings that are introduced into the texts as a result of successive copying make it difficult to separate the spellings introduced by compositors from the spellings that the compositors copied from their copy texts. Instead, this study uses quantitative methods to determine where there are changes in lots of spellings and thus a change in the orthographic idiolects. In this way, I use spelling variation to find out where there is a change in the person creating the text, without linking that person to a profile of spellings. 

0. Theoretical approach to spelling data 
The distinction between dialect and idiolect spellings and the simultaneous analysis of all the spellings within Caxton’s texts requires a change in the theoretical approach taken to the data. Previous studies have prioritised dialect spellings, particularly those that could imply a dialectal phonetic realisation, as being more salient than others, for example the presence of spellings for SHALL such as xal (as opposed to s- spellings such as shal, schal, shall etc.). The perceived super-salience of dialect spellings in dialect studies is not controversial. However the present study is not a dialect study, but a study into spelling at the level of idiolect. As such I consider idiolect spellings to be the most important spellings for this research. This difference between taking dialect spellings or idiolect spellings as the focus has a direct impact on the number of spellings analysed and the approach taken to the spellings in question. Dialect studies focus on the limited set of spellings that are linked to the dialect under investigation, and in these studies all spellings associated with the dialect are of equal importance for the analysis, and non-dialect spellings are of lesser interest. In this study I focus on the spellings that comprise the idiolects of the individuals who worked on the text, which include all the spellings used in the text. I argue that all the spellings used in the text are of equal importance in exploring the layers of spelling used by the compositors and scribes. The approach taken is to analyse all the spellings in the text and to weight them all equally. The inclusion of a maximal number of spellings at any stage in the research is one of the founding principles of this thesis. 
The inclusion and equal weighting of all the spellings in a given text is grounded in theoretical concerns, but has implications for the quantitative analysis. The use of as many spellings as possible maximises the likelihood of locating a change in idiolect, because it is not clear from the outset which spellings will distinguish between compositors or the scribes who wrote the copy text. The more spellings that can be included in the analysis, the greater the confidence interval for the data. That is, the more spellings we include, the more confident we can be that the patterns that are discernible in the data are representative of the wider dataset. The inclusion of as many spellings as possible requires a different approach to the analysis compared with using just a particular set of dialect spellings. In order to use as many spellings as possible, it is necessary to take a bottom-up approach to the data, which takes the data first and the analysis that comes out is driven by the data. One of the key contributions of this thesis is the development of quantitative methods for exploring the variation in spellings within historical texts. 

[bookmark: _Toc497899833]Using quantitative methods to explore historical spelling variation
Previous approaches to spelling variation have mostly focused on locating a set of pre-defined spellings within a text, and these spellings are often dialect spellings. For example, LALME is itself a quantitative project, in that it uses the frequencies of different dialect spellings to show which forms are found in which geographical areas. The LALME team used what they described as a questionnaire to collect their data. The questionnaire contained all the spellings that the researchers were looking for as part of the data collection process. Other studies have approached historical spelling in a similar way. For example, Jeremy Smith’s exploration of the Kentish forms that remain in copies of Gower’s Confessio Amantis (1988), Anneli Meurman-Solin’s research into the use of Scots dialect features in a range of text types (2000), and Simon Horobin and Daniel Mosser’s (2005) study of the South-West Midland spellings used by Scribe D. These studies were all undertaken with a similar approach to LALME, in that all these studies are concerned with looking for a particular set of spellings, where that set of spellings comprises the set of Kentish, Scots, or South-West Midland dialect spellings respectively. 
Because of their focus on a pre-defined set of spellings, these studies are all undertaken using a top-down approach; that is, these studies have begun by selecting the spellings and words that are of interest (i.e. the spellings that have been linked to the dialect in question), and then examined the relevant texts for evidence of these spellings. It was possible for Samuels to look for Suffolk dialect features in Piers Plowman because he already knew which spellings were the marker of a Suffolk dialect. Studies into the use of Chancery Standard are also top-down studies, because they begin with a known set of spellings that characterise Chancery Standard, and then search for these spellings in the relevant texts. This top-down approach works well in these studies, because the focus of the research is dialect and in all cases the researchers were trying to find evidence of particular dialect forms in the text. 
For the present study, a top-down approach is not the best approach to the data because my focus is not on a limited set of spellings such as dialect spellings, but on all the spellings used by an individual—their idiolect. Unlike many of the previous studies into spelling and dialect, this thesis does not aim to create a typology of spellings to represent Caxton’s texts. Instead, I use quantitative methods to locate areas of unstable spelling use, that is, where one orthographic idiolect changes into another when more than one person worked on the text at once. The shift in focus is mirrored by a shift in the input data used in this study. Instead of limiting the study to a set of spellings, such as the spellings linked to the dialects explored in LALME or Samuels’ Types, this study takes all the spellings in the text into account.
By analysing all the spellings that are used in each text, this study also avoids the problems introduced by irregular changes to the spellings used in the text, such as the changes made by the typists working on the EEBO-TCP editions of the text and relict spelling forms being copied into the later editions (Hellinga 1997). These changes are rare (in Section 4.2.1 I discuss the rate of spelling change as a result of EEBO-TCP transcription) and form a low proportion of the spellings that form the text overall. For this reason, I argue that both the changes made to the spellings in the text by EEBO-TCP transcribers and the inclusion of relict spelling forms does not have an effect on the results presented in this thesis.
Locating changes in orthographic idiolects requires more processing power than locating changes in dialect because there are likely to be more spellings involved in a change of idiolect and it is not clear from the outset which spellings differ between idiolects. For example, if a book has been typeset by two compositors, we do not know without prior study which spellings are used by both compositors, and which spellings are unique to Compositor 1 and which spellings are unique to Compositor 2. Additionally, there may be no spellings unique to either compositor (though this is improbable), but instead the ratios that each spelling is used may differ. In order to find out where in a text a change in compositors takes place based on a change in spelling variation, it is necessary to simultaneously analyse the spellings present in the text. The simultaneous analysis of thousands of spellings requires the use of quantitative methods. 
Quantitative methods are used extensively in many sub-disciplines of linguistics, often alongside corpus-based methods. Corpus linguistics is a prime example of a field (and a method) within linguistics that makes use of quantitative methods to make sense of sometimes overwhelmingly large datasets. In variationist sociolinguistics analysis is often supplemented with regression modelling, and work has also been undertaken to quantify differences between dialects, through comparisons of sounds (Nerbonne & Heeringa 2001, Kessler 2005, Nerbonne & Kleiweg 2007, Maguire et al. 2010, Maguire & McMahon 2011). Quantitative methods are also prominent within the field of semantics, where quantitative methods have been used to analyse typological naming systems for colour across the languages of the world (Jäger 2012), and to explore grammatical synonymy through multifactorial corpus analysis (Klavan 2014). In the field of cognitive linguistics, quantitative methods have recently been used to great effect (Th. Gries 2017). Quantitative methods including the use of corpora have been used to explore people’s mental imagery and metaphorical discourse for paths and roads (Johansson Falck & Gibbs Jr. 2013), and to show that strategies for schematisation for the same concepts differ between English, German, and Russian (Schönefeld 2008). Through the application of corpus methods to construction grammar, Martin Hilpert (2010) has shown that quantitative corpus approaches can predict whether a sentence including a gerund with a to-infinitive is grammatically acceptable to native speakers. 
Within historical linguistics, quantitative methods are being used to investigate the stability of style in medieval texts (Kestemont, Daelemans & Sandra 2012), explore conceptual change in Early Modern discourse (Fitzmaurice et al. 2017), and to identify stages within diachronic data (Th. Gries & Hilpert 2008). Quantitative methods are used heavily in attribution studies, such as those focused on Early Modern literature and William Shakespeare in particular (Craig 2004, Vickers 2013). Michael Witmore and Jonathan Hope have made use of quantitative methods to explore the language of Shakespeare, by using factor analysis and analysis of variance (Witmore & Hope 2007), and exploring visual methods such as heatmaps to explore the development of Shakespeare’s style of writing (Hope & Witmore 2014). With respect to historical spelling variation, quantitative methods are rarely used with the exception of work undertaken by Jacob Thaisen. Thaisen has used n-grams of spelling variants drawn from the LALME questionnaire to explore spellings in manuscripts (2012b, 2014), and has undertaken a probabilistic analysis of spellings in one manuscript of the Canterbury Tales (Thaisen 2012a). Similarly, research into the history of the book is usually undertaken by a qualitative approach (Bode & Osbourne 2014), through exploring evidence from sources such as bibliographies and archival records (Suarez 2014). My research draws on these studies and expands the quantitative analysis of historical linguistics into the area of orthographic idiolects that are present in Caxton’s printed texts. 
The approach I take to this research is a bottom-up quantitative approach. While the top-down explorations such as LALME and the Chancery Standard studies begin with a known set of spellings that are of interest, this study takes all the spellings used in Caxton’s texts and uses quantitative methods to look for patterns within the data. In this way the research is driven by the data, though it is possible to add top-down additions to the method, such as the use of a query vector to test for similarity to a known dataset (discussed in Section 6.2.1). This thesis could also be considered research using big data. The number of words in the full dataset is not large relative to recent corpus studies—the texts I selected for use in this thesis total 2.2 million words. However, it is the use of spelling data that makes this study a big-data study, because for each idiolect, there is a unique combination of spellings that is involved. When we begin to cluster the spelling data for each quire in a large text, the data runs to many thousands of dimensions, which is computationally (and theoretically) complex. The difficulties of using thousands of dimensions of data for this study are discussed in Section 4.4.
This thesis also presents the first use of spellings as data for the exploration of early printing processes and Caxton’s editorial approach to the texts that he published. This study uses the concept of orthographic idiolects to explore the layers of spelling variation present in early printed texts. Though this study makes use of orthographic idiolects, this is not an authorship attribution study (though in Chapter 9, I extend my analysis to Caxton’s own editorial and translation practices). This study takes the idiolectal variation present in the spellings of the compositors working for Caxton and in the copy texts that the compositors were using, and isolates these layers of spelling variants using quantitative methods, which may include several compositors, more than one copy text, and in the case of Caxton’s edition of the Golden Legend, more than one print run. These methods are supported by bibliographical information wherever possible, and Chapter 2 provides further contextual background to what we currently know about the processes of print and the way in which early printed books were made. This information is provided on a case by case base for each text within each of the analysis chapters in this thesis. 

[bookmark: _Toc497899834]Thesis outline
This thesis is divided into three sections. Section One focuses on the history of the early printed book. Chapter 2 provides a background to the introduction of printing in fifteenth-century England and discusses the processes involved in printing and the language of printed texts. After Chapter 2 provides the bibliographical background that underpins the analysis undertaken throughout this thesis, Chapter 3 contains a study into the effect of printing processes on the spellings used in printed texts by focusing on the process of justification. Through the quantitative analysis conducted in Section One, this thesis shows that the printing process has little influence over the orthography of the printed text, and from that point onwards this thesis focuses on the spellings used by the individuals whose language can be found in the printed texts. 
Section Two develops and tests methods for the exploration of the orthographic idiolects that are used throughout printed texts. Chapter 4 provides a broad methodological background to the use of quantitative methods, and the processes of selecting and preparing the data for analysis, and the rest of Section Two develops the quantitative methods used throughout the rest of this thesis. Chapter 5 introduces cluster analysis as a method for locating where changes in spelling take place within Caxton’s texts using quires as a unit for clustering, and Chapter 6 introduces similarity testing as a method for quantifying the extent to which spellings differ between sections of text. Both Chapter 5 and Chapter 6 provide background to the method developed, and the considerations and adjustments that are necessary to optimise the method for use on spelling data, before showing how the method can be used on a case study. 
Finally, Section Three applies the methods developed in Section Two to Caxton’s texts. Chapter 7 applies cluster analysis to Caxton’s texts, and demonstrates that the texts produced by Caxton’s printing house are not uniform in their use of spellings. Instead, changes in spelling take place where a change in the individual working on the text (or the copy text) took place. Chapter 8 applies similarity testing to Caxton’s texts, and demonstrates that the spellings used by individual compositors and scribes working on the copy text were stable throughout the text that they worked on. Chapter 9 combines the two methods to look at trends in spelling variation across Caxton’s texts more widely, and moves the focus away from changes of spelling within individual texts. In doing so, Chapter 9 furthers our understanding of the printing processes undertaken in Caxton’s printing house and of Caxton’s practices as an editor and a translator. Finally, Chapter 10 concludes by discussing the contributions made by this thesis to our knowledge of spelling variation, the quantitative study of spelling variation, and the history of the early printed book. 
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Fifteenth-century printing history[footnoteRef:1] [1:  Sections of this chapter were published in an earlier form in Shute (2017). ] 

This thesis explores spelling variation within the context of early printing in fifteenth-century England, and seeks to further our knowledge of the printing processes and editorial and translation practices undertaken in William Caxton’s printing house. Through the application of new quantitative methods onto Caxton’s printed texts, this study investigates the layers of spellings present in early print. Before we can explore the spellings in early printed texts, it is necessary to provide the bibliographical background which underpins the analysis and informs the development of the methods in Section Two. The present section provides background information on the processes of printing, and demonstrates through a study of Caxton’s texts that printing does not itself cause a change in the spellings used by typesetters. This section is divided into two chapters: the present chapter, Chapter 2, provides background information on the introduction of printing into England, the processes involved in printing, and then progresses to discuss the language of printed texts. Following the introduction of the printing processes, Chapter 3 is a study into the effect of printing processes—the process of justification in particular—on the spellings that are used in printed texts. These two chapters provide the background to the book history of early printing required for the rest of this thesis. 

[bookmark: _Ref496619836][bookmark: _Toc497899837]The introduction of printing to England
There is no documentary evidence of William Caxton until 1437/8, when Caxton is enrolled as an apprentice to the London wool merchant Robert Large who later became Lord Mayor, and as a result much of our knowledge of Caxton’s early years has to be pieced together. Based on the record of Caxton’s enrolment fee in the Warden’s Account of the Mercers’ Company for the year 1437-1438, Caxton’s year of birth has been estimated at 1421/2 (Hellinga 1982), and Caxton tells us himself in his prologue to the Recuyell of the Histories of Troye that he was born in Kent. In the late 1430s Caxton moved to Bruges—the location of the headquarters of the Guild of Merchant Adventurers—and worked as a cloth merchant (Needham 1986). According to the information that Caxton provides in the prologues and epilogues to his texts, Caxton spent the next thirty years as a merchant adventurer in the Low Countries. During this time, his wealth and influence increased; by 1462 Caxton was Governor of the settlement of English merchants in Bruges. As governor of the Bruges English merchant community, Caxton was involved in diplomatic services to the English crown and he begins to appear as an arbitrator and negotiator in local mercantile disputes (Hellinga 1982). Political forces appear to have turned against Caxton in 1471, and on 17 July 1471 Caxton left Bruges and was registered as living in Cologne until Christmas 1472 (Hellinga 1982: 47). 
Whilst Caxton was working as a merchant adventurer, Johann Gutenberg completed his first print of a Latin bible in 1455 after having spent many years experimenting with methods of printing, and fragments from this exploratory period still survive (Eisenstein 1979, Hellinga 2010). The one hundred and eighty copies of Gutenberg’s bible were disseminated widely throughout Europe within the decade it was printed, and at least two copies were recorded in London in this period (Hellinga 2010). In Mainz, Gutenberg did not open a print shop himself, but his collaborators, Johann Fust (Gutenberg’s financier) and Peter Schoeffer founded a publishing firm that remained in Mainz for several generations. Within the next fifteen years, printing houses opened throughout Europe (Steinberg 1996 [1955]), in Strasbourg (1460), Bamberg (1461), Cologne (1465), at the Benedictine Abbey of Subiaco near Rome (1465), Basel (1468), Augsburg (1468), Venice (1469), Nuremberg (1469), Milan (1470), Naples (1470), and Sorbonne (1470). It was in this context of the beginning of the early spread of printing in Europe that William Caxton was exiled to Cologne, and there he learned to print. 
It is likely that the printer Johann Veldener taught Caxton how to print and provided a press and a fount of type during Caxton’s time in Cologne. The link between Veldener and Caxton is not made explicit in work by either printer, but Veldener has been linked to Caxton through the text of De Proprietatibus Rerum printed by Caxton’s successor, Wynkyn de Worde. In de Worde’s edition of the text, he writes that Caxton was the “first prynter of this boke” and that the book was printed in Cologne: “in laten tonge at Coleyn” (1495: 5a). Despite de Worde’s statement, there is no known edition of De Proprietatibus Rerum printed by Caxton. However, Johannes Veldener printed a copy of the text in Cologne in 1472—during the time that Caxton was living in the city. Veldener printing the text that de Worde attributed to Caxton is not evidence enough to link Caxton to the publication of the text. However, the edition printed by Veldener was unusually large, relative to the other books he produced both in the size of the paper and the length of the text. Veldener’s other texts until 1472 were small quartos, but De Proprietatibus Rerum was a larger text printed in folio and was the biggest book produced in Cologne by this date (Blake 1991a: 3). The scale of the printing efforts required for Veldener to print De Proprietatibus Rerum has led many scholars to believe that the additional funds needed to print the text came from Caxton in return for training and the provision of a printing press, a fount of type, and compositors and pressmen (Hellinga 1982, Needham 1986, Blake 1991a). 
In addition to the link through De Proprietatibus Rerum, Veldener has been linked to Caxton through typefaces. Veldener was known for supplying typefaces to a range of European printers, some of which he sold to more than one printer. When Veldener was working in Louvain in 1475, one of the typefaces he used for titles and chapter headings was an early version of Caxton’s Type 2[footnoteRef:2], a typeface that Veldener provided to Caxton alone (Hellinga 1982). When Caxton returned to Bruges in early 1473, he set up a press there and printed his first text in English: the Recuyell of the Histories of Troy. In Bruges Caxton printed six other texts, some in collaboration with Colard Mansion, a Flemish book dealer, who went on to print independently in Bruges after Caxton returned to England. Of the seven texts he printed in Bruges, Caxton used Type 2 to print two of them, the French Cordiale and the Sarum Hours which exists only in fragmentary form. In 1476, Caxton moved his printing press to England and set up his press and accompanying book shop in Westminster. [2:  The naming of Caxton’s typefaces follows that used in Blades (1971 [1877]).] 

It is Caxton’s choice of texts that has been attributed to his success as a printer, where other printers in fifteenth-century England went bankrupt. As the first person to print in England, Caxton was also one of the first people to print books in the English language. There are over seventy surviving books in English that Caxton produced at his printing house in Westminster, alongside twenty-five other texts in languages other than English. Caxton’s non-English texts comprise ten indulgences printed in Latin, and fifteen other religious texts that were likely produced to order, such as Caxton’s edition of Nova Rhetorica. The Nova Rhetorica used the author’s own manuscript as the copy text, and Hellinga (1982: 68) argues that the text was likely printed at the request of the author based on this evidence. For the most part, Caxton’s output was comprised of canonical English literary texts from authors made popular in the previous century, such as Chaucer and Lydgate, and Caxton’s own translations of French-language courtly literature into English. The texts that Caxton printed appear to have been popular with the nobility and the middle classes. For example, we know that John Paston II was aware of Caxton’s editions of Cicero’s Of Old Age and Of Friendship, Troilus and Criseyde, Parliament of Fowls, and Game of Chess because they are included in his ‘List of Books’ (Smith 2012). 
In contrast, the other printers who were active in fifteenth-century England tended to aim their texts at a scholarly and religious audience. Both the printing houses based at Oxford and St Albans specialised in religious and educational texts printed in Latin. Theodoric Rood ran a small printing business in Oxford from 1481. Rood rented a tenement on High Street from Magdalen College (Jensen 2014), aiming much of his material at students of the university. We know less about the printer based at St Albans. Known as the schoolmaster printer, the St Albans printer appears to have been linked to the Benedictine Abbey in the town. Both the Oxford and the St Albans printers went out of business in the 1480s (Blake 1991a). Other printers followed Rood and the St Albans ‘schoolmaster’ printer, mainly based in London such as John Lettou, William de Machlinia, Julian Notary, Richard Pynson, and Wynkyn de Worde. Of the texts remaining that are attributed to John Lettou (fl. 1475-1483), most of them are indulgences (and one psalterium), though Lettou also collaborated with William de Machlinia on six other texts (Blake 2004a). William de Machlinia was mainly known in his texts by the Latinate form of his name, though elsewhere he is known as William Maclyn. De Machlinia printed many of his twenty-two surviving texts in Law French, and much of his output is focused on yearbooks and law books (Blake 2004b). Both Lettou and de Machlinia were active printers for less than ten years, though later printers had greater success. The earliest book printed by Julian Notary dates from 1496, and from that date onwards there is at least one book a year still extant over the next twenty years (Tedder 2004). Richard Pynson’s first dated publication is from 1492, and Pynson subsequently became the King’s printer and specialised in legal printing until his death in 1529 (Neville-Sington 2008). 
The relative lack of success of Lettou, de Machlinia, Rood and the Schoolmaster printer has been attributed to their choice of texts, along with “a lack of sufficient market along established trade routes, and foreign competition” (Blake 1991a: 63). In the case of Caxton’s texts, Caxton ensured that there was no foreign competition—whether intentionally or otherwise—by translating texts into English from French and Latin, and by printing texts that were already available in manuscript form in England at the time. Both in terms of the quantity of his output and the length of time that Caxton’s business was active, Caxton was the most successful printer in the fifteenth century.
Caxton’s printing house was taken over by Wynkyn de Worde on his death in 1492. There is no clear evidence as to where De Worde came from, though circumstantial evidence suggests that Caxton may have brought the Flemish compositor Wynkyn de Worde to Westminster with him from Cologne when he set up his printing house (Blake 2004c). De Worde is believed to have been Johann Veldener’s apprentice in Cologne and joined Caxton when Veldener and Caxton published the De Proprietatibus Rerum in 1472 (Blake 2004c). De Worde began his own publishing career using Caxton’s founts of type and woodcuts, and by reprinting many of Caxton’s texts. Between 1493 and 1495 de Worde reprinted Caxton’s versions of texts including the Golden Legend, Book of Courtesy, Sarum Hours, Temple of Glass, Liber Festivalis, Quattuor Sermones, Mirror of the Blessed Life of Jesus Christ, Cordiale, Churle and the Bird, Horse, Sheep and Goose, and the Polychronicon. Following his edition of Polychronicon, de Worde began to change the direction of the work he printed towards religious and educational texts, though he continued to reprint Caxton’s texts throughout his career. In 1500 de Worde left Westminster and moved the printing shop to Fleet Street in London. 
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It is uncertain how much input Caxton had into the texts that his printing house produced. Most of what we know about the way Caxton ran his business we know from the prologues and epilogues that are attached to many of the books that he printed. We do know that the compositors’ role was one of copying—the compositors were paid to set the type for a new printed edition, rather than to write an original text in the medium of print. Because the compositors were always copying, they were necessarily always working from a copy text, but there are few copy texts extant (Hellinga 2014). The copy texts that were used by compositors would not have escaped the printing process unscathed. Hellinga (2014: 96) notes that manuscripts that have been used as copy texts often contain inky fingerprints and marking from the master printer. It is possible that instead of using expensive manuscript editions for printing, Caxton would have had manuscript copies of a text made for use in the printing house though Caxton does not state whether copies of the text were made expressly for use in the printing house. 
The copy text was marked up by the master compositor, who was responsible for preparing the copy text for printing. At this point, any changes to the previous edition were incorporated into the copy text. The master compositor would have marked up a copy of the text that was to be printed, adding corrections from the manuscript. For example, most of Caxton’s second edition of the Canterbury Tales is similar to his first edition which was used as the copy text (Bordalejo 2005, Hellinga & Painter 2007), though 277 lines of text were added and 89 removed. Changes to spelling were not likely to have been made while the copy text was with the master compositor; instead, it is more likely that any changes to spellings were made by the compositor when setting the type (Bordalejo 2014).
Once the master compositor had made any changes to the text itself, the copy text was marked up to show the end of each page in the new edition—a process known as casting off. Casting off was necessary for two reasons. Firstly, because of the way the paper would be folded after printing, compositors did not set pages in the order that they would appear in the final copy. The compositors would have printed pages 1 and 8 on the same side of a quarto sheet, and 2 and 7 on the other side. The printers did not have enough type to keep eight pages standing, so it was necessary for the compositor to know where page 7 ended, in order that page 8 could be set immediately after page 1. And here I differentiate between type—the small metal blocks that the compositors set out—and text—the ink impression of the type on the page. The second reason to cast off the copy text is that printing houses usually employed more than one compositor. When setting the second edition of the Canterbury Tales, Caxton employed at least two compositors (Hellinga & Painter 2007), if not three (Bordalejo 2005). Compositors needed to know where their sections were due to end and begin in order to work effectively together.
If the text being copied was verse, then casting off was a fairly straightforward process. Caxton’s two editions of the Canterbury Tales include sections of verse and prose. Chaucer’s lines of verse are not long enough to reach the right-hand margin. Therefore the master compositor could simply count the number of lines in the copy text and mark where each page would end in the new copy. For example, in Caxton’s first edition of the Canterbury Tales the Nun’s Priest’s Tale has 29 lines of verse per page; in Caxton’s second edition there are 38 lines of verse per page. The master compositor worked out the length of the first edition divided into pages of 38 lines each, to get the total number of pages needed. Setting prose was more complicated than setting verse. The lineation would change unless the type and page size of the new edition remained the same as that of the copy text. In Caxton’s case, the type changed from Type 2 in the first edition of the Canterbury Tales to the similarly-styled but smaller Type 4 in the second edition. Caxton’s master compositor would have had to work out the size of a page’s worth of Type 4 and mark this on the copy text.
Once the copy text has been amended and cast off, the compositors began setting out the type. The master compositor would have specified the size of the printing area for the new edition, so the compositor set his composing stick—the thin rule on which he sets the type—to the width of the printing area. The compositor set out the type as it is on the copy text, revisions included. If setting verse, or text where the type is not aligned both margins, then the compositor’s line is filled using spacing—type that takes up space but that does not leave an impression during printing. Printers had spacing of different widths to ensure that each line was tightly filled with type. This process of fitting the type into a rectangle the shape of the printing area is called “justification”. When setting prose, the process of justification became more difficult (discussed in more detail in Chapter 3). After the compositor has set out a page of type, the type was tightly pinned together in a chase—the frame used to hold the type together for printing. The page of type was then moved onto the press.
Once a page was set, the compositor printed off a copy for error-checking by the corrector. The corrector read the new copy in front of him while the original copy text was read aloud (Gaskell 1972: 112). The corrector amended the proof accordingly, and any changes were made by the compositor. The corrector rarely made changes to spelling however (Hellinga 2014). If the corrector was happy with the proof, the type was given to the pressmen who began printing copies for the new edition. The compositor began to set the next page whilst the previous pages were being printed by the pressmen, and the process started again. Once the pages for a whole text had been printed, the quires were bundled up and sent to the binder. In the case of Caxton’s printing business, Caxton then sold the books that he printed in his shop. 

[bookmark: _Ref496620128][bookmark: _Toc497899840]The language of compositors
The compositors are of particular interest for this study, because they have the greatest amount of influence over the spellings in a printed text relative to the other people involved in the printing process. However, compositors are limited in what linguistic features they are able to alter. The compositor can influence only the spelling of a new text; it is not possible for them to alter any other linguistic feature. A word-by-word comparison of Caxton’s second edition of the Canterbury Tales against its copy text, Caxton’s first edition of the Canterbury Tales, suggests that compositors copied around seventy per cent of the spellings exactly as they appeared in the copy text. The remaining thirty per cent are spellings that the compositor changes. This is in line with the changes made by compositors that are observed by Gaskell (1972) and Wakelin (2011). 
[bookmark: Compositors_affect_spelling]The compositor’s range of influence is limited because of the correction processes that their work underwent. Each page of type that the compositor set was checked by the corrector. The corrector assessed the compositor’s work by reading the compositor’s new copy whilst the old one was read aloud to him (Gaskell 1972: 112). Any deviation in syntax or lexis would be noticed by the corrector and the compositor would be instructed to amend the text for the full print run, but spelling was rarely corrected. As long as the spelling on the page matched what the corrector heard, then no alteration was made. The few corrected sheets still in existence rarely show corrections of spellings, while syntax and lexis is frequently amended (Hellinga 2010: 94). While the work of compositors had to adhere to the syntax and lexis of the copy text, spelling variation was permitted within the text. For this reason, when examining the language of compositors, the only available linguistic feature for analysis is spelling. Any other feature would have been “corrected” if it deviated from the copy text. This lack of variable linguistic markers makes the language of the compositors particularly difficult to investigate. 	
Compositors could use spelling variants other than those in the copy text because of the nature of copying. Previous research has already thoroughly investigated the effect of the scribe during the hand-copying process. The account put forth by Benskin and Laing (1981), and built upon by McIntosh, Samuels, and Benskin (1986), models the way that scribes respond to a copy text, and I argue that compositors respond to their copy text in the same way. In the earliest printers’ manual to be written in English, Joseph Moxon (1683: 212–213) writes that “the compositor [...] first reads so much of his copy as he thinks he can retain in his memory till he have composed it, as commonly is five or six words, or sometimes a longer Sentence. And having read, he falls a Spelling in his mind.” Moxon’s manual gives a similar account of the copying process modelled by Benskin and Laing, but instead applied to the process of printing. Moxon’s narrative suggests that compositors may be just as likely to change the spellings of a new printed text as their scribal counterparts. 
The extent to which compositors reproduce their copy texts has been studied in light of the uncertainty of where compositors were from, and therefore the extent to which they spoke English. Attention has been drawn to the compositors that Caxton employed, on the basis that most fifteenth-century compositors were not native English speakers (Scragg 1974, Samuels 1988, Blake 1991a). Caxton’s compositors have been held responsible for “the adoption among printers of a spelling system so far removed from the English then being spoken” (Hotchkiss & Robinson 2008: 6); Hotchkiss and Robinson suggest that based on their presumed lack of English knowledge Caxton’s compositors were unable to represent the sounds of English orthographically. Caxton has been held accountable for the changes his compositors made to English spellings because he employed them (Salmon 2000). The present study is not concerned with the extent to which Caxton’s compositors used a phonetically accurate orthographic system, but rather the extent to which the spellings used by compositors (and the copy text) can be seen to change within an individual text. As such, it is important to know where in the text one compositor’s work stops and the next begins. 

[bookmark: _Ref496620019][bookmark: _Toc497899839]Texts that were typeset by more than one compositor
This study is interested in the extent to which individuals altered the spellings of a printed text, and compositors had the greatest influence over the spellings in a new printed text. Texts that were set by two compositors were set concurrently, both compositors working from different parts of the copy text. There are very few extant copy texts, though one example is the manuscript Biblioteca Apostolica Vaticana, Cod. Lat. 11441 which was used as the copy text for Caxton’s edition of the Nova Rhetorica, in which compositors’ markings for casting off can be seen (Hellinga 1982: 46). Though we cannot find out what the copy text looks like, we can see whether two compositors responded to the same copy text in the same way when more than one compositor set the type. 
Texts would be divided for composition by multiple compositors for financial reasons. As a business model, it makes sense to have two compositors working at the same time on the same text to increase the printing speed. Each compositor works with his own press and his own pressmen—the men working the press itself (Gaskell 1972). The pages that were typeset by the compositor were printed shortly after composition, because print houses would not have had enough type to keep more than a few pages of type standing once it had been typeset (Febvre 1984). Once the printing of a page was complete, the type was broken up so that it could be reused for the next pages. Having two compositors and two printing presses running simultaneously doubles the speed of production, but there are disadvantages to having both compositors working on the same project. Evidence suggests that for most of his career, William Caxton had only two compositors working in his printing house, only later taking on a third. At the very least, Caxton had two compositors working for him since he printed his first edition of the Canterbury Tales in 1477 (Hellinga 1982). But if all Caxton’s compositors were occupied with one longer project, there was little scope to bring in money to fund the printing house. 
The lack of money was a problem. The printing house could only make money through the sale of the books once the entire production process had been completed. However, successfully running a printing house meant meeting a lot of upfront costs, such as paying for paper, ink, and any replacement type, not to mention the cost of buying the printing press itself. These upfront costs were the most expensive part of the printing process (Febvre 1984), and to pay them the printing house would require substantial sums of money before printing began. In addition, everyone working on the book had to be paid whilst the production of the book was still ongoing. Meeting these upfront costs could be problematic, because the books printed by Caxton’s printing house only made money once they had been printed, bound, and sold. Though printing was profitable, Caxton would never see the profits from the sale of the book if the printing house went bankrupt during the production process. 
In order to raise the capital to keep the printing house running, Caxton would have part of the printing house working on smaller jobs (Carlson 2006). These smaller jobs, such as printing advertisements or indulgences, were quicker to complete and therefore also quicker to bring in money. The income raised from these side projects was less than the income earned from main project—that is, the large book under production—however, this small income was enough to keep the printing house financially afloat during the production process. For the printing house to work in this way, one compositor always had to be available to stop working on the longer text and move onto the smaller and more immediately profitable jobs. The copy text was divided in such a way that one of the compositors was always able to switch roles. Each compositor had his own defined section of the copy text to work with, enabling him to temporarily leave his work to move onto the smaller project without affecting the work of the compositor who remained on the longer text.
The financial requirements of the printing house meant that it was common for two compositors to concurrently type-set the same text, though it was likely that one of the compositors would be temporarily released to complete other jobs at some point during the production process. Many of the incunabula still in existence were type-set by two compositors. The next section considers how we can tell where in a text one compositor’s section ended and the compositor’s work began using bibliographical information. 

[bookmark: _Ref499552819]Locating where in the text compositors change over
For this study, it is important to understand where texts were divided for composition. Where a text was set by a team of two compositors, it is necessary to locate where a section that was type-set by one compositor stops and the second compositor’s work begins. Text needs to be attributed to a single compositor in order to differentiate their work, and therefore their spellings, from the work and spellings of the other compositor. Distinguishing between the work of two compositors is more difficult than differentiating between scribes; an analysis of scribes would be aided by palaeography, but the work of a compositor is anonymised by the typeface. Fortunately, a change in compositors often leaves a trail of material evidence. 
[bookmark: Finding_the_cross_over_point]When one compositor’s work ends and another compositor’s work begins, several bibliographic markers can be detected in the text. These markers are described in Lotte Hellinga and George D. Painter’s Catalogue of Books Printed in the XVth Century Now in the British Library. BMC Part XI: England (known as the BMC). Their 2007 catalogue provides an unprecedented amount of information on incunabula, including information on compositors and division of copy, where available. I used the information available in BMC to divide the dataset used for this thesis[footnoteRef:3] into texts that were type-set by one compositor and texts that were set by two. [3:  See Chapter 4: Methodological design for further information on the selection of texts used in this study.] 

Hellinga and Painter locate where one compositor’s work stops and another compositor’s work starts because of the mistakes the compositors made or the lack of consistency in the way that the type was used. To locate the changeover, Hellinga and Painter use four main markers of a compositorial change-over: the quiring, the stocks of paper, differences in layout, and idiosyncratic uses of type. This section details each of these pieces of evidence in turn.

Quiring
The way that paper was folded and put together during the production process can indicate where a change in compositors has taken place. Fifteenth-century printing houses in England imported their paper from paper mills abroad, ensuring that enough sheets were ordered to fulfil production of the book in progress (Gaskell 1972: 142). A single sheet of paper had two pages printed on one side for a book in folio format, or four pages printed on each side, if printed in quarto. These sheets, once printed and folded, were gathered together into quires. Figure 2.1 demonstrates the way in which three sheets of paper in folio format could be put together to form a quire. 

[bookmark: _Ref467504099][bookmark: _Ref467504106][image: ]
[bookmark: _Ref468958647][bookmark: _Toc499753501]Figure 2.1: A quire made from three sheets of paper, viewed from above and side on

Figure 2.1 shows Quire A, the first quire in a book. Each leaf is numbered A1-A6. The leaves in the second quire will be numbered B1-B6, and so on. A folio quire made of three sheets will always have six leaves and twelve pages. To produce the pages in the correct order, the number of leaves per quire must first be decided upon. If the quire will be comprised of three sheets (and therefore six leaves), page 1 must be printed opposite page 12. However, if a folio quire is made of four sheets (and therefore eight leaves), then page 1 must be printed opposite page 16. We can see this in Figure 2.1, where page 1 is the front of the quire, and page 12 is the back page of the quire. In order for the compositor to know what page is set opposite page 1, the master compositor must decide how many sheets will be in each quire. Then the entire text must be calculated to fit a precise number of quires and sheets. The process of calculation is slightly more complicated if the printing house is working in quartos (sheets that are folded twice to create four leaves). 
Sometimes calculations are incorrect or the compositors make a mistake during type-setting, and the final quire of the text is not entirely imprinted. It is not unusual for a book to end with a half-filled quire because often the text took up more or less space than the compositor was expecting. However, sometimes incomplete quires are found in the middle of a text, often at the end of a chapter. The next chapter then begins after a blank page, such as in Caxton’s first edition of the Canterbury Tales. Alternatively, if the compositors know that part of a quire will not be filled, a quire might have fewer leaves than usual. 
Blank pages or unusually short quires in the middle of a book might suggest a change in compositors. If there has been a miscalculation in the amount of space needed for the text in the new copy, the work by the first compositor may take up slightly too much or slightly too little paper. The result will be that Compositor 1 reaches the end of his section with a blank page (if there was slightly too little text), or his section will end with a quire comprised of too few or too many leaves. At this point, it is not possible to rectify the quiring at the end of Compositor 1’s section, because compositors work concurrently. The beginning of the next section will already have been type-set by Compositor 2, and the first quires printed and gathered together. It is neither possible to change the quiring at the end of the text set by Compositor 1 nor to change the quiring at the start of the text set by Compositor 2. The mistake will remain in the book. 
It is always possible that a faulty quire in the middle of a book is symptomatic of a bad compositor and not a change in compositors. For this reason, it is necessary to look for additional evidence that marks a change in type-setters. The paper stocks themselves can often provide corroborating evidence of a second compositor. 

Paper
Stocks of paper can be identified by the watermarks. Watermarks are images on the paper that identify each sheet as having come from a particular stock and paper-maker. Paper is made in moulds, and in the bottom of each paper mould is the wire outline of the watermark. When the paper mixture is poured into the mould, the paper is slightly thinner where it was poured over the top of the watermark. In a bright light, the watermark is visible as a pale outline of the image against the background of the paper. Figure 2.2 shows a rubbing of a watermark in paper stock that was used by Caxton. 
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[bookmark: _Ref467509890][bookmark: _Toc499753502]Figure 2.2: Coat of arms watermark in Caxton's Chronicles of England, from Hellinga and Painter (2007: 323)

Watermarks can be seen best on blank paper, though little blank paper survives from the fifteenth century. Most paper from this period exists in incunabula, and the watermarks on the paper become hidden underneath the ink. Watermarks are difficult to see once the paper has been printed upon, and as a result of the quiring process, they do not appear on each page. Watermarks are imprinted once onto a sheet, so the number of times the paper is folded during the assembly of the book will determine the number of pages the watermark appears on. In a book printed in folio format, the watermark will appear on one of the resulting two leaves, and in a quarto, the watermark will show up on one of the four resulting leaves. The watermarks are vital in determining which stock of paper was used in the production of a particular book, and the way that stocks of paper were used can shed light on the compositors involved in the process. 
When starting work on a new book, Caxton’s printing house would have ordered their paper from paper mills abroad (Gaskell 1972: 60). Paper was expensive, so the printing house only ordered as much paper as was needed to finish the project (Gaskell 1972: 142). Each paper mill would use several watermarks, using a different one for each new batch of paper. Only the Confessio Amantis of Caxton’s books is printed on a single stock of paper. In the Confessio Amantis, every sheet of paper will bear the same watermark. However, the watermark design changes part way through the rest of Caxton’s books. The difference in watermark design mid-book suggests that that book is created from paper that was not all made at the same time, or perhaps even made in the same place. 
There can be many reasons behind more than one stock of paper being used in a book. Though printers always tried to source the paper needed for the whole book upfront, the printing house may not always have all the paper before printing began. It may be that, because of the expense of paper, the printing house could not afford to buy enough paper for the whole project in one go. Alternatively, the master compositor may have miscalculated the amount of paper necessary to complete the project. In both cases, more paper must be ordered later during the printing process. The paper from the later stock might not bear the same watermark design, even if ordered from the same paper mill. 
A change in paper stocks can also provide evidence for a change in compositors. When working on the same text, a team of two compositors would be working concurrently, setting type for different parts of the same copy text at the same time. Each compositor might work with a different press and pressmen. If not enough paper had been ordered for the whole project, the press working with Compositor 1 might be using the new paper, while the press working with Compositor 2 might use left-overs from an older stock. When the work from Compositor 1 and Compositor 2 is put together, part way through the book there will be a change in watermark design, and this change in watermark design will occur at the location of the change in compositors. We find this change in paper in Caxton’s edition of Troilus and Criseyde.
A change in paper stocks is not exclusively caused by a change in compositors. Different batches of paper used in a single text can also be a result of miscalculation or low funds in the printing house. Because a change in paper can be caused by factors other than a change in compositor, watermark design cannot stand alone as evidence for a change in compositor. Instead, it must be used as supporting evidence. In Troilus and Criseyde, the compositors’ different use of two forms of the letter i was also used to show where one compositor’s work stopped, and the next compositor’s work began. 

Changes in layout
The layout is determined in advance of printing by the master compositor. The number of lines to a page is decided upon, along with the width of the printing space. Paratextual features, including page headings, page numbers and chapter headings are also determined in advance. However, compositors occasionally make mistakes and deviate from the prescribed format of the text. It is these mistakes that give us clues as to where in a text the work of a new compositor begins. In Caxton’s second edition of the Canterbury Tales, Hellinga and Painter (2007: 132) state that “the compositor of quires A-L is distinguishable from the one who set quires a-v […] by headlines in the form “The Prologue” rather than (for example) “The marchauntes prologe””. This minor change in the form of the heading is enough to flag up a change in the person setting the type. However, a change in format alone is perhaps not strong enough evidence to state that a change in compositors has taken place. Hellinga and Painter back up their argument with additional evidence, in this case the guide-letters used to mark a larger rubricated initial. 

Idiosyncratic uses of type
Finally, the work of different compositors can be differentiated by their use of type. Each individual typeface used in Caxton’s prints has been numbered, catalogued and described extensively including description and images of individual graphs (Updike 1937, Blades 1971 [1877], Hellinga & Painter 2007). Early typefaces were designed to mimic the scripts that were used by the scribes writing at the time, so because a scribe might use two different allographs to represent the same letter, typefaces were designed in the same way. In several of Caxton’s typefaces, more than one grapheme was used for a single letter, such as in his Type 2, used in the History of Jason and printed here in Figure 2.3 and Figure 2.4. 
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[bookmark: _Ref467515811][bookmark: _Toc499753503]Figure 2.3: Type a1 in Caxton’s Type 2 in History of Jason, p. 5a

Figure 2.3 and Figure 2.4 show the two graphs for the letter a used at the start of words in Caxton’s History of Jason. a1 can be distinguished from a2 by its double-bowl, where a2 is more rounded and is formed of a single compartment. Throughout most of the History of Jason, a1 is used to represent the letter a at the beginning of words, however on pages [a]4a, [a]5b, [a]8b, and [b]1a the graph a2 is used in word-initial position. Hellinga and Painter (2007: 107) state that the different use of a2 is grounds to suspect a different compositor typeset these four pages. A similar distinction between graphs is made in the Confessio Amantis, where differences in the capital letter I can be observed.
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[bookmark: _Ref467515819][bookmark: _Toc499753504]Figure 2.4: Type a2 in Caxton's Type 2 in History of Jason, p. 5b

Through examining the quiring, paper, and uses of type, we can see the way in which the work of compositors may vary. Observing where these small changes take place is particularly important when we want to know where in a book the work of a new compositor begins. The next chapter makes use of this bibliographical background when exploring the work of the two compositors who typeset Caxton’s second edition of the Canterbury Tales. 



[bookmark: _Toc497899842]Spelling and the justification of type[footnoteRef:4] [4:  An earlier version of this chapter was published as Shute (2017). ] 

This chapter explores the extent to which the spellings used in Caxton’s printed texts were influenced by the processes involved in printing. Research into the transmission of spelling variants has been focused almost exclusively on manuscript studies. One possible reason for a dearth of research into spelling transmission in early print are the complications introduced by the processes involved in printing. In the analogy where the copying undertaken by a scribe is equivalent to the copying undertaken by the compositor, the pen used by the scribe is equivalent to the type used by the compositor. However, scholars have suggested that when compositors set the type for a new text, the spatial constraints on the compositor are greater than the constraints on the scribe because the printing process required the compositor’s line to be filled with type. These spatial constraints have been linked to spelling variation; some scholars have claimed that, when setting prose, compositors altered spellings in order to fit the type onto the line (Gaskell 1972, Hellinga 1983, Blake 1989). Despite these claims, no empirical research has been undertaken into the extent to which fifteenth-century compositorial spellings were affected by the printing process. Through analysis of Caxton’s two editions of the Canterbury Tales, this study investigates whether compositors changed their spellings to fit their type onto individual lines of type. 
This study is guided by one research question which asks what methods compositors used to justify their type. In answering this research question, the results of this study suggest that the spellings used by Caxton’s compositors were not altered because of the spatial constraints introduced by the printing processes. These results are significant—with the printing processes not creating a change in spelling variants, the spellings used in printed texts are those of the copy text and the copyist, as is the case in hand-copied texts. The spellings used in Caxton’s texts were introduced by people, and not forced because of spatial constraints. In making this argument, I discuss the method of analysis (Section 3.2), and in Section 3.3 I use case studies of Caxton’s editions of the Canterbury Tales and Richard Pynson’s edition of Reynard the Fox to explore the effect of spatial constraints on the text. However, before discussing further the method and results of this study, it is first necessary to understand the processes that were involved in printing, and how these processes could impact upon the language of fifteenth-century printed texts; the next section discusses the spatial constraints that compositors faced because of the printing process. 

[bookmark: _Toc497899843]Printing processes and their effect on spellings
There are two aspects to printing that could theoretically cause Caxton’s compositors to alter spellings when setting type, but which are not applicable to the hand-copying of a text: a lack of type, and the requirement for the type to be justified. A lack of type covers a range of problems, including the possibility of the printer having too few spaces, too few abbreviations/punctuation marks, or the wrong ratios of letters for the language he is printing in. However, printers were not usually inconvenienced by these problems, and when they did occur they were able to manoeuvre around them. When Caxton began printing, there was no one casting and selling type in England. He was, therefore, obliged to buy his type from the Low Countries—which is where he learned to print and made connections within the book trade during his time as a mercer and merchant adventurer. Founts of type—a whole set of one typeface, including all the letters, punctuation, and abbreviation marks—were made up of numbers of each letter relative to their use in the language they were intended for (Febvre 1984). Printers knowingly bought founts of type that only just had enough letters to print a couple of pages at once (Febvre 1984: 59). Therefore, although this practice meant that the printers could not keep many pages in standing type ready to print, they would have had enough type to print two pages at any one time.
The printers, then, were unlikely to have too little type for their needs. But if they did, when the most used letters began to wear out, then they would work with the amount of type that they had, and borrow from other typefaces as necessary. For example, when printing Parliament of Fowls Caxton’s compositor was short of capital T in Type 2 and borrowed from Type 3 (Painter 1976: 95). Through borrowing type when necessary, a lack of type was unlikely to cause compositors to change spellings. However, the processes of justification and the interaction between type and spelling are more complicated. The rest of this study is devoted to exploring the effect of justification on early printed spellings. 

Justification
Justification has a dual definition within book studies, one a physical requirement and the other a visual effect. The physical requirement is that the type must be made to fit exactly the width of the printed area, a requirement that all type must adhere to. When setting the type, it is not likely that the letters and spacing will precisely fit the width of the printing area and so alterations to the type must be made. If setting verse, or text where the type is not aligned both margins, then the compositor’s line is filled using spacing—type that takes up space but that does not leave an impression during printing. Printers had spacing of different widths to ensure that each line was tightly filled with type. This process of fitting the type into a rectangle the shape of the printing area is the physical requirement for justification. Even though the text in Figure 3.1 does not all align to the right-side margin, the underlying type will form a rectangle and the type will be justified—the rest of the lines will have been filled by spacing. 
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[bookmark: _Ref490474213][bookmark: _Toc499753505]Figure 3.1: Physically justified text in Caxton’s Canterbury Tales, 2nd ed., p. 278a

There are several things that can go wrong if the type is not properly justified, most of which involves the type coming apart. The first problem would occur when transferring the type onto the press. After the compositor has set out a page of type, the type is tightly pinned together in a frame known as the chase. Once the type is in the chase it can be transferred onto the press. If the type is not tightly justified, then it will fall out and the compositor will have to set the page again. Compositors were paid a wage on the basis of their setting a particular number of pages a day (Gaskell 1972: 54), and so it would not be desirable to spend time setting the same page twice. If the compositor did manage to get a loosely justified piece of text onto the press, more problems could occur during printing. The ink used by printers was sticky. Ink was pressed onto the type with leather balls filled with sheep’s wool. Because of the stickiness of the ink, any loose type could be pulled out during inking. The result is known as “fallen type”: a piece of type that has fallen between the rest of the type and the paper. It causes the paper to tent slightly, leaving an impression of the piece of type surrounded by a loose halo in the final copy. Fallen type is rare in extant copies. Owing to the number of pages that a compositor was expected to set in a day in order to receive payment, most compositors probably made sure that their work was tightly justified. When setting prose, this meant not only the effort of physically justifying the text, but the extra effort involved visually justifying it, too. The visual effect of justification is achieved when the text is aligned to both the right and left margins during printing, an illustration for which is provided in Figure 3.2.
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[bookmark: _Ref490475236][bookmark: _Toc499753506]Figure 3.2: Visually justified text in Caxton’s Canterbury Tales, 2nd edn., p. 291a
                  	
In Figure 3.2 the text forms a rectangle that reflects the shape of the type used to print it. The type in Figure 3.2 has been physically justified and the text appears visually justified. In comparison, the text in Figure 3.1 is not visually justified, but the type will still have been physically justified. Though the text stops midway across the printed area, the right-hand side of each line will be filled with spaces in order that the type still exactly fills the chase. These figures demonstrate that while visual justification is the appearance of the text, the process of physical justification is always undertaken in printing. 
Visual justification is difficult to achieve without some alteration to the text or the spacing between text, which is the source of scholarly belief that early compositors altered the spellings in their copy text. Printers used spacing of different widths to fill any surplus space, to ensure the type is tightly wedged into the chase. Where one space would not fill the gap, a combination of spaces was used.
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[bookmark: _Ref442882739][bookmark: _Toc443641627][bookmark: _Toc499753507]Figure 3.3: Rising space in Pynson’s Reynard the Fox, p. 1a line 20

In Figure 3.3 between the words that and man, two spaces have been inserted. However, the type has not been justified tightly enough and so one of the two spaces between the words has risen up high enough as to be inked and make an impression on the page during printing. The printer would not choose to use two spaces unless necessary: for each fount of type there would have been cast one size of space that was considered the ideal width between words. This ideal space would be used between words unless the compositor needed to alter the spacing when the line did not justify. In Figure 3.3, either the original space was doubled, or the original was taken out and replaced by two thinner spaces which together were thicker than the original. This process of swapping the different spaces, and combining them to create a series of spaces of different widths would have been repeated throughout the text. 
What is of relevance to this study is the location on the page that additional spacing is used. In text that aligns only to the left, any extra spacing is inserted to the right of the line (c.f. Figure 3.1, above), and the spacing between words remains the same. The extra spacing ensures that the type fits perfectly into the rectangle of the chase. However, where the text is visually justified, the spacing that would otherwise have been inserted to the right must be evenly distributed through the line, so that the text appears as a rectangle on the page, as in Figure 3.2, above. One way to distribute spacing throughout the line is by increasing the spacing between words. Increasing the spacing between words is a delicate operation—the spacing needs to be expanded enough so that the line fills the width of the printed area, but not so much as to create noticeably wide gaps between words. This procedure makes justification harder to achieve in text that aligns both to the right and left, and scholarly speculation suggests that printers altered spelling to achieve visual justification:



So long as such spelling variants were acceptable in printing, compositors used them as an aid to justification. Thus our man might set 'doe' according to his usual practice and then, finding that his line was . . . too long for the measure, change 'doe' to 'do' by discarding the e, rather than go to the greater trouble of throwing out spaces and finding thinner ones.
(Gaskell 1972: 345)

The actual sequence of typesetting dictated the points at which the compositors would have to conform to limits of space . . . the compositor could change spelling or vocabulary, but he could also add or omit text.
(Hellinga 1983: 5)

There were also numerous ways in which a scribe could reduce or expand his language, and many of these ways were available to the compositor as well. The most common was to use or alternatively to expand abbreviations . . . It was possible to vary the spelling of words in many languages so that they become longer or shorter. In English the addition or omission of final -e and the spelling of words ending in a single consonant with a double consonant with e to give the variants ship : shippe are well known.
(Blake 1989: 409)

There is, however, no empirical investigation into whether fifteenth-century printers did alter spellings for the sake of justifying their texts. It seems likely that scholarly opinion has been influenced by John Hart’s statement in 1569, in which he argued that spellings deviated from the copy text “onely to fill vp the paper in writing : or the Compositors line in printing : to make a garnishing or furnishing therof with superfluous letters” (1569: 15a). Hart’s supposition might not have been correct—instead of changing spellings to fit type on the composing stick, the changes could result from the compositor introducing his own spellings into the copy. Yet, Hart’s assertions have been used to argue that compositors altered spellings for the sake of justification in the fifteenth century (Salmon 2000: 19). In the following section, I explain how I investigated the question of whether compositorial spelling changes were made to justify their lines, or were representative of normal spelling variation in English at this time.

[bookmark: _Ref492907189][bookmark: _Toc497899844]Method of analysis 
[bookmark: _GoBack]The difficulty in this research has been differentiating among types of orthographic change—this study aims to examine any changes the compositors made to make their type fit on their composing stick. This section discusses the choice of texts selected for analysis in this chapter, and provides detail on the methods used for analysis. 

Caxton’s two editions of the Canterbury Tales
This study focuses on Caxton’s two editions of Chaucer’s Canterbury Tales (1477, 1483) and includes supporting analysis from two editions of Reynard the Fox: Caxton’s first edition from 1481 and an edition printed by Richard Pynson from 1494. Caxton’s second edition of the Canterbury Tales is ideal for this study because it enables us to separate these three different sets of spellings from one another, so that we can focus our attention on isolating any spellings changed for the sake of justification. Caxton’s first edition of the Canterbury Tales (Cx1) was used as the copy text for his second edition (Cx2), with alterations made in line with an unidentified manuscript copy (Bordalejo 2005, Hellinga & Painter 2007). Most of the text in Cx2 is the same as Cx1, though 277 lines were added and 89 removed. Changes to spelling were not likely to have been made while the copy text was with the master printer; instead, it is more likely that spellings were altered by the compositor when setting the type (Bordalejo 2014).
Caxton’s second edition of the Canterbury Tales is also suitable for this study because it is not a page-for-page reprint of the first edition. In some cases, Caxton had second editions of texts created from his earlier editions, in which case the same size paper and the same typeface would be used, such as Caxton’s second edition of the Game of Chess. In these texts, the pages were very nearly identical, because each page begins and ends at the same place as their equivalent in the copy text. The compositors for these second editions are not required to justify the type themselves, because the work has already been done in the copy text. These second editions conflate the spellings that are introduced by the copy text and any of the spellings that might have been used to justify the type, making it difficult to isolate any spellings used to justify the type alone. It is necessary to use texts for which we have access to the copy text, and texts for which the copy text is not identical page-for-page. The lineation of the second edition would be the same as that of the first edition unless the type and page size of the new edition remained the same as that of the copy text. In the case of Cx2, the type changed from Type 2 in Cx1 to the similarly-styled but smaller Type 4 in Cx2. Caxton’s master compositor would have had to work out the size of a page’s worth of Type 4 and mark this on the copy text, and the compositor would be responsible for justifying the type. 

Differentiating among types of orthographic change
Though the standardisation of written English was already well underway by the time Caxton began printing in England, a great deal of variability was still permitted in spelling. These variable spellings needed to be differentiated from those the compositor may have introduced intentionally to justify type. A further complication is the effect that the copy text can have on the language of the subsequent copy. It has long been accepted that when hand-copying a text, scribes were most likely to produce a copy that was a mixture of the spellings of the copy text and the scribe’s own forms (Benskin & Laing 1981: 56). So the spellings in Caxton’s second edition of the Canterbury Tales are a combination of the spellings in the copy text, the compositor’s own spellings (whether introduced intentionally or otherwise), and any spellings the compositor changed to justify the type. Caxton’s second edition of the Canterbury Tales is ideal for this study because it enables us to separate these three different sets of spellings from one another, so that we can focus our attention on spellings changed for the sake of justification. 
We first need to identify the spellings that have been influenced by the copy text. The original Canterbury Tales was written by one author—Geoffrey Chaucer. It is important to examine texts written by a single author because it is possible that Caxton had different editing practices depending upon the author of the text in question. Simon Horobin suggests that Caxton’s attitude when printing Chaucer’s work is similar to his approach to Gower: Caxton retains the dialectal features most associated with the author (Horobin 2007). In addition to the text having been written by one author, we also know that Cx1 was used as the copy text in creating Cx2. This is important because the copy text could have a great impact on the language of the new copy. By looking at Cx2 in conjunction with its copy text, I analysed only spellings that were changed in the second edition, i.e. spellings that were not the same as in Cx1. These spellings, if not influenced by the copy text, must have been changed either because they are the compositor’s own spellings, or because the compositor needed to change them in order to justify the type. 
The copy text for Cx2 has been identified as Cx1 with corrections from a manuscript that is no longer extant (Blake 1967, Bordalejo 2005, Bordalejo 2014). Caxton claims in the prologue for Cx2 that he is issuing a new edition because a “gentylman” told him that his first edition was faulty, and that he could provide a better edition for Caxton to reprint (1477: 1a). Though it has been suggested that this was just an excuse to print a new edition of the text complete with new woodcuts (Blake 1991b: 113), Caxton does appear to have inserted alterations from an unknown manuscript source onto Cx1, and the amended form of Cx1 was then used as the base text (Bordalejo 2005, Bordalejo 2014). Though the copy text contains additions from the manuscript, this does not cause problems for this study. I compared the spellings in Cx1 with their exact counterparts in Cx2. Any additions made to Cx2 from the manuscript could not have been examined, because they did not have a counterpart in Cx1. Furthermore, the spellings from Cx1 are unlikely to have been changed to match the manuscript; Bordalejo explains that, though many significant changes have been made to all the Tales in Cx2, spellings changed in Cx2 are likely to have been introduced by the compositor (Bordalejo 2014). 
Now that we have found a way to exclude spellings that were influenced by the copy text, we need to separate the compositor’s preferred spellings from those he changed to justify the type. To separate these two types of spellings, we need to compare sections of text that have been visually justified with text that has not, and be satisfied that both sections have been set by the same compositor. To do this, I compared sections of verse with sections of prose. In the verse Tales, the text never comes close to the right-hand margin, and so cannot be visually justified. This is because Chaucer’s verse lines are short, at least relative to the width of Caxton’s page. The prose sections are entirely visually justified however. Therefore, any differences between the prose and verse, such as a change in the frequency of spelling changes or an increase in abbreviation rates, should be a result of the requirement of justification in the prose. In this way, the verse acts as a baseline measure for the amount of variation we would expect to find in Caxton’s prints at this time. By comparing the types of spelling changes that occur in the prose with those that occur in the verse, I isolate the changes that the compositor made to justify his type.
Finally, the Tales selected for analysis were set by the same compositor: the Parson’s Tale and the Tale of Melibee—both prose—and the Nuns Priest’s Tale and the Manciple’s Prologue and Tale—all verse. Bordalejo and Hellinga and Painter claim independently that these Tales were set by one compositor (Bordalejo 2005, Hellinga & Painter 2007). The sample size from each tale is c. 2,500 words: the length of the Manciple’s Prologue and Manciple’s Tale combined. Because the prose and verse sections in Cx2 were both set by the same compositor, we would expect any habitual changes to spellings to occur in both prose and verse. For example, the compositor hardly ever changed y to i but frequently changed i to y (697 examples out of a corpus of 1637 total changes). The y variant appears to be the compositor’s preferred spelling, and of the 697 changes, 376 of them appear in the verse and 321 in the prose. This split is quite even (53.9% to 46.1%), and suggests that because the changes were made in the verse as well as the prose—i.e. these changes were made regardless of the requirement for justification—the changes were made because they were the compositor’s usual spellings and form part of their idiolect. We would expect changes that were made for the sake of justification to appear mainly in the prose.
Now that we are looking at text within one book, written by one author, and typeset by one compositor, the only difference between the sections of verse and the sections of prose should be the requirement for justification within the latter. When compiling the record of spelling changes between the two editions, I recorded whether the new spelling would have taken up more or less space on the compositor’s line. This is an important distinction. For a printer to justify type by changing spellings, it only makes sense to change the spellings to ones that take up more or less space on the compositor’s stick, and therefore wedge the type more tightly into the chase. Any changes to spellings that did not alter the space taken up by the type would not aid in justification, and these spellings were either one of the compositor’s own spellings, or a mistake. It is important, then, to record whether the new word takes up more or less space than the corresponding spelling in the copy text.
In addition to the method laid out here, I also recorded where on the page changes in spelling variation take place. We would expect that compositors deviate from their copy text when they realise that they are running out of space. To test whether this is true, each page was divided into ten vertical segments. Of interest are changes in spelling that take place in the tenth segment—the area of the page that is closest to the right-side margin, when the compositor is low on space towards the end of the line. This aspect of the method involves close visual analysis of the two texts undergoing comparison, unlike the quantitative comparison of rates of spelling change in verse and prose sections of text that forms the earlier part of the analysis. 
This study is undertaken on a small sample of the books that were produced by Caxton for several reasons. The first reason is the unique case of the Canterbury Tales. The Canterbury Tales is unique in the books produced by Caxton because it includes long sections of prose and verse that can be compared against each other, unlike any of his other texts. It is this comparison between prose and verse that allows us to isolate the difference in the rate of spelling change between text that is visually justified and text that is not. Without this comparison, it is not possible to discover whether there are spellings that were changed to justify the type. The second reason that this study cannot be replicated over a large number of texts is the EEBO-TCP dataset and digitisation policy. When digitising books that were published by Caxton’s printing house, preference has been given to first editions. This policy of preference for first editions has a direct impact on researching texts and their copy texts. While there is an EEBO-TCP edition of Cx1, there is not a plain text edition for Cx2, and the same is true for many second or third editions of Caxton’s work. Without a plain text edition of Cx2, a full comparison of Cx1 and Cx2 is not possible for the present study, due to constraints of time and resources, and analysis must be undertaken through a manual comparison of the images of the texts available through EEBO. Finally, the nature of the visual analysis of spelling changes requires that analysis cannot be automated (or rather, automation may be possible but the time taken to achieve the same results is probably equal to the time taken to manually analyse the data). EEBO-TCP plain text editions do not provide the line breaks for Caxton’s prose texts, and so it is not possible to determine the proximity of spelling changes to the right-side margin. To automate this process, plain text editions would need to be created for both editions undergoing comparison, and each word would need to be tagged with the vertical segment it appears in, in order to record the proximity of spelling changes to the right-side margin. For these three reasons, analysis in the present study is restricted to comparisons between the prose and verse sections of Caxton’s second edition of the Canterbury Tales, and replication across a wider dataset is not possible at present. 
The result of this investigation is a database of spelling changes that occurred between the first and second editions of Caxton’s Canterbury Tales, broken down into text type—whether prose or poetry—and the type of spelling change—whether the new spellings took up more space on the compositor’s line than the originals. It was this database that I analysed to investigate whether printers changed spellings to justify their type. Further supporting analysis was also provided from Richard Pynson’s edition of Reynard the Fox. 

Pynson’s Reynard
This study focuses on Caxton’s editions of the Canterbury Tales and draws on supporting analysis of Richard Pynson’s edition of Reynard the Fox. This study investigates the extent to which spelling variants are altered by compositors when space is tight, and so Pynson’s edition is a valuable addition to the analysis, because the spatial constraints are more severe in Pynson’s Reynard than the spatial constraints in Cx2. If compositors were changing spellings when space is tight, we would expect to find a far higher rate of spelling change in Pynson’s Reynard than in the prose of Cx2. Visually justifying type is difficult because extra space must be redistributed between words, and the difficulty increases when the line lengths are shortened. When the process of visual justification is complete, the line needs to look neat without the spacing between words being either noticeably wide or narrow. In the prose of Cx2 this is not an unduly difficult task—the line lengths have an average length of fifteen words, so there are fourteen gaps in which to redistribute spacing. However, for other texts, justification was made harder through having far shorter line lengths. Richard Pynson’s print of Reynard the Fox is one such example. 
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[bookmark: _Ref442882983][bookmark: _Toc443641628][bookmark: _Toc499753508]Figure 3.4: Richard Pynson’s Reynard the Fox printed in two columns, p. 1a

Figure 3.4 shows the top of the first page of Pynson’s Reynard presented in two columns, with spaces left at the beginning of the two paragraphs for decorated initial letters. The text is printed in two columns with an average line length of only six words. To justify Pynson’s lines, any excess spacing can be spread only across the five spaces between words, potentially leaving wide gaps in the line. Compared with the average of fifteen words a line in Cx2, this makes Pynson’s task of justifying the text far harder. An excess of spacing would be very noticeable on a shorter line, making justification more difficult (see Figure 3.4, above, compared with Figure 3.5).
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[bookmark: _Ref442882991][bookmark: _Toc443641629][bookmark: _Toc499753509]Figure 3.5: Beginning of the Tale of Melibee in Cx2, p. 232a

We would expect that if Caxton’s compositor changed spellings in Cx2 to justify his type, then Pynson’s compositor would alter spellings with greater frequency because of the increased difficulty in justifying Reynard the Fox. To investigate whether this is the case, I compared Pynson’s Reynard with its copy text—Caxton’s translation and first edition of Reynard—identified by Norman Blake (1991b: 259). Adding Pynson’s Reynard to the analysis fulfils several roles. Firstly, because of the shorter lines on Pynson’s two-column layout, we can see that use of justification methods increases when the compositors have less space. Secondly, it enables us to see that the compositors of at least two printing houses—Caxton and Pynson—used the same methods of justification. Finally, Pynson’s Reynard was printed later than Caxton’s Canterbury Tales text—1494 to Caxton’s 1477 and 1483—therefore covering most of the printing period in England in the fifteenth century.[footnoteRef:5] This shows us that printers did not change to different justification methods within the fifteenth century. [5:  Caxton opened shop in Westminster in 1476, and died in 1491.] 


[bookmark: _Ref492907207][bookmark: _Toc497899845]Spellings were not changed to justify type
My results suggest that Caxton’s compositor did not change spellings to justify his type. This finding was contrary to my expectations on setting out and in contrast with claims made in earlier scholarship. Salmon (2000: 19) states that printers were more likely to use shorter spellings when altering a text: avoiding doubling letters and final -e. Gaskell (1972: 349) also says that printers preferred to remove letters, rather than add them. We would have expected a higher proportion of uses of had over hadde, for example, in the printed texts, in comparison with a scribal copy from the same time. However, there is an almost equal distribution of spelling changes that shorten and lengthen words in question (245 total number of words lengthened by adding letters; 249 words shortened). Within the 245 lengthened words, 172 are lengthened through adding final –e; of the 249 shortened words, 142 are shortened by deleting final –e. The compositor did not appear to move towards actively removing final –e from the text, as Salmon and Gaskell suggest. 

Frequency of changes
The frequencies of spelling change support the conclusion that the compositors under examination did not change spellings to justify type. Of importance for this study, the rate at which spellings are changed do not differ notably between justified and non-justified text. For a printer to justify type by changing spellings, it only makes sense to change the spellings to ones that take up more or less space on the compositor’s stick. Therefore, it was necessary to classify spelling change by the spacing that the new spelling took up. I classified three types of spelling change: addition, replacement, reduction. Addition is when the word in the second edition was respelled with more letters than in the first edition and therefore took up more space on the compositor’s line; replacement comprises the set of words whose spelling is altered, but the length of the word remains the same; reduction is when the second edition features a shorter word than the first.

	
	Type of Change

	
	Addition
	Reduction
	Replacement
	Total

	Text type
	Verse
	25.55
	22.01
	100.99
	148.55

	
	Prose
	16.84
	20.84
	74.55
	112.23

	
	Total
	42.39
	42.85
	175.54
	260.78


[bookmark: _Toc499753469]Table 3.6: Frequency of spelling change in Cx2, per 1,000 words

The frequencies in  Table 3.6, whether considered together or broken down into these three categories, do not suggest that there was any great difference between the prose and the verse texts. In fact, a greater number of spellings was changed in the verse than in the prose. As the verse acts as a baseline measure for the variation without justification, the fact that the prose has a similar distribution of locations and similar frequencies of change supports my hypothesis that the prose is not altered for the purposes of justification.
Additionally, there was no patterning as to where the spelling changes occurred on the page. Gaskell (1972: 346) states that compositors were more likely to change spellings towards the ends of lines, or towards the ends of pages when they realised that they were running out of space. This tendency would make sense: it is easier for the compositor to change words that are near the rightmost side of the line, purely because of the difficulty in getting letters in and out that are already sandwiched between type. Therefore, words which have been changed at the end of a line are also perhaps more likely to be candidates for change for justification. This is not what I have found in this study. Instead, I found that in both the prose and the verse, there was no statistically significant result as to where on the page the spelling changes occurred. 
Figure 3.7 represents the cumulative distribution of the location on the page of spelling changes in the prose samples of Cx2. Here, the x-axis represents the distance across the page that spelling changes occurred, and the y-axis shows the line number of the page—each page I analysed in Cx2 had 38 lines of type. The area of the graph represents the printable area on Caxton’s page. Each circle represents one spelling change within the prose, located by its line number and its distance across the width of the page. These are the changes of all spelling changes I observed in Cx2 superimposed onto one graph. We can see that the spelling changes are distributed across all areas of the page. Had the compositors been altering spellings towards the ends of the lines, as Salmon suggested, we would see a far stronger clustering of changes along the far right of the page, or in this case, the graph. As it is, the spelling changes are distributed evenly across the page both in terms of how far across they occur, and how far down the page they occur. 
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[bookmark: _Toc443641630][bookmark: _Toc499753510]Figure 3.7 Distribution of spelling changes in the Canterbury Tales prose

The spelling changes are similarly distributed in Pynson’s Reynard, shown in Figure 3.8. The graph shows clearly the gap between the two columns. Additionally, several pages of the sample that I examined had an extra line 39 on the rightmost column, and this can be seen here through the six spelling changes that occurred on that line throughout the text. Like the distribution of Cx2, there is no significance to the patterning of spelling changes within Pynson’s Reynard. Justification does not, then, seem to have an impact regarding where on the page the spelling changes were made.
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[bookmark: _Toc443641631][bookmark: _Toc499753511]Figure 3.8: Cumulative distribution of spelling changes in Pynson’s Reynard

My research suggests that there was no difference between the way that these compositors changed spellings in the prose and verse sections of text. We find similar frequencies of spelling changes in justified and non-justified text, and the compositor is not more likely to use longer or shorter spelling variants in justified prose. If the compositor does not change more spellings when setting prose then it is likely that he is not introducing changes to justify his type. 

[bookmark: _Ref497202960]How did printers justify their texts?
If the compositors did not justify the texts used in this study through altering spellings, then how did they justify their texts? The results of this investigation suggest that Caxton’s compositor justified his text through three main methods:
1. Breaking words over lines
1. Abbreviation
1. Altering spaces between words
Breaking words over lines
In both Cx2 and Pynson’s Reynard, some lines have not been fully justified. Instead, the last word in the line is hyphenated and completed on the next line, or in some cases the line breaks mid-word without hyphenation. We can see this in Figure 3.9, below. 
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[bookmark: _Toc443641632][bookmark: _Toc499753512]Figure 3.9 Hyphenated lines in Pynson’s Reynard, p. 1a

In the sample in Figure 3.9, seven of the ten line-final words are incomplete. Many of the words are hyphenated at the end of the line, i.e. the ends of lines 3, 4, 7, 8, and 9. However, on line 1 penthecoste is split after pen, and on line 6 smellynge is split after smel. The example provided in Figure 3.8 is not unusual; a similar distribution of words completed on the next line can be found throughout the text. 
Breaking words over lines one of the most frequent methods used by compositors to justify their texts. Within Caxton’s prose, 12.8%[footnoteRef:6] of lines are not fully justified. The number is greater for Pynson’s Reynard, in which 29.3% are not fully justified. It seems likely that the greater spatial pressure on Pynson’s compositor has caused an increased use of line breaks to justify the text. On these hyphenated lines, abbreviations are particularly unlikely to occur: only on 4.7% of hyphenated lines in Pynson’s Reynard is there an abbreviation. The use of only one of these methods on any one line suggests that the compositor chooses to use either abbreviation or word hyphenation as an active strategy to justify the text.[footnoteRef:7] [6:  Frequencies have been shortened to one decimal place.]  [7:  Breaking words over lines was never a method utilised in the poetry. This is due to the line lengths; on no occasions were the lines long enough in the Nun’s Priest’s Tale or the Manciple’s Tale to come close to the right margin. The lines never run onto the next line, and so it would not be possible to break the final word over two lines. ] 

Abbreviation
The study showed that compositors added abbreviation into the text twice as often in Caxton’s prose than verse. The rate of abbreviation in the prose is double that in the verse: 13.5 tokens per 1,000 words in justified text, compared with 6.39 per 1,000 words in text that has not been visually justified. The only difference between the verse and the prose is the requirement for justification. It follows that the difference in abbreviation rates is a result of the compositor using abbreviation to justify his type.
Supporting evidence is provided through analysis of Pynson’s Reynard. Here the rate of abbreviation is far higher, where the columns are thin and the spacing is tight. Pynson uses 25.49 abbreviations per 1,000 words of text. The most common abbreviation was the replacement of and with an ampersand. However, other abbreviations, such as that > þt and the > þe are also commonly used in all texts. 
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[bookmark: _Toc443641633][bookmark: _Toc499753513]Figure 3.10: Abbreviations added to the new copy, per 1,000 words of text

Figure 3.10 shows the graphical representation of the number of abbreviations per 1,000 words for each of the types of text I have examined. The lowest rate of abbreviation occurs in the verse, where justification is not required. This may be taken as the amount of abbreviation we would expect to be added to any printed text without the requirement for justification. The rate of abbreviation for Caxton’s prose is twice that of Caxton’s verse. The higher rate of abbreviation in Caxton’s prose relative to its use in the verse means that, although many abbreviations may have already existed in Cx1, the compositor added more at a rate of 13.5 per 1,000 words. The highest rate of abbreviation occurs in Pynson’s Reynard, where a greater number of abbreviations is required to justify the type. This is contrary to what I had expected: Blake (1996: 205) tells us that printers preferred not to use abbreviations.[footnoteRef:8] [8:  However, see Blake’s earlier paper for completely the opposite point of view: “The most common [way to justify the text] was to use or alternatively to expand abbreviations” (Blake 1989: 409).] 

The spatial distribution of abbreviations is also worth examining, as we can see in Figure 3.11, below. As already discussed, the locations of spelling changes on the page appear to be distributed at random; altered spellings are not more likely to appear at the ends of lines—a hypothesis put forward to support the use of spelling change as a method of justification. However, the distribution of abbreviations is not random. Abbreviations introduced to Cx2 by the compositor are more likely to occur at the ends of lines:

[image: ]
[bookmark: _Toc443641634][bookmark: _Toc499753514]Figure 3.11: Distribution of abbreviations across the page of Cx2 prose

Figure 3.11 shows the number of spelling changes that occurred in each tenth of the width of the page. We can see that the greatest number of abbreviations occurs in the area closest to the right-hand margin—i.e. the bar on the graph furthest to the right. We would expect to see a greater use of abbreviations used towards the right-side of the page when the compositors realised that they were running out of space and had to use abbreviations to justify their type. We see the same distribution in Pynson’s Reynard in Figure 3.12.
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[bookmark: _Toc443641635][bookmark: _Toc499753515]Figure 3.12: Distribution of abbreviations in Pynson’s Reynard

In Figure 3.12, again we can see the gap between the two columns. We can also see that at the rightmost side of each column, abbreviations are far more likely to occur than elsewhere on the page. Again, this finding supports the hypothesis that compositors did use justification methods when they realised that they were running out of space, and so abbreviations are more likely to occur near the ends of the compositor’s line. However, we do not see more spelling changes taking place at the ends of lines, which suggests that, while the compositors of Cx2 and Pynson’s Reynard used abbreviations to justify their type, they did not change spellings for the same reason.

Altering spaces between words
Altering spacing between words was the most frequent method by which Caxton and Pynson justified the lines of their texts. It is difficult to determine the distance between the left/rightmost edge of the letter itself and the edge of the piece of type it sits on, which means that it is difficulty to calculate the amount of spacing that has been used between individual words. Furthermore, the design of the type could add more spacing between words depending upon the letters involved. That said, in every justified line that I examined, the size of the spacing between words differed, even on lines where abbreviations were used, as can be observed in Fgure 3.13.

[image: ]
[bookmark: _Ref490494661][bookmark: _Toc499753516]Figure 3.13: Beginning of the Tale of Melibee in Cx2, p. 232a

For example, on line 1 we can see the difference in spacing between called and was, and between was and mellebeus; on line 2 we can see the difference in spacing between vpon and his, and his and wyf, etc. In the bottommost line in Figure 3.13 the spacing on either side of the virgules (/) is especially wide, though this spacing is not consistent throughout the sample of text in this figure. This variability of spacing appears to be limited to the prose texts, where the text is visually justified. We do not see the same variability of spacing in the verse, demonstrated in Figure 3.14, below. In the poetry, one width of spacing appears to be used between words, and the line is justified by moving spacing to the right side of the type.

[image: ] 
[bookmark: _Toc443641636][bookmark: _Toc499753517]Figure 3.14: Caxton’s Canterbury Tales, 2nd edn, p. 3a

There is one clear reason that compositors chose to respace their lines in order to justify the text: speed. Speed in typesetting is important—compositors had a set number of pages that they needed to set each day in order to get paid (Gaskell 1972: 132), so to make a decent living compositors would need to be both fast and accurate. Altering the spacing between words is a quick and easy way to justify type because it involves few processes. The compositor sets out the type as demonstrated in the copy text until it becomes clear that the last word on his line will not fit. At this point he goes back over the line and adds more spacing between the words, or replaces spacing with two thinner spaces that together are slightly wider than the original—as we saw in Figure 3.3. This is the fastest way to justify type because there are few processes involved: if the type does not fit, the compositor adds more spaces. If this does not work, he uses a combination of spaces that are collectively the width required. 
Abbreviating words involves more processes, and this may be why abbreviations were used as a justification method with relative infrequency compared with respacing. To abbreviate, the compositor must remember all the words that can be abbreviated, such as and > ampersand, etc. Then the compositor has to look back over the line, examining each word (written left to right, but appearing to him upside down and each letter a mirror image). It takes time to read back what he has done, and to assess whether any of the words on his line can be replaced with a valid abbreviation. It takes more time still to select the word to be abbreviated, remove the letters on the line, and replace them with the corresponding abbreviation. Even then the line may need further respacing if the abbreviation has not justified perfectly. This procedure is not as quick as padding gaps out with extra spacing, or squeezing more type onto the line by reducing spacing. 
It is unlikely then that the compositors would have used respelling as an alternative to the processes that they already used. It would take more time and involve more processes to change spelling in order to justify type than it would for abbreviation, which I have already suggested was time consuming.[footnoteRef:9] Changing a spelling is not too dissimilar to abbreviation: instead of remembering which words can be abbreviated (a small and limited list), the printer instead has to analyse every word to determine which could be spelt differently, which variant spellings were generally accepted, and which ones would add (or remove) the length he needed in order to justify the line. The key difference here is that abbreviation involves just a small number of words, but respelling could involve far more; a high proportion of words could be spelt variably during the fifteenth century. I found that, in line with this observation, the compositors of the texts under examination did not alter spellings to justify their texts. When spellings were changed between editions, these were introduced by the compositor, either because they were his preferred spellings, or because they were representative of the natural variation in spelling at that time. [9:  There is, however, the possibility that compositors would be able to guess accurately the space that words would take up on their composing stick. However, the number of words would vary slightly line to line, so it seems likely that this would be an inaccurate skill and lines would still require further justification.] 



[bookmark: _Toc497899846][bookmark: _Ref498589424]Chapter conclusions
This study has shown that compositors working for Caxton and Pynson were not changing spellings to justify their type, even when justification was particularly difficult to achieve, as was the case in Pynson’s Reynard. The frequencies of altered spellings in justified and non-justified text are not significantly different; had the compositors been changing spellings to justify their type we would expect higher frequencies of spellings changed in the justified text. Nor is there any statistical significance behind the distribution of spelling changes on the page. It seems most likely that printers did not utilise spelling as a method of justification because of the time it would take, relative to that of the other options at their disposal. 
Instead, compositors justified their type by using a far greater number of abbreviations, altering the spacing between words, and breaking whole words over two lines. Spelling changes were evenly distributed throughout the page in both prose and verse, and changes were not more likely to occur at the rightmost side of lines or towards the end of the page, as has been suggested (Salmon 2000). However, in justified text we see both a higher frequency of use and significant placement in the use of abbreviation. It appears possible that printers used abbreviation to justify their type. The idea that the printer altered spellings to fit type to the page is a prevalent one in the history of English narrative. This study suggests that at least two compositors in the fifteenth-century did not utilise this practice in their work. Instead, spelling change is introduced by the individual setting the type. 

[bookmark: _Toc497899847]The results of this research suggest that Caxton’s compositor did not alter spellings to justify type, and more broadly the processes involved in printing do not affect the spellings that are used in early printed texts. The input for printed texts is analogous to that of their hand-written counterparts, where the source of spelling variants is a combination of the copy text and the scribe. The rest of this thesis introduces two quantitative methods designed to explore these two sources of spelling variation—cluster analysis and similarity measurements. The next section, Section Two, introduces these methods and demonstrates how we can use cluster analysis to explore the internal spelling variation in Caxton’s texts
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[bookmark: _Toc497899848]Methodological design
This thesis develops and tests two quantitative methods to explore the spelling variants used in Caxton’s printed texts—cluster analysis and similarity measurements. These methods take the spelling variants in Caxton’s texts as their input data, and the output from these methods can be used to analyse the composition of the text, with regard to the people who were involved in the written form of the text, i.e. the scribe(s) who wrote the copy text, and the compositors who set the type. This section is divided into three chapters. The present chapter, Chapter 4, describes the concepts and principles that underlie the quantitative approach to this study, and then provides details on the choices made in the research design of this study, including the selection and annotation of the data (Section 4.1), and the preparations undertaken for analysis (Section 4.2 and Section 4.3). Following the broader discussion of the selection and preparation of data for quantitative research, Chapter 5 and Chapter 6 focus on the development of the two methods introduced in this thesis. Chapter 5 introduces the use of cluster analysis for exploring where within a text a change in spellings has taken place, and for exploring which texts in the dataset contain the most similar spellings overall. Chapter 6 introduces the use of similarity measurements to determine how similar the spellings are that are used in different sections of the same text. Both these methodological chapters introduce the background for the use of the method, discuss any necessary amendments for use of the method with spelling data, and demonstrate the use of the method on one of Caxton’s texts.

[bookmark: _Ref496270130][bookmark: _Toc497899851][bookmark: _Ref495654983]Data selection 
This study uses the texts printed by William Caxton in the late fifteenth century in order to explore the spellings used in early printed texts. Caxton’s texts are ideal for this study for several reasons. First, Caxton’s texts are a source of information about how printing was undertaken in England in the very earliest years of Caxton’s work. Second, the texts are easily accessible in a plain text edition—that is, the texts have been typed up as part of the Early English Books Online Text Creation Partnership (EEBO-TCP) project. Without this level of accessibility, the texts would otherwise need to be typed up or read by a machine (and this thesis would be based on an entirely different set of problems).
The availability of these texts through EEBO-TCP does not make the task of undertaking quantitative analysis entirely problem free, however. The data must be prepared and cleaned, and editorial decisions made, and these processes must be optimised for the analysis of spelling variation in the texts. Even so, further complications arise—for example, Section 5.1.1 discusses the significant issues that arise for preparing the data in order for cluster analysis to be undertaken on quires. The processes used to prepare the data for quantitative analysis of spellings are time consuming, and as such it is only possible to analyse a selection of texts rather than all the available plain-text editions of Caxton’s texts. The texts that are used in this thesis are presented in Table 4.1.

	Texts in the Caxton dataset

	Game of Chess (1473)

	Canterbury Tales (1477)

	Dicts and Sayings of the Philosophers (1477)

	Boethius (1480)

	Chronicles of England (1480)

	Description of Britain (1480)

	Reynard the Fox (1481)

	Polychronicon (1482)

	Confessio Amantis (1483)

	Troilus and Criseyde (1483)

	Life of our Lady (1484)

	Paris and Vienne (1485)

	Book of Good Manners (1487)

	Golden Legend (1487)


[bookmark: _Ref495321202][bookmark: _Toc499753470]Table 4.1: Caxton's texts included in this study

The texts in Table 4.1 were selected for several reasons. First, these texts represent a wide range of the texts that were printed by Caxton in English, spanning the majority of Caxton’s career which ran from his early prints that were undertaken in Bruges in 1473 to 1475 until Caxton’s death which took place either in 1491 or 1492. Second, the texts included in this study comprise a combination of texts that were translated by Caxton personally, and texts that Caxton’s printing house reproduced without Caxton’s editorial intervention. This distinction between texts in which Caxton had an editorial or translator role will become important in Chapter 9, which explores Caxton’s editorial and printing practices. Finally, some of these texts have already been established as being of bibliographical interest. The Chronicles of England, Polychronicon, and the Golden Legend are all texts which have already received scholarly attention. The Chronicles of England is Caxton’s version of the Middle English prose Brut chronicle, which runs until the year 1461. The Chronicles of England has been closely linked to Caxton’s Polychronicon, because the continuation from 1419 to 1461 in the Chronicles of England (1480) is reproduced in the additional chapter at the end of Caxton’s edition of the Polychronicon, which Caxton titled the Liber Ultimus. This thesis builds on previous bibliographical work to explore the authorship of the Liber Ultimus/1419 continuation. Caxton’s edition of the Golden Legend has also been the recipient of scholarly interest, because of Caxton’s editorial practices in putting the text together. Caxton (1487: 2b) states in his prologue that his version of the text was based on three versions of the Golden Legend in Latin, French and English, and two other texts. This study explores the way in which Caxton’s editing practices of the Golden Legend can be examined through the spelling variants present in different parts of the text. The background and previous research into the Chronicles of England, Polychronicon, and the Golden Legend are detailed more thoroughly in Section 7.5.1 and Section 7.5.2. The rest of this section details the data preparation processes that were undertaken in order for the texts to be prepared for quantitative analysis of spellings. 

[bookmark: _Ref496278569][bookmark: _Toc497899852]Data preparation
The process of preparing the data for quantitative analysis took place in three parts: collection, cleaning, and annotation. The texts were downloaded individually from the EEBO-TCP website, where plain text versions of the majority of Caxton’s texts are available. The plain text versions of the texts were then cleaned, which involved some editorial decision-making, and finally the texts were annotated using the software VARD. This section discusses each of these processes in turn. 

[bookmark: _Ref498590956]Collecting the data from EEBO-TCP
The data used in this study was made available through the Early English Books Online Text Creation Partnership. EEBO-TCP is a collaborative project in which the digital microfilm holdings of EEBO were typed out (or keyed) and made available online in plain text format. The EEBO database contains over 125,000 titles, of which approximately 50,000 have been digitised as part of the TCP project as of Autumn 2017. For each text in EEBO, the corresponding bibliographic records from the English Short-Title Catalogue (ESTC) are also supplied. 
The use of data from EEBO-TCP is not unproblematic. The quality of the texts made available through EEBO-TCP have been questioned along with the issues inherent in presenting a three-dimensional book as a two-dimensional image (Kichuk 2007, Gadd 2009) but no definitive study as to the quality of transcriptions has been undertaken. 
The EEBO-TCP data has two potential problems: the first is that there are missing sections of data that arise from the use of microfilm copies of the text, and the second issue is the additional changes that are introduced into the spelling data through mistakes made by the typist. 
Quire 36 of the Polychronicon contains 11,585 words, and so we would expect around sixteen words to have been mistyped in this section of text. Of the thousands of other words within this quire, the spellings that may have been altered by the typist are likely to form a small proportion. These changes could have an impact on the clustering and similarity measurements, for example they could increase or reduce the similarity measurements between two quires, or between two larger sections of text, or they could move the quire closer to or further away from the centres of different clusters. However, because Quire 36 of the Polychronicon contains 259 distinct spelling variants, a change to one token of sixteen of those 259 is a small proportion of the overall quire. Because the changes appear to be minimal, the changes to the clustering and the similarity scores are unlikely to be significant, but the impact of the typist must be acknowledged.
It is necessary to note the issues introduced into the study through the use of data from EEBO-TCP. In their study of the language of Shakespeare using texts from EEBO-TCP Witmore, Hope, and Gleicher (2016) refer to the EEBO data as being “good enough” for quantitative study, though they advocate an awareness of the issues in EEBO data when using texts from the EEBO database for linguistic study. In acknowledging the issues in the data, it is also necessary to acknowledge the effects that these issues could have on the results of the data analysis. The issues are twofold: the first possibility is that the typists introduce their own typing errors into the plain text versions of the text; and secondly, the typists are working from microfilm versions of the text (of which the quality is varied and at times questionable) which therefore means that sometimes there are gaps in the text where the typist could not tell what had been written. Both of these factors could cause changes in the results of the analysis. The addition of a layer of spellings (or misspellings) of the typists could cause changes to the spellings in the plain texts. While it might seem like changes to spellings could have a significant effect on the results of this study, such an outcome is unlikely. 
While a full-scale study into the quality of EEBO-TCP texts has not been undertaken, I made a small sample check of five thousand words from several texts used in this study. Through a comparison of the plain text files against the microfilm available through EEBO, the error rate in typing in the text that I sampled has a rate of 1.4 words for every thousand. This check is not sufficient to make any claims about the error rate throughout the EEBO-TCP database, but for the texts that I sampled, most of the pages contained no difference between the spellings or abbreviations used in the microfilm or the plain text. 
The small number of spellings that are changed by typists creating the plain text versions is unlikely to affect the outcome of the analysis. The quantitative methods used in this study work by taking account of as many spelling variants as possible within a whole text, or smaller sections of text such as a quire. Even within a single quire, changes to one or two spellings on a page are unlikely to have a significant effect on the results, when hundreds of spellings are analysed in the case of quires, and thousands of spellings in the larger sections of text. Because of the scale of the data involved with this study, the small changes made by the typists are unlikely to affect the results. 
The effect that missing sections of text have had on the study is harder to measure. Some of the plain texts produced through EEBO-TCP are missing some of the text because of the low quality of the microfilm reproduction. For example, in Caxton’s second edition of the Game of Chess printed in 1483, eighteen of the eighty-four pages are illegible in the EEBO reproduction of the text. Part of one of the pages is shown in Figure 4.2.

[image: ]
[bookmark: _Toc499753518]Figure 4.2: Illegible imaging from EEBO of Caxton's second edition Game of Chess 

The example of illegible text in Figure 4.2 is particularly poor, and while text this illegible is unusual in Caxton’s texts, examples are not hard to find within the EEBO database. Caxton’s second edition of the Game of Chess is not suitable for use for this study, because of the large proportion of text that could not be transcribed for the plain text edition. The texts that I selected for this study all had a majority of readable pages—none included sections of text as unreadable as Caxton’s second Game of Chess, and any text with more than 1% of entirely illegible pages was discounted. By manually checking the images of the texts that were used in this study, I controlled for plain text versions that would include high proportions of unreadable text, though some smaller illegible sections remain within the text. 
As part of the research design, I have attempted to mitigate these issues by checking every text that I used for missing sections of text, both within the plain text version and the images available on EEBO to ensure that the texts that I used did not have significant amounts of missing text. None of the texts that I used had more than half a page of text missing from any individual quire, and so the total loss of information from a quire was minimal. In the case of spellings that are introduced into the texts by the typist, the rate of errors appears to be low (1.4 errors per 1,000 words). 
Finally, there are limitations introduced into this study because of the bias within the current EEBO-TCP database towards producing plain text versions of first editions and texts that were not translated by Caxton. For example, Caxton’s first edition of the Canterbury Tales has been keyed and produced as a plain text version as part of the project, but Caxton’s second edition of the Canterbury Tales has not. For this reason, only Caxton’s first edition of the Canterbury Tales has been used for quantitative analysis in this study. Additionally, there are some texts that were translated into English by Caxton that are included in the EEBO-TCP database, such as the Book of Good Manners and Paris and Vienne but there are many texts that were translated by Caxton that were not included in the database, such as Caxton’s translations of Blanchardin and Eglantine and Eneydos, Caxton’s version of the Aeneid. For this reason, the texts used as examples that may include Caxton’s own spellings in Chapter 9 are limited to those that were available through EEBO.

[bookmark: _Ref496266333]Cleaning the data
Before the data could be used, it had to be cleaned and tagged. The format of the texts from EEBO-TCP is plain text, which means that the files have no formatting, but symbols and punctuation are still included in the file. However, there are transcription practices adopted by the EEBO-TCP project that were used in the creation of the plain text files, and some of these practices are not compatible with using the data as received for an investigation into the spelling practices in early print. In the EEBO-TCP plain texts, abbreviations are expanded, though not silently, but ampersands (or the Tironian et, ⁊) are not expanded and remain represented by &. Additionally, where words are hyphenated onto the next line, or where a word is completed on the next line of text without being marked by a hyphen, EEBO-TCP marks this using punctuation in the plain text editions. We can see an example of how these editorial practices manifest in the plain text editions by looking at an example. In Dicts and Sayings of the Philosophers, there is a short section of text that illustrates most of these issues in one short paragraph. 

[image: ]
[bookmark: _Toc499753519]Figure 4.3: EEBO image from Dicts and Sayings of the Philosophers, p. 26b

Figure 4.3 shows a section of text from page 26b of Caxton’s first edition of Dicts and Sayings of the Philosophers, where the features of the text that incur editorial intervention from the EEBO-TCP have been highlighted in yellow. The way in which this paragraph is rendered in the plain text version is provided here.

saide wysdom is the leche of the lawe / & moneye is the seke|nesse. & when the leche may not hele him self / howe shulde he hele another ¶ And saide th·u maist not be {per}fectely good if thou hatest thyn ennemy / what shalt thou be than if thou ha+test thy fre~de ¶ And saide this worlde may be liken·d to

The EEBO-TCP versions of the texts mark where abbreviation in the text has taken place. On line three, the word PERFECTLY is written as ꝑfecteley, where the scribal abbreviation for per- is used. In the plain text edition of the text, this abbreviation is expanded to {per}fectely, where the expansion is marked by curly brackets. In comparison, abbreviations using a tilde, such as the word frẽde (FRIEND) where the tilde presumably marks the abbreviation of the letter n is not expanded, but a tilde is included in the plain text but not combined with the letter e. The reason behind not expanding tilde abbreviations appears to be one of consistency; while a tilde is most commonly used to represent a missing m or n in scribal writing, there are cases where tildes are used that appear to be decorative.
The plain text editions of EEBO-TCP mark whether a word has been split between two lines using punctuation. In line 1 of Figure 4.3, the word sekenesse is divided over two lines, and the vertical bar symbol | is used to denote where the division occurs within the word, and that the division was marked using the double oblique hyphen ⸗ at the end of the line. In contrast, where the word hatest is divided between two lines at the end of line four, the division is not marked in Caxton’s text by any kind of hyphenation. In the EEBO-TCP version of the text, the division is marked using the plus symbol: ha+test. Finally, the EEBO-TCP texts also mark the locations where individual letters are unreadable. While larger spans of text that are illegible are marked with […], where individual letters are unreadable within a word, these are marked with the symbol · known as an interpunct. On the third line, the word that is likely thou is represented in plain text by th·u where the third letter in the word was considered illegible by the transcriber. 
The way that EEBO-TCP uses these marks is important when using their plain text editions as data for an investigation into spelling variation. For this study, I chose not to use any word that had been abbreviated, and therefore filtered out all words that included a tilde or the curly brackets from the plain text edition. Additionally, it is also not clear what impact breaking words over lines could have on the spelling for either end of the word, and so I also removed any words that included the + or | symbols. Finally, I also did not include any words in the analysis where any of the letters were unclear, and so any words that included · or […] in the centre were also removed from the dataset. Removing these words from the analysis means that the edited plain text files that I used no longer include all the words that are used in the EEBO-TCP edition but the words that remain do not contain any abbreviation, illegible letters, and were written out in full on one line of the text. By cleaning these aspects out of the data, I aimed to avoid using words where there was any uncertainty in the expansion of abbreviations and to be consistent in the data that was admitted for use in the analysis. In addition, cleaning the data this way also made it easier to annotate. 

[bookmark: _Ref495654932][bookmark: _Toc497899853]Turning spellings into numbers
The quantitative methods developed in this thesis require numerical input in order to work, which means that Caxton’s texts need to be turned into numbers. There are many ways that a text could be turned into numbers; for this study, the numerical values need to represent the spellings that are used in each text, and the relative frequency of the spellings to one another. Turning language data into numerical data is a well-known problem in quantitative linguistics (Divjak & Fieller 2014: 408). For this study, I have turned the quires of each text into a bag-of-words model. Within mathematics a “bag” (also known as a multiset) is an unordered set of data. In this case, the unordered data within the bag is spelling variants. When we apply cluster analysis to spelling variation, the algorithm takes a bag-of-words approach that looks at the overall distribution of tokens of spelling variants, as opposed to looking at the types of variants. In considering the data as a bag model, the words become unordered and all syntactic information is lost. We no longer see the word order or clause structure, and we cannot access the collocates around each word. In this model, it would not be possible to investigate whether some individual spellings only ever occur within embedded clauses, for example. However, in simplifying the data to a bag model, we gain the ability to look more widely at the frequencies that occur across the dataset. After simplification, the remaining data can be summarised by the frequencies of each type of spelling variant. Table 4.2 shows an example of the data after simplification.
The bag of words model works well for the present study, because it allows us to turn words into numbers with relative ease through making vectors for each of the quires, and for whole texts, and thus enabling the combination of vectors into matrices for cluster analysis. However, by using a bag-of-words model, we lose syntactic and other relational information. As a result, if spellings differ because of the word order, or because of their location relative to words spelt with a specific combination of graphemes, the present model cannot detect these patterns. Additionally, while the annotation process tags spellings with their Standard English counterpart, there is no differentiation between homonyms. As such, this model cannot take it into account if spellings were to differ between different words that are otherwise homonyms. Because of these limitations, this study considers only the wider use of spellings throughout the text, and not the relationships between spellings and their linguistic environment. While Table 4.4 shows the frequencies of two spellings of THEM in the Polychronicon, it is not possible to just copy and paste the text into a spreadsheet in order to acquire the frequencies for THEM and for all the other words used in the text. To acquire the frequencies for each spelling variant and to map each spelling variant onto the word that the spelling is used to represent requires that the plain text editions of Caxton’s texts are annotated. I used the software known as VARD to annotate my data (short for the VARiant Detector (Baron & Rayson 2008)). VARD is semi-automatic software designed to replace non-standard spelling variants with the corresponding Standard English form, and it was initially designed to work with Early Modern spelling. I trained VARD on a sample dataset of Caxton’s shorter texts, before extending it for use on the wider dataset. 
The annotation that was necessary for this project was undertaken through using the software VARD, discussed in detail in Section 4.2.2. VARD works well for tagging historical spelling variants with their Present Day Standard English equivalent, particularly after training on similar data to that the tagger will be used on. However, VARD runs into issues in the case of one-to-many relationships, where one spelling variant can be used to represent more than one word. For example, the spelling dede can be used to represent DEED, DEAD, DID or sone for SOON, SUN, SON etc. VARD works with probabilities, and picks the single most likely Standard English form to tag any variable with. In the case of one-to-many relationships such as dede and sone VARD will tag all instances of these spellings with one word, probably the one that occurred the most during training. 
VARD’s inability to work in one-to-many scenarios has to be corrected, because the spellings that it tends to affect most are high frequency terms, such as thise which is used to represent THIS or THESE in Caxton’s texts. Without correcting the incorrect tags, the differences in spelling could have affect the clustering and the similarity scores for the texts, or sections of texts, and so it is necessary for the researcher to manually check the data and to amend any mistakes, focusing on errors introduced by VARD’s inability to process one-to-many relationships. The checking process takes a long time. For longer texts such as the Polychronicon or the Golden Legend, there were hundreds of occurrences of each of these spellings, and each spelling must be checked and annotated with the correct word. The annotation process using VARD was necessary, because without tagging each spelling with the word it is used to represent, it is not possible to compare the ratios of use for different spellings for the same word, and the shift between spellings is a key part of the difference between idiolects. This study was conducted with limited time and resources, and manually annotating some of the data that VARD was unable to complete took up a significant amount of time. As such, the requirement for tagging under these circumstances has limited the scope of this work to the texts that are listed in Table 4.1.
For this study, it was important to retain the spellings used in Caxton’s texts, and so the standardised output was not used for this study. However, VARD also provides data on the frequency that each spelling variant was used in the text, or the section of text, that is fed into the software. It is this frequency data that I transferred into spreadsheets and used, for example, as a representation of the number of times that hem was used to represent THEM in the quires of the Polychronicon.

	
	Quire 1
	Quire 2

	them
	10
	4

	hem
	24
	17


[bookmark: _Toc499753471]Table 4.4: Frequencies of THEM in two quires of the Polychronicon
	
The spellings of hem and them to represent the word THEM are not straightforward however. Samuels (1988 [1981]: 88) states that ‘in his earlier prints Caxton uses them in stressed, hem in unstressed positions’. In this case, the use of the spellings hem and them could represent the frequency of stressed vs unstressed occurrences of the word THEM rather than represent any difference in the choice of spelling made by the compositor. Table 4.5 provides an additional illustrative example in which the spelling variants in and inne used to represent the word IN are not known to differ in special circumstances. 

	
	Quire 1
	Quire 2

	in
	179
	198

	inne
	1
	8


Table 4.5: Frequencies of IN in two quires of the Polychronicon

Once the frequencies of each spelling variant were transferred into tables in .csv file format, I used R for analysis of the data. R is both a programming language and a programming environment developed mainly for use with statistical analysis and modelling. I used R for this research because of the high degree of flexibility built into the language that enabled me to write code that would automate the processes of data preparation required for this study.
The payoff from simplifying the data to a bag-of-words model is the possibility of assessing the broad similarities between quires. Without losing the syntactic data it is not possible to look at all spelling variants simultaneously. If we extended Table 4.5 to include all the spelling variants that are used in all the quires in the text, we could cluster the quires based on the similarity of spelling variants in the text. The problem with using frequency as a comparison of spelling variants is that different quires contain different frequencies of any given word. Using raw frequencies as a comparison is unlikely to be suitable for this data. In addition, by using raw frequencies a comparison is made between individual spelling variants and does not consider the structure of the data as including many words, where each word maps onto a series of spelling variants. This next section describes how the analysis has been designed to include this information and to model the structure of spelling variants. 

Modelling the structure of spelling variants
Up until now, the examples that I have used have used the frequencies of spelling variants to show how compositors might differ in their use of language, but frequencies are not the best way to distinguish between spelling variants. Sometimes the total number of words used in two distinct quires might be very similar, but the frequencies of individual words might be dissimilar. Table 4.6 shows the spelling variants for the words THERE, I, and NOT used by the one of the compositors who set Caxton’s first edition of the Canterbury Tales. 

	
	Quire a
	Quire s

	ther
	16
	5

	there
	8
	3

	y
	4
	8

	i
	23
	130

	not
	18
	24

	nat
	0
	3


[bookmark: _Toc499753472]Table 4.6: Frequency of THERE, I and NOT in Caxton's Canterbury Tales, 1st edn.

In Table 4.6, the word THERE is used more frequently in Quire a than Quire s, and in Quire s the words I and NOT are used with greater frequency than in Quire a. As the data stands, the clustering algorithm will look across the whole table and assess the similarity of the spellings used in each quire, but that is not the best approach for the spelling variant data used in this study. We want the clustering algorithm to look at the spelling variants that were used for each word, and in doing so, to take account of the relationship between spelling data and the words that spellings are used to represent. 

[bookmark: _Ref497743854]Creating a relationship between spellings and words
Spelling variants are the written realisations of an abstract word. For example, in Quire a and Quire s of the Canterbury Tales the word HER is realised as one of three spelling variants: her, hir, or hire. When the word HER needs to be set, the compositor must choose the variant to use in the text: the spelling variant that is used in the copy text, or a different variant. This choice may not have been greatly deliberated upon, or even consciously made, but where a compositor uses more than one spelling variant in a text he makes a choice as to which one he uses. As a result, when we look at the frequencies of her, hir, and hire in Table 4.7, we are observing the results of a choice made by the compositor who set the type for that particular quire. 
The frequencies in Table 4.7 show the number of times that the compositors chose each variant when setting the type for that quire. In Quire a, the preferred variant is hir, and her is used less frequently as a second variant. There is also one example of hire used in Quire a. In Quire s the distribution is different: her is the preferred variant and this variant is used almost all the time, with hir used only once and hire never used in this quire at all. What is crucial in this choice of spellings is the availability of the realisations for any given word. When the word HER needed to be set, the compositors chose to set either her, hir, hire or any other acceptable realisation. The compositor could not choose to use aboute or daye to represent the word HER because aboute and daye are realisations of the words ABOUT and DAY, respectively. 

	
	Quire a
	Quire s

	her
	9
	22

	hir
	14
	1

	hire
	1
	0


[bookmark: _Toc499753473]Table 4.7 Frequencies of her, hir, and hire in two quires of the Canterbury Tales

This appears to be an obvious point: compositors could never write daye when they wanted to say HER. However, this understanding is not currently built into the quantitative methods. As it stands, the algorithms will treat all spelling variants as if they are all possible realisations of the same word, as represented in Figure 4.8. If we want to explore the distributions of spelling variants for one word alone, then the present situation is fine. But if we want to run the quantitative methods on spelling variants for more than one word, the lack of this understanding introduces problems. 

[image: ]
[bookmark: _Toc499753520]Figure 4.8: Flat structure of spellings for THERE, I, NOT, and HER 

For example, let’s say we want to know the extent to which each quire tends to use the same spelling variants for each word compared with other quires. In this case, we want the analysis to look at how often Quire a uses particular variants for THERE and how often Quire s uses particular variants for THERE, and to decide how similar their use of spelling variants is for the word THERE before moving on to the similarity of the spelling variants for NOT. However, what is actually happening is that the algorithm looks at how often Quire a uses particular variants for THERE, compares them with the variants Quire s uses for THERE, but moves straight on to the variants for NOT without separating the two. The algorithm still assesses the extent to which the quires include the same spelling variants, but is not able to look at one word in isolation before moving onto the next. In this way, the analysis does not determine whether the choice of variants within each word is similar, as we wanted, but instead determines whether the number of times each spelling variant is used is similar. The difference is a subtle one, but makes a difference in practice. Under the flat structure demonstrated in Figure 4.8, when we explore the data based on the frequencies of spelling variants in Table 4.6, Quire a and Quire s of the Canterbury Tales may not may not appear to be very similar to one another because the differences in the frequencies for each word are dissimilar. 
Without the enforcement of the relationship between spellings and the words that the spellings are used to represent, it appears that Quire a uses the variant i most frequently of the variants in Table 4.6, and uses the variants not and ther as secondary variants, while Quire s also uses the variant i most frequently, and uses not and y as secondary variants instead of capturing that both compositors use the same spellings for all three words. In this way, the frequencies do not capture the relative uses of spelling variants against other variants for the same word. The difference between the two structures in Figure 4.8 and Figure 4.9 is slight, but can impact the results from the quantitative analysis and prevent the algorithms used from accurately assessing the data. The danger is that the analysis could still provide a result that seems to make sense, but without making changes to enforce a relationship on the data the results are not meaningful. 

[bookmark: _Ref467960485][image: ]
[bookmark: _Toc499753521]Figure 4.9: Relationship between spellings and words

By normalising the data on a word-by-word basis, it is possible to impose a relationship structure onto the spelling data and alleviate problems caused by quires being of varying lengths. By normalising each word, we can impose the structure shown in Figure 4.9. Normalisation of the data is achieved through the use of ratios, and Table 4.10 shows the frequencies of I used in two quires of the Canterbury Tales. 


	
	Quire a
	Quire s

	y
	4
	8

	i
	23
	130


[bookmark: _Toc499753474]Table 4.10: Frequencies of the spelling variants for I in the Canterbury Tales

Table 4.10 shows that the word I was used far more often in Quire s than in Quire a. In terms of choices of spelling variant, i was used as the spelling to represent I most of the time in both quires, but without normalisation the cluster analysis will see that there is a big difference in frequency between the use of i in Quire a and Quire s, and the two quires may not be clustered together. We can represent the relative uses of spelling variants using ratios. Table 4.11 gives the ratios for the variant spellings of I. 

	
	Quire a
	Quire s

	y
	0.15
	0.06

	i
	0.85
	0.94


[bookmark: _Toc499753475]Table 4.11: Ratios of the spelling variants for I in the Canterbury Tales

Table 4.11 shows the relative rates of usage for each variant spelling for I in the Canterbury Tales. Here the information is transformed so that we can see the rates at which each quire makes use of the variants i and y. Previously, the far higher frequency of i used in Quire s may have caused the clustering algorithm to believe the two quires’ use of the variants for I were more different than they are. The introduction of normalisation prevents skewing created by the greater frequencies of some words depending on the frequencies of each distinct word in each quire. 
We can expand Table 4.11 to include the variant spellings for THERE, NOT, and HER, transformed into ratios, as in Table 4.12. Table 4.12 shows the ratios of use for each spelling variant of I, THERE, NOT and HER within Quire a and Quire s of the Canterbury Tales. The spelling variants that are used the most within each quire are highlighted in blue. Of the four words, three words tend to use the same spelling variant. Only one word, HER, uses different variants most often in Quire a and Quire s. It is not surprising that Quire a and Quire s use similar spellings, because both quires were set by the same compositor and likely used the same copy text. Imposing normalisation in this manner means that each word is considered in isolation, and the variation of words with few tokens are given the same weight as more frequent words. Additionally, the normalisation removes problems introduced by varying frequencies of words between quires. 

	
	Quire a
	Quire s

	y
	0.15
	0.06

	i
	0.85
	0.94

	ther
	0.67
	0.63

	there
	0.33
	0.37

	not
	1
	0.89

	nat
	0
	0.11

	her
	0.38
	0.96

	hir
	0.58
	0.04

	hire
	0.04
	0


[bookmark: _Toc499753476]Table 4.12: Ratios of use for I, THERE, NOT, and HER in the Canterbury Tales

[bookmark: _Ref498704164]The curse of dimensionality
One of the strengths of this study is its ability to compare all the spelling variants used in one text simultaneously, but in doing so complications arise from the high number of dimensions in the dataset. These issues are known collectively as the curse of dimensionality, and the problems affect analysis undertaken in a diverse range of fields. In the case of this study, the high number of dimensions has implications both for the density of a group of objects and the distance between individual objects, therefore affecting both density- and proximity-based clustering algorithms developed in Chapter 5 and the similarity testing developed in Chapter 6. The number of dimensions that the spelling data has is derived from the number of spelling variants that are undergoing comparison. The full matrix for the Polychronicon contains 2,154 spelling variants, which means that the matrix itself runs to 2,154 dimensions. While having a table that runs to thousands of rows may not appear to be an immediate problem, the clustering algorithms work by grouping objects based on how they relate to one another in space. The high dimensionality of the data therefore has spatial implications for both the density- and proximity-based clustering algorithms. As such, there is a high likelihood that none of the three algorithms will work on the data. 

	
	Quire a
	Quire b

	began
	0.2
	0.5

	bygan
	0.6
	0.5

	bigan
	0.2
	0


[bookmark: _Toc499753477]Table 4.13: Ratios for BEGAN in Quire a and Quire b of the Confessio Amantis

Objects can be positioned in space by treating their values as coordinates. These objects can then be clustered by how close they are to one another (proximity-based clustering) or by how densely they are arranged (density-based clustering), or the objects can undergo similarity testing by taking the angle between the vectors that can be created from the coordinates (discussed further in Section 6.1). For this study, the quires are the objects that undergo clustering, and the values that determine where in space a quire is positioned are the ratios for each spelling variant. As an example, Table 4.13 shows the ratios for BEGAN used in the first two quires of the Confessio Amantis. 
We can use the ratios for each spelling variant to position Quire a and Quire b in space. We can start by taking began as the first dimension. Quire a and Quire b are plotted in one dimension—the dimension for began—in Figure 4.14.

[image: ]
[bookmark: _Toc499753522]Figure 4.14 Graphical representation of began in quires of the Confessio Amantis

Figure 4.14 shows how we can plot the values for Quire a and Quire b in one dimensional space for the spelling variant began. We can extend this representation to include the spelling variant for bygan and plot the values for Quire a and Quire b in two dimensions, as in Figure 4.15.

[image: ]
[bookmark: _Toc499753523]Figure 4.15: Graphical representation of began and bygan for two quires of the Confessio Amantis

The cluster analysis is undertaken over all the quires that comprise one of Caxton’s texts. We can expand the graph in Figure 4.15 to include more of the quires of the Confessio Amantis. Figure 4.16 shows how we can compare the similarity of the spellings for BEGAN in the quires of the Confessio Amantis. The quires that are closest together have a similar distribution of spelling variants. Here we can see that Quire q, Quire u, and Quire t are close together and thus use the spellings began and bygan at a similar rate. The figure is not exhaustive; many of the quires had the same coordinate points as other quires and are not shown on the figure for this reason. 

[image: ]
[bookmark: _Toc499753524]Figure 4.16: Graphical representation of began and bygan in quires of the Confessio Amantis

Many of the quires also use other spellings to represent BEGAN other than began or bygan, for example in Table 4.13, we saw that Quire a also uses the variant form bigan twenty per cent of the time. Quire q, Quire u, and Quire t all use bygan between thirty and fifty per cent of the time, and use began under twenty per cent of the time. These three quires all make use bigan to represent BEGAN the rest of the time. To represent how the quires all use bigan we could extend Figure 4.16 into three dimensions.
Cluster analysis uses the spatial distribution of objects to determine which objects should belong in the same cluster. The quires that are the closest to one another spatially are the quires that have similar values in the highest number of dimensions. I have limited this example to BEGAN in order to use a simple example, and when we look only at the spellings for BEGAN Quire a and Quire b are not very close to one another. The cluster analysis for the Confessio Amantis is carried out over all the words that are used in the text, a total of 4,231 spelling variants. It does not necessarily matter that Quire a and Quire b are not very close to one another for the word BEGAN, because Quire a and Quire b are close together spatially for other words, i.e. in other dimensions. Now that it is clear how cluster analysis makes use of spatial representation of objects, it is necessary to discuss the issues that come with analysing objects in high-dimensional space.

[bookmark: _Ref490836644]The curse of dimensionality: proximity
In the case of proximity-based clustering, we are interested in the distance between objects. The more dimensions that are added to a dataset, the further away all the points that exist in that space become. We can illustrate this using the ratios for BEGAN that we saw in the previous section. This data is presented in Table 4.17. 

	
	Quire a
	Quire b

	began
	0.2
	0.5

	bygan
	0.6
	0.5

	bigan
	0.2
	0


[bookmark: _Toc499753478]Table 4.17: Ratios of BEGAN in Quire a and Quire b of the Confessio Amantis

Table 4.17 provides the ratios for the three spellings used to represent BEGAN in Quire a and Quire b of the Confessio Amantis. We can plot the information for the first variable, began, onto a one-dimensional graph. 

[image: ]
[bookmark: _Toc499753525]Figure 4.18: Graphical representation of began in quires of the Confessio Amantis

In the case of proximity-based clustering, we are now interested in the distance between the two objects represented in Figure 4.18.The Euclidean distance between Quire a and Quire b is 0.3.[footnoteRef:10] Again, we can expand the number of dimensions to two, by including the spelling variant bygan, seen below in Figure 4.19. [10:  The algorithms used in this study all use Euclidean distance as a distance measure. A basic definition of Euclidean distance would describe it as the “normal” measure of distance we experience in three dimensions, which takes the direct path “as the crow flies” between two points. In high-dimensional space, Euclidean distances have some unintuitive properties that complicate their use. However, most clustering algorithms use Euclidean distance as standard. An example of an alternative distance measure is Manhattan distance, which does not take the diagonal as the crow flies route between two points, but instead takes the sum of the side of the (hyper)rectangle between them. ] 

	
[image: ]
[bookmark: _Toc499753526]Figure 4.19: Graphical representation of began and bygan in the Confessio Amantis

Now Quires a and b exist in two dimensions, and the distance between the two points here is 0.32 units. The distance between Quire a and Quire b has increased from 0.3 units to 0.32 upon moving from one dimension to two dimensions. With every dimension that we add, the distance between Quire a and Quire b will increase (or at the very least, the distance between them will remain the same). Adding successive dimensions pushes the quires further and further apart, and this has implications for the use of a clustering algorithm that is dependent upon the distance between objects in space. 
While it is not possible to visualise the data in more than three dimensions, it is possible to prove that an increase in dimensions will result in a greater or equal distance between Quire a and Quire b by starting with Pythagoras theorem given below in Equation 4.1.


[bookmark: _Ref499565194]Equation 4.1: Pythagoras theorem for calculating distance in two dimensions

To find the Euclidean distance between Quire a and Quire b we can apply Pythagoras theorem onto the triangle formed when taking the Manhattan distance between Quire a and Quire b, demonstrated in Figure 4.20. The distance between Quire a and Quire b is the value c. 

[image: ]
[bookmark: _Toc499753527]Figure 4.20: Applying Pythagoras theorem onto quires of the Confessio Amantis

Pythagoras theorem proves that the distance between two points will always increase along with an increase in dimensions (and therefore an increase in spelling variants). a2 is the square of the distance between Quire a and Quire b on the x axis (in this case, the difference between the ratio of begin in each quire), and b2 is the square of the distance between Quire a and Quire b on the y axis (or the difference between the ratios of bygan in each of the two quires). Both a2 and b2 will always be a positive value because the ratios are always positive numbers; it is not possible to have a ratio of -0.3 for the spelling begin, for example. If begin is not used in a quire then the value of the ratio is zero for that dimension, and negative numbers are not possible when dealing with this real-world data. The square of the positive ratios in a and b will also always yield a positive value, because the square of any positive number is always a positive number: a2 and b2 will both always be positive values (or zero, if either a or b is zero). Now that we know that a2 and b2 are always positive, we also know that a2 + b2 will always be equal to or bigger than a2 alone because b2 is either zero or a positive value. We can extend Pythagoras theorem further into finite dimensions,[footnoteRef:11] demonstrated in Equation 4.2.  [11:  Because the dimensions in this study are drawn from the spelling variants that exist in the text, in addition to yielding real numbers, the number of dimensions will be finite. ] 



[bookmark: _Ref499565166]Equation 4.2: Pythagoras theorem extended into finite dimensions

Equation 4.2 looks more complicated than Equation 4.1 but the function of both equations is the same just extended into more dimensions. In Equation 4.1 we have the lengths a and b, which here are represented by xj. xj represents any number of lengths such as x1 and x2, which here represent the first two dimensions, a and b. These lengths can be extended into further dimensions: x3, x4, etc. Equation 4.2 says that each value of x1, x2, x3, x4 … xn is squared, and the squared values are all added together, before the square root of the whole is taken. The same principles hold as those in Equation 4.1, though it is not possible to visualise the shape in question. Here, every value of xj is zero or positive, and every value of xj2 is also zero or positive. As a result, within high-dimensional finite space, every additional dimension – or in this case every additional spelling variant added to a quire – means that the quires will be at least the same distance apart, if not further away. 
There is only one way in which adding a dimension will not increase the distance between two objects, and that is if all objects have the same value in the new dimension. In spelling terms, adding a spelling variant has no effect on the distance between quires if all quires have the same number of tokens for the new variant. We can demonstrate this with an example. Table 4.21 shows the ratios of use for BEGAN for Quire q and Quire u of the Confessio Amantis. 

	
	Quire q
	Quire u

	began
	0.33
	0.5

	bygan
	0.17
	0.17

	bigan
	0.5
	0.33


[bookmark: _Toc499753479]Table 4.21: Ratios of BEGAN in Quire q and Quire u of the Confessio Amantis

We can plot the values for Quire q and Quire u for the spelling began in one dimension, presented in Figure 4.22. The distance between Quire q and Quire u is 0.17 in one dimension. 

[image: ]
[bookmark: _Toc499753528]Figure 4.22: Graphical representation of begin in quires of the Confessio Amantis

We can, again, extend the data into two dimensions by adding the dimension for the spelling bygan for Quire q and Quire u. Both Quire q and Quire u use bygan 17 per cent of the time for the word BEGAN. Because both quires have the same value for bygan, the distance between the two points will not increase. The distance between the two points is demonstrated graphically in Figure 4.23. 

[image: ]
[bookmark: _Toc499753529]Figure 4.23: Two-dimensional graph of began and bygan in quires of the Confessio Amantis

The distance between Quire q and Quire u has remained the same at 0.17 units apart, because the value for both quires for the dimension bygan is the same. Though the distance between the quires did not increase, we now have greater information about the location of the quires spatially. Using the spelling variants for BEGAN that appear in the Confessio Amantis, it is possible to prove that the addition of dimensions will increase the distance between two objects in multi-dimensional space, unless both objects have the same value in the new dimension. In the case of spelling variation, adding new spellings to each quire increases the distance between the quires unless every quire has the same ratio for the new variant.

[bookmark: _Ref497746474]The curse of dimensionality: density
The more dimensions that are added to a dataset, the lower the density of the objects in that space. This is a problem for density-based clustering, because this type of clustering works by finding dense areas of objects. The reduction of density means that it may not be possible for the algorithm to identify dense areas, and therefore it is not possible to identify clusters of objects, or in this case, clusters of quires. Under the curse of dimensionality, the density of a set of objects reduces exponentially with an increase in dimensions. We can illustrate this with an example using example spelling data from the Polychronicon in Table 4.24. The data presented in Table 4.24 has been reduced to raw variants for the sake of producing a mathematically simple example for illustration purposes.[footnoteRef:12] The frequencies presented in are spelling variants used in Quire 1 and Quire 2 of the Polychronicon to denote the word BURYING, though the frequencies have been altered to create suitable mock data. Because the values in Table 4.24 represent frequencies, each number must be a whole number, i.e. it is impossible for beryeng to occur 5.7 times. To further retain mathematical simplicity, we will put a limit of 9 as the maximum number of times that any of the variant spellings for BURYING may occur. [12:  The following example of the behaviour of data in high-dimensional space is expanded and applied to spelling data from that used in Moisl (2015).] 


	
	Quire 1
	Quire 2

	berynge
	3
	5

	beryng
	8
	3

	beryeng
	4
	4


[bookmark: _Toc499753480]Table 4.24: Example raw frequencies of BURYING in the Polychronicon

We can begin by considering a one-dimensional space, for example, the one-dimensional space created by the frequency of berynge, where we can set the range of available values to between 0 and 9. The available number of points in the one-dimensional space created by berynge is 10: the points between 0 and 9. We can plot the values of berynge for each quire on a graph, seen in Figure 4.25.

	Quire 1
	Quire 2


[image: ]
					berynge
[bookmark: _Toc499753530]Figure 4.25: Graphical representation of berynge in quires of the Polychronicon

Remembering that each point on the graph in Figure 4.25 can only be a whole number, the points for Quire 1 and Quire 2 collectively take up 2 out of the possible 10 slots in this dimension. The data therefore takes up 20% of all available space. We can expand our space into two dimensions, and include another spelling variant. This time, we will include the variant beryng. The two-dimensional plot of berynge and beryng for Quires 1 and 2 of the Polychronicon is presented in Figure 4.26. 
When the data was in one dimension, the two points took up 20% of available space. However, in Figure 4.26 there are 100 available slots that any points can occupy. The two points in two-dimensional space take up 2% of the possible space. If we want to compare the two quires based on three spelling variants at once, we can also include a dimension for beryeng and visualise the data in three dimensions. In three dimensions, there are 103 available slots, and so there are 1,000 possible points that the data could fill. In this case, the two quires take up 2 slots from the possible 1,000 thereby occupying 0.2% of all the available space. 

[image: ]
[bookmark: _Toc499753531]Figure 4.26 Graphical representation of berynge and beryng in quires of the Polychronicon

For every dimension that we add, the amount of space increases exponentially, but the number of quires remains the same. When we have one dimension, the space has 101 available slots, when there were two dimensions we have 102 available slots, for three dimensions, there are 103 available slots, and so on. By increasing the number of spelling variants from just 1 to 3, we have drastically reduced the amount of space taken up by two quires relative to the available space, from 20% in one dimension to 0.2% in three dimensions. The drastic reduction in the amount of space that quires take up when plotted in multi-dimensional space is not a trivial matter. The volume of space that the quires inhabit increases exponentially with an increase in dimensions, but as we saw in Section 4.4.1 the distance between quires also increases. The density of the quires decreases in reverse proportion to the increase in dimensions. Thus, the low density of quires matters because density-based clustering algorithms group only quires in areas of relatively high density. 
The scale of the low-density issue becomes clear when we consider the quires used in a real text. The text of the Polychronicon contains 55 quires in total, and runs to 2,154 spelling variants. The ratios for the spelling variants are limited to between 0 and 1 (and this study limits the reporting of ratios to two decimal places). If each dimension has 100 available slots between 0 and 1, and each of the 55 quires takes up one slot in each dimension, the 55 quires have 102,155 possible slots to fill.[footnoteRef:13] Of course, some quires will have the same value for the ratio in the dimension for a particular spelling variant, and so the actual space taken up by the quires will be less still. Because these 55 objects take up an incredibly small amount of the available space, it is possible that an algorithm that clusters data based on the density of the data will struggle to discern more than one cluster from a dataset. If the density-based algorithm fails to cluster the objects due to the number of dimensions, the algorithm will state either that all the objects belong to one single cluster, or that all objects are outliers and that no clusters exist.  [13:  Here the amount of available space taken up by the quires is
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[bookmark: _Ref496278574][bookmark: _Toc497899854]Limitations of quantitative analysis
One of the original contributions of this thesis is the set of methods that have been developed for exploring changes and extent to which changes take place in spelling variations within individual texts. These methods can be combined to explore the printing processes and editorial practices undertaken by Caxton more widely. While these methods have been developed and amended for use specifically for use on spelling variation (see Chapter 5 and Chapter 6 for further detail), there are limitations to the data that must be addressed. The limitations arise at several different points during the research process, and this section will discuss each of them in turn. 
Within the cluster analysis of Caxton’s works, the texts are divided into quires for clustering. Quires were selected for this study because they are small enough to provide enough sections of text for cluster analysis to be meaningful, but the quires are also large enough to include sufficient spellings to make the clustering possible. As units of measurement, quires work well for the cluster analysis but quires are not that small. For example, Quire 36 of the Polychronicon contains over eleven thousand words, and if a change in spellings takes place within a quire the current method of analysis is unable to capture this change. While in most cases a change on such a small scale is unlikely, it could happen. In Caxton’s edition of Chaucer’s House of Fame—which he titled the Book of Fame in his edition—there is a poem at the end of the text which has been attributed to Caxton, and it would be interesting to see how similar the spellings in this poem are to the rest of the text. However, because the poem is so short (less than a page in length—far shorter than a quire) the current analysis cannot capture enough spellings to determine the similarity between the spellings in the poem compared with the rest of the text. Within Caxton’s edition of Lydgate’s Life of our Lady the text includes two poems that have also been attributed to Caxton, but again because these two poems combined are shorter than the length of a quire, it is not possible to use the current methods to find out how similar the spellings are for these poems compared with the rest of the text. Finally, in Caxton’s edition of the History of Jason, there are several pages in the first quire that appear to have been typeset by a different compositor, but again this section of text is too short for comparison with the rest of the text. While these limitations reduce the scope of this work to sections of text that are a quire’s length or longer, these methods provide a significant stepping stone into researching the spelling changes that take place in smaller sections of text. 
Finally, within the cluster analysis itself it can be difficult to determine whether a change in spellings has taken place because of a change in compositor or a change in the copy text. In many cases either the compositor or the copy text is more likely to have changed than the other, for example if a change in spellings takes place at a point where a change in compositors is unlikely to have occurred, such as mid-way through a sentence, then the change is likely to be in the copy text. However, there are some cases in which it can be difficult to determine which source of spelling input is the most likely to have changed. If a change in spellings takes place midway through a text at the beginning of a new section of the book such as a new chapter, it could be the case that the new section was the dividing point for copy between compositors, but it could also be where two copy texts were joined together. The present analysis is not able to account for which of these scenarios is the most likely. However, to prevent misinterpretation of the results, wherever possible I have supplemented the analysis with bibliographic research, either through the BMC: Catalogue of books printed in the XVth century now in the British Library or through other secondary bibliographical research into the texts in question. In some cases it is not possible to be sure which source of spellings has changed, and in those cases I have made the ambiguity in the potential analyses clear. These limitations necessarily shape some of the analysis and impact on the outcomes of the cluster analysis and the similarity measurements, however the research design has been amended to account for these limitations wherever possible. 

[bookmark: _Toc497899855]Chapter conclusions
This chapter has presented the quantitative approach used in the rest of this thesis. In Section 4.1, this chapter discussed the processes of data selection that were undertaken to acquire the necessary texts for this work. In Section 4.2, I detailed the preparation that the texts had to undergo before analysis, including the annotation of the data with their Present Day Standard English equivalent forms, and the processes of cleaning the data that were also undertaken. In Section 4.3 this chapter discussed in detail the necessary processes of turning the data into numbers, and the bag-of-words model that was used to achieve this end. Additionally this section discussed the use of ratios to create a relationship between the spelling variants and the word that they are used to represent. Section 4.4 discusses the issues that are introduced into the analysis through the use of high-dimensionality data. Finally in Section 4.5 this chapter discusses the limitations of the methodological approach taken in this thesis. The rest of Section Two explores the two methods introduced in this chapter in detail. Chapter 5 introduces the use of cluster analysis for locating the differences in spellings that take place within a text, followed by Chapter 6 which introduces the use of similarity measurements for determining the degree to which the spellings in sections of text differ from one another.

[bookmark: _Toc497899856]Research design – cluster analysis
This chapter introduces a method for investigating the changes in spellings that take place when more than one compositor typeset a printed text or more than one scribe wrote the copy text. In such cases, the section of text that each compositor or scribe worked on will contain the idiolect spellings that belong to that individual. This chapter introduces the use of cluster analysis to determine how many people were involved in creating a text, and which section(s) of text each person created. 
Cluster analysis is an approach used in exploratory data analysis. At its most basic cluster analysis (or clustering) is the process of grouping similar objects together; the most similar objects to one another should be part of the same group, and objects that are relatively dissimilar to one another should be in different groups. There are many ways in which we can decide whether objects are similar to each other or not, and so cluster analysis is a broad concept which covers a multitude of approaches and algorithms. Over recent years, cluster analysis has gained popularity as a method for linguistic research, particularly in the analysis of contemporary data (Csizér & Jamieson 2012, Divjak & Fieller 2014, Moisl 2015). Michael Cysouw (2007) uses cluster analysis in the creation of typological indices, Wieling, Shackleton, and Nerbonne (2013) use clustering to group together English dialects based on their phonetic features, Eder uses cluster analysis for the visualising networks within the field of stylometry (2017), and Gries and Hilpert identify stages in diachronic corpora using cluster analysis (2008). 
Cluster analysis is ideal for this study, because this approach allows us to compare all the spelling variants in a text simultaneously. However, cluster analysis has not been used on historical spelling data before. To determine which clustering approach is most suitable for the dataset and the research questions, I trial three types of clustering on spellings used in Caxton’s texts, and discuss the necessary modifications when using spelling data. In exploring these research questions, I argue that cluster analysis is a valuable method for gaining insight into the sources of spelling variants used in Caxton’s printed texts. In making my argument, I discuss the preparations made to the data for undertaking cluster analysis in Section 5.1, and detail the different algorithms that are available for cluster analysis in Section 5.2. Section 5.3 discusses the amendments to the method that are required for clustering data that exists in high-dimensional space, and Section 5.4 trials three clustering algorithms on Caxton’s edition of Troilus and Criseyde. Finally, Section 5.5 discusses the adjustments to the method that are required when applying the method onto whole texts, rather than just smaller sections of text.

[bookmark: _Toc497899857][bookmark: _Ref498440501][bookmark: _Ref498588538]Preparing the data for clustering
Cluster analysis is used to group together objects that are similar in some way, and so to use cluster analysis we need the to create some objects that can be clustered together and we need a variable that can be used to determine how similar these objects are. For this study, I want to find out whether there was a change in the compositor who typeset the text or the scribe who wrote the copy text. If a change did take place at either of these levels, I then want to find out where in the text this change takes place before exploring the wider causes of the change. To undertake this research using cluster analysis, the objects that undergo clustering are sections of text of a given length, such as a page, a chapter, or larger fractions of the whole book. The variable that determines how similar the objects are to one another is spelling. The cluster analysis thus groups together smaller parts of the text based on how similar the spellings are, and in doing so divides the text into larger sections that used similar spellings. 
Where there are sections of a text that include different spellings to one another, I suggest that more than one orthographic idiolect has been used in creating the text, and thus different people were involved in creating those sections. For example, we might run a clustering algorithm on the spelling variants used in Caxton’s edition of the History of Jason. We could set the algorithm to group pages together based on the spelling variants found on each page, and the algorithm might produce two clusters: all the pages in the first half of the book might form one cluster, and all the pages in the second half form the second cluster. This distribution of pages into clusters would suggest that a change in idiolects occurred midway through the book, and so either the compositor or the copy text (or both) changed at that midway point. However, pages are not an ideal unit of text for clustering because an individual page contains relatively little text, and therefore also contains relatively little information on spelling information. Instead, this study makes use of quires as the objects used for clustering. 

[bookmark: _Ref495319917]Quires as a unit for cluster analysis
There are many ways in which we can divide a text into segments for cluster analysis. When clustering a balance must be struck between creating objects that are small enough to have meaning when combined, and large enough to contain enough data for clustering. When using sections of text for clustering, we need to have sections that are small enough for clustering to be worthwhile—for example, dividing a text into quarters and clustering these quarters together is likely too large to provide indication of where in the text a change in spellings occurs. We also need to have sections of text that are large enough to contain enough data—for example, individual pages of text are unlikely to contain enough words to be representative of spelling variation at that point in the text. It is necessary therefore to select a unit of text that is short enough for the clustering to be meaningful, but long enough to contain a representative number of spellings. 
Quires are an ideal unit for dividing a text for cluster analysis. The quires in Caxton’s texts are usually eight pages long, and therefore contain enough text to be representative of the range of spelling variation in that quire. However, quires are also short enough that an individual quire does not form a large proportion of any of Caxton’s texts, and so finer distinctions can be made as to where in a book a change in spellings occurs. In addition to their suitable length for representing spelling variation, quires are also a product of the processes involved in book production. Compositors set the type in the order of pages that would be printed together, for example in an eight-page quire, page 1 and page 8 would be typeset for imprinting at the same time and so the compositor would need to set page 1 followed by page 8. It would be difficult for a compositor to begin setting type partway through a quire therefore, particularly when two compositors were working concurrently. We would therefore expect a change in compositor to occur at the start of a quire. In addition, we would also expect a change in compositor to occur at the beginning of a new chapter or section in the book, as opposed to mid-sentence, for example. Changing compositor at the end of a defined section makes it easier to match together the end of the text that was typeset by Compositor 1 with the start of the text typeset by Compositor 2. When compiling BMC, Hellinga and Painter recorded several instances of a change in compositor, and all these changes occurred at the beginning of a quire. Part of this study aims to see whether it is possible to differentiate these sections of text that were typeset by different compositors. By breaking the books into chunks of text at the points where a change in compositors is most likely to occur, it is easier to deduce whether spelling variants have changed because of a change in compositors.
Though quires are ideal for this study because of their link with printing process, the use of quires also introduces problems into the research process. The process of dividing Caxton’s books into quires requires a great deal of time relative to the time it would take to divide the text into other units. The texts that I have used for this study are the plain text editions made available through EEBO-TCP, discussed in Section 4.2.1. Each of Caxton’s books available through EEBO-TCP has been typed up, and the full text appears as continuous text in the document, with line breaks marking the change in sections or chapters but not the lineation in the print copy. The start and end of a quire is not marked in the document, which means the researcher must work out where each quire begins and ends. Hellinga and Painter record the quiring of each of Caxton’s texts in the BMC and provide the contents of each text in both page numbers and in terms of quires. It is possible from this information to map the start and end points of quires onto page numbers, and then use the page numbers to try and locate the text at the end of each quire using the images of each page on EEBO. Only at this point can the full plain text of the text be divided into quires, dividing at the last words for each quire, found using the EEBO images. 
Finding the end of a quire should be a simple matter of counting the number of images prescribed by the BMC, but further complications arise from EEBO’s images of the text. Whilst most EEBO images of pages appear in the correct order on their website, there are occasions where the image of a page is missing or an image has been duplicated. While on the scale of a whole book, an incorrect page would not make a large difference, in the case of quiring it does make a difference because one page forms a high proportion of the eight pages in a quire. If the quire became misaligned with the pagination as a result of missing or duplicate imaging, then the quire might then comprise six or seven pages from one quire, and one or two from the quire before or after. Such misalignment undermines the exercise of using quiring as a unit of measurement, particularly in relation to locating a change in compositors. As such, the quires and the images of the pages that form those quires require close checking, which is a time-consuming exercise. 
The processes above must all be undertaken in order to divide the plain text editions of Caxton’s texts into plain text versions for each quire. Dividing a text into quires therefore requires a significant investment of time, and as such it was not possible to complete a cluster analysis on more than a handful of Caxton’s books as part of the present study. Due to the complexity of the tasks to prepare the data for clustering, it is not computationally viable to automate the process of dividing the text into quires. As such, the process must be undertaken manually. The analysis therefore applied only to six of Caxton’s texts in Section Three: Troilus and Criseyde, Book of Good Manners, Golden Legend, Confessio Amantis, Caxton’s first edition of the Canterbury Tales, and the Polychronicon. 
Using quires as a unit of measurement also introduces an issue regarding the number of words in each quire. When we compare the size of quires across texts, some texts contain more words in each quire than others. For example, Caxton’s first edition of the Canterbury Tales is printed in Caxton’s Type 2, which is a larger typeface than the type used in his second edition of the Canterbury Tales, which is printed in Type 4 (Blades 1971 [1877]). In the quires of eight pages that appear in the second edition, there are more words per quire than there are in the first edition because the smaller typeface allows for more words per page. Furthermore, even within the same text quires do not always contain the same number of words, and therefore the sample sizes are not the same. In the second edition of the Canterbury Tales, many of the pages contain woodcuts, particularly at the start of a new Tale. Quires that contain woodcuts will contain fewer words relative to quires that do not, though the difference is not particularly great. In a quire made up of eight pages, if half one page contains a woodcut, then that quire is shorter than surrounding quires by only 6.25%. In Caxton’s edition of the Polychronicon some parts of the text are written in Latin, and those quires that contain Latin text will therefore contain fewer words in English, and therefore contain fewer examples of English spelling variation. Because the number of words used in each quire is unequal, the spelling variants in this study are not clustered by the raw frequencies of spelling variants, but by their ratios of use to one another. 
We can see a quick example of how cluster analysis works on the spelling variants used to represent one single word, CHAPTER. When undertaking cluster analysis, all the quires in the text are compared against one another and grouped on the basis of how similar the spellings are in each quire. Table 5.1 shows the spelling variants used to represent CHAPTER in the Book of Good Manners, where the letters assigned to quires of texts in this thesis are those used in Hellinga and Painter (2007).

	
	Quire A
	Quire B
	Quire C
	Quire D
	Quire E
	Quire F
	Quire G
	Quire H

	capytre
	0
	0
	0
	0
	0
	8.7
	0
	0

	chapiter
	0
	0
	0
	0
	0
	4.3
	0
	0

	chapitre
	5.8
	5.4
	9.1
	10.0
	10.5
	17.4
	19.2
	38.5

	chapyter
	0
	0
	0
	0
	10.5
	0
	3.8
	0

	chapytre
	92.3
	94.6
	90.9
	90.0
	79.0
	69.6
	76.9
	61.5

	chapytrr
	1.9
	0
	0
	0
	0
	0
	0
	0


[bookmark: _Toc499753481]Table 5.1: Ratios of spellings for CHAPTER in quires of the Book of Good Manners

The Book of Good Manners is the shortest text analysed in this chapter, running to just eight quires. In Table 5.1 we can see that in most quires, the variant chapytre is used to represent the word CHAPTER, but the preference for this variable is not the same throughout the text. Quires A to D use chapytre around ninety per cent of the time, but the preference for this variable drops markedly in Quires E to H. 
The clustering algorithm compares how all the spelling variants for CHAPTER are used in each quire of the Book of Good Manners, and combines them with the spelling variants for all other words used in each quire, and then clusters the quires based on all the spelling information. Were we to cluster the Book of Good Manners based on the information in Table 5.1, then we would group Quire A to Quire D together and Quire E to Quire H together. The information in Table 5.1 is a subset of the data, because it only includes the word CHAPTER to demonstrate variation in ratios across all the quires of the text. The whole matrix for the Book of Good Manners includes a total of 1,230 spelling variants, and forms the input for the clustering algorithms. 

[bookmark: _Ref497826205][bookmark: _Toc497899858]Selecting algorithms for testing
Clustering is undertaken using an algorithm. An algorithm is a sequence of actions to be followed in order to achieve a particular result. In this case, the algorithm is an iterative sequence of actions that groups the data together. Cluster algorithms vary in terms of what their designer thought a cluster should be, and therefore the algorithms vary as to which aspects of a dataset are considered most important. For example, we could objects by how close they are to the centres of identified clusters in the data (proximity-based clustering), or we can group objects in densely populated areas together (density-based clustering). There are many types of clustering algorithm that could be used to group data but only some will be suitable for the spelling data.
The way in which printing works has implications for the types of clustering algorithms that are the most suitable for this study. In this study, the clustering algorithm will group the quires of a text based on the spelling variants that appear within each quire. We do not want to use a clustering algorithm that allows outliers in the data. Each quire was typeset by a compositor, and that compositor used a copy text. If during cluster analysis the quires are clustered into two groups—one for each compositor, for example—then every quire has to be assigned to one cluster or another, because every quire was typeset by a compositor. As a result it is important that we use an algorithm that does not allow quires to be outliers that do not belong to any cluster. Algorithms that do not allow outliers create what is known as a hard cluster, as opposed to a soft clustering which may allow objects to fall outside the range of clustering. 
Additionally, we want to use a clustering algorithm that strictly partitions the quires, as opposed to allowing quires to be included in more than one cluster. This study aims to find out where in a text changes in spelling take place, and so it is important that quires are assigned to one group (the group for a particular compositor, for example) rather than retaining membership of several groups. Two types of clustering that may be suitable for this study are proximity-based clustering and density-based clustering, and this study trials both methods on Caxton’s edition of Troilus and Criseyde.

[bookmark: _Ref490836552]Proximity-based clustering
Proximity-based clustering groups similar objects together based on how close they are to one another in space. Perhaps the most widely used form of proximity-based clustering used to undertake proximity-based clustering is k-means, which itself is often used as an umbrella term for many other algorithms. In this study, the k-means algorithm I use is Lloyds algorithm, selected for its robustness and wide-ranging use. K-means clustering works by choosing the centre of k number of clusters (in the case of the algorithm used for this study, randomly), and then refines the location of the cluster centres through repeated iterations of the algorithm (Moisl 2015: 180). The number of possibilities for the centres of clusters increases rapidly with the increase of k and the number of dimensions of the data n, and so the repeated iterations of relocating the centres of each cluster are necessary, because not all possible combinations can be considered. Instead, the algorithm keeps the new solution only if it is an improvement on the last iteration (Everitt & Hothorn 2010: 322). Eventually, the results from the algorithm will converge, which means that the algorithm has not found better locations for the centres of the clusters. There is no mathematical reason that the k-means algorithm would select the optimal distribution of centres for the clusters, and so it is worth running the algorithm several times on the same dataset with randomly selected centres for the clusters (Divjak & Fieller 2014: 427).
K-means clustering fulfils the requirements of the data and the research questions in this study; k-means partitions the data into k number of groups with no overlap between clusters, nor does it allow outliers that do not belong to any of the clusters. The main feature of k-means clustering that marks it out from other algorithms is the requirement that the analyst tells the algorithm the value of k, i.e. how many clusters the analyst wants the data to be grouped in to. The requirement to state the number of clusters upfront is problematic for many datasets, but not for the spelling data in the present study. As we will see, steadily increasing the value of k is a particularly important feature for this dataset because it allows for different layers of spelling variation to come through into the clustering and the output is easy to interpret. 
This study also trials the use of hierarchical clustering. Unlike k-means, hierarchical clustering does not partition the text into a specific number of clusters. Hierarchical clustering is an exhaustive process which shows the largest clusters within a dataset, and then clusters within those clusters. For this study, I am making use of a type of hierarchical clustering known as agglomerative clustering. Agglomerative clustering begins by taking each object as its own individual cluster and at each stage joins two of the existing clusters together. The clustering process is complete when all the objects form one single cluster. As such, agglomerative clustering is an exhaustive process which does not allow outliers. Hierarchical clustering resolves the difficulty introduced by k-means, in that hierarchical clustering does not require the number of clusters to be known in advance of the clustering. However, it can be difficult to interpret the output of hierarchical clustering. Hierarchical clustering usually provides a type of tree diagram known as a dendrogram as output, and the analyst must infer the number of clusters from the dendrogram. Hierarchical clustering shows the relationships between objects at a range of levels, allowing analysis to consider the links between several groups of text simultaneously. 

Density-based clustering
Density-based clustering works by finding areas of objects that are more densely grouped together than the surrounding area. This approach is different to that used in proximity-based clustering, where k-means and hierarchical clustering work by grouping an object into the nearest cluster. Density-based clustering identifies a cluster by locating an area of a high degree of density of objects and locates the edges of a cluster by locating a drop in the density of objects. The strength of density-based clustering is therefore in its ability to identify clusters of objects that exist in non-spherical shapes, and shapes of uneven sizes. On the other hand, k-means clustering is only able to identify clusters of roughly spherical-shaped data. Clustering by density resolves some of the well-known issues surrounding the use of distance-based clustering methods. Two of the main issues with k-means clustering are the requirement for the analyst to know the number of clusters desired at the outset (and not to have the number of clusters pulled out of the data), and k-means clustering does not recognise clusters that do not roughly converge into a hypersphere (i.e. the multi-dimensional equivalent of a sphere). Density-based clustering does not allow for the analyst to specify the number of clusters, k, for the dataset and instead selects the optimal number of clusters from the data (Moisl 2015: 194). When the data exists in a high number of dimensions, as the data does in this study, it is difficult to determine what the shape of the data is. Therefore, testing the clusters that come out of k-means clustering using density-based clustering could provide a greater degree of confidence in the resulting clusters. The algorithm that I have used for this study is DBSCAN, which stands for Density-Based Spatial Clustering of Applications with Noise. DBSCAN is the most commonly used density-based clustering algorithm, and I selected it for this study for its versatility and robustness.
While density-based clustering can resolve some of the issues that proximity-based clustering suffers from, density-based clustering is not without its own problems. DBSCAN has difficulty where the density of the clusters varies throughout the dataset, and it is also known to have difficulty in low-density environments. The advantage of DBSCAN over k-means is its ability to identify clusters that occur in shapes that k-means cannot, however k-means is the more stable of the two algorithms. Hermann Moisl (2015: 199) states that where the dataset may be suitable for use with both algorithms, “the more reliable k-means method should be used”.
It is not clear prior to analysis which of these clustering algorithms will be most effective at clustering the quires of a text: k-means, hierarchical clustering, or density-based clustering. The quires are not easy to cluster because they each contain a high number of spelling variants, and this causes a problem regarding the number of dimensions in the data. The next section discusses these implications for the clustering methods described here in detail. 

[bookmark: _Ref498588622]Methodological adjustments: curse of dimensionality
The increase in space between objects is important because we are attempting to cluster these objects based on how close they are to one another. As the number of spelling variants added to the vectors for each quire increases, then overall the distance between the quires will increase towards a limit of infinity. As the distance between each quire converges on a limit of infinity, the distance between each quire effectively becomes the same. This has clear implications for the use of a clustering algorithm where the method relies on calculating the distance between objects in order to assign each object to a cluster. If all objects are equally far apart, then the algorithm will not be able to divide the objects into more than one cluster and the calculation will fail. Proximity-based clustering algorithms are not the only methods that struggle when the dimensionality of the data is high. Density-based methods also struggle because when objects become very far apart, the density of the objects decreases. The next section discusses the issues faced by density-based clustering in high numbers of dimensions. 

[bookmark: _Ref497745024]Amendments considering the curse of dimensionality
Difficulty arises in all types of clustering methods when the data exists in a high number of dimensions. For the cluster analysis to work effectively on high-dimensional spelling data, it is necessary to reduce the number of dimensions by making modifications to the method. The first modification restricts the spellings that each text takes as the input for cluster analysis. The second modification removes dimensions that do not have any meaningful input for the analysis.

Restricting the clusters to the spellings in each text
In Section 4.4.1, I demonstrated that where the quires have the same value for a spelling variant, the distance between them does not increase. In short, if the results in each quire are the same for a given spelling variant, then that spelling variant does not add any information to the matrix and therefore the spelling variant does not help the clustering algorithm to divide the quires into groups. If a spelling variant has a score of zero for all quires, this spelling variant also does not provide information that can be used to differentiate between the sources of spellings. We can demonstrate this by beginning with the distribution of the variant began in Quires q and u of the Confessio Amantis, provided in Figure 5.2.

[image: ]
[bookmark: _Ref490841268][bookmark: _Toc499753532] Figure 5.2: Graphical representation of began in quires of the Confessio Amantis

We can extend Quires q and u into two dimensions, but this time we will extend them into a dimension that I am confident does not exist in the EEBO corpus. Figure 5.3 shows the distribution of Quire q and Quire u in two dimensions. 

[image: ]
[bookmark: _Toc499753533]Figure 5.3: Graphical representation of began and velociraptor in quires of the Confessio Amantis

Figure 5.3 shows the distribution of began and velociraptor (VELOCIRAPTOR) in Quire q and Quire u of the Confessio Amantis. Where before the texts were described in one dimension, the texts are now in two. However, the distance between Quire q and Quire u is the same as in Figure 5.2. Because neither quire contains any tokens of velociraptor, the results are effectively the same as those in Figure 5.2, and the points for both quires sit on the x-axis. In this case, adding the dimension for velociraptor does not add any information to the objects Quire q and Quire u; because neither data point has a non-zero value for velociraptor, arguably the dimension does not exist for this dataset. 
We can say the same of any spelling variant that does not appear at all in the dataset. If we are focusing on a subset of the data, such as a particular set of quires, we are only interested in spelling variants that occur in those quires, not the rest of the text, or the rest of the wider dataset. When we include spelling variants that do not occur in the quires (or texts, or other subset of the wider dataset), then the result for each quire is zero, and the dimension adds nothing to distinguish between the quires. For example, when plotting the points for Quire q and Quire u in the Confessio Amantis, there are no occurrences of the variant biganne to represent BEGAN. 

	
	Quire q
	Quire u
	Quire t

	began
	0.33
	0.5
	0.38

	bygan
	0.17
	0.17
	0.12

	bigan
	0.5
	0.33
	0.38

	biganne
	0
	0
	0.12


[bookmark: _Toc499753482]Table 5.4: Ratios of BEGAN in quires of the Confessio Amantis

We can see from Table 5.4 that biganne occurs elsewhere in the text for the Confessio Amantis, in Quire t. However, if we are only interested in Quire q and Quire u, the dimension for biganne does not add any information. If we were to plot biganne for these two quires, the result would be the same as plotting velociraptor; even though biganne occurs in the wider dataset and velociraptor does not, neither biganne nor velociraptor provide any information to describe the spelling variance in Quire q or Quire u.
This example has only considered two of the quires for the Confessio Amantis. Where we consider the full dataset for the Confessio Amantis, only one of the twenty-seven quires that comprise the whole text needs to make use of a spelling variant for it to comprise a new dimension, even if the other twenty-six quires did not have any tokens. Again, if we are looking at the whole dataset for the Confessio Amantis, we are not interested in spelling variants that occur in the wider dataset but not the subset that we are examining; we are not interested in spelling variants that are used in Reynard the Fox but not the Confessio Amantis, for example. 
This section has demonstrated that it is important to look only at the spelling variants that are immediately relevant to the analysis. Theoretically, only looking at the relevant spelling variants is an interesting point, because it demonstrates that the dimensions for each spelling variant do not exist all the time. For example, the dimension for the spelling variant velociraptor does exist in more modern datasets, but not in the EEBO dataset. Dimensionality, then, is fleeting and changeable depending upon the dataset. In addition to being a point of theoretical interest, the variability of dimensionality has applied implications for the present study. 
In practical terms, by including spelling variants that do not exist in the immediate dataset we are including noise. Noisy data is inefficient for processing, and noisy data can also obscure patterns within the data. For this dataset, including unnecessary spelling variants makes it harder to see which variants are important for differentiating between input from the compositor or the copy text. To counteract against noisy data, or data that adds very little to differentiate between sets of spellings that co-occur, I have set a threshold for the frequency of each word. For a word and its associated spelling variants to be included in the analysis, the word must appear in the text at least five times, though those five times could be different spellings. 
By setting a threshold for the whole word and not an individual spelling variant, we can still capture very low frequency variants but in the wider context of other, more frequent spellings. For example, there is a limited amount of information to be gleaned from a word that occurs twice in the whole dataset, but spelt differently both times. Such low frequency is not enough to make wider claims about the distribution of these spelling variants. However, it is more interesting to look at a word that occurs a hundred times, that makes use of several spelling variants, though one variant occurs only once. In this case, we can make more of a claim regarding the distribution of spelling variants. Mathematically, this is known as an increase in confidence. We can remove these less informative dimensions from the data, and in doing so, increase the confidence and reduce the noise in the data. The next section discusses how we can also reduce the dimensions of the data if we change the spelling variants that we are interested in.

Reducing the dimensions of spelling data matrices
Each quire does not include every word that is used throughout the whole text. Each quire will include different words to the other quires, because the contents of each quire are different and the topic of a text can change. Therefore, each quire will not include every spelling variant that is used in the whole text. This disparity is always going to be the case in books, unless a book is made up of a series of almost identical quires, because there are different words on every page. However, because the spellings in each quire are different, this presents a problem for clustering the quires based on spelling variation.
By modelling the variation of all spellings, it is possible to inadvertently model the topic of a text instead of the spelling variation. For example, words that are associated with mills and milling are likely to occur in the Reeve’s Tale in the Canterbury Tales because the Reeve tells a story about a mill owner. Words that are associated with mills and milling are unlikely to occur in the Knight’s Tale or the Nun’s Priest’s Tale, because these tales are not about mills or mill owners. Therefore the spelling variants for MILL and MILLING occur in the quires that comprise the Reeve’s Tale (in which one of the characters is a miller), but not the quires that make up the Knight’s Tale or the Nun’s Priest’s Tale. If we include all the spelling variants in the text for the Canterbury Tales for analysis, then we also include these spelling variants for the milling semantic field. Table 5.5 shows the ratios of spellings used for MILLER in three of the quires used in the Canterbury Tales.

	Spelling variant
	Quire c
(Knight’s Tale)
	Quire i
(Reeve’s Tale)
	Quire Q
(Nun’s Priest’s Tale)

	myllere
	0
	0.57
	0

	myller
	0
	0.43
	0


[bookmark: _Toc499753483]Table 5.5: Ratios for MILLER in quires of the Canterbury Tales

Based on the data in Table 5.5, the clustering algorithms are likely to cluster together Quire c and Quire Q, and separate Quire i into a second cluster. A clustering algorithm could believe Quire c and Quire Q to be more similar to one another because they do not include the variants that appear in Quire i. The word MILLER is only used in four quires in Caxton’s first edition of the Canterbury Tales: Quire b, Quire g, Quire i, and Quire k which cover the prologue, the start of the Miller’s Tale, and the Reeve’s Tale. In this way, instead of modelling a difference in spelling variation, it is possible to model the topic of the text. However, modelling different parts of a text according to topic is not the intention of this study.
It is possible to avoid clustering the quires by topic by reducing the spelling variants that are included in the cluster analysis. By restricting the variants to those variants that appear in a high proportion of quires in the text, it is possible to avoid clustering quires based on words that only occur in a small part of the text. However, restricting variants to words that are used in most quires drastically reduces the number of spellings that are included in the study. The words that remain after this reduction tend to be high-frequency words such as function words. Therefore, if we confine the spelling variants to those that are used in every quire, most lower frequency words will not be included in the analysis.
In reducing the spelling variants, we can avoid potentially modelling the topic of the text, but in doing so we also begin clustering based on the distribution of function words in the text. While it was not the intention of this study to model the topic of a text, it is also not the intention to model the spelling of function words only; the aims at the outset are to cluster sections of text based on all the variable spellings that occur. We can achieve this aim by running the clustering process twice: the first clustering includes all spelling variants that are used within the subset of data, and the second clustering will only use spelling variants that occurred in all the quires. By running the processes twice, the first clustering maintains the fully data-driven approach, while the second process acts as a check to ensure that the grouping has not been influenced by the topic of the text. We can see the importance of checking that the clustering is undertaken on spellings and not words, particularly in the Canterbury Tales, but this check is used for all texts. Now that the methods used in this chapter have been described, and the limitations and issues that arise by using them acknowledged, the next section trials the clustering algorithms on Troilus and Criseyde.

[bookmark: _Ref497478756][bookmark: _Ref497480647][bookmark: _Toc497899860][bookmark: _Ref498592824]Case study: Troilus and Criseyde
This section tests whether the proximity- or density-based clustering algorithms work most effectively on the spelling variant data using Caxton’s edition of Troilus and Criseyde. Troilus and Criseyde is an ideal text for testing cluster analysis, because we have information about the sources of spelling input that went into the edition. This text was typeset by two compositors, according to the data from Hellinga and Painter (2007). We also know where the changeover in compositors took place; the BMC states that “Copy was divided among compositors between Books III and IV, at the end of quire h” (2007: 137). The distinction drawn by Hellinga and Painter between sections that were typeset by the different compositors is based on a change in the use of the letter I and a change in the paper stocks that both occur at the start of Quire i. Furthermore the link between the two sections was not entirely seamless, because the text in Quire H ends with the closing words of Book III (known as the explicit) but the explicit is repeated after the blank page at the end of Quire h.
Caxton’s Troilus and Criseyde is a good trial for the clustering algorithms because of the length and size of the text itself. The text for Caxton’s edition of Troilus and Criseyde runs to a total of 120 leaves. Troilus and Criseyde is the shortest of the texts that were typeset by two compositors in the present dataset. The size of the quires themselves are eight leaves to a quire, and this is fairly uniform – only Quire h and Quire p do not contain eight leaves to the quire. Quire h contains ten leaves and Quire p contains six leaves. Most other texts in the Caxton dataset also contain eight leaves to the quire, which makes this text a good prototype for the cluster analysis. The typeface used in Troilus and Criseyde also makes it a good text for trialling the cluster analysis. The typeface used in the text was Caxton’s Type 4, which was used in printing many of the other texts used in this analysis, such as the Canterbury Tales. Because both the size of the quires and the size of the typeface is similar in Caxton’s Troilus to many of the other texts in the dataset, we can get a good idea as to whether the clustering is likely to work on other texts. 
The number of quires also helps to demonstrate whether clustering is likely to work on other texts. The number of quires for Troilus and Criseyde is relatively low because the book is quite short. At only fifteen quires long, there are few quires relative to other texts printed by Caxton, and the amount of space taken up by the objects in the physical space is particularly low. If density-based clustering works on a text of fifteen quires long, then it would have been possible to cluster the other texts, too. 
The key reason that makes Caxton’s Troilus ideal for testing the algorithms is that the outcome is already known. We know that Troilus and Criseyde was typeset by two compositors, according to data from Hellinga and Painter in the BMC, we know that the change in compositors is due to take place at the start of Quire i, and we do not know of any variation in the copy text that was used to create the text. This changeover forms a very testable hypothesis using clustering. Both the proximity-based and density-based clustering methods should be able to partition the quires into two clusters. The test in this chapter is to see whether, for so many dimensions, that this distribution is possible. 

[bookmark: _Ref497391771]Proximity-based clustering
The type of proximity-based clustering that I have used for this study is k-means clustering, using Lloyd’s algorithm specifically. K-means clustering is one of the most widely used methods of clustering that is aimed at partitioning a dataset (Moisl 2015). K-means works by selecting the centres for each cluster, and k-means calculates the distance of each object from the centre of all clusters. K-means then assigns each object to the cluster with the nearest centre. By clustering in this way, k-means works intuitively by grouping objects together that are near each other in space, and this works particularly well in dimensions that it is possible to visualise. K-means clustering is known for its weakness that the analyst must define k, the number of clusters, for each time the algorithm is run. However, this weakness is a strength in the present study; we know that in Troilus and Criseyde the number of compositors will be two so we set k = 2. In other texts, we can steadily increase the value of k to see what distinctions can be made at different levels. In this case, the weakness of k-means clustering is a strength for the present study.
When we run the k-means algorithm on Troilus and Criseyde, we find that the clustering works effectively despite the high number of dimensions in the data. The algorithm divides the text as shown below in Figure 5.6. 
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[bookmark: _Toc499753534]Figure 5.6: Clustering Troilus and Criseyde, k = 2

Figure 5.6 shows the division of the text into two clusters, where the two clusters are marked out by colour—Cluster 1 is marked out in yellow and Cluster 2 is marked out in blue. The clusters identified by the k-means algorithm map precisely onto the distribution of quires as identified by Hellinga and Painter in the BNC. Hellinga and Painter’s distribution was made based on bibliographic features, and their claims can be corroborated here using data from spelling. 
These results are not a product of chance; the probability of achieving these results that match the distribution of the compositors through chance, where each quire has a probability of 0.5 of being assigned to either cluster is P < 0.000001, or one in a million. The cluster analysis has not analysed the text as a whole and sought a point at which spelling variants change—that is merely the result. Instead, the cluster analysis considers each quire as an individual object, and groups it with other quires that use similar spellings. In this way, cluster analysis is a bottom-up method, and the results are data-driven.
We can check the results in Figure 5.6 by performing the cluster analysis for a second time when the data has been reduced to spellings that are used in most of the quires to ensure that the cluster analysis has not grouped quires by topic. For Troilus and Criseyde the quires cluster in exactly the same way when the number of spellings under consideration are reduced, which suggests that the cluster analysis has picked up on a change in spellings.  
These results show that k-means clustering works effectively for grouping quires based on spelling variants. These results also demonstrate that k-means clustering works effectively at the level of dimensionality present in the text. In the present case, the clusters directly relate to the compositors who are involved in the typesetting of the book. Here, we can see that the differences in spelling between compositors are strong enough that a data-driven approach is able to isolate the point at which the change between spelling systems occurs. Now that we know that k-means clustering works with the data that we have, and can replicate the divide between compositors, the next sections test the text with density-based clustering and hierarchical clustering. 

[bookmark: _Ref497391746]Density-based clustering
The DBSCAN algorithm was unable to cluster the quires at all. Instead, the result showed that there was one large cluster and that all the quires belonged to this one cluster. This result does not mean that the data clusters into one large hypersphere but instead, the result suggests that the density is so low as to be unclusterable by using a density-based algorithm. We can test whether density-based clustering will work by tweaking the sensitivity of the DBSCAN set up. When I increased the sensitivity of the DBSCAN algorithm, every quire became an outlier and there were no data points in the cluster. 
The results of the DBSCAN test suggest that density-based clustering is not feasible for the dataset as a result of the very low density of data in the available space defined by spelling variants. We can be sure that this is the case and that it is not a fault with the algorithm because I tested the algorithm and its set up on the Iris dataset which is commonly used in R programming to demonstrate new algorithms. We also know that the set up should work because there were results from the clustering on both occasions – the first was that all the data was part of the same cluster, and the second was that none of the data was part of a cluster. These results in comparison with the results from the k-means clustering suggest that while the distance between the quires has not yet tended so far towards infinity that some distance between them can still be observed, quantified and correctly applied. However, in contrast, the density of the data in the thousands of dimensions is so low as to make it impossible to identify areas of high density relative to the density around the objects. For this reason, this data set is of too high density to make use of density-based clustering. 

[bookmark: _Ref497391772]Hierarchical clustering
Hierarchical clustering is not immediately likely to be the most useful type of clustering for the grouping of quires within a text. It works in contrast to partitioning clustering methods (such as k-means and DBSCAN). Instead of partitioning the objects into distinct clusters, hierarchical clustering works by creating a hierarchy of clusters in one of two ways, starting with all the data in one cluster, or starting with each object in its own cluster. Agglomerative clustering works by beginning with each object as an individual cluster, and groups them together into progressively larger clusters, until the largest cluster contains all the data points; divisive clustering works in the opposite way, by beginning with one large cluster and dividing it into progressively smaller clusters as it works, until each object is its own cluster. For this study, I have trialled the use of agglomerative clustering because it works from the data up to create the groups. In particular, I have used the Ward’s error sum of squares hierarchical cluster analysis algorithm (Ward 1963, Murtagh & Legendre 2014).
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[bookmark: _Ref490920732][bookmark: _Toc499753535]Figure 5.7: Hierarchical clustering of Troilus and Criseyde

The hierarchical clustering for Troilus and Criseyde is shown in Figure 5.7. The results from hierarchical cluster analysis can be difficult to interpret, particularly with a large number of objects. However, the dendrogram in Figure 5.7 is straightforward. The main clusters are those that have the longest branches attached to them. 
The main issue with hierarchical clustering is determining how many clusters really exist in the dataset (Divjak & Fieller 2014, Moisl 2015). Because the hierarchy runs from each object comprising its own cluster up to each object being part of one cluster, the difficulty is determining at which level the clusters become meaningful. Divjak and Fieller (2014: 430) suggest that a good way to determine the most appropriate place for a divide is where the cluster structure is stable and remains so over a distance. In Figure 5.7, there are two long branches which divide the quires into two groups. Because these branches are uninterrupted over a long distance, the optimal solution is likely to be when the data is divided into these two clusters. The rightmost group includes quires from Quire a to Quire h, and the other cluster includes the quires from Quire i to Quire p. The quires in these two clusters concur with the results from k-means clustering and the changeover point suggested by Hellinga and Painter: there is a change in the spelling variants used in Troilus and Criseyde that takes place at the end of Quire h, and this change occurs at the same place that a change in compositors takes place.
Hierarchical clustering is probably not the best type of cluster analysis for the present study for two reasons: the difficulty in determining the optimal number of clusters from the results, and the linearity of the input. The results in Figure 5.7 cluster quite clearly into two groups, but this is not always the case. It is often difficult to determine the optimal number of clusters following hierarchical cluster analysis, because the resulting dendrogram shows each cluster broken down into smaller subclusters until each cluster is comprised of just one object. For many studies, cluster analysis is used to determine the number of clusters in a dataset, but for the present study k-means is sufficient to determine the number of clusters because the objects are not entirely independent of each other. This study uses texts divided into quires as input, and the order of the quires in the text has already been determined before the book was printed. The quires are linked to one another, because they were not designed to be individuals, they were designed to fit together by the master printer before typesetting began. However, for other studies the objects are not linked to one another in the same way. Chapter 9 makes use of hierarchical cluster analysis of Caxton’s texts. Caxton’s texts are independent of one another in that they were not designed to work together as smaller parts of one large text. 
Hierarchical clustering is useful for finding links between Caxton’s texts, but it is less useful for the quires that comprise a single text. The output from hierarchical clustering—the dendrogram—splits up the ordering of the quires, making it difficult to see whether there is a clean divide partway through the text. The interpretation was not difficult for Troilus and Criseyde because the divide between clusters is clear, however for other texts the dendrogram can be more difficult to interpret. The Golden Legend runs to fifty-nine quires, and as we will see in Section 7.5.1, the quires can be clustered into five groups. The dendrogram for the Golden Legend provides the same information as successively running k-means with increasing values of k, but the dendrogram can be difficult to interpret and complicated to follow with mostly reordered quires, shown in Figure 5.8.
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[bookmark: _Ref490923510][bookmark: _Toc499753536]Figure 5.8: Hierarchical clustering of the Golden Legend

Figure 5.8 shows the dendrogram produced when hierarchical cluster analysis is undertaken on the Golden Legend. The large number of quires and clusters makes this dendrogram more difficult to find meaningful results, compared with the same clustering output from k-means which provides the cluster number for each quire, retaining the ordering of the quires.
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[bookmark: _Ref490924404][bookmark: _Toc499753537]Figure 5.9: K-means clustering of the Golden Legend

The output in Figure 5.9 shows the same five clusters as in Fgure 5.8, arguably with less difficulty in interpretation. In Figure 5.9 the number beneath each quire states which cluster that quire belongs to from k-means clustering. In Figure 5.9 it is clear where the one cluster starts and the next one ends, because the quires remain in the order they appear in the text. For this reason, the study undertaken in the present chapter makes use of k-means clustering, but hierarchical cluster analysis is used in Chapter 9. 

[bookmark: _Ref497826707]Case study discussion and summary
Research Question 1 asked whether it is possible to use cluster analysis to accurately distinguish the locations of changes in spelling variants within a text. In investigating this question, I have tested three different types of clustering algorithm on the subset of data from Troilus and Criseyde, k-means clustering, density-based clustering, and hierarchical clustering. Troilus and Criseyde was an ideal text to trial the clustering algorithms because the location of change could be confidently asserted (Hellinga & Painter 2007). The exact location of change had been described by Hellinga and Painter as occurring at Quire i. 
By using Troilus and Criseyde, we could test to see whether the known weaknesses identified in the clustering algorithms prevent clustering from being achieved. This trial has demonstrated that k-means clustering is appropriate for use with the present dataset, and works more effectively than density-based clustering. In contrast, the density-based clustering algorithm, DBSCAN, was unable to cluster the dataset because the density of the objects was too low. Hierarchical clustering also worked, and provided the same results as k-means clustering, though there can be difficulty in interpreting the results. While the rest of this chapter makes use of k-means clustering, hierarchical clustering is used when undertaking cluster analysis on whole texts in Chapter 9.
Through using Caxton’s text of Troilus and Criseyde as an experiment to test clustering algorithms, I have demonstrated that it is possible to isolate the two sections of text that were typeset by different compositors by using cluster analysis. Quires are long enough to gain enough information about spelling variation to distinguish between text that was typeset by different compositors. Quires are also the most likely point at which compositors are likely to change over. The distinction in the case of Troilus and Criseyde was made at the start of a quire, for example. Quires are therefore the most suitable unit of measurement for the application of cluster analysis onto sections of text within one book undertaken in Chapter 7. 

[bookmark: _Ref497743535][bookmark: _Ref497745959][bookmark: _Toc497899861]Cluster analysis of whole texts
The method of cluster analysis described in this chapter was designed initially for use on quires within individual texts, and the method is applied to the data in Chapter 7. However, Chapter 9 makes use of the cluster analysis when each object undergoing clustering is formed of a whole text, rather than a section of text. For the cluster analysis to work effectively on a dataset of whole texts, adjustments to the method are required. This section discusses the alterations that are made to the cluster analysis: using hierarchical clustering, and changing the spellings that are considered as part of the analysis, before discussing the remaining limitations on the use of cluster analysis as a tool to explore the spellings between Caxton’s texts. 

[bookmark: _Ref497744748]Alterations to the method: hierarchical clustering
For cluster analysis undertaken over whole texts, this study makes use of hierarchical clustering. K-means clustering suits the aims of finding changes in idiolect within a text, demonstrated in the previous section, in which the aim is to divide a set of quires into specific numbers of clusters of quires with similar spelling variants. In the case of clustering quires, the dendrogram output from hierarchical clustering is not necessary and the linear output is clearer though it includes less information. However, the aims when using whole texts as data for clustering are slightly different. In this case, the number of clusters (k) is not known, and the relationships between individual texts is of importance. As such when clustering whole texts, the output from hierarchical clustering in the form of a dendrogram is useful. 
The type of hierarchical clustering used in this study is known as agglomerative clustering. Agglomerative clustering begins by taking each object as its own individual cluster and at each stage joins two of the existing clusters together. In this case, the agglomerative clustering takes a matrix of ratios for all the texts undergoing analysis as its input, and at the beginning of the clustering process each cluster contains one text. The clustering algorithm then creates a link between two most similar texts together into one larger cluster, and in the next stage creates a link between the next two similar texts together. The clustering process is complete when all the texts have been linked together, and the map of the links is displayed in a tree diagram known as a dendrogram. Because the clustering process only ends when all the texts are part of one large cluster, agglomerative clustering is therefore an exhaustive process which does not allow outliers. In computational terms, agglomerative clustering is a greedy algorithm. Greedy algorithms work to find the optimal local solution at each stage, and then combine these local solutions to solve the problem at hand on a global scale. Agglomerative clustering is therefore ideal for this study because it presents the relationships between texts at a range of levels, from demonstrating which texts are the most similar to any other text, and showing which smaller clusters can be considered as belonging to larger clusters of texts. 

[bookmark: _Ref492475903]Alterations to the method: spelling variants
When developing cluster analysis for use on spelling data in quires, the cluster analysis was conducted twice: the first clustering ran using all spelling variants that appeared in any of the quires that were being clustered, while the second clustering only used words (and the spelling variants used to represent each word) that were used in at least eighty per cent of the quires being clustered. Running the k-means clustering algorithm twice meant that the first round of clustering was able to take into account as many spelling variants as possible, while the second round acts as a check to ensure that the first approach was not clustering quires based on the words rather than the spellings used to represent those words (and therefore clustering based on topic). This two-pronged approach worked effectively for quires within the same text, where the quires were short and the topic of the texts tended to remain the same throughout. 
Using the double-clustering approach does not work well on whole texts. I ran a series of pilot tests using these two stages of clustering: one using all spelling variants that appear in at least one quire, and the other using a restricted set of variants where the word must appear in eighty per cent of the texts for the corresponding spelling variants to be used. The results of the pilot test showed that, when we use all spelling variants to cluster the data, the texts are grouped by whether the texts use the same words, instead of whether the texts use the same spelling variants to represent those words. 
The disparity in success between clustering the quires of a text and clustering whole texts is caused by the difference in the lengths of texts. If we examine one of Caxton’s texts, we will find that the quires that make up the text are all usually the same length. In fact, most of Caxton’s texts that I examined had a standard length of eight pages to the quire. Each of the quires for a book therefore also includes a similar number of words, even more so in the case of print than in manuscripts, because there is no variation in the size and spacing of the typeface. There are some few exceptions, for example some quires in Caxton’s second edition of the Canterbury Tales include woodcuts, and the space taken up by the woodcuts reduces the space for words in those quires that contain woodcuts. However, these quires in the Canterbury Tales are relatively few, and as a woodcut usually takes up half of one of the eight pages in a quire, the loss of space (and also words) is only 6.25 per cent of the whole quire. Overall, the number of words in quires that form the same text are very similar. The same cannot be said when we look at the whole texts used in this chapter, however, because the number of words in each of Caxton’s texts varies to a large extent. The two most extreme texts in the Caxton dataset are the Golden Legend which is 693,000 words long and Paris and Vienne at 33,700 words long, while the other texts in the dataset fall somewhere in between. The Golden Legend not only includes more words than Paris and Vienne but, at twenty times the length of Paris and Vienne, predictably the Golden Legend also contains more distinct words—i.e. not just more tokens but also more types. 
The greater number of distinct words in whole texts relative to quires affects the methods used in this chapter, in particular cluster analysis. For the clustering to work, the data must be formatted as a matrix, in which the rows and columns are denoted by the text in question and the spelling variants respectively. When the ratios for the use of each spelling variant in each text are entered into the matrix, the columns that denote the longer texts such as the Golden Legend or the Polychronicon are filled with mostly positive values. Shorter texts such as Paris and Vienne do not contain as many distinct words, and the row that represents Paris and Vienne contains far fewer positive values and far more zero values. Other short texts such as Reynard the Fox and the Description of Britain also contain mostly zero-value cells, because the large number of distinct words that appear in the Golden Legend and the Polychronicon are not used in these shorter texts. 
What we want the clustering algorithm to do is to decide which of the texts use lots of the same spelling variants, and group those similar texts together. In terms of the matrix used as input, the clustering algorithm will group texts together that have similar values across each column, where each column represents a different spelling variant. However, problems arise when lots of texts have mostly zero values across rows, because the texts do not include the word in question. We can see an example of what this looks like in Table 5.10.
Table 5.10 shows the ratios in each of the full texts for the words ABANDONED and ABASHED. Most of the cells in the matrix have a value of zero, except for the rows for the Golden Legend. For the texts that have zero values for all the spelling variants that map onto a word, then those texts do not use that word at all. For example, none of the spelling variants for ABANDONED is used in the Canterbury Tales which means that the word ABANDONED is not used in the Canterbury Tales.[footnoteRef:14] The clustering algorithm does not know that zero values across a word for any text means that that word is not in the text; the algorithm only knows that rows with similar values should be grouped together. [14:  Or at least ABANDONED is used fewer than five times. The choice to put a threshold on the frequency of words was made to increase the confidence interval of the ratios for each text, and to avoid over-representation by very infrequent terms. For extended discussion, see Section 5.3.1. ] 
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	abandoned
	abashed

	
	abandoned
	abandonned
	abandouned
	abasshed
	abasshede
	abasshid
	abasshyd
	abesshed

	Boethius
	0
	0
	0
	0
	0
	0
	0
	0

	Chronicles of England
	0
	0
	0
	0
	0
	0
	0
	0

	Description of Britain
	0
	0
	0
	0
	0
	0
	0
	0

	Life of our Lady
	0
	0
	0
	0
	0
	0
	0
	0

	Game of Chess
	0
	0
	0
	0
	0
	0.83
	0.17
	0

	Polychronicon
	0
	0
	0
	0.83
	0
	0
	0.17
	0

	Golden Legend
	0.14
	0.71
	0.15
	0.74
	0
	0.06
	0.20
	0

	Troilus and Criseyde
	0
	0
	0
	0
	0
	0
	0
	0

	Reynard the Fox
	0
	0
	0
	0
	0
	0
	0
	0

	Paris and Vienne
	0
	0
	0
	1
	0
	0
	0
	0

	Book of Good Manners
	0
	0
	0
	0
	0
	0
	0
	0

	Confessio Amantis
	0.60
	0
	0.40
	0
	0
	0
	0
	0

	Canterbury Tales
	0
	0
	0
	0
	0
	0
	0
	0


[bookmark: _Toc499753484]Table 5.10: ABANDONED and ABASHED ratios in the Caxton dataset
		
		
The many zero-value cells in Table 5.10 is a problem, because the algorithm understands the rows with many zero values to be similar and then groups the corresponding texts together. As a result, when the input includes words used in more than one of the texts, the clustering algorithm groups together texts that include fewest distinct words, instead of grouping together texts that use similar spellings. I have made minor alterations to the method developed earlier in this chapter to prevent these problems that arose during pilot testing. 
One of the founding principles of the research design in this thesis was to use as broad a range of spelling variants that are present in the text as possible without compromising the integrity of the method. When undertaking cluster analysis within a text, the similarity in length and content of quires within a text meant that undertaking the research on the broadest possible range of spellings would include words that were used in a small proportion of quires, because such words were relatively unusual. In the current study, the broadest possible range of spellings cannot include words that are used in a small proportion of texts, because there are lots of words that are only used in the longest texts. These words cause the texts that do not include them to cluster together, and in doing so prevent the method from working the way it was designed to. For the method to work on full texts, it is necessary to reduce or entirely remove the words that only appear in the very longest texts from the analysis. For this reason, the matrix of full texts only includes words for which each text includes at least one corresponding spelling variant. For example, to include the spelling variants for THROUGH in the analysis, each text must contain at least one spelling variant for THROUGH, although it is not necessary that the same variants be used in each text.
The consequence that arises from working with words that appear in every text is that only the most frequent words will be taken into account during the cluster analysis. The algorithm will only consider the most frequent words, because only the most frequent words will appear across all of Caxton’s texts. It is necessary to acknowledge that the clustering mainly considers the most frequent words, because the most frequent words are not likely to be representative of the whole set of spelling variants used by an individual. The compositor and the writer of the copy text may not treat the most frequent spellings in the same way as less frequent terms; Evans (2012) has shown that in the letters of Queen Elizabeth I, the most frequent words have fewer variant spellings. In restricting the words in this study to those that appear in every text and are therefore of high frequency, we lose the greater diversity in spelling that lies in the less frequent words. However, the method will only work if we reduce the number of words for examination to the level of those that appear in all texts. 
To reduce the prevalence of the highest frequency words when clustering whole texts, each clustering iteration uses as many words as possible. The number of words included in the cluster analysis depends on the texts or subsections of texts that undergo clustering. In Chapter 9, the clustering is undertaken first with whole texts, and then following this the clustering is undertaken on whole texts and smaller subsections of texts selected for further analysis. The analysis includes every word that is used in all the texts undergoing clustering, however the number of words in the analysis changes when we add more sections of text to the clustering process. For example, there are 424 words that appear in every text in the Caxton dataset, but when we include subsections from the Chronicles of England and the Polychronicon, there are 341 words that appear in all the texts and the subsections for these texts. The reduction is by nearly a quarter when we cluster the subsections of the Chronicles of England and the Polychronicon relative to clustering the full texts alone, and the change in the spelling variants that form part of the analysis creates a change in the result of the clustering. The distance between some clusters increases, while others decrease. The clusters of text remain largely the same, but there is a slight shift in the grouping of Paris and Vienne, which is discussed in more detail in Section 9.4.
When the clustering method is applied without adjustment to whole texts, the method does not cluster based on spelling variation but clusters by topic. This issue is caused by the variability in the lengths of the full texts printed by Caxton. Tension was created between the principles that underpin the research and the development of an effective method when attempting to apply the method of cluster analysis described earlier in this chapter onto the whole dataset. However, once the changes detailed here are made, cluster analysis works well for exploring the similarities between whole texts within the Caxton dataset. Using words that appear in any text in the dataset results in many zero-value cells, shown in Table 5.10 and if not removed these words cause the method to fail. The method fails because the clustering does not group texts by similarity of spellings but by whether they use the same words. To resolve this issue, the method was amended to make use of words that are used in all texts and sections of text undergoing clustering. By reducing the words that are used in few of Caxton’s texts, the method is amended to work on full texts, and by using the maximum number of words in each clustering iteration is was possible to adhere to the principles that underpin this research. 

[bookmark: _Ref497734309]Limitations when using cluster analysis on whole texts
The amendments to the cluster analysis method developed earlier in this chapter mitigate some of the issues that arise from clustering whole texts, but some limitations to using this method remain. One of the key findings from the previous chapters is the changes in spelling variation that take place within a text. The spelling variants used in Caxton’s texts are not always used in the same ratios to one another throughout; instead, a change in compositor or a change in the copy text causes the ratios of spelling variants to change partway through the printed text. The change in spellings that occurs partway through a text is of consequence when we want to look at the spellings that are used in a text as a whole. When using cluster analysis on whole texts, we are required to conflate several overlapping layers of spellings from the copy text and the compositor. These intra-textual shifts in the spellings used in the printed text are key to exploring the extent to which compositors and the copy text affect the production of incunabula, however these spelling changes have implications for the results of an examination of the external relationships between texts. 
When clustering whole texts against one another, we do not necessarily get the full picture of the spelling variation that takes place within a text. When clustering the wider Caxton dataset, the clustering algorithm looks at the spelling variants used in each text and decides which other texts use the most similar distribution of spelling variants. But by looking at the spellings used throughout a text simultaneously, we lose information about the changes in spelling in the text. We can take Caxton’s edition of Troilus and Criseyde as an example of the information that is lost when comparing whole texts to one another. In Section 5.4 I demonstrated that the quires of Troilus and Criseyde fall into two groups after cluster analysis using k-means clustering, and the distribution of these quires is reprinted below in Figure 5.11.
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[bookmark: _Ref489960190][bookmark: _Toc499753538]Figure 5.11: Clustering Troilus and Criseyde, k = 2

Figure 5.11 shows the quires of Troilus and Criseyde, where each colour represents one of the three clusters created by the k-means algorithm. Section 5.4 showed that it is likely that the change at the beginning of Quire i marks a change in compositor. It is possible to locate the change in compositor because there is a change in the spelling variants used after the end of Quire h. 
When we consider Troilus and Criseyde as a whole instead of examining its constituent quires, we no longer see the changes in spellings that take place at Quire i. The spelling variants that are used in each cluster of quires are conflated, and when we look at Troilus and Criseyde we see the variants that are used most frequently throughout the whole text. In this way, the section of text that contains the most spelling variants (likely the largest section of text) will have the greatest input into the ratio of spelling variants for the whole text. In the case of Troilus and Criseyde, the clusters are evenly distributed, so both sections of text have an even input into the conflated set of spellings that is used to represent the text. 

	
	Cluster 1
	Cluster 2
	Total
	Ratio

	hys
	428
	3
	431
	0.57

	his 
	16
	306
	322
	0.43


[bookmark: _Toc499753485]Table 5.12: Spelling for HIS used in Troilus and Criseyde

By examining the contents of Table 5.12, we can see how the differences between clusters can be lost when considering the spellings used in a whole text. Table 5.12 shows the frequency of each variant spelling for the word HIS used in the two clusters of Troilus and Criseyde. The spellings for HIS are used differently by the two compositors of the text. Compositor 1 prefers to use hys and Compositor 2 prefers to use his. While the two compositors use the spellings for HIS in very different ways, when we look at the text as a whole these differences are obscured. The ratios column in Table 5.12 shows the relative use of his and hys used throughout the text, which makes the distribution appear very even overall, and these differences are greater when the clusters are not as even as those in Troilus and Criseyde. Because the distribution of ratios in Table 5.12 is formed by combining these separate parts of the text, which themselves contain different spellings to one another, there is no part of Troilus and Criseyde that can be sampled to generate these ratios. The discrepancy between the text and the ratios comes back to Caxton’s texts not using the same ratios of spellings throughout the whole text. 
It is important not to forget that the spellings are not uniform throughout many of Caxton’s texts where more than one compositor or more than one scribe was involved with the creation of the text or the copy text. In these cases the ratios of spelling variants for the whole text do not represent the distribution of the spelling variants at any part of the text. When we compare whole texts against one another, for example comparing the spellings used across Troilus and Criseyde against those used across the Canterbury Tales, the comparison is undertaken on weighted means for each spelling use throughout the text, and thus we are unable to detect smaller similarities within texts. For example, the spellings used by Compositor 1 of Troilus and Criseyde and Compositor 2 of the Canterbury Tales could use very similar spellings, or even be the same person, but by taking the mean of the spelling use as a whole these layers of spellings are conflated and the similarities between them can become undetectable. 
By expanding the method for use on whole texts, we necessarily experience some information loss. In this case of the current research, the information that we lose is the subtle ability of these methods to work between layers of spelling variants, and the result is a generalisation of the variants that are used overall. In clustering whole texts, we lose the distinction between the smaller clusters of quires within a text, and conflate the layers of spellings from different copy texts and different compositors, as demonstrated here using Troilus and Criseyde. The only way to avoid this loss of information would be to run the cluster analysis again, but instead of taking the quires of each text as objects, the objects would be formed from the clusters that were identified when clustering quires. However, clustering such small sections of the whole dataset is not possible due to the difficulty in finding enough words that are common to all sections of the text. The method used for this study (discussed previously in Section 5.5.2) requires that for a word to be used in the cluster analysis, the word must be represented by at least one spelling within every text or section of text undergoing analysis. That is, to include the word AMONG in the clustering, at least one spelling variant for AMONG must appear in every text or subtext submitted for cluster analysis. As the whole texts are divided into smaller constituent parts, the number of words in common across all the constituent parts gets smaller because the total number of distinct words in each subsection of text is far less than the number of distinct words that make up the whole text. The cluster analysis is at its most effective when the confidence interval is high, or rather the analysis is most effective when more spelling variants are taken into account. For this reason, it is not ideal to cluster the whole dataset in their constituent parts, but rather to take the texts as a whole.
The loss of information when clustering on whole texts is not necessarily a problem for this study. The cluster analysis in this chapter aims to isolate the spellings that are introduced by Caxton, and to resolve some of the research questions that explore the extent to which Caxton had an effect on particular texts. The loss of information when clustering whole texts means that the process is no longer nuanced enough to pick up whether two texts were typeset by the same compositor, for example, and we would expect similarity scores to drop when comparing whole texts against another than when comparing internal sections of the same text. However, the cluster analysis has proven very sensitive to changes in spelling when used on the quires of Troilus and Criseyde in Section 5.4. Because the copy text has the largest level of input into the ratios of spelling frequencies for a whole text, it is likely that the cluster analysis will pick up the spellings that are common to many texts, such as those texts that were all translated by Caxton. 

[bookmark: _Toc497899862]Chapter conclusions 
This chapter has introduced the use of cluster analysis for the exploration of layers of spelling variation present in Caxton’s texts. In Section 5.1 I discussed the preparations required so that spellings could be used as data, and discuss the use of quires as a unit of measurement. As part of the development of a form of cluster analysis suitable for analysing spelling variation in quires, in Section 5.2 I tested three types of cluster analysis. Based on the testing results, in Section 5.4.4 I argued that k-means clustering is the most appropriate type of clustering for grouping quires within a text, and that hierarchical clustering methods, such as the Ward error sum of squares method, are better suited to clustering whole texts. Cluster analysis has proved to be a useful method in cases where there is uncertainty in the division of copy for compositors, or where a change in copy text may have taken place.
The high dimensionality of the data means that adjustments to the method are required, because high dimensional space has properties that make cluster analysis difficult (see Section 4.4 for further details). Section 5.3.1 demonstrated the value of undertaking the cluster analysis twice—the first time using all the spellings and ensuring a truly data-driven method, and the second clustering using a restricted set spellings that represent high-frequency words that appeared in at least eighty per cent of quires. In Chapter 9 the analysis is expanded so that whole texts can be clustered with one another. Section 5.5 details the adjustments that are necessary to use cluster analysis on whole texts: Section 5.5.1 demonstrated the value of using hierarchical clustering rather than k-means, and Section 5.5.2 established the necessity of restricting the cluster analysis to the spellings used within the text (or sections of text) that are included in the analysis.





[bookmark: _Toc497899863]Research design – similarity testing
This chapter introduces a method for measuring how different the spellings are within different sections of the same book. While the cluster analysis developed in the previous chapter is designed to locate where in the text a change of spellings has occurred, the cluster analysis is not able to show the extent to which the spellings in separate clusters differ from one another. This study aims to quantify the differences in spellings between the idiolects of the compositors or the scribes who wrote the copy text, by measuring the extent to which the same combinations of spellings are used in different sections of one text. I suggest that with regard to spelling variation, similarity testing can be used in two ways: first, to compare the extent to which the spellings differ between different idiolects, and second, to explore whether the spellings that are used by one person remain the same throughout the copying work that they undertook. In using this method in two ways, this study demonstrates the utility and value of similarity testing in studies of historical spelling variation. 
The similarity test that I am using makes use of the cosine similarity measure. The cosine similarity measure compares two sets of data and returns a value on the continuum between 0 and 1 that represents how similar the sets of data are, where 0 means that the data is entirely different in both sets and 1 means that the data in both sets are identical. Because the result is provided on a continuum, rather than as a binary distinction, it is possible to compare the relative similarities for multiple sections of the same text against each other. 
Similarity testing is ideal for this study, because it enables the comparison of all the spellings that are used in both datasets undergoing comparison. Similarity measurements have been used for linguistic research before. The cosine similarity measure has been used as a method to explore the similarity of concepts within the field of semantics (Turney 2006, Turney & Pantel 2010), and as a technique to assess variations in lexis and grammar within stylometry (Juola 2008). The cosine measure has not been used previously as a means for exploring historical spelling variation. Because similarity measurements have not been used on historical spelling data before, I begin this section by discussing how the cosine measure works in Section 6.1, and the way in which it is necessary to amend the use of the cosine measure to suit the data in the current study (Section 6.2). Finally, I trial the use of similarity testing in Section 6.3 to show that the spellings used by the compositor and in the copy text for Caxton’s first edition of Reynard the Fox remain the same throughout the text. 

0. [bookmark: _Toc497899864][bookmark: _Ref498440970][bookmark: _Ref498614652][bookmark: _Ref499564792]How similarity measurements work
The similarity of numerical data can be measured in a multitude of different ways. The cosine similarity measure is the most widely used measure of numerical similarity in semantics (Turney & Pantel 2010: 160) and is also considered to be one of the most reliable distance measures when compared with other similar tests (Bullinaria & Levy 2007). Cosine similarity is a type of vector space model. Vector space models are used in the same fields of linguistics as similarity measurements. Within the field of semantics Ruette, Speelman, and Geeeraerts (2014) use vector space modelling (which they term ‘word space modelling’) to automatically detect near-synonyms in Dutch, and Juola (2008) details how vector space models have been used in stylometry. However, there are no previous studies that use vector space models to investigate historical spelling variation. This study pilots the use of vector space modelling to investigate the spelling systems used by Caxton’s compositors. 
In vector space modelling, texts are represented numerically through vectors. For the purposes of this thesis, I define a vector as a single column or a single row of figures. To create the vectors, we can take the columns of the ratios of spelling variants for the two sections of text that we want to compare. To illustrate how vectors can work with spelling, I will draw on the ratios for spelling variants of the word ALONE used in the sections of Polychronicon that Hellinga and Painter (2007) say were typeset by the two compositors, in Table 6.1. 

	
	Compositor 1
	Compositor 2

	allone
	0.90
	0.19

	alone
	0.10
	0.81


[bookmark: _Ref467956762][bookmark: _Ref467959638][bookmark: _Toc499753486]Table 6.1: Ratios for spelling variants of ALONE in the Polychronicon

Hellinga and Painter (2007: 128) tell us that there was probably a change in compositors at the beginning of Quire 29 of the Polychronicon. The section of text that was typeset by Compositor 1 runs up until this point, and within this text set by Compositor 1 there are 20 tokens of allone and 3 tokens of alone. Compositor 2 type-set the pages from Quire 29 to the end of the text, using 5 tokens of allone and 22 of alone. 
The graph in Figure 6.2, overleaf, shows how we can plot the data in Table 6.1 as vectors. The vector  is plotted from the column “Compositor 1” in Table 6.1, which includes the ratios for each spelling. Each spelling is represented on one of the axes of the graph. In this case, the x-axis represents the spelling variant allone and the y-axis represents alone. Compositor 1 used allone ninety per cent of the time and alone ten per cent of the time, so the vector runs from zero to the point (0.90, 0.10) on the graph. The vector for Compositor 2 is plotted in the same way, and runs from zero to point (0.19, 0.81). In this way, the vectors for spelling variation can be extracted from the table of ratios and visualised in graph form. The representation of spelling variants in graphical form is relevant when we want to work out the similarity between the spellings used by each compositor.

[image: ]
[bookmark: _Toc499753539]Figure 6.2: Graphical distribution of allone and alone in Caxton’s Polychronicon

In this study, I am interested in how similar the spelling systems are in two sections of the same text. We can see whether the two compositors make use of the spelling variants for ALONE in a similar fashion in the graph in Figure 6.2. The closer the two vectors are to one another and the smaller the angle between them, the more similar the spellings of Compositor 1 are to the spellings used by Compositor 2. In Figure 6.2, the vectors are not very close to one another and the angle between the vectors (represented in Figure 6.2 by the angle, θ) is large, which suggests that the compositors use the spelling variants in quite different ways. This difference in variant use is clear when we look back at the figures in Table 6.1— Compositor 1 clearly prefers to use allone where Compositor 2 tends to use alone. 
Visualising the vectors and the angle between them is not a problem when the data is in two dimensions or even three dimensions. The data in Figure 6.2 is in two dimensions, where allone is one dimension and alone is represented in the second dimension, but the data for this study runs to many thousands of dimensions. To look at the overall similarity of spelling variants used in two sections of text, this study uses vectors that are comprised of all the spelling variants used in the first section and compares this with a vector made up of all the spellings used in the second section. In the Polychronicon this runs to 2,154 spellings, and therefore 2,154 dimensions. 
Despite the difficulty of visualising data in 2,154 dimensions, the premise of the study remains the same: we determine how similar two vectors are through their closeness in vector space. The closer two vectors are, the more similar they are. Furthermore, these vectors can consist of spelling data drawn from the spelling variants used by Compositor 1 and Compositor 2, who worked together on a given text. The more similar these two vectors are, the greater the similarity between the spelling variants used by Compositor 1 and those used by Compositor 2.

	
	Compositor 1
	Compositor 2

	abbott
	0
	0.06

	abbot
	1
	0.94

	abide
	0
	0.15

	abyde
	1
	0.85

	aboute
	0.71
	0.86

	about
	0.29
	0.14

	acorde
	0.78
	0.83

	acord
	0.22
	0.17

	etc.
	…
	…


[bookmark: _Toc499753487]Table 6.3: Extract of spellings used by compositors of Caxton’s Polychronicon

Informally, the cosine similarity measure works by determining how big a difference there is between the ratios for each spelling variant in turn and works out a type of average. In Table 6.3 the measure assesses the relative frequency of abbott used by Compositor 1 compared with the relative frequency of abbott in Compositor 2. Then the measure looks at the difference between Compositor 1’s use of abbot compared with Compositor 2’s use of abbot, and so on throughout the rest of the spelling variants. At the end, once the cosine measure has assessed the similarity for each spelling variant, it works out generally how similar the two vectors are overall. For this study, the output will be a number between 0 and 1. 	
While results for the cosine measure can fall between -1 and 1, for this study the result from the similarity testing will always be between 0 and 1. It is not possible to achieve a negative similarity score in this study because it is not possible to have negative numbers as part of the input. For example, it is possible to have 5 tokens of the spelling variant theym, and it is possible to have 0 tokens, but it is not possible to have -5 tokens for a spelling variant. A uniformly positive input into the formula in Equation 6.1 will always yield a positive output. 

Binding the range of the output
The equation for the cosine measure always gives an output that is bound between -1 and 1, though for this study the output will be between 0 and 1. There are other similarity measures that are unbounded (such as the inner product, or dot product), and the results for those tests can be infinitely great. However, for this study it is important to limit the range of the output for two reasons. Firstly because of the number of dimensions in each text are not the same, and secondly because the frequencies of spelling variants can differ for each compositor. 
The cosine similarity measure is implemented through a mathematical function, shown in Equation 6.1. The top half of the function is the part that does the assessing of each individual spelling variant for each Compositor. The bottom half is the part that creates the overall similarity score, and in doing so also binds the output to a range between -1 and 1. 


[bookmark: _Ref467958217]Equation 6.1: Mathematical function for the cosine similarity measure

The cosine measure is an effective way to measure similarity in vectors of high-dimensionality. However, different incunabula will produce vectors of different numbers of dimensions. No two books will use exactly the same words, nor will the total number of distinct words be identical. For example, the political treatise, Game of Chess will include words drawn from the semantic field of medieval politics, but these same words are unlikely to be present in Chaucer’s Troilus and Criseyde. Because all books contain a different selection of distinct words, the total number of spelling variants is not the same in any of the texts in the wider dataset of texts. There are a total number of 702 types (as opposed to tokens) of spelling variants in the Confessio Amantis, compared with 1,156 types in Caxton’s first edition of the Canterbury Tales, for example. The vectors of spelling variant frequencies for Compositor 1 and Compositor 2 for the Confessio Amantis will be 702 dimensions, and 1,156 dimensions for the Canterbury Tales. 
This difference in dimensionality matters. Without the bounded range provided by the bottom half of the equation in Equation 6.1, the top half of the equation works by multiplying the values in each row together, then adding them to the next row. Using the first rows in Table 6.2, the equation multiplies the frequencies for abbott, then adds to that the multiple of the frequencies of abott, then adds that to the frequencies for abide, and so on. The more spellings there are in a text, the more dimensions there are, and thus the more values there are to be added by Equation 6.1. Because the Canterbury Tales runs to 1,156 dimensions, the similarity score will almost certainly be far greater than that for the Confessio Amantis which only runs to 702 because there are hundreds more values to be added together in the Canterbury Tales. The greater score is not because the compositors who set the Canterbury Tales used spelling systems that were more similar to one another than the compositors who set the Confessio Amantis (as this study is meant to measure). Instead, the far higher number of dimensions will ensure that the score will come out higher every time. For this reason, if we do not use a bound range for the output, the cosine measure will actually assess the number of dimensions and the frequencies for each spelling variant. We do not want to measure the number of dimensions and the number of times each spelling is used. In order to measure the extent to which spellings differ between two sections of text, the range of the output must be bound.
The similarity of two spelling systems is reflected in the numerical output. A score of 0 would mean that the two spelling systems were entirely different, and that the two compositors were not using any of the same spelling variants. In comparison, a score of 1 would mean that the two spelling systems were entirely identical, and that two compositors were using exactly the same spelling variants. In reality, none of the results should be 0 or 1, but instead fall between them. 

[bookmark: _Ref492385560]Benefits to similarity testing: scaling vectors and magnitude 
In binding the range of the output to between 0 and 1, the cosine measure can also deal with input data of different sizes. We can see this if we look at the data from Caxton’s edition of the Confessio Amantis. Hellinga and Painter (2007: 142) suggest two different points at which a change in compositor could have occurred, but are undecided as to which one is the likely cross-over point. They believe that there was a change in compositor either on page 129a or on page 192a. As a result, Hellinga and Painter are sure that Compositor 1 type-set pages 1a - 128b, and that Compositor 2 set pages 193a to the end of the text on page 222b. However, they are uncertain whether Compositor 1 or Compositor 2 set the type for the section of text between pages 129a and 192b. 
If we only use the sections of text that Hellinga and Painter are sure were set by Compositor 1 and Compositor 2, then Compositor 1 set the type for 128 pages but Compositor 2 set only 29 pages. As a result, the frequency of spelling variants is far lower for Compositor 2 than Compositor 1. For example, we can consider the spelling variants used by Compositor 1 and Compositor 2 for the word DAY. In the Confessio Amantis both compositors prefer to use the spelling variant day instead of daye to represent the word DAY—Compositor 1 chooses day 88 per cent of the time, while Compositor 2 uses day 85 per cent of the time. Table 6.3 shows the frequency for day and daye used by Compositor 1 and Compositor 2 when setting the type for the Confessio Amantis. Though both compositors clearly prefer to use the variant day, the frequencies of tokens are far higher for Compositor 1. 

	
	Compositor 1
	Compositor 2

	day
	169
	29

	daye
	23
	5


[bookmark: _Ref467959297][bookmark: _Toc499753488]Table 6.4: Frequency of spellings used to represent DAY in the Confessio Amantis

In terms of vectors, the difference in input size is known as a difference of magnitude. Informally, magnitude refers to the length of a vector. We can see magnitude represented graphically in two dimensions in Figure 6.2. Figure 6.2 shows the distribution of the spelling variants day and daye in the Confessio Amantis. In Figure 6.2 the vector representing Compositor 1 is far longer than the vector representing Compositor 2. Magnitude plays an important role in many similarity measures involving vectors, but the cosine measure is not one of them. The cosine measure only considers the angle between the two vectors, not the magnitude of either one, through the binding element in the bottom half of Equation 6.1. As a result, no matter how long the vector for Compositor 1 becomes, the cosine score for the similarity of Compositor 1 and Compositor 2 will be the same. 

[image: ]
[bookmark: _Toc499753540]Figure 6.5: Graphical representations of day and daye in the Confessio Amantis
	In practical terms, this means that the cosine measure can still be used effectively to test the spelling variants in the Confessio Amantis, even though the frequencies for Compositor 1 may be far higher than those used by Compositor 2. It is important that the cosine measure works in conditions where the size of the input is unequal. Within the texts that were type-set by two compositors, no two compositors set exactly the same length of text. As a result, the frequencies of spelling variants will always be slightly higher for one compositor than the other. It is therefore necessary that any similarity test can handle data where one part of the input is larger than the other. The ability for the cosine measure to handle input of different sizes is one of the factors that make it a suitable measure for this data. 
The cosine measure is the most appropriate choice of similarity test for the questions that I am asking and the data that I use. To answer broad questions of similarity, the cosine measure can take account of all spelling variants within a text and assess the similarity of their use between compositors. In addition, the variable nature of the data means that the output must be bound to a range for it to be meaningful as a similarity score. While other studies can use unbound output data, the spelling data and the books themselves necessitate a bound approach. The choice of similarity score was made to suit the data and questions within this study. However, though the cosine measure works well with this data, further changes to its implementation had to be made to suit the research questions. 

[bookmark: _Ref492365120][bookmark: _Toc497899865]Adjusting similarity testing for use on spelling data
The cosine similarity measure is widely used in other fields of linguistics. However, because it has not been previously used on historical spelling data, it is necessary to make changes to the way this measure is normally used. I altered the way in which the cosine measure works by changing the types of words that underwent analysis, and by not using a query vector. This section discusses each of these adjustments in turn. 

[bookmark: _Ref498410767]Query Vector
The cosine measure for similarity is often used alongside a query vector. The query vector includes the features that the analyst wants to test against, and the result of the similarity testing shows how closely the sample matches the contents of the query vector. Query vectors are particularly useful for top-down analyses that include investigating the contents of a text or searching for specific textual features. For example, we could use a query vector to investigate the extent to which texts in the Caxton dataset make use of Chancery Standard spellings. Texts can be said to adhere to Chancery Standard if they make use of the eight spelling variants that Samuels (1963) used in his original classification. We could test whether a text from the dataset used this set of spellings by creating a query vector made of the spelling variants catalogued by Samuels. The cosine measure would run a comparison of the vector of the spellings in Caxton’s edition of Paris and Vienne, for example, against the query vector. The higher the score, the greater the frequency of Chancery Standard spellings in the text.
The present study does not make use of a query vector. Instead of selecting individual spellings to look for, the vectors are made from the spellings used by each compositor when setting the same text. The similarity score gives an indication of the similarity between the spellings of the two compositors, not the similarity of each compositor compared to a yardstick measure.

Function words
When using the cosine measure (or any other measure of similarity) for stylometric analysis, the analyst does not usually measure all the words that appear in the text. Instead, stylometric analyses tend to limit their comparison to function words (Juola 2008: 264). Function words are words such as the, and, of, etc., that fulfil a syntactic function through describing relationships between content words. Function words are always amongst the most frequent words used in any text, regardless of topic or genre, which makes their use particularly useful in stylometry. Stylometry works by comparing the way that an individual uses language and looks for similar patterns across other texts, but if an individual has written on a range of different topics, comparing his/her language use can be difficult. However, because function words are so frequent, their use can be assessed across texts that are different genres and written on different topics.
Function words are not a useful measure for spelling variation, however. Within the Caxton dataset, there is little variation in the spelling of function words. Within Troilus and Criseyde, there are no variant spellings for the words AND, OF, or THE, for example. There is some slight variation in spelling variants for IN, but most tokens are represented by in (see Table 6.6, below). 

	
	Compositor 1
	Compositor 2

	inne
	0
	3

	ynne
	5
	0

	in
	623
	623


[bookmark: _Toc499753489]Table 6.6: Distribution of spelling variants for IN in Troilus and Criseyde

Function words are not the best way to examine spelling variation in fifteenth-century printed texts due to this lack of variation. That is not to say that there is not enough spelling variation to examine the way in which different compositors make use of spellings (see the strong distinction between uses of ALONE spelling variants in Table 6.1, for example). In this study, instead of limiting the range of words used to function words (as in stylometric analyses), or to a particular semantic field (as in semantic analyses), I include all words that are spelt in more than one way by an individual compositor. By including all the spellings for words with variable orthography the data is as representative of the compositors’ orthographic idiolect as possible.

[bookmark: _Ref499629608]Case study: Reynard the Fox
One of the key aims of this thesis is to devise methods for identifying and isolating different orthographic idiolects that were used by the compositors who typeset Caxton’s texts and the scribes who wrote the copy texts that the compositors used. To find out whether changes in idiolect have taken place, it is important to know the extent to which the spellings used by the individuals working on Caxton’s texts were stable, that is, whether they used the same spellings at the same rates throughout the work that they undertook. This case study makes use of Caxton’s first edition of Reynard the Fox to find out whether the compositor who set the type for this text used the same spellings throughout the text. 
The similarity testing tells us how similar two sets of numerical data are. By determining how similar different parts of the same text are, it is possible to use the similarity measure to investigate two main features of the texts: we can find out whether the spellings used throughout any given section of text remain the same, and we can find out how different two sections of the same text are to one another. In reality, these two features are explored in the same way; to find out whether one orthographic idiolect remains stable throughout a text, I divide the text into smaller sections and compare these sections against each other to find out whether the similarity remains high throughout the text. 
The results from the cluster analysis undertaken on Troilus and Criseyde in Section 5.4 suggest implicitly that the compositors broadly used the same spellings throughout their typesetting work. The cluster analysis showed that the quires that were typeset by a single compositor were clustered together because they contain similar spellings to each other. Were the compositors changing their spellings partway through their typesetting, we would expect that some of the quires typeset by a compositor would be clustered separately from the others. Thus, the previous work in this thesis suggests that compositors do not appear to change their spellings partway through typesetting. 
It is possible to corroborate the findings from previous chapters by measuring the similarity between different sections of text that were typeset by the same compositor. By measuring the difference in the spellings used by one compositor, we ensure that compositors’ use of spelling variants remains stable throughout their typesetting within a single text. Additionally, by measuring the difference between the spellings that are used by one compositor at intervals within a text, we then know the level of similarity expected between text that was typeset by one compositor within the same book. In this way, we create a baseline measure that incorporates the variation in spellings that we can expect within the language of one compositor. In exploring this research question this section begins by taking Caxton’s text of Reynard the Fox as a case study, before expanding the analysis into the wider dataset. 
Caxton’s Reynard is ideal for this study, because the text is typeset by one compositor and there is no evidence to suggest that there is a change in the copy text that was used to create Caxton’s edition. Additionally, cluster analysis undertaken on the quires of the text does not yield coherent clusters of quires, which suggests that there is no broad difference in the spelling variants used throughout the text. We therefore know what the results of measuring the similarity of sections of Reynard the Fox against one another should be—the sections of text should be similar throughout, because no changes in the spelling, compositor, or the copy text have been detected. The similarity testing should add to our existing knowledge of the text to provide a numeric idea of the similarity score expected of other texts or sections of texts that were typeset by one compositor. 
To find out whether the same spellings are used throughout the text for Reynard the Fox we can take similarity measurements over different samples of the text. The sampling is best undertaken on a range of different samples of the text and the mean of the similarity scores calculated so that the overall similarity throughout the text can be obtained. We expect a low standard deviation from the mean for similarity scores taken over the text; that is, we do not expect there to be a big difference between the mean similarity score for Reynard the Fox overall when compared with the individual similarity scores for smaller sections of the text. A high standard deviation would suggest that a change in the spellings in one part of the text has taken place. 
The mean similarity score for the spellings used throughout Caxton’s first edition of Reynard the Fox is 0.92, which is a particularly high score on the scale from 0 to 1. The standard deviation from the mean similarity score is 0.014, which means that the similarity scores for different sections of Reynard the Fox are usually within the range of 0.906 and 0.934.[footnoteRef:15] The standard deviation is low, because it accounts for only 1.5% of the mean, and so this means that similarity scores undertaken on different parts of the text all tend to be close to the mean. There are no cases of similarity scores that are far lower than the mean, which would have suggested that there are no locations within the text where the similarity score is drastically lower than the mean.  [15:  Though elsewhere in this thesis the similarity scores are always rounded to two decimal places. ] 

The spellings within Reynard the Fox do not have a one-to-one relationship with the words that they are used to represent. In this text, as in other fifteenth-century writing, one word can be represented by the use of more than one spelling. This basic statistical analysis suggests that the spellings used throughout the text of Caxton’s first edition of Reynard the Fox are stable; the compositor does not change the spellings that he uses in any part of the text, nor does he change the ratios of use for the spellings in the text.

[bookmark: _Toc497899868]Chapter conclusions
This chapter has introduced the use of similarity testing to find out whether two sections of text include similar spellings. Section 6.1 provides detail on how similarity testing works, and I discuss the benefits of using the cosine measure as a test for similarity on the current dataset. The necessary adjustments for similarity measurements to work on spelling data are discussed in Section 6.2, including the use of function words and the decision not to make use of a query vector as part of the analysis. In Section 6.3 I show that similarity testing can be used to show whether the same spellings are used throughout a section of text. 
Through exploring the text of Reynard the Fox, this chapter shows that the spellings used by the individual compositor are stable—there is no change in the spellings that the compositor uses, nor a change in the rates at which each of those spellings are used throughout the text, though the compositor uses a variable set of spellings where more than one spelling is used to represent one word. In Reynard the Fox the similarity testing scored the spellings at 0.91 for their similarity throughout the text. In Section 8.1 I expand on this score to show that the similarity scores for other texts that were typeset by one compositor are also around the same figure. 
 This result suggests not only that the spellings used by compositors are highly stable, but also that the copy texts that the compositors used were also highly stable in their spelling use. Had the copy text of Reynard the Fox contained sections of text in which different spellings were used, then some of these spellings would have been copied into the printed text by the compositor. In that case, the same sections that contained different spellings would also have been detectable in the printed text. In Chapter 8, I discuss some such texts where one compositor typeset a text or section of text that includes different orthographic idiolects within the copy text. This section has developed quantitative methods for the study of spelling variation, and the next section, Section Three, applies these methods to Caxton’s texts. 
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SECTION THREE – APPLICATIONS OF QUANTITATIVE METHODOLOGY TO CAXTON’S TEXTS












	
Locating individuals in Caxton’s texts
This section applies the methods developed in Section Two to a selection of Caxton’s texts, and in doing so explores Caxton’s editorial practices and the processes of book making used in Caxton’s printing house. This section is divided into three chapters. The present chapter, Chapter 7, shows how it is possible to use cluster analysis to explore the layers of spellings present in Caxton’s texts and to differentiate between the orthographic idiolects of the individuals who were involved in creating the book—the compositor(s) who set the type and the scribe(s) who wrote the copy text. Following the application of cluster analysis onto Caxton’s texts, Chapter 8 applies the similarity testing methods that were developed in Chapter 6. While Chapter 7 shows where in Caxton’s texts changes in spellings take place, Chapter 8 shows the extent to which spellings differ between sections of text. Finally, Chapter 9 combines both cluster analysis and similarity testing to explore the extent to which Caxton had input into the texts his printing house produced, and to resolve the remaining research questions that are raised in Chapter 7 and Chapter 8. 

Clustering the quires of Caxton’s texts 
This study uses cluster analysis to differentiate between the orthographic idiolects of individuals working on Caxton’s texts in cases where more than one compositor was involved in typesetting or more than one scribe wrote the copy text. By simultaneously comparing the use of all spelling variants, this study shows how we can use cluster analysis to locate changes in compositor or in the copy text. In undertaking this investigation, this study asks three research questions:
A:	Can cluster analysis be used to locate changes in either the copy text or the compositor of a printed text?
B:	Which source of input has the greater amount of influence over the spellings that appear in the new text, the compositor or the copy text?
C:	What can we find out about the way in which Caxton’s printing house produced books using cluster analysis?
In exploring these research questions, Section 7.2 explores Caxton’s first edition of the Canterbury Tales and Section 7.3 investigates the Book of Good Manners to find out whether more than one compositor or scribe was involved with the creation of the texts. Section 7.4 discusses the changes in compositor suggested by Hellinga and Painter (2007), and the changes in the copy text that George Macaulay (1901) says occur within the text. Finally, Section 7.5 shows how we can find out about the printing processes used in Caxton’s printing house by clustering the quires of the Polychronicon and the Golden Legend.

[bookmark: _Ref497478760][bookmark: _Ref497480685][bookmark: _Toc497899871][bookmark: _Ref499753468]Clustering Caxton’s first edition of the Canterbury Tales
When we cluster Caxton’s first edition of the Canterbury Tales, we can begin by thinking about the number of compositors we would expect to have been involved with creating the text. Hellinga and Painter (2007: 104, 132) state that both of Caxton’s editions of the Canterbury Tales were typeset by two compositors. In the first edition, Hellinga and Painter say that the point at which Compositor 1’s text ends and the text typeset by Compositor 2 begins is at the beginning of Quire L, which marks the beginning of the Tale of Melibee. The start of the Tale of Melibee is a likely point in the text for a change in compositor to take place because it comes at the start of a quire and the section begins at the top of the page. There is also half a blank page preceding the start of the Tale of Melibee, which could also be a sign of a change in compositor. There are no other blank pages in the text between the end of one tale and the start of another. If we cluster the Canterbury Tales into two clusters using all the spellings, the results are presented in Figure 7.1.
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[bookmark: _Toc499753541]Figure 7.1: Clustering the Canterbury Tales, k = 2

Figure 7.1 shows that when the Canterbury Tales is clustered into two groups, the quires that form each group are not consecutive. Instead, the first cluster shown in Figure 7.1 in yellow includes the quires that run from Quire a to Quire K, and also from Quire O to Quire S. The second cluster is marked in blue in Figure 7.1, and includes the quires between Quire L to Quire N and then the quires from Quire T to the end of the text at Quire aa. 
This distribution of quires is not what we might expect given that Hellinga and Painter state that a single change in compositor takes place at the beginning of quire L. While this location is the same point which marks the change from the first cluster in Figure 7.1 to the second cluster, the quires between Quire O to Quire S are also part of this first cluster. In this case, the spellings used in the section from Quire O to Quire S contain similar spellings to those used by Compositor 1, even though Hellinga and Painter believe that this section was typeset by Compositor 2.
  We can look more closely at the quires that were typeset by Compositor 2 to find out what is causing the change in spellings. In the second half of the text, the Quires L to N marked in blue comprise the Tale of Melibee. Quire O to Quire S (in yellow) revert to using the same spellings as those in the section typeset by Compositor 1 and include the Tales of the Monk, the Nun’s Priest, and the Manciple’s Tale (as well as the very beginning of the Parson’s Tale). Quires T to the end of the book cover the Parson’s Tale, and an epilogue from Caxton. In other words, when we look at the division of text, the Tales that were written in verse form Cluster 1, and the prose tales form Cluster 2. 
There should be no reason that the spellings used in the prose are different to the spellings used in the verse. In Chapter 3 we saw that the visual justification required for the prose in Caxton’s texts did not affect the spellings used by compositors, and that compositors justified their type through other means than changing spellings. The two different clusters of spellings in the Canterbury Tales suggests that two different orthographic idiolects are present in this text, and therefore at some point two separate people worked on this text simultaneously—either two compositors typeset the text, or two scribes wrote the copy text. Increasing the value of k to three does not aid the analysis—the clustering becomes unstable at this point, and coherent clusters do not form. The optimal number of clusters for the Canterbury Tales data appears to be two. 
We can restrict the set of spelling variants used in the analysis to those that are used in all the quires, to ensure that changes in the topic of the text do not affect the clustering. The results of clustering the quires of the Canterbury Tales on a restricted set of spelling variants is shown in Figure 7.2.
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[bookmark: _Toc499753542]Figure 7.2: Clustering the Canterbury Tales with restricted spellings, k = 2

When we cluster the quires of the Canterbury Tales using a limited set of high-frequency spellings (in this case, spellings that appear in every single quire of the text), we find almost an identical distribution of quires to that in Figure 7.1. The only difference is that the group of yellow quires in the second half of the text (i.e. Quire O to Quire S) is reduced by one quire to the quires between Quire P and Quire S. In this second clustering of the quires with fewer spellings, Quire O is grouped into Cluster 2. The shift of Quire O from one cluster into another is not surprising; the Tale of Melibee ends almost halfway through Quire O. If the distinction between spellings is caused by different people working on the prose and the verse at some point in the text’s creation, then we might expect Quire O to fall on either side of the divide because Quire O includes verse and prose from different Tales. The cluster analysis reproduces a very similar distinction between the clusters when we use a reduced set of spelling variants, which shows that the quires are clustered based on spellings and not based on the words used in the text. 
The cluster analysis is not able to tell us whether the change in idiolect that takes place between the verse and the prose of the text takes place at the level of the compositor or the copy text. There is no bibliographical evidence that supports a change in compositor taking place at the end of the prose; the changeover between verse to prose takes place midway through Quire O and then from prose back to verse partway through Quire S. It would be difficult for compositors to align their work to begin and end midway through a quire, and thus it is unlikely that a change in compositors took place at the end of the Tale of Melibee at Quire O and just before the start of the Parson’s Tale in Quire S. Additionally, there is a change in the paper stocks that takes place at the beginning of Quire L, which lines up with the location for a change in compositors suggested by Hellinga and Painter. 
There is also no bibliographical evidence that supports the use of two separate copy texts in the creation of the text. The copy text used for Caxton’s first edition of the Canterbury Tales is not known (Manly & Rickert 1940a), and it is possible that two different copy texts were used to create the text—one for the verse and one for the prose. The Tale of Melibee in particular is known to exist in the form of many individual copies separate to the rest of the Canterbury Tales (Manly & Rickert 1940b: 388). However, Manly and Rickert in their study of the Canterbury Tales state that Caxton’s first edition is so similar to that of Oxford, New College, MS D.314 “that the language is evidently that of their common ancestor” (Manly & Rickert 1940b: 180). They do not note a difference between the prose and verse sections of text (which they do when comparing some other manuscript versions of the text).
The lack of evidence either way means that it is possible that the text was typeset by two compositors—one who typeset the prose and one who typeset the verse. The use of two compositors would explain the blank page at the end of Quire K. But the lack of evidence also means that it is possible that the text was typeset by one compositor using two copy texts, which would explain how it was possible for the join between the verse and prose sections to be seamless. It is also possible that Caxton’s single compositor used one copy text, but that copy text had been copied from two separate copies of the text, written by two separate scribes. In this scenario, the blank page at the end of Quire K could be explained by the printer having to break off from the Canterbury Tales job to print something shorter that guaranteed a quick financial return for the printing house, such as the advertisement that Caxton prints for his business in the same year, 1477. 
The cluster analysis does provide evidence to suggest that Hellinga and Painter are not correct in their suggestion that one compositor typeset from the beginning of the text to Quire L, and the second compositor typeset the second half of the text. The two orthographic idiolects detected in the text do not match up to these sections, but map onto the distinction between prose and verse in the text instead. At present, the cluster analysis does not provide enough evidence to suggest either way which of these scenarios is the most likely. The uncertainty raises a further research question D: What is the source of the change in spelling variants in Caxton’s first edition of the Canterbury Tales? This question is revisited in Section 8.3.1, when I use similarity testing to explore how alike the spellings are in the sections of the text. 

[bookmark: _Ref498675067]Clustering the Book of Good Manners
Caxton’s edition of the Book of Good Manners was printed in 1487, allegedly at the dying wish of one of Caxton’s friends from his days as a mercer. In his prologue to this text, Caxton says:

a mercer of London named Wylliam Praat, which late departed out of this lyf on whos soule God have mercy, not long tofore his deth delyverd to me in Frenshe a lytel book named the Book of Good Maners … and desired me instantly to translate it into Englyssh 
(Blake 1973: 60)

The book that was delivered to Caxton has been identified as the French text Livre de bonnes moeurs written by Jacques le Grand (Hellinga 2010), and it has been widely accepted that Caxton created the translation from this text to create the Book of Good Manners (Blake 1969, Blades 1971, Painter 1976, Hellinga 2010). 
We would not expect the Book of Good Manners to include more than one orthographic idiolect at either the level of the compositor or the copy text. Because Caxton created the translation, we would expect the copy text to include Caxton’s orthographic idiolect only. However, it is also possible that Caxton’s handwritten version was copied again in order to create a copy text that the master printer could mark up for composition. The text is also short, running to only eight quires long, and so it is unlikely that the text was typeset by two compositors working concurrently. However, when we cluster the quires of the Book of Good Manners when k = 2 there is a change in spellings that takes place halfway through the text. 
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[bookmark: _Toc499753543]Figure 7.3: Clustering the Book of Good Manners, k = 2

Figure 7.3 shows that the text divides into two clusters at the halfway point. The beginning of Quire e is not a likely location for a changeover of compositors; the first page of the quire does not begin a new section, but continues from the previous page and the new quire begins mid-sentence. Because Quire e does not begin a new section, and because the text is relatively short and shows no other compositorial evidence, it appears that the Book of Good Manners was typeset by one compositor and that the change in spelling variants comes from the copy text.
We can test the clustering of the Book of Good Manners further by restricting the number of spelling variants that we allow the algorithm to consider. By reducing the spelling variants to those that are used in all the quires of the text, we can ensure that the cluster analysis does not model the topic of the text. The revised clustering is presented in Figure 7.4.
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[bookmark: _Toc499753544]Figure 7.4: Clustering the Book of Good Manners with restricted spellings, k = 2

Figure 7.4 shows a slightly different clustering to that in Figure 7.3. In Figure 7.3 the divide between the two clusters came halfway through the text at the beginning of Quire e. When we limit the spellings to those that are used in every text Quire e is part of the first quire and the divide between clusters occurs at the start of Quire f. The change in the group that Quire e is clustered into suggests that Quire e is close to the centre of both clusters and therefore includes spellings used in quires from both clusters. 
We can increase the value of k to k = 3 to look more closely at Quire e. Figure 7.5 shows that Quire e forms a cluster on its own when k-means groups the quires into three clusters. It is not likely that Quire e alone uses different spelling variants to those found in the rest of the text. Instead, it is more probable that Quire e is different to the quires in the other two clusters because Quire e contains spellings used by the quires on either side. Quire e is therefore neither entirely like the quires in the first cluster nor entirely like the quires in the second cluster. The distribution in Figure 7.5 suggests that the change in spelling variants in the Book of Good Manners takes place within Quire e, rather than at the start of Quire e or the start of Quire f. 
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[bookmark: _Toc499753545]Figure 7.5: Clustering the Book of Good Manners, k = 3

While the text is short, the probability is less than P < 0.05 that the eight quires within the Book of Good Manners would group into any two continuous clusters by chance, which suggests that the change in spelling variants reflects a change in one of the sources of spellings. The results from clustering the Book of Good Manners suggest that this change occurs partway through the text somewhere within Quire e. However, neither a change in compositor nor a change in the copy text is very likely for this text. It is unlikely that two compositors were setting the type concurrently, both because the text is so short, and because the point at which the spellings change takes place within Quire e instead of at the start of a Quire. It also appears unlikely that a change of spellings takes place at the level of the copy text, because Caxton tells us explicitly that he translated the text into English. 
There are two possibilities that account for the change in spellings that takes place partway through the Book of Good Manners. The first possibility is that there is a change in compositor. While it is unlikely that two compositors would set the type concurrently, it is possible that one compositor took over from another compositor partway through the job. The second possibility is that Caxton did not translate the entirety of the Book of Good Manners himself, and that either someone else took over in the middle of the text, or the book was delivered to Caxton in English to begin with. There are no manuscript copies of the Book of Good Manners dated earlier than Caxton’s printed edition, but that does not preclude a manuscript from having existed.
It is not possible with the information we have at present to find out whether the source of the idiolects in the Book of Good Manners is the copy text or the compositors. The uncertainty here raises a further research question which I will return to in Section 9.2, Research Question E: what is the source of the change in spelling variants in the Book of Good Manners? The following two sections consider texts with more complicated backgrounds. The next section considers how we can examine a text where there is uncertainty about both the change in compositors and the copy text that was used using Caxton’s edition of the Confessio Amantis.

[bookmark: _Ref497834336][bookmark: _Toc497899872]Clustering texts with uncertain numbers of compositors and copy texts: Confessio Amantis
This section uses the k-means clustering algorithm to explore texts where there the number of compositors or the location in which the compositors change over is uncertain. This section focuses on the Confessio Amantis. The Confessio Amantis is an interesting text for investigation for two reasons. Firstly, scholars have disagreed over the number of manuscripts that Caxton’s compositors used when setting the type (Macaulay 1901, Blake 1991b). Secondly, the text appears to have been typeset by two compositors but it is unclear where in the text the change in compositors takes place (Hellinga & Painter 2007: 142).
There is uncertainty as to the number of manuscripts that Caxton’s compositors made use of when setting the type. The texts of the Confessio Amantis have been divided broadly into three recensions, and membership of each recension is determined by a series of textual features (Peck 2006: 36). For example, one of the characteristics of the first recension is the prologue and conclusion honouring Richard II, while the second recension does not have a prologue but instead includes a dedication to Henry IV (Blake 1991b: 189). George Macaulay (1901: clxviii) argues that Caxton used “at least three” manuscripts to make his own edition, each from one of the three recensions of the text. Macaulay states that because the text that Caxton used contained features from all three of the recensions of the Confessio Amantis, Caxton must have used three separate manuscripts to create his version of the text. Macaulay’s theory is not universally accepted. Norman Blake argues that the features included in Caxton’s text could conceivably have been from the third, intermediate, recension of the Confessio Amantis, and not necessarily from three separate manuscripts (1991b: 194).
The uncertainty as to the location of the crossover comes from conflicting bibliographic evidence. Hellinga and Painter suggest two different points at which a change in compositor could have occurred, but are undecided as to which one is the likely crossover point. They believe that Compositor 1 set the quires from the beginning to the end of Quire p, and Compositor 2 set the text in the quires from Quire & to the end of the text at Quire C. The quires between Quire q and Quire z are therefore unaccounted for, and could have been typeset by either compositor. 
Bibliographic evidence does not show where a change in compositors took place in the Confessio Amantis. We can often find where a change in compositor has taken place because the two sections of text do not join neatly together (see Section 2.4 for further discussion). The join between sections typeset by compositors for the Confessio Amantis is seamless because the text is in verse and the lines of are not long enough to approach the right-side margin. Because the verse lines are so short, when casting off from the copy text the master printer’s role is only to count the number of lines needed to fill each page. In this case, the changeover between the compositors’ sections can take place anywhere in the text because the second compositor’s work just needs to start following the end of a quire set by Compositor 1. Additionally, the Confessio Amantis is written with frequent breaks between small subsections, sometimes several on a page, and so it is often the case that a quire begins at the same place as a small subsection. For these reasons, the place in the text where the compositors change over is difficult to find on bibliographic grounds alone.
Locating where a copy text may have changed is also difficult. Caxton does not provide any information about the copy text in his prologue to the Confessio Amantis, and there are no more recent studies into the copy text than Blake’s. Macaulay provides line numbers for the points at which the manuscripts used by Caxton change over that correspond to lines in Macaulay’s own edition of the text; he suggests that changes occur at lines 4500 and 6400, which take place on pages 139b and 176a respectively in Caxton’s text. These pages are close to the two locations suggested by Hellinga and Painter as a site for the changeover in compositors, at either page 129a or page 192b. In terms of quires, Hellinga and Painter believe that a change in compositor takes place at the beginning of Quire q or the beginning of Quire &, and Macaulay believes that a change in the copy text used by Caxton takes place within Quire r and at the beginning of Quire y. By using cluster analysis, it is possible to determine whether any of the locations suggested by Macaulay or Hellinga and Painter are where changes in either compositors or copy texts took place. 
We can begin by investigating the Confessio Amantis using k-means clustering, and setting k = 2 because Hellinga and Painter believe that two compositors set the type. The clustering results are presented in Figure 7.6.
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[bookmark: _Toc499753546]Figure 7.6: Clustering the Confessio Amantis, k = 2

Figure 7.6 shows the distribution of the quires of the Confessio Amantis. The three manuscripts suggested by Macaulay are provided above the quires, and the points at which Hellinga and Painter believe the compositors may have changed are marked out below the quires. In Figure 7.6 the quires are divided into two clusters, marked out by a change in colour. The first cluster, in yellow, runs from the start of the text to the end of Quire u, and the second cluster, in blue, is formed of the quires from Quire y to the end of the text at Quire C. Figure 7.6 shows that neither of the points suggested by Hellinga and Painter are the location of a change in spelling when k = 2, but the changeover takes place in the middle of the section of text that they have not attributed to either compositor. The divide between the two clusters takes place at the beginning of Quire x, which is close to the change suggested by Macaulay between Manuscript 2 and Manuscript 3. 
The divide at the start of Quire x is not entirely stable. When using repeated iterations of k-means, eighty-five per cent of the time Quire x was given as the divide between Cluster 1 and Cluster 2, however the other fifteen per cent of the time, the divide between the clusters occurs at the start of Quire y, which matches up exactly with where Macaulay says that the manuscripts change over. The Lloyds algorithm works by taking random centres for the two clusters to begin with, and the algorithm refines these centres by repeatedly checking against other alternative centres nearby. K-means clusters the text by assessing the clusters on a global scale, instead of on a local scale which would assess the data object by object. Because the centres are randomly placed to begin and then gradually move towards an optimal location, the final placement of the centres of each cluster can change slightly between iterations. If one of the objects is close to two clusters, it is possible for the object to be grouped with a different cluster each time the algorithm is run, particularly if the algorithm is run on a suboptimal value for k. In this case, Quire x is almost equidistant to the centres of both Cluster 1 and Cluster 2 when k = 2, and so Quire x sometimes falls into a different cluster. The results of k-means cluster analysis are stable when k = 3, and the results do not provide coherent clusters when k = 4, which suggests that k = 3 is the optimal number of clusters. 
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[bookmark: _Toc499753547]Figure 7.7: Clustering the Confessio Amantis, k = 3 

Figure 7.7 shows the three clusters of quires when we use k-means clustering on the Confessio Amantis at k = 3. The first cluster runs from Quire a to the end of Quire p, the second cluster runs from Quire q to the end of Quire y, and the final cluster runs from Quire z to the end of the text at Quire C. The points at which the clusters change align directly with points suggested by both Macaulay and Hellinga and Painter. The change in spelling variants at the beginning of Quire q lines up with the change suggested by Hellinga and Painter for a change in compositor, and the change in spellings at the beginning of Quire y lines up with where Macaulay says that a change in the manuscript used as the copy text takes place. 

Change in compositor in Caxton’s Confessio Amantis
The change at Quire q is likely to be a result of a change in compositor. The changes noted by Hellinga and Painter are indicative of a change in compositor at this location, in particular the change in the use of the letter forms for the letter I and the change in the style of numbering. Up until Quire q, only I1 is used, but from Quire q onwards the compositor uses form I1for the beginning of lines and I2 is used in the body of the text (Hellinga & Painter 2007: 143).
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[bookmark: _Toc499753548]Figure 7.8: I1 in the first half of the Confessio Amantis, p. 42b

In Figure 7.8 only one form of the capital letter I is used. On line 1 in the leftmost column the word I uses the same letter form as in the word IS at the beginning of line 4 in the same column. However, the compositor for the later part of the text after Quire p uses a second form of the letter I, known as I2 by Hellinga and Painter.
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[bookmark: _Toc499753549]Figure 7.9: I1 and I2 in the second half of the Confessio Amantis, p. 202b

In Figure 7.9 there are two forms of the capital letter I that are used. At the start of line 2 in the first column and the start of line 4 in the second column the more decorative I1 is used. Within the line I2 is used in the second column on lines 1, 2, 5, 6, and 7 to represent the word I. The introduction of I2 takes place at the start of Quire q, and is one suggestion that a change in compositor has taken place at this point in the text. Additionally, up until the end of Quire p the compositor for the first part of the text uses Arabic numerals, but from Quire q onwards Roman numerals are used for pagination. 
A change at Quire q would provide a fairly even division of the text between compositors, with the first compositor setting the type for fifteen quires and the second compositor setting twelve quires of text. Finally, the change at Quire q is most likely to be caused by a change in compositor because it lines up with one of the locations suggested as the location for a change in compositor by Hellinga and Painter in the BMC. 

The copy text(s) of Caxton’s Confessio Amantis
The levels of input from the two sources of spelling data supports the change at Quire y being a result of a change at the level of the copy text. The compositor is known to copy a higher proportion of spellings into the text than to use his own spellings, and thus the copy text has a greater level of input into the spellings in Caxton’s texts than the compositor. When setting the type, the compositor copies around seventy per cent of the spellings from the copy text into the newly printed text, and replaces the other thirty per cent with his own spellings (Gaskell 1972). At k = 2, the clustering will group the quires into two groups based on whatever causes the greatest difference between the spellings used in each quire. When we cluster a text that includes both a change in compositor and a change in the copy text, we expect the clustering to pick up the change in the copy text first when k = 2 because the copy text accounts for more of the spellings in the printed text. In the case of the Confessio Amantis, the text is divided at Quire y when k = 2. Quire y may signal a change in the spellings used in the copy text. When k = 3, a secondary divide takes place at the start of Quire q, though the difference between the quires on either side of the divide at Quire q is not as great as the difference between the quires on either side of Quire y. It is likely therefore that the change at Quire q marks a change in the compositor.
It is possible that the change in spellings at Quire q marks both a change in compositor and a change in the manuscript used as the copy text. Macaulay suggests that a change occurs close to Quire q, at the beginning of Quire r, based on the typology of Confessio Amantis manuscripts. The change in spellings at Quire q could also mark a change at the level of the copy text, but it does not necessarily mean that Macaulay was correct in asserting that Caxton used three separate manuscripts to create his edition. Instead, there are several possibilities for the form that Caxton’s copy text took. 
First, it is possible that Caxton had more than one manuscript, or parts of more than one manuscript. In this case there are several further possibilities: On reviewing three separate manuscripts, Caxton may have decided to amalgamate the manuscripts and create his own text, as suggested by Macaulay. Caxton may also have had several incomplete editions of the Confessio Amantis, as opposed to owning whole texts, which he combined to form his single edition. Caxton may also have decided not to create his own text directly, but instead each compositor may have used a different manuscript copy of the Confessio Amantis when setting the type. Thus, the copy texts used by Caxton’s printing house could have been several manuscripts, or a copy of several distinct manuscripts written out by Caxton (and possibly edited by him, too). 
The second possibility is that Caxton received a single manuscript that had been written by three scribes, who had each followed a manuscript from a different recension of the Confessio Amantis. We already know of one manuscript of the Confessio Amantis that was put together from sections written by different scribes. Doyle and Parkes (1978) in their landmark study of the Confessio Amantis in Trinity College, Cambridge MS R.3.2 showed that five different scribes each worked remotely on their own section of text before the sections were put together to form a whole. On receipt of a manuscript written by three scribes, Caxton then had two choices: allow the compositors to use the manuscript directly—dismantling the text into its component quires so that the compositors could typeset concurrently—or create his own copy of the text for the compositors by writing it out himself in full or having someone else write it out. Caxton might not have given the manuscript copy of a text to the compositors directly if he did not want it to be damaged. Printing was a messy business; not only would the copy text likely become marked by ink during printing, but any copy text used by the printing house would have been marked up for casting off by the master printer (Hellinga 2014: 85). In the case of a borrowed manuscript, such as the copy text used by Caxton in his second edition of the Canterbury Tales, it would probably not be desirable to return a manuscript to its owner covered in ink and marks made during casting off. In such cases, Caxton may have had a copy of the text prepared for use in the printing house (Blake 1991b: 7), either by having a copy made by a scribe or one of his compositors. It is also possible that Caxton created the copy text for the printing house himself; he states in his epilogue to the Polychronicon that he “wryte first overall”, or rather that he wrote out the text in its entirety when he began his edition of the text. For his edition of the Confessio Amantis, Caxton may have received a manuscript written by three scribes, which he either gave directly to the compositors or which he or someone else copied out for use in the printing house. While several scribes, and probably several different manuscripts, are involved in creating Caxton’s copy text in this scenario, the difference between this situation and the first situation is that here the text came to Caxton as one complete manuscript. In this scenario, Caxton did not undertake any editorial work or create his edition by combining manuscripts from different recensions of the Confessio Amantis tradition—the text was already created for him, and his compositors copied what was already there. 
The third and final possibility is that the text came to Caxton fully formed as one manuscript written out by one scribe, which is the suggestion made by Blake (1991b). The change in spellings at Quire y and the observations about the text made by Macaulay suggest that at some point in the text’s history more than one person, and probably more than one manuscript, was involved with the creation of the text. It may be that a manuscript edition of the Confessio Amantis was made in a manner like that of MS R.3.2, and that one scribe then made a further copy of the combined manuscript and that this second manuscript copy was then used as the copy text by Caxton’s printing house. Here, the combined work of several scribes presented in the second scenario is one step removed by a further stage of copying. In this case, while most of the original spellings used by the scribes who made the composite text are still in the text, there is a further layer of spellings introduced into the text by the scribe who made the additional copy. This copy was then used by Caxton’s compositors or a further copy then made for use in the printing house, potentially by Caxton himself. Here, the mixture of spellings in the composite manuscript is distanced from Caxton’s printed edition by one or two intermediate copies. With the information available it is not possible to determine which of the many possibilities presented here is the most likely to have taken place. 
This section has shown how cluster analysis can be used to explore the compositors and copy texts used by Caxton in creating his edition of the Confessio Amantis. K-means cluster analysis has made it possible to investigate Hellinga and Painter’s uncertainty of where the compositors changed over and the claims made by Macaulay about the manuscripts used by Caxton in creating his edition of the Confessio Amantis. The changes in spellings used throughout the text corroborate evidence presented on bibliographical grounds from Hellinga and Painter; results from the analysis in this section suggest that a change in compositor took place at the beginning of the first of two points provided by Hellinga and Painter at Quire q. Of the two sites suggested by Hellinga and Painter for a change in compositor, it is likely that the compositorial change occurs at Quire q because of the change in the use of letters, numerals, and that the change only appears when k = 3. The divide at Quire q also gives both compositors a roughly equal amount of text to typeset, compared with a divide at the start of Quire &. The spelling changes also support Macaulay’s assertions about a change in copy text to an extent—of the two locations suggested by Macaulay for a change in manuscript, the change in spelling variants used from Quire y shows signs of a change at the level of the copy text. The change that Macaulay suggested that took place at Quire r does not show up when clustering the quires, though the changeover is also very close to the change observed at Quire q that appears to link to a change in compositor. I have suggested several scenarios that might account for this change, but it is not clear which is the most likely to have occurred. However, in Section 9.5, the texts that the Confessio Amantis clusters alongside are those that were probably written out in full by Caxton himself, which suggests that the Confessio Amantis also includes Caxton’s spellings, likely because Caxton wrote out the text when preparing it for print. The next section considers the way in which clustering quire by spelling variation may shed further light on the structure of the copy text. 

[bookmark: _Toc497899873][bookmark: _Ref498617500]Using cluster analysis to find out about book production in Caxton’s printing house
In addition to locating the change in compositors in a text, we can also use clustering algorithms to explore texts where a change in the copy text has taken place. This section demonstrates the information we can find about the copy text using cluster analysis, based on Caxton’s editions of the Golden Legend and the Polychronicon. 

[bookmark: _Ref492911846]Clustering Caxton’s Golden Legend
The Golden Legend stands out among Caxton’s texts as a remarkable investment in time and money. The text runs to nine hundred pages, and was printed on royal paper—the largest paper used in any of Caxton’s books, and used only to print the Golden Legend (Hellinga 2010). Caxton’s edition of the Golden Legend has a complex history both with regard to the creation of the copy text that Caxton used, and the printing of a second issue of the text.
Caxton’s edition of the Golden Legend is based on the Latin Legenda Aurea, written between 1350 and 1380 by the archbishop of Genoa, Jacobus de Voraigne (Blake 1969). This original text was made up of sections of text that were intended to be read on a particular feast-day in the church calendar, beginning with Advent. The text was later translated into French in at least two different versions (Blake 1969: 117), and an English translation known as the Gilte Legende was made around 1438. The Gilte Legende includes the contents of the Latin Legenda Aurea, and it also includes a narrative of the lives of numerous saints. 
Caxton states in his prologue that his version of the text was based on three versions of the Golden Legend in Latin, French and English, and two other texts (1487: 2b): 
I had by me a legende in frensshe another in latyn & the thyrd in englysshe whiche varyed in many and dyuers places and also many hystoryes were comprysed in the two other bookes whiche were not in the englysshe book

Blake argues that the additional material from the “two other bookes” was not insignificant. In particular, Blake (1969: 118) states that Caxton “inserted a whole new section containing lives of biblical and apocryphal people … a small commentary on the Ten Commandments … translated a Latin life of St Roch … and included many personal comments and reminiscences”. Because of the extensive additions made to the text, Blake (1969: 119) suggests that Caxton used the French text as his basic text and incorporated additions from other texts onto the French text. Richard Hamer (1998: xvi) also notes that Caxton’s version also included many French saints not included in the Latin or English versions, and in Caxton’s edition sections of the French version are directly translated and appear in the same order (Hellinga & Painter 2007: 147). Caxton does suggest that the version he has produced is an amalgam of the other three texts, but he does not make it clear which text he used the most: “I haue wryten one oute of the sayd thre bookes which I haue ordryd otherwyse than the sayd englysshe legende is” (1487: 2b).
The Golden Legend is also unusual among Caxton’s texts because it is the only text to appear in two issues (as opposed to two editions). The Golden Legend was printed for the first time in 1484, but in 1487 Caxton issued a second edition of the text. This second issue included much of the text that had been printed for the first issue, but large amounts of the book had been reprinted (Painter 1976: 156). In the books produced as part of the second print run, almost half the quires are those left over from the original print—printed on the same paper and in the same typeface as the original, these quires match exactly with the first issue texts. For this reason, it is believed that in the texts that form the second issue, some of the quires were left over from the first print run in 1484 and other quires in the second issue had to be reprinted in 1487. There are copies of the Golden Legend that are from the first issue—these texts contain quires that were all printed in 1484—and there are copies from the second issue—these texts contain some quires from 1484 supplemented with quires from 1487. However, there are no extant copies that are fully made up of quires printed later in 1487. 
In second-issue copies of the Golden Legend, it is possible to tell the difference between quires that were printed for the first issue, and the quires that had to be reprinted in 1487. The second issue used Caxton’s Type 5 for the headings, whereas the first issue used Type 3 for the headings (Painter 1976: 156). The quires that were reprinted for the second issue sections of the book also use a different stock of paper and the body text also uses a slightly different typeface - using Caxton’s Type 4* in part alongside the older Type 4 which it was intended to replace (Hellinga 2010: 71). Hellinga (2010: 72) suggests that the reprinting of parts of the second issue of the text could have been a result of the book being larger than Caxton anticipated, or that the large paper was in short supply. However, Painter argues that “some serious accident of fire or flood must have destroyed or spoiled most of Caxton’s stock of sheets of more than half of the first printing” (1976: 156). The text in the second issue that was reprinted was typeset using the first edition as the copy text, and therefore the spellings in the reprinted parts of the second issue are distanced from the manuscript written by Caxton by a further series of copying.
The final aspect of the Golden Legend that makes it unique in terms of Caxton’s output is the number of compositors that were involved in setting the type. Hellinga and Painter believe that the Golden Legend was typeset by three compositors, and that the changes in compositor occur at the start of Quire A and the start of Quire aa. It is the only book produced by Caxton’s printing house that Hellinga and Painter (or any other Caxton scholar) has identified as having been typeset by more than two compositors working concurrently.
The sources of spellings for Caxton’s edition of the Golden Legend are highly complex, including a copy text that was produced by Caxton from multiple texts, some of which was copied directly from the English Gilte Legende, part of the text having been distanced from Caxton’s manuscript by another round of copying, and the type was typeset by three compositors. We can use cluster analysis to navigate these layers in the text of the Golden Legend. There are several aspects to the text that we can expect the cluster analysis to pick up on. Firstly, the text that Caxton produced was in English, and so if Caxton used the French text as his base text, then he must have translated the French into English. If Caxton translated the French text into English and then included additions throughout from the Latin text and the English Gilte Legende, then in effect Caxton created the copy text that was used by his compositors. Secondly, the text is made up of quires that were printed for the first issue of the text, and quires that were reprinted for the second issue. The quires that were reprinted therefore should include fewer spellings from Caxton, but more spellings from other compositors. Finally, we can expect the cluster analysis to pick up on the changes between the compositors. We would expect the cluster analysis to be able to pick up on the difference between the spellings where Caxton translated the text into English, and text where Caxton copied the English from the Gilte Legende. We also expect the clustering algorithm to isolate the quires that formed the second imprint and to locate where in the text the compositors change over. 
We can begin by clustering the Golden Legend into two clusters using the k-means algorithm, where k = 2. The results are presented in Figure 7.10.
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[bookmark: _Toc499753550]Figure 7.10: Clustering the Golden Legend, k = 2

The results in Figure 7.10 show that when k = 2, the k-means algorithm divides the text into two clusters. Cluster 1, in yellow, is formed of the quires that were left over from the first imprint, and Cluster 2 is formed of the quires that were reprinted for the second issue, in blue. The difference in the spellings that are used in each of the two clusters is the strongest in the Golden Legend, because these quires are divided at k = 2. i.e. when we want a single division within the text, the division that occurs at k = 2 is always the greatest. The difference between the spellings used in the first imprint and the spellings used in the second imprint are greater therefore than the difference in spelling caused by Caxton copying part of the Gilte Legende, and by a change in compositors in either the first or second issue. To find out which other source of input causes a change in the spellings in the text, we can extend the clustering to k = 3.
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[bookmark: _Toc499753551]Figure 7.11: Clustering the Golden Legend, k = 3

Figure 7.11 shows that when k = 3 the algorithm divides the quires that form the second imprint into two clusters. The yellow cluster still shows the quires that form the first imprint of the text. The quires that form the blue cluster and the green cluster are the quires that were reprinted for the second issue. The changeover from the green cluster to the second part of the blue cluster takes place at the start of Quire aa, which is where Hellinga and Painter say that the change from Compositor 1 to Compositor 2 takes place in the first issue. 
Hellinga and Painter only put forth the location of compositors for the first issue of the Golden Legend, however it seems likely that the divide seen here when k = 3 marks the divide between two compositors who reset the type for the second issue. Cluster 2 (in blue) and Cluster 3 (in green) in Figure 7.11 both contain a fairly equal number of quires, sixteen quires and fifteen quires respectively, and the divide between these two groups of quires occurs at the beginning of a new section of text. The quires that were reprinted in the green cluster also use a different stock of paper to the paper used in reprinting the quires that form the blue cluster (Hellinga & Painter 2007: 148). We can extend the clustering algorithm to k = 4 for further information on the layers of spellings that make up the Golden Legend. 
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[bookmark: _Toc499753552]Figure 7.12: Clustering the Golden Legend, k = 4
	
	Figure 7.12 shows the four clusters formed of the quires of the Golden Legend when k = 4. Here a division is made within the quires that formed the first issue of the text. The yellow and red clusters mark out the quires that formed the first issue, and here the red cluster is likely to contain the idiolect spellings of the second compositor which separates it from the yellow cluster. We can increase the value of k once more to k = 5.
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[bookmark: _Toc499753553]Figure 7.13: Clustering the Golden Legend, k = 5

Figure 7.13 shows the five clusters that the quires of the Golden Legend when k = 5. When k = 4, the yellow cluster ran from Quire a to Quire t, however when k = 5 the yellow cluster is divided into two further clusters: the yellow cluster runs from Quire a to Quire l and the purple cluster runs from Quire m to Quire t. From the data that we have at present, it is not possible to determine what the change is that occurs at the start of Quire m that separates the yellow cluster from the purple one because the known layers of spellings in the text have all been accounted for at previous levels of clustering. 
We can separate the quires in Figure 7.13 into the clusters that represent quires that were included in the first issue and the quires that were reprinted for the second issue for further clarity. Figure 7.14 shows the divide between the quires that were printed for the first issue of the text and the quires that had to be reprinted for the second issue. The quires are numbered by the order in which they appear in the text. Cluster 3 is divided into Cluster 3a and Cluster 3b, because these quires are grouped together, but are not consecutive in the text. 
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[bookmark: _Toc499753554]Figure 7.14: Golden Legend clusters divided by imprint

At the beginning of this section, I said that the Golden Legend was a complicated text in terms of the layers of spelling variants contained within it. The layers of spelling come from the same two sources discussed so far in this chapter: the compositor and the copy text. In the case of the Golden Legend, both the compositor and the copy text are complicated. The copy text was produced by Caxton, and while he translated some of the text into English from French and Latin, he also copied some of the English Gilte Legende into his edition. There could be a difference in the spellings used in Caxton’s translated sections, and the sections that he copied that were already in English. Additionally, the difference between compositors is complicated because more than half the text was reset and reprinted. Thus, there is a distinction between the compositors who typeset the quires for the first issue, and the compositor(s) who typeset the reprinted quires for the second issue of the text. 
Using k-means clustering on the quires of the Golden Legend has enabled us to divide the text into five clusters and to show that there are five distinct idiolects present in the text. The first imprint is divided into the clusters that were typeset by the first compositor—Cluster 1 and Cluster 2—and the quires that were typeset by the second compositor—Cluster 4, labelled in Figure 7.14. The reason that the quires in Cluster 1 and the quires in Cluster 2 contain different spellings to each other is unclear at present. The change in spellings between Cluster 1 and Cluster 2 is unlikely to be caused by a change in compositor, because the start of Quire m does not mark the beginning of a new section, nor are there other features that mark a change in compositor that occur at this point in the text. 
The cause of the divide between other clusters is also unclear. It seems likely that the divide between Clusters 3a and 3b and Cluster 5 is also a change in compositor, though with the information we have at present we cannot be certain. Hellinga and Painter do not supply any information about the compositors that were involved in resetting the type for the second imprint, though they note that different paper stocks are used to print the text from Cluster 5 and Cluster 3b (though no mention of the paper used in Cluster 3a is made). It is not possible to cluster the text in such a way as to break up Cluster 3a and Cluster 3b, which may suggest that the quires that comprise those clusters were typeset by one compositor. At k = 6 the clusters are no longer stable or coherent, which suggests that the optimal number of clusters for the quires of the Golden Legend is five.
Of the layers of spelling variants present in the Golden Legend discussed above, one layer has not been located in the current analysis—the variability of spellings caused by Caxton copying some of the Gilte Legende in English but translated other parts of the Legenda Aurea from French and Latin. At this stage, it is not possible to determine whether the difference in the spellings used in Cluster 1 and Cluster 2 is caused by variability in the copy text as a result of Caxton’s editing practices. The uncertainty in the results raises several further research questions: 
F:	Are the differences between Cluster 3a and 3b and Cluster 5 in the Golden Legend caused by a change in compositor? 
G:	Are the quires in Cluster 3a and Cluster 3b typeset by the same compositor?
H:	To what extent did Caxton copy sections of his edition of the Golden Legend from the English Gilte Legende?
I:	Are the differences between Cluster 1 and Cluster 2 in the Golden Legend caused by Caxton’s editing practices?
I explore these research questions further in Chapter 8 and Chapter 9, when more information is available. This section has shown how we can use cluster analysis to find out about the different layers of spelling variants present in the Golden Legend, and in doing so find out more about the processes that were undertaken in creating the second issue of the text. 

[bookmark: _Ref495322729]Clustering Caxton’s Polychronicon
Caxton’s edition of the Polychronicon has been the subject of a great deal of scholarly interest. The Polychronicon was written by Ranulf Higden in the fourteenth century and was translated into English by John of Trevisa in 1387. Caxton printed a single edition of the text in 1482. Caxton printed his edition using a manuscript version of the text and, unlike his edition of the Golden Legend, he did not create a blend from several texts to create the Polychronicon. While the print is straightforward, Caxton’s Polychronicon has a complex history and has been discussed at length in the scholarly community. 
There are several aspects of Caxton’s Polychronicon that are relevant to the present study. In particular, scholarly interest has focused on the addition of a section of text to the end of Caxton’s Polychronicon titled Liber Ultimus. The Liber Ultimus has been linked to Caxton’s other prints the Description of Britain (1480) and the Chronicles of England (1482), the latter being Caxton’s edition of the Middle English prose Brut chronicle. However, the key question that has focused research into the Liber Ultimus is whether Caxton wrote this section of text himself. The language of Caxton’s Polychronicon is also of interest; in his prologue to the text, Caxton states that he modernised the language of the text, and in doing so he wrote the text out in its entirety. Each of these aspects of the Polychronicon has the potential to affect the cluster analysis, and so it is worth discussing each in more detail. 
Caxton’s Polychronicon is tied up with two other books printed by Caxton around the same time, the Chronicles of England (1480) and the Description of Britain (1480). Despite having been printed first, the Description of Britain appears to be a composite of material from the Chronicles of England and chapter 32 to chapter 60 of the Polychronicon (Waldron 1999: 381). Waldron argues that the compositors were not given Caxton’s edition of the Description of Britain to work with when printing the Polychronicon. The Description of Britain included the latter half of the Polychronicon, and Waldron argues that “it would in any case seem improbable that, having begun to print from the beginning of the text, he would put aside whatever copy-text he was using in order to copy from the [Description of Britain]” (Waldron 1999: 383). Waldron goes on to argue further that the Caxton edition was made from an earlier copy text and not Caxton’s own print of the Description of Britain. Waldron’s argument is two-fold: the chapters in Caxton’s edition of the Polychronicon follow the manuscript tradition in terms of the ordering of the text, and not the faulty ordering that Caxton printed in the earlier part of the Description of Britain, and the subheadings in Caxton’s Polychronicon match the Latin form they have in Trevisa’s text and not the Description of Britain.
Caxton’s edition of the Polychronicon also includes a section of text not found in earlier editions of the Polychronicon known as the Liber Ultimus. Caxton says in the prologue to his text that he “haue added suche storyes as I coude fynde fro thende that the said Ranulph fynysshed his book” (1482: 2a). Some scholars have argued that Caxton himself wrote the Liber Ultimus (see Blades (1971 [1877]: 255), in particular), more recent research has shown that the additional book was taken almost entirely from Caxton’s print of the Chronicles of England which Caxton published two years earlier in 1480 (Blake 1991b: 116–7).
Scholarly opinion tends to accept that it was Caxton who added the Liber Ultimus to the end of the Polychronicon, rather than receiving a manuscript with the Liber Ultimus already attached, because Caxton distinguishes the Liber Ultimus clearly from that of Trevisa (Kindrick 1997: 11). The second half of the Liber Ultimus that begins at the year 1377 is copied directly from Caxton’s own edition of the Chronicles of England (Blake 1969: 116), and so it is commonly believed that Caxton copied the Liber Ultimus section appended to the Polychronicon from the 1419 continuation of Caxton’s own Chronicles of England (Hellinga 2010). Caxton’s edition of the Chronicles of England is the earliest extant text that contains the 1419 continuation to the Brut and for this reason, scholars are uncertain whether Caxton wrote the continuation himself. 
Lister Matheson (1998: 158) argues that Caxton probably had one of the manuscripts of the Chronicles of England that ended in 1419, and that Caxton created the continuation from 1419. Matheson suggests that Caxton wrote the first part of the Liber Ultimus by conflating sections of the two sources that Caxton cites as being involved in his text, the Fasciculus temprum and the Aureus de universo (Matheson 1985: 605) though the Aureus de universo has not been identified. Waldron also suggests that Caxton had a copy of the manuscript of the Middle English prose Brut chronicle that ended at 1419, and Matheson suggests that this copy of the Brut “formed the basis for his Chronicles of England, published in 1480” (Matheson 1998: 14). Despite these claims from Matheson and Waldron, the copy text that Caxton used for creating the Chronicles of England is not known (Blake 1991b: 102). However, if Matheson and Waldron are correct, and Caxton was the author of the 1419 continuation of the Chronicles of England, then Caxton is also the author of the Liber Ultimus because the Liber Ultimus is copied from the 1419 continuation. 
Linguistically, the Polychronicon is an interesting text because Caxton states that he modernised the language of the text, and then promoted the text itself on the basis of the modernisations (Blake 1976: 281). In the epilogue after Book VII, Caxton states (1482: 390): 
Therfore I William Caxton a symple persone haue endeuoyred me to wryte fyrst ouer all the sayd book of proloconycon and som what haue chaunged the rude and old englyssh that is to wete certayn wordes which in these dayes be neither vsyd ne vnderstanden

Caxton writes that he has updated the “rude and old englyssh”, and suggests that the nature of the updates took the form of lexical replacement of dialect and outdated terms. Matheson (1985: 601–2) argues that Caxton’s use of the phrase “wryte fyrst ouer all” means that Caxton copied the entirety of the book out himself and made amendments to the language as he went. 
Despite having allegedly copied out the entire text beforehand, the changes that Caxton made to the Polychronicon do not appear to be very great. William Matthews (1997a: 72) states that Caxton emended spelling, morphology, and the occasional substitution of dialect words, and that he made “a dozen or so” such changes to each page. This number of changes is relatively low, and is perhaps more in line with the number of changes we might expect a compositor to make. Matthews himself goes on to say that the changes that Caxton made to Trevisa’s text are “far less drastic than usually assumed” (1997a: 72).
The sources of spellings used in Caxton’s edition of the Polychronicon are highly complex, particularly at the level introduced by the copy text. With regard to the cluster analysis of the text, we would expect some of this complexity to show through into the output. Since the Liber Ultimus has been taken from Caxton’s version of Chronicles of England, we would expect the Liber Ultimus to cluster separately to the rest of the text. However, Caxton may have written out the entirety of the Polychronicon by hand, including the Liber Ultimus, which further complicates the spellings that come from the copy text. If Caxton wrote the entire text out, then there will be a layer of Caxton’s own spellings interspersed with the spellings that he copied directly from the manuscript copy text that he had. 
The spellings that come from the compositors are more straightforward. Hellinga and Painter (2007) believe that the changeover in compositors occurs at the change between Book 4 and Book 5 (at the beginning of Quire 29[footnoteRef:16]) of the text because at this point there is a quire of only two pages—known as a bifolium—inserted between otherwise full-length quires. We would expect the cluster analysis to pick up the change in compositors at this point, in addition to the layers of spelling that come through from the copy text. We can begin by clustering the quires of the Polychronicon into two groups on this basis.  [16:  The quires of the Polychronicon, unlike the other texts used by Caxton, are numbered instead of lettered. The numbering in the text itself is frequently inaccurate and the numbers given here are those given by Hellinga and Painter in the BMC.] 


[image: ]
[bookmark: _Toc499753555]Figure 7.15: Clustering the Polychronicon, k = 2

Figure 7.15 shows that the change in spelling variants takes place at the beginning of Quire 24 in Caxton’s edition of the Polychronicon. This change does not map onto the location that Hellinga and Painter suggested for a change in compositor, but instead occurs five quires earlier. The change in spellings observed when k = 2 is not likely to map onto a change in compositor, because the beginning of Quire 24 does not mark the beginning of a new section of text. Instead, Quire 24 begins mid-sentence, which is not ideal for a change in compositors. However, the change in spellings at the beginning of Quire 24 is very close to a change in the content of the text. Partway through Quire 23 Book III of the Polychronicon begins. These results suggest that a change in the copy text used by Caxton took place at the beginning of Book III. We can extend the cluster analysis into three clusters for more information. 

[image: ]
[bookmark: _Toc499753556]Figure 7.16: Clustering the Polychronicon, k = 3

	Figure 7.16 shows that when k is extended to three, there is a change in spellings that occurs at the beginning of Quire 11. Again, while this location does not map onto the location suggested by Hellinga and Painter for a change in compositor, there is a change that takes place close to the beginning of Quire 11 in the text. Book II of the text begins at the beginning of Quire 10. We can extend the cluster analysis to k = 4. 

[image: ]
[bookmark: _Toc499753557]Figure 7.17 Clustering the Polychronicon, k = 4

Figure 7.17 shows that when k = 4 the quires from Quire 50 to the end of the text form a separate cluster. The change in spellings maps onto the change from the text of the Polychronicon and the additional Liber Ultimus. These results suggest that the Liber Ultimus contains a lot of the same spellings used with other parts of the text; when k = 2 and when k = 3, the quires of the Liber Ultimus still include the same spellings as the quires from Quire 24 onwards. We can find out more about the spelling variants used in the Polychronicon by extending the value of k into five and then six clusters. 

[image: ]
[bookmark: _Toc499753558]Figure 7.18: Clustering the Polychronicon, k = 5

Figure 7.18 shows the distribution of quires in the Polychronicon into five clusters. The additional cluster when k = 5 is formed from Quire 36 to Quire 49. The change in spellings at the beginning of Quire 36 also marks a change in book. Book VI begins towards the end of Quire 35. We can extend the analysis once more to k = 6 before the cluster analysis becomes unstable and the clusters are not formed of consecutive quires. 
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[bookmark: _Toc499753559]Figure 7.19: Clustering the Polychronicon, k = 6

Figure 7.19 shows the quires of the Polychronicon when clustered into six groups, where each colour marks a different cluster. The text of the Polychronicon thus contains six separate sections of spellings, suggesting that up to six people were involved in the creation of the text at some point. The clusters link clearly with the format of the text into books: Book I maps closely onto Cluster 1, Books II and III map onto Cluster 2, Books IV and V map onto Cluster 3, Books VI maps onto Cluster 4, Book VII maps onto Cluster 5, and finally Caxton’s addition to the text, the Liber Ultimus maps onto the sixth cluster. The clustering demonstrates changes in spelling variation that occur in the underlying text, perhaps suggesting that the copy (or the manuscript used to make that copy) from which Caxton worked was put together by more than one scribe at some point in its history.
It is particularly striking that there is no differentiation between two compositors where Hellinga and Painter suggest that there ought to be. There are two possible conclusions that can be drawn from this: the first is that the text was typeset by one compositor, and the second possible conclusion is that the differences at the level of the copy text are so strong as to negate any influence by the compositor. It is not possible with the current data to determine whether a change in compositor took place at the beginning of Quire 29 as suggested by Hellinga and Painter, but I return to this question in Section 8.3.3 when use of similarity testing provides more information. 
I began this exploration of the Polychronicon by asking whether the Liber Ultimus was written by Caxton or someone else, and whether Caxton wrote out the full text by hand. At this point, it is not possible to say with any certainty whether Caxton wrote the Liber Ultimus. The results at present show that the spellings used in the Liber Ultimus were similar to the spellings used in the quires from Quire 24 to the end of the text, because the Liber Ultimus is not separated from these quires until k = 4. However, we do not know how similar the spellings in the Liber Ultimus are to the rest of the text, nor do we know how similar the Liber Ultimus is to other sections of text that were written by Caxton. This section has raised three further research questions:
J:	Was Caxton the author of the Liber Ultimus in the Polychronicon? 
K:	Did Caxton write out the entirety of the Polychronicon when preparing the text for printing?
L:	Was there a change in compositor in the Polychronicon at the location suggested by Hellinga and Painter?
I explore these questions more fully in Chapter 8 and Chapter 9. This section has shown that by using cluster analysis on the quires of the Polychronicon it is possible to distinguish between the books that comprise the whole text. These results suggest that Caxton was using a copy text that had been written by several scribes, and that his own editorial interventions had not been very great. 

[bookmark: _Toc497899874]Chapter conclusions
In order to find the locations of spelling change within a selection of Caxton’s texts, this study trialled the use of changes in spelling variation as a method to find a change in compositor or copy text. In doing so, this study demonstrates how we can use cluster analysis to isolate the different sources of spelling variation in Caxton’s texts. This chapter began by asking three research questions:
A:	Can cluster analysis be used to distinguish changes in either the copy text or the compositor of a printed text?
B:	Which source of input has the greater amount of influence over the spellings that appear in the new text, the compositor or the copy text?
C:	What can we find out about the way in which Caxton’s printing house produced books using cluster analysis?
In response to Research Question A this study demonstrated that cluster analysis can be used to distinguish the locations of changes in orthographic idiolect within a text, and that these changes map onto changes in the compositor and the copy text. In the Golden Legend clusters of quires that were typeset by different compositors were distinguished from one another, and in the Polychronicon it was possible to differentiate between different scribes who were involved in creating the copy text.
In response to Research Question B, the source of input that has the greater amount of influence over the spellings that appear in the new text is the source that has the greater level of input. While Section 6.3 showed that the spellings used by individuals are stable, the spellings that the different compositors and scribes used are not the same as one another. When multiple people were working on a book at once, their individual sections were put together to form the finished text. Thus, in the finished text the sections that were typeset (or written in the copy text) by different people will contain the spellings of each person involved with creating that section of the book. In these books that were created by multiple people, Section 7.2 showed that changes in spellings take place when a change in the person creating the text takes place.
When copying, the compositor tends to copy around seventy per cent of spellings from the copy text into the new text, and makes changes to the remaining thirty per cent. The copy text thus has the greater amount of influence over the spelling variants that appear in the new text. The greater influence of the copy text as opposed to the changes made by the compositor can be seen in the clusters of the Confessio Amantis. In the case of the Confessio Amantis both the copy text and the compositor appear to influence the spellings used on the text, but the strongest marker of divide which appears when k = 2 maps onto a change in the manuscript used for the copy text, and the secondary divide occurs when k = 3 and maps onto a change in compositor. 
Finally, in response to Research Question C this study has demonstrated that we can find out about the structure of the copy text used in Caxton’s printing house by clustering sections of the text based on the similarity of spelling variants. In the case of the Polychronicon, the cluster analysis divides the text into clusters that align with the books of the text, suggesting that the manuscript used as a copy text may have been written by several scribes. It may not have been unusual for Caxton’s printing house to work with manuscripts that were put together by several scribes. In answering research questions one to three, more research questions have arisen that will be explored more thoroughly in future chapters. These are:
D:	What is the source of the change in spelling variants in Caxton’s first edition of the Canterbury Tales?
E: what is the source of the change in spelling variants in the Book of Good Manners?
F:	Are the differences between Cluster 3a and 3b and Cluster 5 in the Golden Legend caused by a change in compositor? 
G:	Are the quires in Cluster 3a and Cluster 3b typeset by the same compositor?
H:	To what extent did Caxton copy sections of his edition of the Golden Legend from the English Gilte Legende?
I:	Are the differences between Cluster 1 and Cluster 2 in the Golden Legend caused by Caxton’s editing practices?
J:	Was Caxton the author of the Liber Ultimus in the Polychronicon? 
K:	Did Caxton write out the entirety of the Polychronicon when preparing the text for printing?
L:	Was there a change in compositor in the Polychronicon at the location suggested by Hellinga and Painter?
This chapter has applied the cluster analysis that was developed at tested in Section Two to some of Caxton’s texts. The next chapter applies the use of similarity testing to Caxton’s texts and explores some of the research questions raised in this chapter.



Similar spellings in Caxton’s texts
This chapter explores the extent to which spellings in different sections of the same text are similar to one another. Through the use of similarity testing, this chapter focuses on differentiating between compositors who typeset Caxton’s texts concurrently with one another. In investigating this question, I look broadly at the overall similarity of the spelling systems that compositors use when setting the type for a new text, and also look at the difference in spellings used by different compositors. 
In undertaking this study, I use the cosine measure in two ways: first, I expand on the case study that was undertaken in Section 6.3 which showed that the compositor who typeset Caxton’s first edition of Reynard the Fox and the scribe who wrote the copy text both used a stable set of spellings in their work—that is, they each used one set of spellings and the same ratios of spellings throughout their copying (though these spellings were not necessarily the same as one another). This research expands on the Reynard the Fox study to show more widely how similar the spellings are within texts that were typeset by one compositor and used a copy text that was written by one scribe, in order to create a baseline measure (Section 8.1). Second, this research makes use of similarity testing to explore the spellings used by different compositors. In Section 8.2 I use Caxton’s second edition of the Canterbury Tales as a case study to show how similarity testing can be used to quantify the difference in the spellings used by compositors. Finally, Section 8.3 explores some of the research questions that arose from the previous chapter in order to further our knowledge of the compositors who worked on Caxton’s first edition of the Canterbury Tales, the Golden Legend, and the Polychronicon. In resolving these research questions, I show how similarity measures can be used as a tool to resolve issues where there is conflicting bibliographical and cluster analysis evidence.

[bookmark: _Ref498622569]Stability of spelling variants
In the study into Reynard the Fox undertaken in Section 6.3, I showed that the mean similarity for the text was 0.91. This high score coupled with the low standard deviation suggests that the spellings used throughout the text are very similar. This section expands the testing of texts that were typeset by one compositor and used a copy text that is not known to have any change in idiolect within it, in order to find out generally how stable the idiolects are that are used by Caxton’s compositors and the scribes who wrote the copy text. 
When we expand the similarity measurements into the wider Caxton dataset, we find that other texts that were typeset by one compositor have a similarity score of around 0.9. The similarity scores for other texts that were typeset by one compositor are presented in Table 8.1. The Book of Good Manners is also included in this table. Up until the cluster analysis undertaken on the text in Section 7.3, we would have expected the Book of Good Manners to include only one orthographic idiolect each at the layer of the copy text and the compositor. The copy text was created by Caxton himself because he translated the text, and the text is short, so we would only expect one compositor to have typeset it. However, the cluster analysis in Section 7.3 showed that there are two orthographic idiolects present in the text. In Table 8.1 the similarity score for the Book of Good Manners is provided for comparison. 

	Text
	Similarity score

	Book of Good Manners
	0.81

	Game of Chess
	0.90

	Life of our Lady
	0.89

	Paris and Vienne
	0.90

	Reynard the Fox
	0.92


[bookmark: _Toc499753490]Table 8.1: Mean similarity scores for texts typeset by one compositor

The similarity scores in Table 8.1 suggest that when we compare the similarity for samples of a text, the mean similarity score will be around 0.9, if the text was typeset by one compositor and there is not a change in the copy text. The Book of Good Manners has a similarity score of 0.81 when the two distinct clusters that came out of the cluster analysis in Section 7.3 are compared against one another. 
We can expand the similarity testing to see whether the result is the same for individual compositors who were working on a text concurrently with another compositor, such as in the case of Troilus and Criseyde, and to examine the different spellings in the two clusters of the Book of Good Manners that arose from the cluster analysis undertaken on the text in Section 7.3. Table 8.2 shows the similarity scores for the two clusters in the Book of Good Manners and the two sections typeset by different compositors in Troilus and Criseyde that came out of the cluster analysis in Section 5.4. When we look at the sections that are linked to an individual idiolect, such as the two compositors in Troilus and Criseyde, we can see that each compositor uses a very stable set of spellings. Again, so did the scribe who wrote their copy text, because if there were a change in idiolect somewhere within the copy text, then the compositor typesetting that section would copy across spellings from both idiolects at the copy text level and the overall similarity would be reduced.
	Text
	Similarity score

	Book of Good Manners, Cluster 1
	0.95

	Book of Good Manners, Cluster 2
	0.94

	Book of Good Manners,
Cluster 1 compared with Cluster 2
	0.81

	Troilus and Criseyde, Cluster 1
	0.93

	Troilus and Criseyde, Cluster 2
	0.93

	Troilus and Criseyde,
Cluster 1 compared with Cluster 2
	0.77


[bookmark: _Toc499753491]Table 8.2: Cluster similarities of Book of Good Manners and Troilus and Criseyde

In Table 8.2 the similarity scores for the spellings within the individual clusters of the Book of Good Manners and Troilus and Criseyde are both very high, between 0.93 and 0.95 for the stability of the spellings in sections of both texts. These high similarity scores show that within each of the clusters within both texts, the same spellings are being used, that is, the compositor and the copy text uses one stable idiolect throughout the section they are working on. While the idiolects used by individuals appear to be highly stable and the same spellings in the same ratios are used throughout, when we compare sections against one another the similarity is reduced. In the case of Troilus and Criseyde, the change in spellings that the cluster analysis identified as taking place between Cluster 1 and Cluster 2 lines up with a change in compositor at the start of Quire i. When we compare the spellings used in Cluster 1 of Troilus and Criseyde against the spellings used in Cluster 2, the similarity is 0.77, and the difference between the two clusters in the Book of Good Manners is 0.81. 
These results show that when we isolate the section of text typeset by one compositor or scribe, the spelling variants are similar throughout that section of text. When one compositor sets the type for a text the spellings that he uses are stable, whether the compositor is typesetting a whole text (as in Table 8.1) or just a section of text (shown in Table 8.2). However, these results show that when two compositors typeset the same text, those two sections include different spellings to one another. The lower similarity score for these sections of the same text shows that those sections use many of the same spellings as each other (because the score is still fairly high), but the similarity is far lower than when we are looking at the spellings from just one person. Therefore, we can see here that compositors use different spellings to one another—i.e. they write in different orthographic idiolects. Additionally, the similarity testing also provides evidence to show that compositors change spellings from the spellings used in their copy texts, even when the copy text is no longer available for direct comparison. 
In the case of the Book of Good Manners, we do not know why there is a difference between the spellings that are used in Cluster 1 and the spellings that are used in Cluster 2. However, while the similarity measure does not provide enough information as to why a change in spellings has taken place the similarity score can corroborate that there is a change in spellings that takes place in the middle of the text, and is able to quantify the difference in spellings between these two clusters relative to the similarity in other texts. I return to discuss the spellings in the Book of Good Manners in Section 9.2. 
The texts and sections of text that we have seen so far in this chapter all have a similarity score of around 0.9 (and in some cases, slightly higher). We can use this as a baseline measure for the level of similarity that we would expect when a section of text has been typeset by one compositor and there has not been a change at the level of the underlying copy text. For example, when we compare sections together where a change in spellings has taken place, such as the two compositors of Troilus and Criseyde, the similarity score is well below the baseline. While the difference in the spellings used by the two compositors of Troilus and Criseyde reduces the similarity score for those sections of text, both compositors still have a high level of input from the copy text that they were using. The next section considers the one of the few cases in which we can differentiate the spellings of the compositors from the spellings that they copied from the copy text. 

[bookmark: _Ref499624231]Quantifying the difference in idiolects: the compositors of Caxton’s second Canterbury Tales 
This section considers how we can use similarity testing to look at the difference between the spellings used by the two compositors of Caxton’s second edition of the Canterbury Tales. It was not possible to undertake cluster analysis on the quires of Caxton’s second Canterbury Tales in the previous chapter because the text is not available in a plain text edition, probably due to EEBO-TCP’s preference for digitising first editions. As such, we do not know whether there is any change in spelling that takes place within the text, and if any change in spellings does take place, we do not know whether the changes are caused by the compositor or the copy text. However, Hellinga and Painter (2007: 132) state that, as in the first edition of the text, there is a change of compositors that takes place at the beginning of Quire L. We can divide the text into two sections for comparison: the section of text that was typeset by Compositor 1 and the section of text that was typeset by Compositor 2. We can measure the similarity of the spellings used on either side of the beginning of Quire L against one another, and see the extent to which a change in compositors causes a change in the spellings used in the text. 
Hellinga and Painter determined the location of the change in compositor based on three bibliographic factors: a blank page mid-text, the paper stocks, and the use of headings. The end of the last quire typeset by Compositor 1 is a blank page (the end of Quire K), and this is the only blank page to appear mid-text throughout the whole book. The paper stocks also support the change of compositors at this location. In addition to the material evidence, the work of the two compositors can be distinguished through their use of paratextual features. Compositor 1 wrote the header for each page as “The Prologue” as opposed to headers in the form “The marchauntes prolog”, used by Compositor 2. Finally, Compositor 1 used capital letters as guide letters for later rubrication of a larger, decorative letter at the start of a section, but Compositor 2 used lower-case guide letters. These additional factors support the conclusion that any spelling changes that were introduced between Quire A to the end of Quire K were those of Compositor 1, and those from the beginning of Quire L to the end of the text were introduced by Compositor 2. By knowing where the work of Compositor 1 stopped and the work of Compositor 2 began, we can see the spellings that each compositor used, independent of the spellings in the copy text. 
Caxton’s second edition of the Canterbury Tales is ideal for testing the similarity measure, because it is the only text for which we can isolate the spellings that were introduced by the compositors. It is only possible to compare the spellings of compositors directly when we know what the copy text was for a text, and when we can compare the text against its copy text on a word by word basis. In the case of Caxton’s second Canterbury Tales, we know that its copy text was Caxton’s first edition of the text (Blake 2000). By comparing the second edition against the first, we can find where the compositor deviated from the spellings in the copy text and isolate these from the variants that he copied directly. If we only look at the words where the compositor used a different spelling to the spelling in the copy text, then we can remove the influence of the copy text. In this way, we can pinpoint the influence of the compositor on the spellings of the new text, and remove the noise from the spellings copied from the copy text. Once we isolate the spellings that differ from those in the copy text, we have a set of words that were changed by the compositor. Spellings that are changed before Quire L are spellings that were changed by Compositor 1, and spellings that were changed in or after Quire L were changed by Compositor 2.
This similarity test was not undertaken on the entirety of the second edition of the Canterbury Tales because the text is not available online through EEBO-TCP. Instead, the spellings must be manually compiled for comparison. Due to limited time and resources it was not possible to undertake a full comparison of the spellings used in the second Canterbury Tales, but instead I used the data that was created in studying section of the text in Chapter 3. As such, this comparison was undertaken on a sample of approximately 10,000 words of text each from Compositor 1 and Compositor 2. 
The similarity score when we compare the two compositors spelling systems together is 0.39. This is a low score, suggesting that though the compositors preferred to use some of the same spelling variants, for the most part when the compositors were replacing the spellings in their copy texts, they chose to use different spellings to one another. For example, though both compositors preferred to use might for MIGHT, Compositor 1 used the forms al, all, alle in roughly equal measure when representing the word ALL, but Compositor 2 only ever used al. And where Compositor 1 tended to use hyr for the word HER, Compositor 2 preferred to use her. It is the sum of these small differences in spelling choice that come together cumulatively to suggest that Compositor 1 and Compositor 2 do not prefer to use the same spelling variants as one another overall. 
This score for the comparison of compositors is far lower than the scores for the two compositors of Troilus and Criseyde and the two sections of the Book of Good Manners observed in the previous section. However, in those cases, both texts also include spellings from the copy text as well as the compositor. Caxton’s second edition of the Canterbury Tales is a rare example of a text that was both typeset by two compositors and for which we have an extant copy text. The copy text is important in this case, because it allows us to separate the spellings that were introduced by the compositor from the spellings that the compositor copied directly from the copy text. This lower score suggests that were we able to isolate the spellings from the compositors alone, then the compositors could use far less similar spellings to one another than may otherwise appear from the similarity data. 
However, for most incunables printed by Caxton this method does not work because of the difficulty in finding texts where we know what the copy text was. For texts without the copy text, it is necessary to take the noise from the copy text into account. Where it is not possible to separate the copy text from the spellings that the compositor introduced, we would expect the similarity between sections of the same text to be far higher because both sections include spellings from the same source of input—the copy text. 

[bookmark: _Ref497394504][bookmark: _Toc497899876]Using similarity measurements to find out about Caxton’s texts
In the previous chapter, I raised several research questions that came out of the clustering process. In this section, I aim to resolve some of them by using similarity measurements, in particular, the questions that are most apt to be answered using similarity measurements are changes in compositor. The questions that this section aims to answer are:
D:	What is the source of the change in spelling variants in Caxton’s first edition of the Canterbury Tales?
F:	Are the differences between Cluster 3a and 3b and Cluster 5 in the Golden Legend caused by a change in compositor?
G:	Are the quires in Cluster 3a and Cluster 3b typeset by the same compositor?
L:	Was there a change in compositor in the Polychronicon at the location suggested by Hellinga and Painter?

[bookmark: _Ref497210599]Change of compositor in the first edition of the Canterbury Tales
In Caxton’s first edition of the Canterbury Tales, the cluster analysis found a change in spellings at the beginning of Quire L. However, partway through the second cluster the quires began to use the same spellings that were used in the first cluster again. The cluster analysis is unstable after k = 2, i.e. if we try to cluster the quires of the Canterbury Tales into three clusters, the clusters that are produced are not made up of consecutive quires and the results are liable to change upon rerunning the algorithm. The question here is whether the change at the beginning of Quire L marks a change in the copy text alone, or also a change in the compositor. We can attempt to find this out by comparing the spellings in the verse on either side of the compositorial divide. 

[image: ]
[bookmark: _Toc499753560]Figure 8.3: Clustering the Canterbury Tales with restricted spellings, k = 2

This section aims to find out whether there is a change in compositor that takes place at the beginning of Quire L of the Canterbury Tales, as suggested by Hellinga and Painter (2007: 104, 132). Hellinga and Painter believe that there is a change in the compositor at the beginning of Quire L on the grounds that the section beginning on Quire L begins at the top of the page. There is also half a blank page preceding the start of the Tale of Melibee, whereas elsewhere in the text there are no blank pages between the end of one Tale and the start of another. However, evidence from the cluster analysis in Section 7.2 suggests that the changeover may have been at the level of the copy text and not at the level of the compositor. While the spelling variants appear to change back partway through the section of text typeset by Compositor 2, the change at the beginning of Quire P is an unlikely location in the text for a change in compositor; the change from prose to verse (and also the change from one Tale to the next) does not happen at the beginning of the quire. Instead, Quire P begins mid-sentence. 
The cluster analysis did not find any evidence of a change in compositor, but we can use similarity measurements to try to determine whether a change in compositor has taken place. In particular, we can look at the similarity between the two sections of verse that Hellinga and Painter claim were typeset by two different compositors: Quire a to Quire K typeset by Compositor 1 and Quire P to Quire S typeset by Compositor 2. We can compare the similarity of these spellings against the baseline established in Section 8.1.

	Comparison
	Quires undergoing comparison
	Similarity score

	Comparison of verse sections
	Quire a to Quire K; 
Quire P to Quire S
	0.92

	Comparison of prose sections
	Quire L to Quire O; 
Quire T to Quire aa
	0.87

	Comparison of verse with prose
	Quire L to Quire O; 
Quire P to Quire S
	0.80


[bookmark: _Ref492300526][bookmark: _Toc499753492]Table 8.4:Similarity of sections of Caxton's Canterbury Tales, 1st edn.

 Table 8.4 shows the similarity scores for comparisons of different sections of Caxton’s first edition of the Canterbury Tales. The information we are most interested in is the similarity score for the comparison of the two verse sections, highlighted in yellow which Hellinga and Painter said were typeset by different compositors. The similarity score between the spellings used in the two verse sections is 0.92, which is a particularly high similarity score. This score is in line with the similarity of texts that were typeset by one compositor and do not appear to have had a change in the copy text, presented in Table 8.5.

	Text
	Similarity score

	Book of Good Manners
	0.81

	Game of Chess
	0.90

	Life of our Lady
	0.89

	Paris and Vienne
	0.90

	Reynard the Fox
	0.92


[bookmark: _Toc499753493]Table 8.5: Mean similarity scores for texts that were typeset by one compositor

When we compare the two sections of verse in Caxton’s first edition of the Canterbury Tales together, the similarity score is 0.87. This score is far higher than the score of 0.77 when we compared the spellings used by different compositors of Troilus and Criseyde against one another. Instead, this score is far closer to the scores for other texts that were typeset by one compositor shown in Table 8.5. The score is slightly lower than the baseline, which may be because one of the sections of prose also includes a small amount of verse. Quire O marks the change from the prose back into verse, but the change occurs partway through the quire and so five of the quire’s eight leaves include verse. The addition of the verse may account for the slightly lower similarity score when prose is compared with prose, relative to the comparison of verse with verse. As such, the evidence from the similarity scores suggests that in the Canterbury Tales, different orthographic idiolects are present in the prose and the verse rather than the distinction taking place on either side of Quire L as suggested by Hellinga and Painter.
It is not clear whether the difference in idiolects occurs within the layers of spellings that come from the compositor or the copy text. If the change in idiolect occurs at the level of the compositor then the division of copy that is suggested by Hellinga and Painter does capture the complexity of the copying process that was undertaken by Caxton’s printing house in preparing the Canterbury Tales. Instead, the change in idiolect may suggest that copy was divided into verse and prose where one compositor typeset the prose and the other typeset the verse. Alternatively, if the change in idiolect takes place at the level of the copy text then the text was typeset by one compositor. 
Neither scenario is without its flaws. If the text were typeset by one compositor and a change takes place in the copy text, then the blank page at the end of Quire K and before the start of Quire L goes unexplained, though it is possible that the compositor had to break off to produce something with a financial turnaround to keep the printing house afloat financially. However, if the text were typeset by two compositors then the juncture between prose and verse that occurs midway through Quire O would have been very difficult to achieve (in a text that already had an imperfect join between Quire K and Quire L). Again, it is possible that the compositor typesetting the prose also typeset the beginning of the Monk’s Tale included in Quire O. The evidence we have does not provide enough information to determine which of these two scenarios is the most likely. However, by using a combination of cluster analysis and similarity measurements on Caxton’s first edition of the Canterbury Tales it is possible to show that the two sections of verse are so similar as to suggest that they were typeset by the same compositor, and to demonstrate that divisions of copy may not have been as straightforward as originally thought. 


[bookmark: _Ref497210748]Change of compositor in the second issue of the Golden Legend
The previous chapter showed that the Golden Legend can be divided into five clusters through cluster analysis. The transmission of the text is complex and there are several reasons that can cause a change in the spellings of the text. First, the EEBO edition of the Golden Legend is from the second issue of the text, and so some quires are from the first imprint and some are reprinted; Quire a to Quire t and Quire A to Quire F are from the first print run of the text, and the other quires were reprinted several years later. While there are extant copies of the Golden Legend comprised only of quires from the first imprint, there are no copies of the text that are made of quires from the second imprint alone. The change in the print run causes a change in the spellings that were used in the text, that is, the spellings in the first print run are not the same as those in the second print run because they were created by different people and thus contain different idiolects. Additionally, there appears to be a change of compositors—potentially in both issues of the text—that has led to a change in the spellings used in the text, and possibly also changes at the level of the copy text which was translated by Caxton. 
This section focuses on the change in compositor that takes place in the second imprint of the text, and investigates Research Question F: Are the differences between Cluster 3a and 3b and Cluster 5 in the Golden Legend caused by a change in compositor? And Research Question G: Are the quires in Cluster 3a and Cluster 3b typeset by the same compositor? In the second imprint, the text is divided into two clusters: Cluster 3 runs from Quire u to Quire ʔ and from Quire aa to Quire kk, and Cluster 5 runs from Quire G to Quire X. The distribution of clusters is shown in Figure 8.6. 
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[bookmark: _Toc499753561]Figure 8.6: Golden Legend clusters divided by imprint

We can find out about the composition of the quires of the Golden Legend by comparing sections of the text against each other. The comparison of Cluster 3a, Cluster 3b and Cluster 5 is presented in Table 8.7.

	Comparison
	Similarity score

	Cluster 3a and Cluster 3b
	0.96

	Cluster 3a and Cluster 5
	0.84

	Cluster 3b and Cluster 5
	0.82


[bookmark: _Toc499753494]Table 8.7: Similarity comparison of sections of Caxton's Golden Legend

Table 8.7 shows the similarity scores of the clusters that form the second imprint of Caxton’s Golden Legend. With regard to Research Question F, the information we are most interested in is the similarity between Cluster 3a and Cluster 3b, highlighted in yellow. When we compare these two clusters, the similarity score is 0.96 which is a particularly high score. The baseline for texts typeset by one compositor is around 0.90, and the score for Cluster 3a and 3b of the Golden Legend is well above the baseline. This high similarity score suggests therefore that these two clusters were typeset by the same compositor, and that compositor used the same copy text to typeset both sections. In contrast, the similarity scores for the comparison between Cluster 5 and Cluster 3a, and Cluster 5 and Cluster 3b, are far lower which suggests that different idiolects are present in Cluster 5 to the idiolects in Cluster 3a and 3b. It is not clear from the present evidence whether the difference in idiolects is due to a change in the individual working at the level of the compositor or the copy text. However, a change in the copy text is less likely because Clusters 3a and 3b and Cluster 5 are all reprints in the second issue of the text, so we would expect that the compositor used the first issue of the text as the copy text in both cases. 
The data from this study supports the argument I made in Section 7.5.1 that the same compositor set the type for Cluster 3a and 3b of the Golden Legend. The division of copy for composition at this point makes sense, because the division is almost equal in the number of quires for each compositor. Furthermore the very high similarity score for the two sections suggests that one compositor used one copy text to write both sections. However, with the information we have at present it is not possible to say whether the difference between the idiolects used in Cluster 5 and the idiolects in Cluster 3a and 3b takes place at the level of the compositor or the copy text. I will return to this question in Section 9.5.2.

[bookmark: _Ref497212201]Change of compositor in the Polychronicon
This section explores Research Question L which asks whether there was a change in compositor in the Polychronicon at the location suggested by Hellinga and Painter. The textual history of Caxton’s edition of the Polychronicon is of particular interest, because of the addition of the Liber Ultimus—an additional book added after the books of the Polychronicon. The language of Caxton’s Polychronicon is also of interest; in his prologue to the text, Caxton states that he modernised the language of the text, and in doing so wrote the book out in its entirety. 
In Section 7.5.2, cluster analysis showed that the text of the Polychronicon can be grouped into six clusters. The clusters map onto a change in the text where the text is divided into seven books (and followed by the additional Liber Ultimus), shown in Fgure 8.8.
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[bookmark: _Toc499753562]Figure 8.8: Clustering the Polychronicon, k = 6

While the text can be clustered into six clusters that map onto divisions made at the level of the copy text, there is no division that marks a change in the compositor. Hellinga and Painter (2007: 128) state that a change in the compositor is likely to take place at the beginning of Quire 29 because of the addition of a bifolium—a quire of only two pages—inserted between otherwise full-length quires after Quire 28, but the cluster analysis did not pick up a change in this location. The cluster analysis breaks down after k = 6, and the resulting clusters are no longer coherent. However, we can still look at the difference between the spellings used within Cluster 3 on either side of the divide theorised by Hellinga and Painter, to find out whether different idiolects are used on either side of the divide. 
It is important when assessing the similarity of spellings in an orthographically complex text that we minimise the complexity of the spellings as much as possible. In the case of the Polychronicon, which can be divided into six distinct sections based on the spellings in each, the section that Hellinga and Painter suggest was typeset by Compositor 1 includes quires in Cluster 1, Cluster 2, and Cluster 3 (in Fiture 8.8). The differences in spellings between these three clusters could cause the similarity scores to decline, and obscure any difference between the spellings used by Compositor 1 and Compositor 2. Instead, this section focuses on the spellings used in Cluster 3 only. 
To investigate the similarity of spellings used by Compositor 1 and Compositor 2 of the Polychronicon, we can compare the spellings used within Cluster 3 where the copy text appears to have been stable. We can divide the cluster at the beginning of Quire 29 where Hellinga and Painter suggest that the change in compositors took place, and compare the similarity of the spellings used on either side of the divide to see whether the location is likely to mark a change in compositor. 

	Comparison
	Quires under comparison
	Similarity score

	Change in compositor at Quire 29
	Quire 24 to 28; 
Quire 29 to 35
	0.94

	Compare Book IV to Cluster 1
	Quire 24 to 28; 
Quire 1 to 19
	0.86

	Compare Book V to Cluster 6
	Quire 29 to 35; 
Quire 50 to Quire 55
	0.87


[bookmark: _Toc499753495]Table 8.9: Similarity of spellings used by hypothesised different compositors of Polychronicon

Table 8.9 shows the similarity scores for comparisons between sections of the Polychronicon. Highlighted in yellow is the comparison of the quires of Cluster 3, divided at the point that Hellinga and Painter suggest a change in compositors has taken place. The similarity score when we compare the two sections of Cluster 3 is 0.94. This score is in line with the scores for texts that were typeset by one compositor, and the similarity of the spellings used on either side of the divide suggests that a change in compositor has not taken place. In comparison, when we compare sections of Cluster 3 against other clusters in the Polychronicon, the similarity is far lower. The similarity measurements suggest that the location of change suggested by Hellinga and Painter does not mark a change in compositors. 

[bookmark: _Toc497899877]Chapter conclusions
This chapter has applied similarity measurements to Caxton’s texts to quantify the difference between the spellings used in one section of text against another section of the same text. In doing so, I have shown that similarity measuring can be used in a multitude of ways when applied to historical spelling data, and that through the use of similarity testing it is possible to find out about the nature of fifteenth-century spelling variation. The similarity testing has demonstrated that individuals involved in copying texts used variable spellings, that is, their idiolects often use more than one spelling to represent a word. However, the spellings that each compositor or scribe used, and the ratios in which they used each spelling remain stable throughout the work that they each undertook (Section 8.1). In Section 8.1, I showed that texts or sections of text that were typeset by one compositor (and using a copy text that did not contain more than one idiolect) have similarity scores of around 0.9. I then used this figure as a baseline measure when exploring other texts in this chapter. 
Furthermore, when we compare the spellings used by different people against each other, the idiolects are often quite different. In the Canterbury Tales when it was possible to isolate the spellings of the compositor from the spellings that the compositor copied from the copy text, the similarity of spellings was 0.39 (Section 8.2). However, where the copy text was included in the analysis, the comparison between compositors’ spellings is far higher; the possible change in compositor between Cluster 5 and Clusters 3a and 3b of the Golden Legend has a mean score of 0.83 (Section 8.3.2). 
 In addition to extending our knowledge of the nature of spelling variation, this chapter also returned to several of the research questions that were raised in the previous chapter:
D:	What is the source of the change in spelling variants in Caxton’s first edition of the Canterbury Tales?
F:	Are the differences between Cluster 3a and 3b and Cluster 5 in the Golden Legend caused by a change in compositor? 
G:	Are the quires in Cluster 3a and Cluster 3b typeset by the same compositor?
L: Was there a change in compositor in the Polychronicon at the location suggested by Hellinga & Painter?
Through exploring these research questions, this chapter expands our knowledge of the way that compositors worked together in Caxton’s printing house. By using the similarity measure on Caxton’s first edition of the Canterbury Tales, the Golden Legend and the Polychronicon it was possible to show that it was unlikely that a change in compositor occurred in any of these texts at the locations suggested by Hellinga and Painter. In the Canterbury Tales, the straightforward division of the text suggested by Hellinga and Painter at Quire L is unlikely, because the spelling data suggests that the text was divided into prose and verse, either for composition or earlier, during the creation of the copy text. In the Golden Legend, the high similarity score between the two halves of Cluster 3—from Quire u to Quire ʔ and from Quire aa to Quire kk—suggests that these two sections of text were typeset by the same compositor. Finally, in the Polychronicon, Hellinga and Painter suggested that a change in compositor took place at the beginning of Quire 29 because of the addition of a bifolium at the end of Quire 28, but a change in compositor is not detected by either the cluster analysis undertaken in Section 7.5.2 or the similarity measurements undertaken in Section 8.3.3. Instead, it does not appear that a change in compositors has taken place. 
So far, the analysis in Section Three has focused on the spellings used within individual texts. The final chapter of analysis widens the analysis and makes use of both the methods introduced so far—cluster analysis and similarity measurements—beyond the confines of individual texts and looks at the similarities in spellings used between whole texts. In doing so, Chapter 9 explores the extent to which Caxton’s own spellings can be located in the books that his printing house produced, and resolves the remaining research questions that have arisen during this thesis. 



Evidence of Caxton’s influence 
By combining the quantitative methods developed in Section Two, this chapter investigates the extent to which William Caxton was personally involved in the creation of the texts that came from his printing house, and explores Caxton’s approach to editing and translating. The extent to which Caxton was personally involved in the production of the texts from his printing house is unknown. We would expect that Caxton’s orthographic idiolect is present in many of his texts because he personally translated or wrote sections or the entirety of many of the texts produced by his printing house. In translating a text, Caxton also created a copy text that could be used in the printing house. Whether the master printer used Caxton’s handwritten edition for the copy text, or whether a further copy text was created from Caxton’s handwritten one, we would expect Caxton’s spellings to be retained in the text to some degree. Using hierarchical cluster analysis, this study shows that Caxton’s spellings can be found within the texts that Caxton translated and the prologues and epilogues that he wrote. By supplementing this research with similarity testing, this study also demonstrates how we can isolate the work of one compositor in Caxton’s printing house. 
The methods used in this chapter are those developed in earlier chapters, and reapplied onto the wider dataset. Previously this thesis focused on changes in spelling that take place within individual texts. In Chapter 7, I used cluster analysis to group individual texts by quires based on the similarity of spellings within each quire. By clustering quires based on spelling, we can use cluster analysis to locate points in the text where a change in spellings takes place. Once we know where in the text the change in spellings occurs, we can then explore the text further to find out whether the change in spellings is likely to be caused by either a change in the copy text or a change in the compositor. In Chapter 8, I used similarity testing to show the extent to which the spellings used in different clusters of quires within individual texts differ from one another. 
In the present chapter, the focus shifts away from quires within a text and onto Caxton’s use of spellings over a dataset comprised of whole texts. The combination of the methods developed in Section Two are ideal for this study, because cluster analysis can group whole texts together that make use of similar spellings, and the similarity measure is able to provide an indication of how similar the spellings are in different texts. When applied to whole texts, the cluster analysis demonstrates which texts contain Caxton’s idiolect, and the similarity measurements can show the extent to which these texts are similar to one another. In undertaking this research, these methods are used not only to isolate texts that were edited or translated by Caxton, but also to find out more about Caxton’s practices as an editor and a translator.
In addition to exploring the extent to which Caxton’s influence can be detected in the texts that his printing house produced, nine research questions arose through the cluster analysis undertaken in Chapter 7. The studies in Chapter 8 resolved Research Questions D, G, and L, and the work in this chapter aims to resolve the six remaining questions:
E:	What is the source of the change in spelling variants in the Book of Good Manners?
F:	Are the differences between Cluster 3a and 3b and Cluster 5 in the Golden Legend caused by a change in compositor? 
H:	To what extent did Caxton copy sections of his edition of the Golden Legend from the English Gilte Legende?
I:	Are the differences between Cluster 1 and Cluster 2 in the Golden Legend caused by Caxton’s editing practices?
J:	Was Caxton the author of the Liber Ultimus in the Polychronicon? 
K:	Did Caxton write out the entirety of the Polychronicon when preparing the text for printing?
This chapter combines and applies the methods developed in Section Two onto the wider dataset of Caxton’s texts. These methods were developed to analyse the internal structure of texts, and methodological adjustments are required for these methods to be used to effectively cluster whole texts together. Section 9.1 begins by clustering the whole texts in the wider dataset of Caxton’s texts, and subsequent sections consider texts individually in order to resolve issues raised in previous chapters. Section 9.2 addresses the Book of Good Manners, Section 9.3 focuses on the Polychronicon, Section 9.4 looks at the clustering of Paris and Vienne. Finally, this chapter draws together the remaining evidence to discuss the evidence of Caxton’s own intervention and returns to the texts of the Polychronicon and the Golden Legend in Section 9.5. 

[bookmark: _Ref492570566][bookmark: _Toc497899879]Cluster analysis of the Caxton dataset
This section applies hierarchical clustering onto the Caxton dataset, to explore the links between the texts printed by Caxton. In doing so, this study investigates whether there is any trace of Caxton’s own spellings in the books that he printed? Through clustering, this study demonstrates the relative similarity of Caxton’s texts to one another, based on the spelling variants used in each, and explores the extent to which Caxton’s own spelling variants remain in the texts that he printed. 
The dataset used in this chapter is made up of texts that span the majority of Caxton’s printing career, beginning with the Game of Chess in 1474 and ending with the Golden Legend in 1487. The texts that were selected for analysis each fulfil one of two functions, the text has either produced unresolved questions in the previous chapters, which now form one of the research questions for the present study, or the text forms part of the wider context for clustering and taking similarity measurements of the texts that are directly involved in exploring the research questions. This chapter makes use of all the texts that have been used in Chapter 7 and Chapter 8 along with several additional texts. Most of these texts are used as whole texts, but the texts that are being investigated through the research questions from Chapter 7—the Chronicles of England, Polychronicon, Book of Good Manners, and the Golden Legend—are divided further into smaller constituent parts for closer analysis. The texts and subsets that are included in the analysis for this chapter and make up the Caxton dataset are provided in Table 9.1. Each of the texts that has been divided into smaller subsections links back to one of the research questions that guides the explorations undertaken in this study. For these texts, the books are reduced into their composite sections that were created during the clustering process in Chapter 7. 

	Text in the Caxton dataset
	Subsections of text

	Game of Chess 
	

	Canterbury Tales 
	

	Dicts and Sayings of the Philosophers 
	

	Boethius 
	

	Chronicles of England 
	Text up to 1419
1419 to 1461 continuation

	Description of Britain 
	

	Reynard the Fox 
	

	Polychronicon 
	Books I to VII
Liber Ultimus

	Confessio Amantis 
	

	Troilus and Criseyde 
	

	Life of our Lady 
	

	Paris and Vienne 
	

	Book of Good Manners 
	Cluster 1
Cluster 2

	Golden Legend 
	Cluster 1
Cluster 2
Cluster 3a
Cluster 3b
Cluster 4
Cluster 5


[bookmark: _Ref490063067][bookmark: _Toc499753496]Table 9.1: Texts and subsections of texts included in the dataset

This study is particularly interested in the texts that Caxton translated or edited, because Caxton’s orthographic idiolect should remain in the copy text used to create the printed edition. Very few copy texts still exist or have been identified, so it is not possible to compare the copy text with the corresponding printed edition directly for most cases. However, while the copy texts for most of Caxton’s texts are unidentified, in some cases we have information about their creation. Caxton states in his prologues and epilogues that some of the texts he printed were those that he personally translated into English—thus creating a copy text—including Reynard the Fox, Paris and Vienne, Game of Chess, and Book of Good Manners. Caxton also implies that he translated part of the Golden Legend, because his edition of the text makes use of Latin, French, and English versions of the text, though Caxton does not specify which sections were copied from the English Gilte Legende and which sections Caxton translated from French or Latin.
 For texts that Caxton translated, the copy text that the compositors used when setting the type for these texts is either the translation that Caxton made or another handwritten copy that was made from Caxton’s original translation. In either case, we would expect that these texts would contain a high proportion of Caxton’s spellings from the copy text. As a result, we would expect these texts to cluster together during cluster analysis and produce a high score under similarity testing, though differences in compositors may reduce these scores. 

	Text in the Caxton dataset
	Caxton claims translation

	Game of Chess 
	Yes

	Canterbury Tales 
	

	Dicts and Sayings of the Philosophers 
	

	Boethius 
	

	Chronicles of England 
	

	Description of Britain 
	

	Reynard the Fox 
	Yes

	Polychronicon 
	

	Confessio Amantis 
	

	Troilus and Criseyde 
	

	Life of our Lady 
	

	Paris and Vienne 
	Yes

	Book of Good Manners 
	Yes

	Golden Legend 
	Partially


[bookmark: _Toc499753497]Table 9.2: Whole texts included in the Caxton dataset
This section aims to find out whether it is possible to identify sections of text (or whole texts) that were translated or heavily edited by Caxton on the basis of orthographic variation. For this section, the data that forms the input for the hierarchical clustering are the ratios of spelling variants used within whole texts printed by Caxton, listed in Table 9.2. 
 Unlike the cluster analysis undertaken in Chapter 7, this chapter makes use of hierarchical cluster analysis. The output from hierarchical clustering is a dendrogram, a tree-diagram that which groups texts together into progressively larger subsets of similar texts. The dendrogram maps out the relationships between the objects undergoing clustering (in this case, Caxton’s texts), and shows which texts are most similar to one another based on the spellings used in the text. The cluster analysis groups orthographically similar texts together, and the dendrogram showing the links between Caxton’s texts is presented below in Figure 9.3.
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[bookmark: _Toc499753563]Figure 9.3: Hierarchical clustering of Caxton's texts into four clusters

Figure 9.3 shows the hierarchical clustering of Caxton’s texts, grouped by the similarity of their spellings. Hierarchical clustering provides a comprehensive set of clusters, beginning from the first cluster of two texts, those with the lowest height on the dendrogram—the cluster of the Book of Good Manners and the Golden Legend. Because the join between the Book of Good Manners and the Golden Legend is lowest on the dendrogram, the spellings used in these two texts are the most similar to one another than any of the other texts in the dataset. 
One of the difficulties that arises from hierarchical clustering is determining how many meaningful clusters are in the data, and how many clusters is the most optimal solution. The lengths of branches that connect the clusters to one another is the main way that we can determine the candidates for the most optimal clusters. In Figure 9.3, I added an outline around four clusters. The cluster on the far right that contains the Book of Good Manners and the Golden Legend expands successively to include Reynard the Fox, Game of Chess, and Paris and Vienne. 
The height at which a text joins a cluster shows how similar the text is to the rest of the cluster. Paris and Vienne joins the rightmost cluster at a greater height than the other texts, which shows that the spellings in Paris and Vienne are less similar to the texts in the rest of the cluster than the spellings used in Reynard the Fox. The heights at which the dendrogram divides also gives us an idea of how different clusters of texts are to one another. For example, in Figure 9.3 four of the longest uninterrupted branches lead to the four clusters that I have marked out. Because these branches are relatively long, it suggests that the clusters at the ends of them are quite different to one another. We can look at the branching of the dendrogram to determine which clusters are more or less similar to one another. Of the four clusters in Figure 9.3, the cluster on the far right is most similar to the mid-right cluster, which contains Life of our Lady and the Confessio Amantis, amongst others. We can tell that this cluster is more similar to the cluster on the far right than the clusters on the left, because these two clusters come from the same parent branch higher up on the dendrogram. 
In Fgure 9.3 I marked out four clusters that arise from the data, but the dendrogram also has long branches when the data is grouped into two clusters, shown in Figure 9.4. The clustering in Figure 9.4 shows the contents of each cluster when the output of the hierarchical clustering is divided into two groups. The hierarchical cluster analysis provides a dendrogram of the objects that are input into the algorithm, but the algorithm does not state what the optimal number of clusters is as part of the output. As such, it is not immediately clear whether the output is best considered in two clusters or in four, and the decision about the overall number of clusters in the data must be made by the researcher. The uncertainty over the number of clusters is unlike k-means clustering which was used to cluster quires in Chapter 7; k-means clustering requires that the number of clusters (the value of k) is part of the input into the algorithm. 
When using hierarchical cluster analysis, a balance must be struck when determining the size of the clusters. The clusters should be large enough to make a meaningful generalisation of the clusters of data (i.e. clusters comprised of one text are unlikely to be meaningful when answering research questions) but small enough that the similarity within the objects in the cluster is high enough to hold the group together as a cluster. To determine whether the hierarchical clustering of Caxton’s data is more appropriate in two or four clusters, it is important to return to the texts to look for the similarities that link the texts within each cluster.
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[bookmark: _Toc499753564]Figure 9.4: Hierarchical clustering of Caxton's texts into two clusters

I suggest that four is the optimal number of clusters for the cluster analysis of the Caxton dataset because in Figure 9.3 the contents of the rightmost cluster have one thing in common: this cluster is formed exclusively of all the texts in the dataset that Caxton says that he translated. The cluster analysis shows that these texts all contain a high proportion of similar spellings, because the texts have clustered together, and it is likely that the copy texts used to create these texts all include spellings from the same person who wrote or translated the text, in this case Caxton. The factors that bind together the texts in the other three clusters are not currently apparent. 
Through using cluster analysis on books that were produced by Caxton’s printing house, this section has grouped texts based on the similarity of the spellings that are used throughout the whole texts. In doing so, we have found that the set of texts that were translated by Caxton contain similar spellings, and these texts cluster together separately to the texts that were not translated by Caxton. The cluster analysis has shown that Caxton’s idiolect has been transmitted through the successive copies of text, and remains within the print editions. The rest of this study focuses on exploring the unresolved research questions that arose during the cluster analysis in Chapter 7. By using the full dataset of texts that were produced by Caxton as a kind of clustering context, the rest of this study compares sections of texts for which there is uncertainty as to the extent that Caxton was involved in their composition, specifically in the texts of the Book of Good Manners, Polychronicon, and the Golden Legend. In this final chapter of analysis, I combine the use of cluster analysis and similarity measurements to demonstrate why it is that these texts have not followed the norm under previous scrutiny.

[bookmark: _Ref497397371][bookmark: _Toc497899880]Caxton’s translation of the Book of Good Manners
The Book of Good Manners is one of the many texts that Caxton translated from French into English. In the previous chapters, the Book of Good Manners has been notable for not conforming to what was expected of a book that otherwise has no evidence for a change at the level of the copy text or a change in compositor. In Section 7.3, the cluster analysis of the Book of Good Manners showed that there is a change in the spellings used in the text somewhere within Quire e. In Section 8.1, the similarity score when we compared the sections on either side of the divide in Quire e was 0.81, which is in line with the similarity scores for other texts where a change in compositor or copy text had taken place. 
Bibliographical evidence does not support a change in the copy text or concurrent typesetting by two compositors for the Book of Good Manners. Caxton claims translatorship of the text; he writes in his prologue to the text: 

a mercer of London named Wylliam Praat, which late departed out of this lyf on whos soule God have mercy, not long tofore his deth delyverd to me in Frenshe a lytel book named the Book of Good Maners … and desired me instantly to translate it into Englyssh 
(Blake 1973: 60)

There are no earlier versions of the Book of Good Manners in English, and as a whole book the text does cluster with the other texts that were typeset by Caxton, which suggests that the text contains some of Caxton’s spellings and that Caxton had been personally involved in the production of the copy text. While there is no bibliographical evidence that supports a change in the copy text, there is also no evidence that supports concurrent typesetting by two compositors. The cluster analysis undertaken on the quires of the text in Section 7.3 showed that a change in the spellings takes place at some point within Quire e, but there is no obvious location for a change of compositor within the quire. None of the pages in Quire e begins a new section of the book, but rather the pages begin mid-sentence which would make the join between text from two compositors very difficult to achieve. 
While the evidence does not support a change in either the copy text or the compositor, nevertheless a change in spellings suggests a change in one of these sources of input has taken place. This section seeks to resolve this issue, guided by Research Question E: What is the source of the change in spelling variants in the Book of Good Manners? We can begin by clustering the two sections of the Book of Good Manners that emerged during the clustering in Chapter 7. 
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[bookmark: _Toc499753565]Figure 9.5: Hierarchical clustering of the Book of Good Manners

In Figure 9.5 the two sections of the Book of Good Manners split from one another – the second half of the text goes along with the texts that Caxton wrote himself and the first half of the text joins Paris and Vienne in a separate cluster. Both sections of the Book of Good Manners cluster with texts that were translated by Caxton, which suggests that Caxton’s spellings are present throughout the text of the Book of Good Manners and that it is likely that Caxton translated the entirety of the text. The change in spellings does not appear to have been caused by a change in the copy text—it appears that Caxton translated the Book of Good Manners and in doing so created the copy text for the printed edition. If the change in spellings is not caused by a change in the copy text, then it is likely that there is a change in compositor that takes place in Quire e of the text. Because the pages in Quire e all begin mid-sentence, it is unlikely that two compositors were typesetting concurrently and their work was subsequently combined. Instead, it is more likely that the text was typeset by one compositor at a time, and that during the typesetting process one compositor took over the work from the other compositor. I will return to discuss this text further in Section 9.5, once more information about the dataset is available. 

[bookmark: _Ref492709736][bookmark: _Toc497899881]Caxton’s authorship of parts of the Polychronicon and the Chronicles of England
Caxton’s edition of the Polychronicon has attracted scholarly attention for several reasons: Caxton claims that he modernised the language of the text, and scholars have raised the possibility that Caxton was the author of the additional section of text added onto the end of the book, the Liber Ultimus. Caxton makes his claim that he modernised the language of the text in his epilogue that follows Book VII, stating that he “som what haue chaunged the rude and old englyssh that is to wete certayn wordes which in these dayes be neither vsyd ne vnderstanden” (1482: 390). 
As part of the modernisation process, Caxton claims to have written out the entirety of the text himself saying that he “wryte fyrst ouer all the sayd book of proloconycon” (1482: 390). Lister Matheson argues that Caxton copied the entirety of the book out himself and made amendments to the language as he went, based on Caxton’s use of the phrase “wryte fyrst ouer all” (Matheson 1985: 601–2). However, studies into the changes made to the text by Caxton suggest that Caxton’s editorial intervention was minimal; William Matthews states that Caxton amended spelling, morphology, and the occasional substitution of dialect words, and that he made “a dozen or so” such changes to each page (1997a: 72). 
The second reason for scholarly interest in the Polychronicon is the authorship of the additional text at the end of the book titled the Liber Ultimus. The text of the Polychronicon that appears in most manuscript editions runs to seven books long. Caxton’s text features an epilogue after Book VII which begins “Thus endeth the book named Proloconycon made & compiled by Ranulph monk of chestre” (1482: 390), and goes on to state that he has made “another booke after this sayd werke whiche shal be sett here after the same … For I dar not presume to sette my booke ne ioyne hit to his” (1482: 390). Following this short introduction begins the section titled Liber Ultimus. 
The text of the Liber Ultimus in the Polychronicon is almost identical to the 1419 continuation of Chronicles of England, Caxton’s version of the Middle English prose Brut chronicle. Some scholars have argued that Caxton himself wrote the Liber Ultimus for the Polychronicon (see Blades (1971 [1877]: 255), in particular), but more recent research has argued that Caxton may have written the 1419 continuation to the Chronicles of England, which he then copied into the Polychronicon as the Liber Ultimus (Blake 1991b: 116–7). While the Liber Ultimus was likely copied from Caxton’s Chronicles of England, the question of who wrote the 1419 continuation of the Chronicles of England has not been settled. Several scholars believe that Caxton was the author of the 1419 continuation. Norman Blake writes that “The impression one gets from Caxton’s epilogue to book seven is that he composed the Liber Ultimus himself” (1969: 116), while Hellinga states that “in 1480 Caxton probably added a substantial section to the Chronicles of England, and the ‘Liber Ultimus’ of the Polychronicon of 1482 is certainly from his hand” (2010: 109), and finally Matheson (1985: 606) writes:

if we accept that Caxton was himself the compiler of the earlier continuation, then he may have been sufficiently satisfied with it to repeat it in the Liber Ultimus. If Caxton was the compiler of both parts of the Liber Ultimus, then his comments attributing authorship to himself can be accepted at face value as a quite accurate reflection of the truth 

Previous analysis of the Polychronicon in this thesis has explored the internal differences within the spellings of the text. In Section 7.5.2, cluster analysis of the quires of the Polychronicon groups the text into six clusters which correspond to the underlying structure of the text, and the distribution into clusters is reprinted below in Figure 9.6. 

[image: ]
[bookmark: _Toc499753566]Figure 9.6: Clustering the Polychronicon, k = 6

The results from Section 7.5.2 suggest that the copy text may have been written by several different scribes and then put together to form a whole text. In Section 8.3.3 I showed using similarity measurements that it was unlikely that a change in compositors took place at the beginning of Quire 29, as suggested by Hellinga and Painter in the BMC. Instead, it is more likely that the entirety of Cluster 3 of the Polychronicon was typeset by one person. 
The internal analysis of the Polychronicon undertaken in Section 7.5.2 and Section 8.3.3 has explored the levels of spelling variation within the text, and in doing so, shows how the text may have been typeset by one compositor using a copy text that includes the spellings from several people. This section aims to explore the extent to which Caxton was involved in the production of the text. This section is guided by two research questions that arose from the cluster analysis undertaken in Chapter 7: 
I:	Was Caxton the author of the Liber Ultimus in the Polychronicon? 
J:	Did Caxton write out the entirety of the Polychronicon when preparing the text for printing?
Cluster analysis of sections of the Polychronicon against the wider dataset should provide enough information to allow us to explore these research questions further. In investigating Research Question I we want to find out whether Caxton was the author of the Liber Ultimus. However, as the Liber Ultimus appears to have been copied from the 1419 continuation of Caxton’s print of the Chronicles of England, we are also exploring the extent to which Caxton wrote the continuation. We can explore Research Question I by separating the Liber Ultimus from Book I to Book VII of the Polychronicon and separating the 1419 continuation from the text up to 1419 of the Chronicles of England. By comparing these sections against the wider dataset, we can find out the extent to which either the Liber Ultimus or the 1419 continuation shows similarity with the texts that contain Caxton’s spellings. Once these shorter disputed sections are detached from their respective texts, we can cluster the dataset again, the results of which can be seen in Figure 9.7.
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[bookmark: _Toc499753567]Figure 9.7: Hierarchical clustering of the Liber Ultimus and the 1419 continuation

Figure 9.7 shows the clustering of all the texts in the wider dataset, where the Polychronicon has been divided into the Liber Ultimus and Book I to VII, and the Chronicles of England has been divided into the text up to 1419 and the 1419 continuation that brings the text up to 1461. The two sections of the Polychronicon are grouped into one cluster alongside Life of our Lady and the Confessio Amantis, while the two sections of the Chronicles of England are in a separate group with the Description of Britain. We might expect the Chronicles of England to be grouped with the Description of Britain, because the Description of Britain is a combination of text from the Polychronicon and Caxton’s edition of the Chronicles of England.
The results in Figure 9.7 suggest that it is unlikely that Caxton wrote the 1419 continuation or the Liber Ultimus. The cluster analysis shows that very similar spellings are found in the two sections of the Chronicles of England in the section up to up to 1419 and the 1419 continuation; had Caxton written the 1419 continuation himself we would expect some of Caxton’s spellings would remain in the printed text, and perhaps for the continuation to group with the texts that Caxton translated. The spellings in the 1419 continuation appear to match the spellings used in the rest of the Chronicles of England, which—being based on a manuscript from the fourteenth-century—Caxton certainly did not write. Additionally, we would expect the 1419 continuation and the Liber Ultimus to cluster together because both should share a common copy text, but this is also not the case. Because the 1419 continuation does not cluster alongside the Liber Ultimus, but instead clusters with the rest of the Chronicles of England, it is unlikely that Caxton wrote the continuation. 
We can demonstrate further the unlikeliness that Caxton authored the 1419 continuation/Liber Ultimus using similarity measurements. If Caxton had written the 1419 continuation, we would expect the Liber Ultimus and the 1419 continuation to show a fairly high similarity, though tempered by differences in compositor. We would also expect dissimilarity between the Liber Ultimus and the rest of the Polychronicon, and the 1419 continuation and the rest of the Chronicles of England; had Caxton written the 1419 continuation then the compositors must have used different copy texts for the continuation and the rest of the Chronicles of England. However, neither of these scenarios is the case as we can see from the data in Table 9.8.

	Text compared
	Text compared
	Similarity score

	Liber Ultimus
	1419 Continuation
	0.69

	Liber Ultimus
	Polychronicon Books I to VII
	0.91

	1419 Continuation
	Chronicles of England to 1419
	0.93


[bookmark: _Toc499753498]Table 9.8: Similarity of the Liber Ultimus and the 1419 continuation

Where we would have expected the extended texts that Caxton allegedly wrote to be highly similar, instead the Liber Ultimus and the 1419 continuation have a similarity score of 0.69, which is far lower than any text that has the same underlying copy text or the same author of the copy text. Furthermore, where we would have expected a greater dissimilarity between the original texts of the Chronicles of England and the Polychronicon and Caxton’s extension. Instead both texts show a very high similarity score of over 0.9. 
The similarity score for the Chronicles of England up to 1419 and the 1419 continuation is in line with the similarity of spellings in a text where the copy text and the compositor is the same throughout. This result suggests that the manuscript used by Caxton came with the 1419 continuation already attached, and within the copy text the text up to 1419 and the continuation were both written by the same scribe. Though the similarity score is a little lower, the same is true for the Polychronicon up to the end of Book VII compared against the Liber Ultimus. 
At this point, the available information is insufficient to say whether Caxton wrote the Polychronicon out in full, but the information about the authorship of the Liber Ultimus and the 1419 continuation is less ambiguous. This data strongly suggests that Caxton was not the author of the 1419 continuation of the Chronicles of England, and the copy text of the Chronicles of England that Caxton printed from came with the 1419 continuation as part of the manuscript. 

[bookmark: _Ref492564875][bookmark: _Toc497899883]Unstable clustering: Paris and Vienne 
The text of Paris and Vienne does not always cluster with the same texts. Of the four clusters that the wider dataset formed in Section 9.1, Paris and Vienne has been clustered into two of those four when clustered against the wider dataset and smaller sections of text. When the cluster analysis is undertaken on whole texts alone, Paris and Vienne is clustered with the texts that are translated by Caxton, such as the Book of Good Manners and the Game of Chess, demonstrated in Figure 9.9.
When the whole texts only are used for clustering, Paris and Vienne is clustered into the group of texts that were translated by Caxton. However Paris and Vienne is not central to the cluster formed by Caxton’s translated texts. While we cannot visualise the cluster analysis for the whole texts because of the number of dimensions involved, Paris and Vienne is a peripheral member of the cluster formed by the texts translated by Caxton. We know that that Paris and Vienne is not central to the cluster, because in Figure 9.6 the distance between Paris and Vienne and the branch that joins the text to the rest of the cluster is not very long, and therefore the text is not entirely dissimilar to the next nearest cluster. Other more central texts to the cluster, such as the Book of Good Manners have a far greater distance between the point at which the parent branch to the cluster divides at the point of the text. Because Paris and Vienne is a peripheral text, the text could easily be grouped in with another cluster depending on the spellings that are used as input for the cluster analysis. The movement of Paris and Vienne into another nearby cluster is exactly what happens when the number of spellings is reduced on clustering smaller sections of text. 
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[bookmark: _Ref498701674][bookmark: _Toc499753568]Figure 9.9: Clustering Paris and Vienne with texts that were translated by Caxton

In Figure 9.10, below, where smaller sections of text are included in the analysis, Paris and Vienne is grouped in with different texts compared with the clustering of texts in Figure 9.9 which only includes full texts.[footnoteRef:17] There is a difference in the number of spellings included in the analysis when clustering is undertaken with full texts in Figure 9.9 and Figure 9.10 where smaller sections of text are included in the analysis. This difference in the spellings included in the analysis causes Paris and Vienne to move between clusters when the texts—or parts of the text—used for clustering are changed. In Section 5.5.2, I talked about the number of spellings that were included in the cluster analysis in detail. In order to cluster whole texts, the words that are included in the analysis must appear in each text, or section of text, undergoing clustering in at least one orthographic form. For example, to consider the spelling variants for THROUGH, each text must contain at least one spelling variant for THROUGH, although it is not necessary that the same variants are used in each text. When clustering whole texts, the number of spellings included in the analysis is higher, because there are more distinct words that appear in whole texts than there are distinct words that appear in shorter sections within a whole text. The reduced number of words in shorter sections of text relative to the number of distinct words in whole texts becomes relevant when we begin to use sections of text in the cluster analysis. For example, there are 424 words that appear in every text in the Caxton dataset, but when we include the 1419 continuation from the Chronicles of England and the Liber Ultimus from the Polychronicon as separate entities, there are 341 words that appear in all the texts and the subsections for these texts. This reduction in the number of spellings that are taken into consideration has a direct effect on which cluster Paris and Vienne falls in to. [17:  Due to slight differences in the results caused by variations in the number of spellings, the program R has moved the cluster containing the texts that were translated by Caxton to the leftmost area of the chart. Aside from shuffling the order of the clusters—and the text of Paris and Vienne—the contents of the clusters are otherwise identical to those in Figure 9.9.] 
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[bookmark: _Toc499753569]Figure 9.10: Clustering Paris and Vienne with reduced number of spellings

Paris and Vienne is similar to both the cluster comprised of texts that were translated by Caxton and the texts in the neighbouring cluster, which includes Troilus and Criseyde and Life of our Lady. Because of the similarities that Paris and Vienne has to both groups, the text might be grouped into one cluster or the other depending on which spellings are taken into consideration. When whole texts are used for the cluster analysis, a greater number of words form the input for the analysis, and these words include function words and a wider set of fairly high frequency words that are used in all the texts. However, when smaller sections of text are included in the cluster analysis, the words that are included in the cluster analysis include function words, but far fewer other high frequency words. 
When we cluster Paris and Vienne with segments of other texts, such as the Liber Ultimus, we limit the analysis to mainly function words. In this case, we can draw the conclusion that the spellings of function words in Paris and Vienne is slightly more similar to the function word spellings in Troilus and Criseyde and Life of our Lady than in the other texts that were translated by Caxton. However, as discussed in Section 5.5.2, function words are not the best set of words to base an analysis of spellings on, because function words do not exhibit the same spelling variation as other classes of words. The most accurate cluster analysis result is one which is undertaken with the maximum number of words available, without causing other methodological issues. 
We can find out which cluster Paris and Vienne is most suited to by measuring the similarity of spellings used in the text against other texts printed by Caxton. The similarity measurements can provide supporting information in this case, because similarity measurements are able to take more spellings into account than cluster analysis. The method of cluster analysis that I have used for this chapter requires each word in the analysis to be included in every text being analysed (discussed in further detail in Section 5.5). The same is true for the cosine similarity measure—each word must be used in both texts being compared. However, the difference is that the cosine similarity measure only compares two texts, or two sections of text, whereas the cluster analysis considers many texts. When we compare Paris and Vienne against individual texts, more words are likely to be common to Paris and Vienne and the Polychronicon (for example), than the number of words that are common to Paris and Vienne and all the other texts that make up the wider dataset. The similarity scores between Paris and Vienne and other texts in the dataset is presented in Table 9.11.

	Text 1
	Text 2
	Cluster of Text 2
	Similarity score

	Paris and Vienne
	Book of Good Manners
	Cluster 4
	0.89

	Paris and Vienne
	Golden Legend
	Cluster 4
	0.92

	Paris and Vienne
	Troilus and Criseyde
	Cluster 3
	0.73

	Paris and Vienne
	Polychronicon
	Cluster 3
	0.81

	Paris and Vienne
	Canterbury Tales
	Cluster 2
	0.51


[bookmark: _Toc499753499]Table 9.11: Similarity measurements between Paris and Vienne and similar texts

Table 9.11 gives the similarity scores between Paris and Vienne and other texts. The texts that the spellings in Paris and Vienne are most similar to are texts from Cluster 4 of the whole dataset, shown in Figure 9.9, above. The texts in Cluster 3, which Paris and Vienne is sometimes clustered into, are less similar to Paris and Vienne than the texts in Cluster 4, though the scores are still quite high. For comparison, Paris and Vienne is far less similar to the Canterbury Tales, in terms of the spellings that both texts contain overall. 
The similarity scores in Table 9.11 suggest that the spellings in Paris and Vienne are most similar to texts in Cluster 4, and that when more spellings are included in the analysis Paris and Vienne should form part of this cluster. These results are unsurprising; Paris and Vienne fits best in the cluster that contains all the other texts that were also translated by Caxton. The text only moves into Cluster 3 when the number of words used for the analysis is reduced, as is the case when smaller sections of text are included in the clustering. In this case, similarity measurements support the membership of Paris and Vienne in Cluster 4. While Paris and Vienne is unstable when the number of spellings is reduced, the rest of the texts in the dataset are not. None of the other texts in the wider dataset moves between clusters, and these texts in the dataset group together with a greater degree of certainty.
[bookmark: _Ref492635028]
[bookmark: _Ref497225586][bookmark: _Ref497402374][bookmark: _Ref497481040][bookmark: _Ref497727838][bookmark: _Toc497899884][bookmark: _Ref499720178]Caxton’s influence in the texts that he printed
This chapter began by asking whether it is possible to locate Caxton’s influence in the texts that his printing house produced by researching the orthography of his texts. Through undertaking cluster analysis on the wider dataset, it is possible to see the texts that Caxton translated grouped together because of the shared spellings that appear in those texts. Along with the texts that Caxton translated, there are other smaller sections of text that Caxton is suspected of writing—the prologues and epilogues to his texts. The prologues and epilogues have been a source of scholarly interest, because they provide a window into Caxton’s working practices and occasionally his opinions (see, for example, the egges/eyren story in his prologue to Eneydos). For the current study, the prologues and epilogues are of interest because they are the only texts that Caxton wrote without using a copy text, that is, the prologues and epilogues contain Caxton’s spellings when he is not influenced by other spellings. 
It is not possible to cluster individual prologues or epilogues because of their length. The prologues and epilogues tend to be too short to contain enough distinct words for cluster analysis to be meaningful over the wider dataset. We can combine the prologues and epilogues together to make one “text” that is long enough to be clustered against the whole texts in the dataset. However, combining the prologues and epilogues together to make one “text” that is long enough to be clustered also has the potential to be problematic. The issue with sticking the prologues and epilogues together and treating them as one text is that while these short sections of text should all have one underlying commonality—Caxton’s spellings—the prologues and conclusions were written as required for each text. The texts were not all written and printed at the same time, but were written over Caxton’s printing career from 1473 to 1491. Before we can use the prologues and epilogues, it is necessary to demonstrate that the spellings in these sections of text are the same and that Caxton’s spellings have not changed over time. 
We can combine several prologues and epilogues that were published within two years of each other, and compare them against prologues and epilogues that were published at an earlier or later date. The mean similarity score for the small groups of prologues and epilogues is 0.87, which is a high score considering the changes in compositors between the texts. From this result we can take two things: firstly that Caxton’s spellings remain stable over time. Even when comparing the very earliest texts with the very latest, the prologues and epilogues have a score of 0.86. Thus, it is possible to talk about “Caxton’s spellings” as a static idiolect, not a shifting set of variables. That does not mean that Caxton never changed his spellings over time; it is possible that some few variants changed over the twenty years that he was producing texts. However, the overall use of spellings—which is measured by the similarity measurements—remains the same. 
The second thing we can take from this is that the prologues and epilogues, when combined, can work reasonably well as a “text” to act as an example of Caxton’s spellings when he is not working from a copy text. The prologues and epilogues are different to when Caxton is translating a text, because it is possible that the copy text affects the spellings that he uses, even when the copy text is in another language. Previous research has shown that some of Caxton’s English spellings were influenced by Dutch when translating Reynard the Fox (Blake 1991a). 
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[bookmark: _Toc499753570]Figure 9.12: Hierarchical clustering of Caxton’s prologues and epilogues

Now that we know that the prologues and epilogues can be combined to form one coherent text that represents Caxton’s spellings, we can cluster these sections of text against the wider Caxton dataset. Figure 9.12 shows the prologues and epilogues clustered against the other texts in the dataset. The prologues and epilogues do not cluster with the texts that Caxton translated, in the leftmost cluster, but instead cluster with the Polychronicon, and other texts. The prologues and epilogues represent Caxton’s spellings when he is writing without a copy text or a non-English text that he is translating. 
 The clustering of the prologues and epilogues provides two pieces of evidence. First, the clustering groups the prologues and epilogues in with the Polychronicon and the Confessio Amantis among other texts, which suggests that these texts may include Caxton’s spellings also (I return to this point in Section 9.5.1). Second, the clustering does not group the prologues and epilogues with Caxton’s translated texts. This separate clustering suggests that the spellings that Caxton uses when writing English out in the prologues and epilogues are not entirely the same as the spellings he uses when translating texts into English, perhaps due to the influence of the non-English copy text Caxton is working from. The use of the prologues and epilogues allows us to cluster the text into two main groups, shown in Figure 9.13.
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[bookmark: _Toc499753571]Figure 9.13: Hierarchical clustering of Caxton's texts into two clusters

Figure 9.13 shows the whole texts clustered based on the similarity of their spellings to one another and the resulting dendrogram divided into two clusters. Now that we know the prologues and epilogues are clustered next to the Polychronicon, we can tentatively suggest that the cluster on the right is made up of texts that contain some of Caxton’s spellings, and the cluster on the left contains texts that do not use Caxton’s spellings. Using this additional information, we can return to the remaining unresolved questions around the Polychronicon and the Golden Legend.

[bookmark: _Ref497223855]Reconsidering the Polychronicon
The exploration of the Chronicles of England undertaken in Section 9.3 suggests that Caxton did not write the 1419 continuation/Liber Ultimus himself, and that he used a manuscript version of the Chronicles of England that came with the continuation already attached. In this section, we can reconsider whether Caxton wrote out the entirety of the text now that we know which of his texts contain some of his spellings. Figure 9.14 shows the hierarchical clustering of the Liber Ultimus and the 1419 continuation clustered against the rest of the Polychronicon and the Chronicles of England and the wider dataset. 
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[bookmark: _Toc499753572]Figure 9.14: Hierarchical clustering of the Liber Ultimus and the 1419 continuation

Both the Liber Ultimus and the rest of the Polychronicon are clustered in with the texts that also include Caxton’s spellings. Caxton was not the author of the Polychronicon, and comparison of the Polychronicon with the Chronicles of England suggests that Caxton also did not write the Liber Ultimus. However, although Caxton did not write the Polychronicon the clustering of the Polychronicon alongside Caxton’s prologues and epilogues suggests that his spellings are in the text. 
Research Question K asked whether Caxton wrote out the entirety of the Polychronicon in full, as Caxton suggested he did in his prologue to the text. The results in Figure 9.14 suggest that Caxton did write out the text in full, because the Polychronicon and the Liber Ultimus are both grouped into the same cluster as the prologues and epilogues. Without having written out the text in full, the Polychronicon would not contain enough spellings to represent Caxton’s idiolect; research suggests that the changes he made were minimal, and the editorial work Caxton undertook on the text would not be sufficient for the text to include enough of his spellings into the text to cluster alongside the prologues and epilogues without writing the text out. In contrast, the Chronicles of England and the 1419 continuation are both grouped in with the Description of Britain and form part of the wider cluster in Figure 9.13 which contains texts that do not appear to have had any editorial intervention from Caxton. 
The clustering of Caxton’s texts provides evidence that suggests Caxton used different spellings when translating text to when he writes a text in English. When the dataset is divided into four clusters, there are two clusters that include Caxton’s spellings. In Figure 9.14, the texts that Caxton translated hold together into the leftmost cluster, while texts that Caxton wrote without using a copy text in a language other than English are in the mid-left cluster. This cluster includes the sections of the Polychronicon which Caxton appears to have written out in its entirety, and the prologues and epilogues which presumably Caxton wrote without the use of a copy text. The cluster analysis shows that there are spellings common to both clusters, because both clusters come from the same parent branch on the dendrogram. 
However, the cluster analysis also shows that the spellings used by Caxton when he translates a text are not entirely the same as spellings used by Caxton when he writes the prologues and epilogues to his text, or when he copies a text in English, such as the Polychronicon. Previous research has shown that Caxton changes his spellings to match the spellings of his copy text when translating; in his study into successive copies of Reynard the Fox, Norman Blake shows that Caxton incorporates Dutch spelling conventions into some words of his English text (Blake 1991a). The results of this study demonstrate the influence of the non-English copy text on Caxton’s texts more widely, and show that the spellings that Caxton used when he was writing without a copy text, or when he was copying a text in English, were different to the spellings he used when he was translating a text.

[bookmark: _Ref497210811]Reconsidering the Golden Legend
Caxton’s edition of the Golden Legend is an orthographically complex text because of the way in which it was put together. Caxton’s edition of the text is not a direct copy of the existing English text, known as the Gilte Legende, but instead Caxton’s edition was derived from a combination of sources from several languages. In his prologue and epilogue to the text, Caxton (1487: 2b) mentions the sources that he used to create the text, stating 

I had by me a legende in frensshe another in latyn & the thyrd in englysshe whiche varyed in many and dyuers places and also many hystoryes were comprysed in the two other bookes whiche were not in the englysshe book

As part of his editorial work in compiling the text, Caxton copied some of the English text into his own edition, but also translated other parts of the text from the French and Latin editions. The editorial processes undertaken by Caxton will have an impact on the spellings that appear in the printed text: the copy text used to create the printed text will contain two sets of spellings: one layer of spellings from the Gilte Legende and a separate layer of Caxton’s spellings in the sections of text that he translated from French or Latin. 
The spellings used in the Golden Legend are complicated further because of the reprinting that took place for some of the extant texts. The version of the Golden Legend used in EEBO-TCP is one of the second-issue texts, which includes some quires from the first print run, but other quires were reprinted several years later. The quires that were reprinted are shown below on the second line in Figure 9.15. Where the quires were reprinted, the type had to be reset possibly by different people to the compositors who set the type during the first printing. By adding an additional layer of compositors’ spellings, the reprinting adds another layer of copying onto the layers of spelling from the copy text (which itself contains spellings from Caxton and from the Gilte Legende), and the spellings from the compositors for the first print of the text. The possible change in compositors that takes place between Cluster 3 and Cluster 5 in the second reprint of the Golden Legend in addition to the change in compositors in the first issue, creates further orthographic complexity. 
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[bookmark: _Toc499753573]Figure 9.15: Golden Legend clusters divided by imprint
	
In Section 7.5.1 I used cluster analysis to identify quires that had come from the first imprint and quires that had been reprinted as part of the second imprint. Cluster 3 and Cluster 5 from the Golden Legend—shown in Figure 9.15—are from the first print run, while Clusters 1, 2, and 4 are part of the reprint for the second issue. The quires that form the first and second imprints have been differentiated by Hellinga and Painter based on bibliographical information discussed at length in Section 7.5.1. While Chapter 7 demonstrated the way in which we can isolate clusters of quires based on changes in the spellings that form the text, the analysis also raised several more research questions about the composition of the text:
F:	Are the differences between Cluster 3a and 3b and Cluster 5 in the Golden Legend caused by a change in compositor? 
G:	Are the quires in Cluster 3a and Cluster 3b typeset by the same compositor?
H:	To what extent did Caxton copy sections of his edition of the Golden Legend from the English Gilte Legende?
I:	Are the differences between Cluster 1 and Cluster 2 in the Golden Legend caused by Caxton’s editing practices?
Through undertaking cluster analysis and similarity measurements on the quires and the resulting clusters of the Golden Legend it has been possible to show how the spellings that changed in the text were caused by changes in the copy text and the compositor. In Section 7.5.1, I showed that the Golden Legend can be divided into clusters based on whether the quires were from the first or second imprint, and based on changes in compositor and the copy text. In Section 8.3.2, I used similarity measurements to demonstrate that the quires that form Cluster 3a and Cluster 3b were likely set by the same compositor, in response to Research Question G. However, when looking at the internal structure of the text, it is not possible to draw conclusions about the copy text that was used for the text. This section uses hierarchical cluster analysis on the wider Caxton dataset and the Clusters of the Golden Legend that arose in Chapter 7 to answer Research Question F, H, and I. 
When the spellings used in different clusters of the Golden Legend are combined to represent the text as a whole, the Golden Legend is grouped with the texts that were translated by Caxton, including Game of Chess, Paris and Vienne, Reynard the Fox and the Book of Good Manners, shown in Figure 9.16. While the text as a whole is grouped with texts that presumably contain Caxton’s spellings, it may not be the case that the individual clusters that form the Golden Legend all include the same spellings. We can explore the contents of the Golden Legend more closely by clustering the five clusters of the Golden Legend that arose in Chapter 7 alongside the other texts in the Caxton dataset. The other texts in the dataset act as a wider clustering context that the Clusters of the Golden Legend can be compared against. By comparing the clusters of the text against whole texts in the wider dataset, it is possible to see the extent to which the clusters differ to one another, and align with other texts that were produced by Caxton. 
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[bookmark: _Toc499753574]Figure 9.16: Hierarchical clustering of Caxton's texts into four clusters

Studies into Caxton’s edition of the text have shown that Caxton used the French text as his base text, and made amendments to this text from the Latin and English editions (Blake 1969: 119). It is not clear which sections of the text were copied directly from the English edition, and which sections of the text Caxton translated from French and Latin. The cluster analysis can be used to show which texts—or sections of texts—contain different spellings. In the case of the Golden Legend, the section of text that Caxton copied from the English Gilte Legende is likely to contain some different spellings to the section of text that Caxton translated from the French and Latin editions of the same text. By clustering the sections of the Golden Legend against the wider dataset, it is possible to see how the sections of the text are distributed. The results of clustering the five clusters of the Golden Legend alongside the other texts in the Caxton dataset are demonstrated in Figure 9.17, overleaf.
Figure 9.17 shows the dendrogram of the clusters of the Golden Legend after hierarchical cluster analysis alongside the wider Caxton dataset. When the whole text of the Golden Legend was clustered with the rest of the dataset in Section 9.1, the text is grouped with the books that Caxton translated: Paris and Vienne, Book of Good Manners, Game of Chess, and Reynard the Fox. In Figure 9.17 when the Golden Legend is divided into its constituent clusters, Cluster 2 and Cluster 4 remain grouped with these texts, but Cluster 5, Cluster 1, and Cluster 3a and 3b are grouped with other texts. The two rightmost clusters are closely related, because both clusters come from the same parent branch on the dendrogram. 
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[bookmark: _Toc499753575]Figure 9.17: Hierarchical clustering of the Golden Legend 

This chapter began by asking several research questions about the Golden Legend. We can reconsider these questions now that we have more information about the wider clustering context. 
F:	Are the differences between Cluster 3a and 3b and Cluster 5 in the Golden Legend caused by a change in compositor? 
H:	To what extent did Caxton copy sections of his edition of the Golden Legend from the English Gilte Legende?
I:	Are the differences between Cluster 1 and Cluster 2 in the Golden Legend caused by Caxton’s editing practices?
This section shows the distribution of the clusters of the Golden Legend when grouped with other texts as part of the cluster analysis. I suggest that Cluster 2 and Cluster 4 of the Golden Legend are likely to have been translated by Caxton because these clusters are grouped with the other texts that Caxton translated. I turn now to assess whether the other clusters within the Golden Legend were likely to have been translated from French or Latin sources, or whether they were copied from the English Gilte Legende. 
Cluster 5 of the Golden Legend is clustered with the texts that also contain some of Caxton’s spellings—such as the prologues and epilogues, and the Polychronicon—though the spellings Caxton used when copying or writing English are not the same as the spellings used when Caxton translated text into English. Like the Polychronicon, it is likely that Cluster 5 of the Golden Legend was copied out in full by Caxton from the English Gilte Legende. In comparison, Cluster 1 from the Golden Legend does not appear to have had any intervention from Caxton—the text clusters with texts that do not contain any of Caxton’s spellings, such as Boethius and the Canterbury Tales. In this case, it appears likely that the first section of the Golden Legend, up to the beginning of Quire m, was given to the compositors directly and Caxton did not undertake any editorial work on this section of text. The observation that the earlier part of the text differs from the later part of the text has also been noted by Norman Blake, who notes that all the stories including and following on from Joshua “contain references to non-Biblical sources” (Blake 1991b: 222). The section of the Golden Legend that covers Joshua falls in Quire h, which is slightly earlier than the change that I note takes place in or around Quire l. These results suggest that the compositors followed the Gilte Legende until Quire m, and after this point the compositors used a copy text provided by Caxton that included his editorial interventions. 
In response to Research Question H, it appears that Caxton did not copy a great deal of the text from the Gilte Legende, likely only using the material towards the end of the text that makes up Cluster 5. In answer to Research Question I which asked what had caused the difference between the idiolects in Cluster 1 and Cluster 2, Cluster 1 appears to include quires that were unedited by Caxton, and the remaining clusters appear to have been translated by Caxton from either the French or Latin editions of the text. 
Research Question F asked whether the distinction between Cluster 5 and Clusters 3a and 3b was caused by a change in compositor. Figure 9.18 shows the clustering for all the texts and subtexts that were used in this study. Cluster 5 is grouped in with the other texts that were copied out by Caxton from English texts. Clusters 3a and 3b are grouped in to a separate cluster, which different to both the texts that were translated, and the texts that were written out in full. 
Figure 9.18 shows the clustering for all the texts and subtexts that were used in this study. The section of this dendrogram that is of interest for this study is the cluster that includes the full text of Paris and Vienne, alongside sections of the Golden Legend and the Book of Good Manners, highlighted in yellow. We know that these texts and sections of texts all contain many spellings in common because they cluster together.
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[bookmark: _Toc499753576]Figure 9.18: Hierarchical clustering of all subsections of text and whole texts

		
I suggest that these texts group together because they were typeset by the same compositor. The cluster analysis alone does not provide enough evidence to suggest that these texts were typeset by the same compositor, but we can use the similarity measurements to provide further support. Comparisons between the similarity between the texts that may have been typeset by one compositor are shown in the table below. 

	Text under comparison
	Other text
	Similarity score

	Paris and Vienne
	Golden Legend cluster 3a
	0.91

	Paris and Vienne
	Golden Legend cluster 3b
	0.91

	Paris and Vienne
	Book of Good Manners 1
	0.97

	Book of Good Manners 1
	Golden Legend cluster 3a
	0.91

	Book of Good Manners 1
	Golden Legend cluster 3b
	0.90

	Golden Legend cluster 3a
	Golden Legend cluster 3b
	0.96


[bookmark: _Toc499753500]Table 9.19: Similarity scores for texts typeset by one compositor

Table 9.19 shows the similarity scores for the sections of text that cluster alongside Paris and Vienne. The similarity scores for these sections of text are in line with the scores for texts that have been typeset by one compositor and which use a stable copy text. Both the two sections of the Golden Legend and the Book of Good Manners first section are extremely alike the spelling variants found in Paris and Vienne, which suggests that the same sources of input were used in creating the text, in this case the same writer of the copy text, Caxton, and the same person setting the type. In the case of the Golden Legend, the likelihood is that Caxton translated the text in Cluster 3a and 3b from either Latin or French, because the spellings in this section of the Golden Legend match the spellings used in other texts that were translated by Caxton. These results also have ramifications for the unresolved issues within the Book of Good Manners.
The Book of Good Manners has not behaved as we would expect during the cluster analysis undertaken in Chapter 7 and the similarity measurements in Chapter 8. The text shows a change in spelling variants midway through the text within Quire e. It is unlikely that the difference between the two sections of the Book of Good Manners is caused by a change in the copy text, because Caxton’s spelling variants appear in both sections of the text. While there is the possibility that Caxton translated the second part of the Book of Good Manners from a French edition of the text but merely copied out the first part from an English edition or vice versa, this scenario is unlikely. There is no known English version of the Book of Good Manners prior to Caxton’s edition of the text. However, were this the case, we would expect the second part of the Book of Good Manners to cluster with the section of texts that were copied out in their entirety by Caxton or were written by him from scratch, that is, the cluster containing the Polychronicon and the prologues and epilogues, but this is not the case. 
The only other layer of spelling variation is introduced by the compositor. I argue that the single compositor who set the type for Paris and Vienne is the same compositor who typeset Cluster 3a and 3b for the Golden Legend. I suggest that this compositor also set the type for the first section of the Book of Good Manners, before being replaced by a different compositor partway through the text. In this case, the two layers of spelling variation are almost the same: the first layer is Caxton’s spelling variation, and the second is one compositor.

[bookmark: _Toc497899885]Chapter conclusions
This chapter began by asking whether it is possible to isolate sections of Caxton’s texts that contain his input, based on an exploration of the orthography used within the texts, and expands our knowledge of Caxton’s approach towards editing and translating. In the case of the Polychronicon, Caxton’s editorial practice was to write out the entirety of the text in order to amend the text in the way that he thought necessary (Section 9.3). The cluster analysis shows that the same may be true of other texts that contain similar spellings to the Polychronicon and Caxton’s prologues and epilogues; Caxton’s Troilus and Criseyde and the Confessio Amantis both contain similar spellings to the prologues and epilogues, which may mean that Caxton wrote these texts out in full, either to make minor amendments or to make a copy text for use in the printing house. Caxton also appears to have created the copy texts used to print the texts that he translated, an inference supported by the high frequency of Caxton’s spellings within those particular texts. Many texts of those examined for this study escaped Caxton’s intervention: his first edition of the Canterbury Tales, Boethius, and the Chronicles of England do not contain Caxton’s spellings, which suggests that Caxton did not actively amend these texts or write them up himself before publication.
By clustering the sections of the Golden Legend that arose from Chapter 7 against the wider dataset I suggest that Caxton’s editorial preference was to give some of the early text from the Gilte Legende to the compositors without intervening in the text himself. Later text was translated from either the French or Latin copies, and some further text was likely copied out by Caxton from the Gilte Legende (Section 9.5.2). The use of existing copy by compositors for an early part of the text raises the possibility that the compositors began working before Caxton had finished editing and translating the other parts of the text. 
This study has shown that in the texts that Caxton translated, Caxton’s spellings remain in the text. However, the spellings that Caxton used when translating a text do not appear to be identical to the spellings used when writing new English texts or copying manuscripts that were written in English (Section 9.5). I suggest that the difference in spellings used by Caxton is caused by the influence of the copy text. Norman Blake has shown that some of Caxton’s spellings in Reynard the Fox were influenced by the Dutch copy text; the results from the present study suggest that in all the texts that Caxton translated, the spellings differ to when he wrote text in English. This chapter also expands our knowledge of the approaches taken in the printing house to the use of copy texts and the way that compositors worked together. Through examination of the Book of Good Manners (at the end of Section 9.5.2), I argue that the copy texts for the Book of Good Manners, Paris and Vienne, and part of the Golden Legend were translated into English by Caxton, and that one individual compositor set the type for the first half of the Book of Good Manners before being replaced by a different compositor partway through setting the type for Quire e. 
This chapter set out to test the limits of the methods developed within this thesis and to resolve the uncertainties that arose during studies in earlier chapters. Through combining cluster analysis and similarity testing, this chapter demonstrates how we can use quantitative methods to research the impact of an individual on sections of text. In this case, I used spellings to find out the extent to which Caxton was involved in the creation of the texts produced by his printing house. Spelling variation as a source of authorship attribution is not ideal because it covers only one aspect of the linguistic features used by an individual. A full authorship attribution study into the texts written by Caxton would include other linguistic features, lexis and syntax in particular, though such work is well beyond the scope of this thesis. It was not the intention of this study to develop a method for authorship analysis; this chapter aims to demonstrate the wider ranging use that these methods could be put to when applied to early printing. The use of spellings to explore the contribution made by individuals to Caxton’s texts has provided evidence to support my argument that Caxton was the translator for the Book of Good Manners. Additionally, I argue that Caxton did not personally write the Liber Ultimus section within the Polychronicon. Instead, it is more likely that Caxton received a copy of the Chronicles of England complete with the 1419 continuation, reprinted the continuation under the name of Liber Ultimus in the Polychronicon in 1482. 
Through combining the quantitative methods introduced in earlier chapters, this study explores Caxton’s approach to editing and translation, expands our knowledge of the processes used in dividing copy and the work of compositors, and shows that Caxton’s own idiolect has remained stable throughout the texts that he printed. The next and final chapter draws together the concepts and themes that have underpinned this thesis to discuss the conclusions and the implications and possibilities presented by this work for future research. 

[bookmark: _Toc497899886]Conclusions
This thesis was guided by three research questions: (i) how does spelling variation operate at the level of the individual in fifteenth-century English? (ii) what were Caxton’s practices as an editor and a translator? and (iii) what quantitative methods are most suitable for investigating (i) and (ii)? Through the investigation of these research questions, I present new quantitative methods for the exploration of spelling variation in William Caxton’s early printed texts. Through the application of these methods, this work broadens our understanding of spelling variation in fifteenth-century print and provides new knowledge about Caxton’s practices as an editor and translator on the one hand and about the printing processes undertaken in Caxton’s printing house on the other. This work pilots the use of bottom-up quantitative approaches to analysing spelling variation in early print, and provides new insights into the quantitative study of spelling in early print. This chapter discusses my contributions to our knowledge of English historical spelling variation (Section 10.1), contributions to the study of spelling variation in English (Section 10.2), and contributions to our understanding of the editorial practices and printing processes undertaken in Caxton’s printing house (Section 10.3). In Section 10.4, I discuss the possibilities and implications presented by this thesis for future research and provide details of the limitations of the present study. 

[bookmark: _Ref497289220][bookmark: _Toc497899887]Contributions to our knowledge of English spelling variation
This thesis makes several contributions to our knowledge of spelling variation in fifteenth-century printed texts. While it has been widely assumed that spelling variation was influenced by printing processes in the era in which Caxton was printing, instead the results from this study show that this is true only later. Chapter 3 demonstrated that compositors did not change their spellings as a result of the processes involved in printing. As a result, the copying processes undertaken during printing involve the same sources of orthography as in their scribally-handwritten counterparts, namely, the person undertaking the copying (in this case, the compositor), and the manuscript that is being copied. While spellings were not changed to justify type in the era that Caxton was printing, changing spellings become a method of justifying texts in later periods when abbreviations became considered as a marker of shoddy work (Voeste 2007). These findings show that the transmission of spelling variants in fifteenth-century print was not affected by printing processes. Instead, spellings in early print were transmitted by the people undertaking the copying—the compositors who set the type and the scribes who wrote out the copy text. 
To explore the spellings used by the compositor and the scribes who created the copy text, I further develop the existing concept of orthographic idiolects. In Section 1.2 I defined orthographic idiolects as being the orthographic preferences of an individual writer (or typesetter), which includes all the spellings used by an individual and the extent to which each spelling is used relative to other spellings that represent the same word. Throughout this thesis research has focused on the spelling variation at the level of idiolect. Accordingly, this research expands our knowledge of the extent to which spelling variation operates at the level of the individual in the fifteenth century. 
One of the key findings of this research is the stability of spellings used by individuals in early print. In Section 8.1 I showed that the spellings used by compositors and the scribes who wrote the copy text are stable throughout the text that they were involved in creating. That is, while the compositors and scribes do not necessarily represent one word with one spelling, the spellings that they do use and the ratios in which they are used relative to one another remain the same throughout their work. This thesis argues that the idiolects of Caxton’s compositors—and the idiolects of the scribes who worked on the copy texts—are stable. However, while the spellings used by individuals are stable, the spellings that they use are not the same as one another. When multiple people were working on a book at once, their individual sections were put together to form the finished text. Thus, in the finished text the sections that were typeset (or written in the copy text) by different people will contain the spellings of each person involved with creating that section of the book. In these books that were created by multiple people, Section  5.4 and Section 7.2 showed that changes in spellings take place when a change in the person creating the text takes place. This change in spellings marks a change in the orthographic idiolects used at that point in the text, and therefore this change in spellings shows that the compositors changed some of the spellings in the texts that they typeset. 
Compositors did not change spellings due to pressures from the processes of typesetting, but the changes are more likely to be unconscious changes into their own idiolect (see Section 2.3 for further discussion). The work undertaken in Chapter 5 developed a method to locate these points in which a change in idiolects takes place. Section 5.4 and Section 7.2 showed that the orthographic idiolects used by Caxton’s compositors and the scribes who worked on the copy texts are sufficiently different from one another for quantitative analysis to detect when a change in the individual working on the text has taken place. Chapter 6 developed a method for exploring the extent to which spellings differ between sections of text and the application of this method in Section 8.2 showed that the two compositors who set the type for Caxton’s second edition of the Canterbury Tales mostly used different spellings to one another. 
Finally, this thesis contributes to our knowledge of Caxton’s own spelling practices. Section 9.5 showed that Caxton’s orthographic idiolect can be detected in the texts that he translated and edited. It is not within the scope of this research to isolate the spellings in Caxton’s orthographic idiolect (though this study paves the way for such research to be undertaken). Section 9.5 showed that, like the spellings used by the compositors and the copy texts, the spellings used by Caxton remain stable in the texts that he translated and edited throughout his time as a printer. However, Section 9.5.1 showed that the spellings that Caxton uses when translating a text into English are not the same as the spellings that he uses when copying from an English copy text or writing his own English (such as in the prologues and epilogues to his texts). It is possible that Caxton’s spellings are influenced by the non-English copy text he uses when translating into English, but further study is required to determine whether this is the case.

[bookmark: _Ref497289512][bookmark: _Toc497899888]Contributions to the study of spelling variation in English 
One of the key contributions of this thesis is the collection of methods developed for the exploration of spelling variation in early printed texts. Section Two was devoted to the development and testing of quantitative methods, and Section Three applies these methods to Caxton’s texts. The approach I have taken to this research is a bottom-up, data-driven approach. Rather than picking out a set of spellings to look for in the data, this study makes use of all the spellings in the data to assess where in the text a change in spellings takes place and the extent to which the spellings change. This study makes use of quantitative methods to simultaneously track the changes in the rates that thousands of spellings were used, and to determine the extent that spellings changes throughout texts. As such, this study can be considered a big-data study. The number of spelling variants in use means that the number of dimensions that the data inhabits runs into the thousands, incurring a set of issues known collectively as the curse of dimensionality. Section 4.4.1 and Section 4.4.2 discussed the issues introduced into the analysis because of the high dimensionality of the data, and provided solutions to try to mitigate these effects. 
This thesis also contributes to our knowledge of undertaking research into historical spelling at the level of idiolect. Investigating spelling at the level of idiolect has theoretical implications that are accounted for in the research design. In studies where dialect is the primary orthographic level of enquiry, greater importance is given to spellings that are linked to a dialect, and the spellings that are linked to dialect are a subset of the overall spellings used by an individual. In this thesis, enquiry is undertaken at the level of idiolect, and so the spellings we are interested in are those that are linked with the idiolect of an individual, such as the compositor or the scribe who wrote out the copy text. Idiolect spellings are made up of all the spellings that the individual compositor or scribe ever used, rather than a subset of spellings as is the case with dialect spellings. The difference between studying dialect and studying idiolect affects the number of spellings that the research is interested in. In Section 1.2 I argued that when undertaking research into spelling variation at the level of idiolect, all the spellings in the text must be considered during the analysis because the idiolect spellings comprise all the spellings used by an individual. Furthermore, while dialect spellings are of greater importance in studies of dialect, in this study all spellings are of equal importance. As such, this thesis assesses all the spellings used in the texts and sections of texts undergoing analysis to identify places in the text where the orthographic idiolects change and to determine the extent to which the spellings differ. The methods developed in Section Two include as many spellings as possible (within methodological constraints) and are designed to treat all spellings as being of equal importance to the analysis. 

Research design
The research presented in this thesis is designed to explore the spelling variation present in early printed texts by taking a data-driven approach that is inclusive of all the spellings in the data, and treats the spellings equally. The methods used in this thesis are developed in Section Two. Chapter 5 presented the development and testing of cluster analysis for use on quires, and Section 5.5 detailed the adjustments that are necessary to use cluster analysis on whole texts. As part of the development of a form of cluster analysis suitable for analysing spelling variation in quires, in Section 5.2 I tested three types of cluster analysis. Based on the testing results, in Section 5.4.4 I argued that k-means clustering is the most appropriate type of clustering for grouping quires within a text, and that hierarchical clustering methods, such as the Ward error sum of squares method, are better suited to clustering whole texts. Cluster analysis has proved to be a useful method in cases where there is uncertainty in the division of copy for compositors, or where a change in copy text may have taken place. Through the application of cluster analysis, it is possible to demonstrate that there is a change in spellings and likely a change in compositor between the prose and verse in Caxton’s first edition of the Canterbury Tales (Section 7.2), and that the underlying copy text used for the Polychronicon may have included work from six different scribes (Section 7.5.2). 
Chapter 6 presented the use of similarity measurements as a method for quantifying the extent to which two sections of text use the same spellings, where the necessary adjustments for similarity measurements to work on spelling data are discussed in Section 6.2. The similarity measurements are applied onto data in a case study of Reynard the Fox in Section 6.3, and then expanded onto a wider range of texts in Chapter 8, where similarity testing was used in two different ways: In Section 8.1 I showed that similarity testing can be used to show whether the same spellings are used throughout a section of text, and in Section 8.2 I used similarity testing to find out the extent to which spellings differ between sections. Where a text was typeset by two compositors Section 8.3 showed that the spellings used by two different compositors differs even when the same copy text was used. In this way similarity measures provide evidence of compositors changing the spellings in their copy texts even when we cannot compare the text against the copy text that was used to create it.
In Chapter 9, I combined the cluster analysis and similarity methods devised and applied in the previous chapters to explore the remaining questions raised during the analysis. Combining methods makes more complex analysis possible than is possible using one method alone. Section 9.2 showed how we can use similarity scores and cluster analysis together to determine whether the cause of a change in spellings is at the level of the compositor or the copy text. Additionally, Section 9.4 demonstrated how we can use these methods to see which of Caxton’s spellings use the same spellings, and the extent to which the same spellings are used. Finally, by combining methods it is possible to examine Caxton’s role in the printing house more widely. Section 9.5 explored Caxton’s editing and translation practices, and based on the results in this section, I argued that Caxton’s preference was to write out texts in full and add amendments and changes as part of this process. 
The two methods developed for use with spelling data in this thesis—cluster analysis and similarity measurements—demonstrate the utility and value of quantitative methods in exploring historical texts and historical spelling variation. This thesis argues that these methods can be used more widely to answer questions within historical linguistics that relate to the differing uses of spelling data. These methods enable the researcher to locate a point in a text where a change in spellings takes place, and then to quantify the extent to which the spellings differ on either side of the divide. Through combining these methods, this thesis has shown that it is possible to explore the composition of Caxton’s texts and his editorial practices more widely.

Spellings as data for quantitative studies
Section 4.3 developed a method for transforming spellings into numbers by representing each spelling in decimal form. The decimal form represents the proportion of time that the spelling in question is used relative to other spellings used to represent the same word, and so the decimals for all spellings that are used to represent a particular word always add up to one. Spelling data exists in a relationship with the words that they are used to represent. In Section 4.3.2 I built on this method by demonstrating the way in which this method can be used to represent the relationship between spelling data and the words they represent. Through using decimal form to represent the extent to which spelling variants are used, this method also ensures that all spellings are weighted by their frequency relative to other spellings for the same word. 
Section Two presents new methods for undertaking cluster analysis on the quires of a text, and these methods were optimised for use on spellings. As part of the design of these methods each spelling is assigned to its own dimension. Subsequently, during the analysis each dimension is considered in turn, thus giving equal consideration to all spellings in line with the methodological approach taken throughout this thesis. However, there are thousands of spellings in any given text, and so the analysis is undertaken within high-dimensional space. The high dimensionality of the data means that adjustments to the method are required, because high dimensional space has properties that make cluster analysis difficult (see Section 4.4 for further discussion). Section 5.3.1 demonstrated the value of undertaking the cluster analysis twice—the first time using all the spellings and ensuring a truly data-driven method, and the second clustering using a restricted set of spellings that represent high-frequency words that appeared in at least eighty per cent of quires. In Chapter 9 the analysis is expanded so that whole texts can be clustered with one another. For cluster analysis to work on whole texts, Section 5.5 presented additional adjustments designed to widen the applicability of the method: Section 5.5.1 demonstrated the value of using hierarchical clustering rather than k-means, and Section 5.5.2 established the necessity of restricting the cluster analysis to the spellings used within the text (or sections of text) that are included in the analysis. 

Early printed texts as data for quantitative studies 
By using Caxton’s texts as data for analysis of spellings, this thesis provides insight into the use of early printed books for quantitative research, but the high-dimensional space created using spelling data has implications for cluster analysis using books. Cluster analysis of Troilus and Criseyde in Section 5.4.2 showed that density-based clustering is unlikely to ever be a useful method for clustering quires based on spelling variation. The quires of Troilus and Criseyde are not sufficiently dense for a clustering of the data points to take place; as such the ratio of quires to spelling variants is too low for density-based clustering to work. In contrast, clustering works effectively with k-means and hierarchical clustering methods. These methods work by calculating the distances of the quires from one another and from the centres of the clusters in which they are included. In this case, the distances between quires are varied enough for proximity-based clustering to work effectively.
Using whole texts as data introduces further challenges for quantitative analysis. When using whole texts for cluster analysis as opposed to quires, Section 5.5.3 showed that information loss takes place. Section 5.4 and Section 7.2 demonstrated that changes in spellings often take place within printed texts because of a change in the copy text or the compositor. However, these multiple orthographic idiolects are conflated when clustering whole texts, and a weighted mean of the spellings in the text is taken and used to represent the whole. While Chapter 9 demonstrated that clustering whole texts is an effective means of researching similarities between the spellings used in different texts, undertaking cluster analysis on this scale requires the conflation of changes in idiolect that may take place within the text. 

[bookmark: _Ref497289549][bookmark: _Toc497899889]Contributions to our knowledge of book history 
This thesis makes a significant contribution to our understanding of the printing processes undertaken in Caxton’s printing house, and provides further insight into Caxton’s editing and translation practices through focusing on several of Caxton’s texts. Section 3.3.2 shows that the processes undertaken in printing, particularly the processes involved in justification of type, are unlikely to have caused a change in the orthography of Caxton’s texts. Instead, compositors justify their text through hyphenating words over lines, abbreviating words near the right-side margin, and expanding or contracting the spacing between words.
Through the application of the methods devised in Section Two, Section Three expands our knowledge of the way in which compositors worked in Caxton’s printing house. Section 7.5.2 showed that the copy text used by Caxton’s compositors were sometimes written by multiple scribes at some point in their transmission. Texts were not always divided for copy based on the order in which the text would be put together. In Section 8.3.1 I argued that Caxton’s first edition of the Canterbury Tales was likely divided into prose and verse for typesetting, and when resetting quires of the Golden Legend, the compositors were given non-consecutive sections of work to typeset (Section 8.3.2). During typesetting Caxton’s compositors often worked together and set type from the same text concurrently, as in the case of the Golden Legend (Section 8.3.2), but sometimes one compositor would take over the work of another, as occurred in the Book of Good Manners (Section 9.5.2). Based on similarity scores, in Section 9.5 I argued that it is also possible that the same compositor who typeset some of the Golden Legend also typeset the first half of the Book of Good Manners, and the full text of Paris and Vienne. 




Caxton’s practices as an editor and a translator 
This thesis explores the editorial and translation practices that were undertaken by Caxton when creating new texts for print. By focusing on individual texts, Chapter 9 demonstrated Caxton’s approach to editorship of the texts that he printed. Cluster analysis of the Polychronicon suggests that the text was written out by Caxton, and then Caxton’s version of the text was given to the compositors for typesetting (Section 9.5.1). Additionally, through combining the methods developed in Section Two, I argued that Caxton was not the author of the section of the Polychronicon known as the Liber Ultimus. This section of text was copied from the 1419 continuation of the manuscript version of the Brut chronicle that Caxton used to make his edition of the Chronicles of England (Section 9.3). Caxton’s practices were similar when he was preparing his manuscript of the Golden Legend. While the compositors appear to have worked directly from a manuscript of the English Gilte Legende for the first section of the text, cluster analysis and similarity testing suggest that the rest of the text was either copied out of the Gilte Legende by Caxton (and possibly edited in some way), or translated into English from the French or Latin versions by Caxton. When editing a text, Caxton’s practice appears to have been to write the text out in its entirety, including any amendments in Caxton’s handwritten version of the text. Caxton’s preference both as an editor and a translator appears to have been the creation of a full manuscript version of the text, presumably that the compositors then worked from directly. 

[bookmark: _Ref497289557][bookmark: _Toc497899890]Implications for further research
The work in this thesis could be built upon in a multitude of ways. The research undertaken here is based on Caxton’s printed texts. Through exploring these texts using quantitative methods and spelling data it has been possible to build on previous bibliographical work and provide evidence towards disputed texts. For example, previous studies have been unclear where changes in copy text and compositor have taken place in Caxton’s edition of the Confessio Amantis. The evidence I present in Section 7.4 supports a change in compositor taking place at the beginning of Quire q, and a change in the copy text occurring at the start of Quire y. This evidence supports some of the assertions put forth about the text by Hellinga and Painter (2007) and some of the arguments made by Macaulay (1901), and opens the text up for further analysis into the copy texts used to create the text. This research did not investigate all the texts produced by Caxton due to the constraints discussed in Section 4.5. This research could be expanded to study the composition of Caxton’s other texts that are available through EEBO-TCP, such as Caxton’s edition of the Morte Darthur, or early printed books produced by other printers. Additionally, if further transcription work were to take place, these methods could be applied to texts that are not available through EEBO-TCP (as of Autumn 2017), such as Caxton’s second edition of the Canterbury Tales. 
This thesis explores spelling variation that occurs at the level of the idiolect, and has treated all spellings as being of equal value in forming part of the idiolect of an individual compositor or scribe. While traditional studies of dialect spellings have focused on taking a top-down approach to spellings that relate to dialect, this research has taken a bottom-up approach inclusive of all spellings used in the text. By taking a bottom-up data-driven approach, this study therefore includes all evidence we have of the idiolect of the compositor or scribe working on that text at that time. Through focusing research on idiolects, this thesis has expanded our knowledge of spelling variation at the level of the individual working on early printed texts. The use of idiolects provides a productive area for future research, particularly for researching historical documents within the context of standardisation. While traditional narratives of standardisation focus on the broader trends towards uniformity in language, focusing on the language of the individual provides insight into the reality of variability in spelling in routine usage. This thesis has shown that while compositors and scribes (and Caxton himself) working on the texts produced by Caxton’s printing house frequently use more than one spelling variant to represent a word, the variability in their spellings remains stable throughout the text that they are working on. Through exploring individual spelling use, this work contributes to our understanding of historical spelling variation and provides further avenues for research. 
In addition to exploring spelling at idiolect level, this thesis explores the use of spelling variation more widely as a data source for finding out about the individuals involved in the creation of a new printed text. The use of spelling variation as a method of linking writing directly to an individual has not been trialled extensively in historical linguistics. The results in the analysis chapters of this thesis validate the use of spelling variation as a data source for drawing links between sections of text that Caxton was personally involved with, even where different compositors and languages were involved in the creation of the new text. The results in this thesis thus pave the way for the extension of spelling as a source of data for investigating individuals writing other historical documents other than printed books. The use of spellings as a data source also provides a starting point for exploring the language of people who were involved in the copying process but who do not affect the lexis, syntax, or other linguistic features of the text apart from spelling. In the case of compositors, their influence is particularly difficult to detect without access to the copy text. In studies involving the transmission of spellings these methods can be used to explore the types of spellings that are carried through successive copies of text. The methods developed in this thesis could also be adjusted to analyse other linguistic features in isolation, though a suitable method for quantifying features other than spellings would need to be developed depending on the linguistic feature under examination. This thesis provides a starting point for the use of quantitative orthographic studies into authorship in cases where traditional authorship attribution analysis is unlikely to work. 
Finally, the work undertaken in this thesis provides a departure point for further research into historical spelling using quantitative methods. These methods could be developed further in other areas of historical linguistics, for example, an adjusted version of this method could be used to research texts in which successive copying has not taken place, such as in private writings, or researching changes in orthography that take place under varying pragmatic constraints.

[bookmark: _Toc497899891]Concluding remarks 
This research challenges traditional approaches to the study of spelling variation, through the development of a suite of new quantitative methods and their application onto spelling data. Through testing these methods on a range of research questions that relate to Caxton’s texts, this thesis offers original contributions to our knowledge of historical spelling variation, the study of historical spelling variation, and printing history. I have explored the layers of spellings present in Caxton’s texts using these methods, and in doing so, have shown that while spellings change in the course of a printed book, the spellings of the individuals working on the text remain stable throughout their work. Furthermore, while there is little orthographic dialect evidence remaining in Caxton’s texts, the idiolect spellings are sufficiently variable to enable changes in individuals to be detected. These findings would not have been possible without the use of quantitative and computational methods. Through this research I advocate for greater use of quantitative methods within the field of historical linguistics, and promote further investigation into spelling variation at the level of idiolect. 
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